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2 Executive Summary 
 
One of the main goals of the dReDBox project is to improve the execution of 
applications by exploiting larger amounts of RAM and higher degrees of 
elasticity in assigning resources to applications. Three use cases are 
considered to showcase the improvements of dReDBox in applications. 
 
This deliverable, D6.3, is focused on the MEC NFV application and covers the 
development done to implement the use case in the dReDBox Platform. The 
work is part of the recently started Task 6.3. Thus, the report shows the early 
development progress, focusing on showcasing the use of the scale-up API in 
the database and through that progress towards fulfilling the relevant 
application KPIs reported in deliverables D2.1/D2.2.  
 
This deliverable presents in detail a description of the NFV application and the 
benefits and improvements dReDBoX brings. The new code development 
work is presented, in particular, the newly developed elastic scale-up 
database which uses memory and storage in a flexible way, and can 
accommodate times of peak load by increasing its entries in memory and 
requesting a scale up to the dReDBox orchestrator when necessary.  
Preliminary results are focused on the new database, which took most of the 
development effort. These results are presented and analysed in this 
document.  
 
All the ported code is available in the internal GitLab repository [11]. 
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3 Introduction 
 
Currently network operators, in particular Telefonica, are quite advanced in 
terms of network virtualization. The industry aim is to virtualize the network 
from end to end, from customer premises to our inner network infrastructure. 
Virtualization brings the opportunity to build mouldable networks with software 
based network functions deployed over general-purpose hardware.   
 
Even though NFV is becoming more mature, there are still a lot of challenges 
to be solved in order to live up to the promise of virtualization. One of these 
challenges is to efficiently share the resources while maintaining the desired 
performance of the network functions. In particular, we need to guarantee the 
service level agreement of the function in a virtualized environment. In an 
environment where resources are pooled and not pre-allocated, proper 
management of the resources allocated per VM is essential to guarantee the 
correct behaviour. This is particularly true with NFV environments, where I/O 
intensive workloads, for memory, disk and network, present an exponential 
degradation when resources are handled in a typical cloud-like fashion. 
 
dReDBox architecture offers an exceptionally high degree of flexibility, 
allowing us to implement more efficient and cost-effective datacentres to host 
NFV application. By breaking the boundaries of the servers, and allowing us 
to take resources from different places, the network functions, with different 
requirements and different peak times, can achieve the necessary 
performance and service level agreement requirements.  
 

3.1 Overview of NFV and the MEC NFV Use Case  
 
To illustrate the benefits of a disaggregated architecture as a platform to 
execute network function virtualization, we have chosen a mobile edge 
computing use case that has to process and encrypted/decrypt content. In this 
use case, the user traffic is processed by a server at the edge of the network 
instead of a server in the content provider’s premises, which will have a much 
longer latency. The edge server performs all the processing transparently for 
the user, who does not need to know which edge server is being used. 
However, current concerns around privacy are leading to the encryption of all 
communications, for example using HTTPS. This implies that the edge server 
needs to decrypt/encrypt all user communications on behalf of the owner of 
the service/content and perform the necessary computation. The 
computations carried out in the edge server vary in complexity. The simplest 
case is fetching a cached part of a content from a CDN (Content Distribution 
Network). More complex examples of computation might be transcoding, 
adapting content, mixing content or performing analysis. Nevertheless, 
without the key to encrypt and decrypt, nothing can be done in the edge 
server. 
 
The Heartbleed attack illustrated the security problems with storing private 
keys in the memory of the server of the content. Thus, a mechanism (TLS 
Session Key Interface (SKI) defined in [1]) makes it possible to store private 
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keys in a highly trusted key server, physically separated from client facing 
servers and obtain the key to encrypt/decrypt a session in a collaborative way. 
The server is split into two distinct entities, the edge server, which is the one 
that executes the edge computing and has direct contact with the user, and 
the key server that communicates over an encrypted and mutually 
authenticated channel (using for example TLS) and stores the private key 
(see Figure 1). 

 
Figure 1. Edge Server, Key Server VNF & databases with collaborative cryptography 

The edge server, key server and database server will be able to run in 
virtualized environments and share the load with other virtual network 
functions (VNFs). This deliverable reports the first porting of the key server 
application, which was originally developed by the EU project MAMI [2] and 
available as open source in [3]. In the context of this project, the development 
effort has been adapting the software to the dReDBox platform. The work will 
continue up to completion of the project to extend the adaptation to the 
complete use case for the purpose of demonstration and evaluation. 

3.2 Requirements and KPIs 
 
The requirements of the key server application are detailed in deliverable 
D2.2 [9]. For the sake of completeness, we re-iterate below a summary of 
requirements and relevant KPIs, and provide more insight on them and their 
impact. 
 

3.2.1 Key Server VNF KPIs 

3.2.1.1 Session Key Response Time 
 
The main KPI is the time that it takes a key server to process and answer a 
SKI request. Note that, for the final user, this time is added to the 
communication with the edge sever.  Thus, SKI response time can cause 
significant delays in rendering a web page or loading an application. 
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Therefore the response time should be kept under 120 ms (reported in D2.2 
[9]).  
 
In order for the key server to be able to be used globally, as a means to 
support the caching of most of the encrypted content, the response time 
would need to be significantly reduced for some applications.  Moreover, the 
user experience and perception of speed of an application is directly linked to 
the page download time. Thus, the goal of the dReDBox should be to 
minimize the SKI response time which contributes to the total application 
response time.  

3.2.1.2 SKI requests processed per second 
 
This parameter is the throughput of the key server in terms of number of 
processed requests per second. Note that the parameter alone is tricky, as 
achieving a certain number of requests processed per second could be 
obtained by scale out techniques and creating multiple instances of the key 
server. Taking that into account, the expected requests/second is in the order 
of magnitude of the request/sec of a DNS. The free DNS service of OpenDNS 
can sustain between up to 50000 requests per second per location (24 major 
cities worldwide). Thus, considering that 90% of the content is viable to be 
cached, and thus, processed by an edge server, and a likely scenario where 
70% of the content is encrypted, the SKI request per second per location, 
would be in the order of magnitude of 30000 requests/second. 
 

3.2.2 Elastic Scale up database KPIs – Private Key storage 

3.2.2.1 Key lookup time  
 
The database used by the key server stores the private keys of the 
certificates. The performance of the key server is highly impacted by the 
lookup time in the database. Hence, the contribution of the database should 
be minimum. We expect the database to perform 100% of the lookups in less 
than 5 ms.  

3.2.2.2 Lookups / second 
 
Every query to the key server implies a query to the database. Thus, the 
same value of SKI Requests processed per second applies to the database, 
that is 30000 lookups / second, with the database fully loaded to the expected 
number of private keys. 

3.2.2.3 Number of Private Keys stored 
 
With current trends in encryption it is foreseen that the number of domains 
serving only over HTTPS will increase to over 60% of all internet domains. As 
a key server will be associated with a certificate authority, the number of 
private keys stored should be 1 million of private keys at minimum. Note 
that each domain also contains a large number of subdomains. Besides, the 
use of short-term certificates can increase this number.  
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3.2.2.4 Size of the private Keys 
 
The robustness of a key depends on its size. The longer the key, the more 
secure it is. The size of the key impacts the size of the database, the lookup 
time and the time to perform the cryptographic operations (decrypt or sign).  
The keys are typically stored in PKCS8 PEM private key format [8]. A typical 
4096 bit RSA key in pem format uses around 3 Kbytes.  This key is today 
considered robust. However, several years ago smaller keys were considered 
robust enough to hold for a couple of decades, and now they are considered 
weak. Thus, assuming that a portion of the keys could grow in size, we 
consider a mean size of 4096 bytes per key in pem format. 
 

3.3 Benefit of dReDBox Scale-Up for MEC NFV 
 
When the load in terms of number of queries increases, the dReDBox 
platform allows requesting more memory. Thus, more resources would be 
given to process each request. In addition, the database used by the edge 
server and the key server can maintain a set of entries in memory, that has an 
access time at least one order of magnitude faster than the disk access 
(depending on the type of storage). This allows the database to hold more 
than ten times the load. 
 
The traditional way to scale applications and databases is to scale out. 
Scaling out enables one to hold larger workloads by adding more machines 
(virtual or physical). On the other hand, scale up enables one to cope with this 
increase in workload by adding more resources (CPU, memory, disk). The 
scale out in databases is discussed in [4]. With scale out, the database is 
distributed among several nodes by relying on replication or partitioning. 
Replication implies the duplication of all the data and extra overhead in 
maintaining the consistency among the replicas, while partitioning is also non-
trivial and requires one to define how to partition the database, and makes 
dealing with multi-partition transactions problematic [4]. 
 
Scale up on the other hand does not add duplication of the data, it avoids the 
consistency problems, and does not require changing the code of the 
application. Thus, in the NFV use case, the focus has been on providing an 
elastic scale-up database that can be used by the key server and edge 
server. 
 

3.4 Goals, approach and challenges 
 
The main goal of Task 6.3 is to demonstrate the benefits of the dReDBox 
disaggregated architecture in a network function virtualization (NFV) use 
case. In particular, the chosen application, mobile edge computing with 
encryption and a key server needs to be ported to the ARM processor. The 
key server developed by Telefonica in the MAMI project was used as a 
starting point. The application was developed in Java and used an open-
source mature database (Redis). The approach to showcase the dReDBox 
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benefits has been on doing a complete design of an elastic scale-up database 
that can be used by the key server and edge server. The approach is to 
maintain the interface used by the commercial database, and completely 
develop from scratch the core database. Thus, the elastic scale-up database 
can be plugged to the key server seamlessly. On the other hand, for the edge 
server, commercial web servers have plugins for commercial databases. 
Thus, just by plugging the new elastic scale-up database can prove the 
dReDBoX benefits. 

4 Description of the NFV and MEC use case problem 
 
The use case of mobile edge computing (MEC) explores capabilities like 
content adaptation (e.g., through transcoding) or content location in a quick 
and fast manner according to the inputs taken from both network and users 
conditions, leveraging the dReDBox computing and elasticity capabilities to 
provide the necessary computing resources on the fly and taking into account 
the necessity to deal with encrypted content. dReDBox can provide the 
essential piece for MEC by providing datacentre-in-a-box capabilities very 
close to the network access. 
 
In order to illustrate the use case (Figure 1 showed already the set of VNFs 
involved), Figure 2 shows the high level workflow. The user, which can be any 
person with a smartphone, laptop or smart TV, is willing to consume enriched 
content, in a secure way, from a content provider. The content provider is the 
entity that has the rights of the content, and typically has its contents available 
in a central location. However, given the worldwide nature of the services, the 
latency to the web server where the content is located is typically high, which 
harms the user experience. Especially when some interaction with the user is 
needed to make the necessary computations over the content in real time, the 
latency is critical.  
 
Hence, the edge servers, located in distributed datacentres, are closer to the 
user and can provide the necessary quality of experience. The edge servers 
get the content from the web server of the content provider and store it in a 
local database. Then, the edge server can get the content locally without the 
extra delay of contacting the content provider web server.  
  
On the other hand, the edge server is acting on behalf of the content provider. 
A collaborative cryptography procedure is triggered at that point. The user 
starts his connection towards the content provider web server, as they do not 
know which edge server is going to serve them. The edge server terminates 
the TLS session of the HTTPS connection, so the connection from the user 
does not reach the web server. Then, the edge server, as shown in [1], will act 
depending on the type of encryption used. In the case of RSA, the edge 
server sends the encrypted pre-master secret to the key server. The key 
server decrypts the pre-master using the private key stored on the database. 
Then, the key server returns the decrypted pre-master secret to the edge 
server. Then, the edge server, can complete the TLS procedure and obtain 
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the session key to encrypt the content, acting on behalf of the content 
provider.  
 
Once the TLS session is established, the edge server gets the desired 
content, makes the necessary computations (transcoding, combination, etc.) 
and - using the session key - sends the encrypted content to the user. 
 
 

 
Figure 2 Sequence diagram based on KeyServer VNF 

5 Description of the testbed 
The first tests and developments of the application were performed in a set of 
Intel based virtual machines with Ubuntu. Next, the application was ported to 
Cortex-A53 processor on a Xilinx ZCU102 board and an Intel based machine 
directly connected to the board.  A VPN tunnel was set up between Telefonica 
and Naudit laboratories. In the Telefonica lab, a virtual machine is dedicated 
to maintaining the connectivity with Naudit experimental setup. 
 
In M18, another testbed on a datacentre-grade Intel server was made 
available, featuring a deployment of all software components of the scale up 
ecosystem reported in WP4 deliverable D4.2 [10], namely a deployed scale 
up controller, scale up client daemon and availability of API implementations 
in three language flavours (Java, Python and C).  
 
On this actual setup of the dReDBox scale up ecosystem, a virtual machine 
has been made available to test the three use cases defined in dReDBox. In 
particular, the first ported version of the NFV application was tested in this 
environment, being able to perform preliminary scale up and down tests using 
the provided C API. 
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6 Migration report 
 
The migration of the application has been performed in several steps. The first 
two components to be migrated are the key server, which implements the 
cryptographic computations, and the database, which stores the private keys 
of the certificates.  
 
The key server was developed in Java and thus, its porting to any platform is 
supposed to be straightforward if Java is available. In particular, the key 
server has been designed for usage with Java Runtime Environment 8, due to 
the requirements of the cryptographic libraries. Older versions, due to the lack 
of this functionality, are not valid for the application. As dReDBox platform is 
based on ARM, Java for ARM needs to be installed, particularly OpenJDK 
and Oracle JRE. Details on the installation of the java version used in the 
migration can be found in the Appendix, should anyone be interested in 
replicating the installation. Once Java was available, the key server 
application ran without issues on ARM64 and the first test was carried out on 
a platform featuring the Xilinx Ultrascale+ Zynq MPSoC (see D6.5 for details 
on the testbed).  
 
The second component to be migrated is the database. The first porting of the 
application was performed using a commercial database, in particular the 
well-known open-source Redis database. The key server application was 
designed to interact with a Redis database due to the aim of minimizing the 
time to get the private key. Redis has support for ARM since its latest 
development version (not the stable version). This implies that Redis has to 
be manually compiled (compared to an out-of-the-box installation). Details on 
the compilation of Redis and the exact version used are found in the annex.  It 
is expected that the next stable release of Redis will have out-of-the-box ARM 
support.  
 
In order to fully utilize the potential of dReDBox, the database has to be 
modified to be able to scale up and down, and have a fine-grained control 
over the memory used. The first porting choice was to modify Redis. 
However, modifying an existing mature database to allow having a detailed 
control on the use of memory and disk would be not feasible within the 
resources available in the project. Moreover, Redis is typically scaled-out (that 
is, more instances are created). Given the complexity of modifying the code of 
the existing commercial database, it was decided to implement from scratch 
an elastic scale-up database, which has consumed most of the 
implementation efforts. This way, we can make a clean design and show all 
the benefits of the scale-up.  
 
Thus, in order to more finely control of the in-memory contents vs in-disk-
storage contents, an elastic scale-up database (named “dRedBDB”) has been 
developed in C. The choice of C is to be able to achieve a precise control on 
the memory usage thanks to the C functions, such as malloc and free. With 
Java, even though the development time would have been reduced, the fine-
grained control of the memory is highly complicated. The first version of 
dRedBDB, available in the GitLab repository, is focused on the scale-up 
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functions. In order to connect with the key server, and with other applications, 
the same communication protocol has been used. There is a preliminary 
version of the Redis protocol implemented in the elastic scale-up dRedBDB, 
with a limited subset of commands.  
 
In M17 the scale up API implementation was released for testing by the 
application partners. In particular, for the scale-up database the C API was 
chosen. It includes a ‘rescale’ method (interface specification reported in D2.7 
[12] ), to request the change of current VM assigned resources (memory) by 
creating a JSON object and sending it through a socket. The ‘rescale’ method 
returns a ‘response’ structure that contains details of the actioning of a 
‘rescale’ request.  The scale up call was added to the elastic scale-up 
dRedBDB in a second stage. However, there is still pending work on the 
scale-up detailed procedure. 
 
Ongoing work is now progressing on connecting this elastic scale-up 
database with the key server application and ensuring that the whole system 
is working properly.  

 

6.1 Elastic scale-up database design  
 
The elastic scale-up database is based on a data structure of key-value pairs. 
The elastic scale-up database maintains two main tables, one (called in-
memory table) holding the pointers to the values stored in memory, that is the 
content which will be available for a fast retrieval, and a second one (in-
storage table) with pointers to the positions of keys and values stored in a 
database file. The pointer to disk is a structure that allows to locate a value in 
the database file. It contains the offset since the beginning on the file, and the 
size of the value. All the keys and values are stored on disk, while only a 
configurable fraction is stored in memory. With the use of dReDBox scale-up 
API the available memory in the system can be changed, and thus, the 
fraction of values in memory can change accordingly.  
 
The detailed behaviour is as follows. Both in-memory table and in-storage 
table begin with a fixed size of entries (N). The in-memory table entries (see 
Figure 3) contains a structure (key/value/next-entry triplet) with a pointer to 
the key (stored in memory), a pointer to the value (also stored in memory) and 
a pointer to another entry for cases where two key-value entries share 
position in the table.   
 
When a new key-value pair is introduced in the in-memory table, it is allocated 
space in the system memory for both key and value, as well as for the 
structure mentioned before. The position of the entry in the table is based on 
a hash of the key. The chosen hash function is dbj2 [7], which provides low 
amount of hash collisions. A collision occurs when two keys have the same 
hash. In case of collision, two key-value pairs share the same position in the 
table. As the structure is a triplet, it has the possibility to chain entries. Thus, 
pointing to another entry solves collisions. When a key is retrieved from 
memory, it is as simple as computing the hash of the key and fetching the 
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entry from the table. If the pointer to another entry is not null, it means there is 
no collision and a single entry is available at that position. However, if is not 
null, it means that there was a hash collision and several key-value pairs 
share position in the table. Then, it is needed to match the keys to find the 
right entry. Thus, in case of hash collisions, the search is slower. In order to 
maintain a low level of collisions, the hash function should be of good quality 
and the ratio of stored entries vs size of the table has to be below 70% 
(approximately).  
 

 
Figure 3 In-memory table structure 

The same behaviour occurs in the in-storage table. The main difference is 
that, as explained before, there are no pointers to memory, but a structure 
similar to a pointer which is able to locate precisely the bytes of a key and the 
bytes of a value inside the database file. That is, the structure has a reference 
to the position in the database file and the amount of bytes.  
 
The database file structure has been kept very simple for the first version. 
When a new key-value pair is added to the on-storage table, it is written in the 
database file in the next free position for writing. The next free position for 
writing is maintained and there is no deletion of the content in the database 
file.  
 

6.1.1 Key-Value Pair Lookup in the elastic Scale-up Database 
 
The size of key-value pairs allowed to be stored in memory is configurable 
and adjustable dynamically. If all the key-value pairs are available in memory, 
every key-value lookup will only read from memory, while on the contrary, 
every lookup will end in a read from the database file. Key-value pairs lookup 
and retrieval tests show at least, one order of magnitude in difference 
(depending on the platform tested).  
The key-value lookup process is shown in Figure 4. First of all, the hash over 
the key is computed. Then, the entry in the position of the value of the hash is 

KEY VALUE 

KEY VALUE 

Table elements point to key/value/next-entry pointer triplets 

Pointer to 
other entry in 
same position 

NULL 

NULL if no 
more entries 
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retrieved from the in-memory table. If the entry is not empty, and the entry 
does not have another entry linked, the bytes of the value are read from 
memory. If there are more entries, as explained before, the keys of all linked 
entries need to be compared with the searched key, and if it is found, the 
bytes are read from memory. After the value is located in memory, it is copied 
in memory and retrieved. However, if the entry is null, or the key is not found 
in a set of linked entries (which happens only in the case of hash collision), 
then it is searched in the in-storage table. If the key is found in the on-storage 
table, then the position and size of the bytes of the value in the database file 
are obtained. Then, the value is read from the database file, copied in 
memory and retrieved.  
 
 

 
Figure 4 Value lookup flow from the database 

6.1.2 Memory Scale Up 
 
In order to be flexible, the number of key-value pairs in-memory can be 
modified in real-time. A scale-up and scale down process is implemented. The 
strategy implemented to scale up is sequential (seq-scale up). When more 
memory is available, the in-storage table is sequentially searched looking for 
entries that are not null. If an entry is not null, it is checked if it also exists in 
the in-memory table. If it exists, the next non-null entry is considered as 
candidate. If the entry is null in the in-memory table, it is a potential candidate 
to be included in the in-memory table and the new memory size used if the 
key-value pair were stored in memory is computed. If the new memory size is 
below the new threshold, the key-value pair is copied in memory, and an entry 
added to the in-memory table. The process is continued until either all entries 
are searched or the new maximum memory size is reached. The seq-scale up 
workflow is depicted in Figure 5. 
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Figure 5 Sequential scale-up workflow 

Based on the previous workflow, when new memory usage is needed, if the 
system memory is not enough, the API dReDBox call will be triggered. The 
Scale Up API was designed and implemented; the Scale Up engine described 
below has been developed in Work Package 4. For a deeper dive into the 
Scale Up API and the Scale Up engine implementing its backend, the reader 
is referred to Section 3.2 in deliverable D4.2 [10]. 
 
In the elastic scale-up database, a communication protocol between the 
KeyServer and the Database has been implemented. In order to avoid 
modifying the application, the chosen protocol is based on the REDIS 
Protocol. For more details on the protocol, the reader is referred to [6]. In the 
first prototype, only a subset of the commands has been implemented. 
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7 Preliminary results 
 
This section presents initial results of evaluating the ported and adapted 
application to take advantage of unique dReDBox functionality. The results 
shown in this report are related to the performance of the elastic scale-up 
database component, which is one of the main bottlenecks of the NFV 
applications and the first component that has been adapted. 
 

7.1 Experimental setup of the tests 
 
The experimental setup made available by IBM has been used to obtain the 
preliminary results presented in this report. The server has 32 cores and 82 
Gbytes of RAM.  The tests are made with the virtual machine deployed with 
1,718,564 KB (1.7 GB) of RAM and 2 CPUs. The virtual machine runs a 
CentOS Linux release 7.3.1611 (Core). When the application is not running, 
the free memory in the system is approximately 1,258,784 KB. Thus, we can 
consider that the regular operating system consumes around half a gigabyte 
(459,780 KB).   
 

7.2 Redis limitations and performance 
 
The first stress was aimed at understanding the performance and limitations 
of the commercial Redis database used in the application. We use the well-
known Redis benchmark tools to assess the performance. The tests replicate 
the queries of 4K values stored in memory (Redis is a database with all its 
contents in memory). The tests are performed using Redis 4.0-rc3 compiled 
for ARM. 
The first test is done with 250,000 entries, being the size of the database less 
than the available memory in the system. Around 30% of the system memory 
is used by Redis. The results, summarized in Table 1 show that all requests 
are performed in less than 3 milliseconds and more than 100,000 requests 
per second are achieved.   
 
redis-benchmark -t get -n 10000 -d 4096 -r 10000000 
 
 
99.24% <= 1 milliseconds 
99.51% <= 2 milliseconds 
99.69% <= 3 milliseconds 
100.00% <= 3 milliseconds 
119047.62 requests per second 

 
Table 1  Redis test results with 250000 entries 

In the next test, more entries are added to Redis until the system memory is 
filled with 80% of the memory. In this case, the performance of the value 
retrievals begins to degrade. The number of requests/second achieved go 
below 70,000 requests per second, as shown in Table 2. 
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[root@vm-tid ~]# redis-benchmark -t get -n 10000 -d 4096 -r 10000000 
====== GET ====== 
  10000 requests completed in 0.14 seconds 
  50 parallel clients 
  4096 bytes payload 
  keep alive: 1 
 
95.30% <= 1 milliseconds 
99.50% <= 2 milliseconds 
99.51% <= 18 milliseconds 
99.88% <= 19 milliseconds 
100.00% <= 19 milliseconds 
69930.07 requests per second 

 
Table 2 Redis test  results with 500000 entries 

Next, if we keep adding entries above the available memory, the performance 
is totally degraded, going down to just around 2,700 requests per second and 
latency of up to 1.7 seconds, as shown in Table 3.  
 
[root@vm-tid ~]# redis-benchmark -t get -n 10000 -d 4096 -r 10000000 
====== GET ====== 
  10000 requests completed in 0.14 seconds 
  50 parallel clients 
  4096 bytes payload 
  keep alive: 1 
 
95.01% <= 45 milliseconds 
97.00% <= 171 milliseconds 
99.00% <= 580 milliseconds 
99.74% <= 900 milliseconds 
100.00% <= 1794 milliseconds 
2732.65 requests per second 

 
Table 3 Redis test with 750000 entries. 

Finally, if we keep adding entries, Redis gives a segmentation fault error, as 
shown in Table 4. The experimental results show that Redis is not able to 
handle well a situation where the size of the database is bigger than the 
memory available in the system. 
 
26549:M 13 Jul 10:49:27.908 * DB loaded from disk: 0.000 seconds 
26549:M 13 Jul 10:49:27.908 * Ready to accept connections 
26549:M 13 Jul 10:50:14.810 # Out Of Memory allocating 4102 bytes! 
 
 
=== REDIS BUG REPORT START: Cut & paste starting from here === 
26549:M 13 Jul 10:50:14.810 # ------------------------------------------------ 
26549:M 13 Jul 10:50:14.810 # !!! Software Failure. Press left mouse button to 
continue 
26549:M 13 Jul 10:50:14.810 # Guru Meditation: Redis aborting for OUT OF 
MEMORY #server.c:3499 
26549:M 13 Jul 10:50:14.810 # (forcing SIGSEGV in order to print the stack trace) 
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26549:M 13 Jul 10:50:14.810 # ------------------------------------------------ 
26549:M 13 Jul 10:50:14.810 # Redis 3.9.103 crashed by signal: 11 
26549:M 13 Jul 10:50:14.810 # Crashed running the instruction at: 0x465667 
26549:M 13 Jul 10:50:14.810 # Accessing address: 0xffffffffffffffff 
26549:M 13 Jul 10:50:14.810 # Failed assertion: <no assertion failed> (<no file>:0) 

 
Table 4 Redis test with 250000 entries. 

7.3 Elastic scale-up database performance: in memory vs storage  
 
The first experiment using the developed elastic scale-up database is aimed 
at understanding the difference in performance of the database in terms of 
lookup time in the worst case, that is, when all the content is not cached in 
memory, but only available via storage in a database file, versus the cases 
where part of the content is available in memory. 
 
The experiment consists in sequentially retrieving content from the database. 
In these preliminary results, the database protocol is not yet used, and a 
direct C call is used from a C test code, also available in Gitlab. The request 
time is measured from each content retrieval and for every 1,000 requests the 
95th percentile value is stored. The request time is measured from the time the 
query to the database is made (without the overhead of the protocol) until a 
copy in memory of the content is made.  
 
In this sets of experiments, the memory of the Virtual Machine is not changed. 
To get the difference in performance, in each experiment, the available 
memory for in-memory content is modified. The tests in this section are 
performed with a database of certificate entries of 4 Kbytes each with a 
database of 50,000 entries. The amount of disk used by the database is 
200MB (50,000 entries *4K). 
 
 
 
 

 
Figure 6-Retrieval time with 0% of the content in-memory 
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Figure 6 shows the 95th percentile of each test execution, with 1000 retrievals 
per execution. In this case, there are three operations done, a lookup in the 
in-memory table, which always fails, as all the content is in a file, a lookup in 
the in-storage table, with success, and a read of the data from the file from the 
storage system.  
 

 
Figure 7 Retrieval time with 50% of the content in-memory 

 
Figure 7 shows the case where 50% of the content is stored in memory, so 
half of the lookups will succeed in the in-memory table search and will be 
retrieved faster. In this case, it is possible to reach values of 1µs or less in the 
lookup times. Thus, it will be possible to cope with more requests/second. 
  
 

 
Figure 8 Retrieval time with 100% of the content in-memory 
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the values in memory. Note that the search time fluctuates between 1 and 2 
µs, allowing higher performance. 
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exhibiting high similarity, so to obtain less collisions we could also change our 
hash function for a more optimal one, although the one that is used is close to 
optimal. 
 
 

Summary of measures (1.7 Gbytes of RAM and 2 CPUs) 

Available 
memory for 

database 0 GB 0.1GB 0.2GB 0.5GB 1 GB 2GB 

Tmax(ms) 0.13565 0.1381 0.12692 0.1156 0.1125 0.10989 

Tmin(ms) 0.00134 0.0006 0.00045 0.00048 0.00044 0.0005 

Tavg(ms) 0.002774 0.002276 0.001589 0.001498 
0.00149

3 
0.00150

6 

Request per 
second 360478.3 439427.5 629350.8 667707.4 

669886.
1 

663842.
2 

Table 5 Summary Measures 

 
In Table 5, we show an analysis of the values measured with different sizes of 
memory available for the database. Here we can notice the benefits of using 
dynamically additional memory to reduce the search time and therefore the 
response time. This improvement allows us to increase the number of request 
per second that our database is able to respond to. In addition, we can 
observe if we augment the memory above the size of the table, there is no 
additional improvement in response time, so adding more memory becomes 
unnecessary at a certain point. Hence by using the scaling API it is possible to 
avoid wasting resources of the machine by keeping the right amount of 
memory according to the size of the values stored in the databased and the 
load. 
 
In this preliminary study, we have focused on one of the components that 
contributes to the main KPIs, the total response time, and the number of 
requests / second.  Even if they are preliminary results, the relationship 
between database retrieval time and the amount of memory used is evident. 
Based on the retrieval time, done sequentially without any extra delays, we 
can hint the theoretical maximum retrievals/second.  
 
The next steps in the performance evaluation are aimed at performing 
complete benchmarks with different database sizes and study the dynamic 
behaviour. Once the full Redis protocol is implemented in the database, the 
Redis benchmark tools will be available for the next tests. Moreover, once the 
integration is completed, the whole system will be tested and the results 
reported in the final deliverable.    
  

8 Roadmap and strategy 
 
The first months of Task 6.3 were dedicated to conducting the first migration, 
with experimental versions available. The development targets have been 
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accomplished and the next steps are focused on completing the use case and 
optimizing the performance and use of dReDBox features. The development 
roadmap, shown in Table 6 includes many remaining components that will 
occupy the remaining of the project.  
 
 
Component Work Required 

KeyServer Integration Further development and integration with the application 

of the KeyServer. 

Implement Redis 

protocol 

The connection between the database and the application 

is done through the Redis protocol, This protocol will be 

implemented in the elastic scale-up database to allow the 

connection of VNFs with the elastic database. 

Improve scale up /down 

functions 

Enhancements of the scaling functions such as 

decreasing readjustment time, detecting minimum 

memory usage 

Smart management of 

memory entries 

Development and algorithm that allows the table to be 

adjusted efficiently, obtaining a balance between memory 

and response time. 

Code optimization for 

database 

Further development to optimize memory operation of the 

code in C. 

Edge Server Integration Add edge server sample VNF to complete the use case. 

Table 6 Development Roadmap 

 
The next steps also include a detailed performance evaluation towards the 
defined KPIs and showcasing the use case in a public demonstrator. 

9 Conclusions 
 
The dReDBox approach can be an enabler of NFV by improving the 
performance of the execution of the virtual functions by exploiting larger 
amount of RAM and higher degrees of elasticity in assigning resources.  
 
The work for the initial porting of the use case led to the development of an 
elastic scale-up database, able to exploit the flexibility in RAM usage. 
Preliminary results were gathered for the database of private keys for the key 
server VNF. Upcoming work will be focused on completing the developments 
to cover the full use case, optimize the performance exploiting dReDBox 
capabilities and carry out a full performance evaluation and optimization. 
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Appendix – Installation Guide. 

Open JDK 8 Installation guide 
 

For Ubuntu 16.04.x LTS or upper, you can install OpenJDK with this 
command. 
 
 $ sudo apt-get update 
 $ sudo apt-get install openjdk-8-jre-headless 

 
To check your OpenJDK installation execute this command: 
 
 $ java -version 

 
If all works correctly, you should visualize something like this : 
 
OpenJDK version "1.8.0_111" 
OpenJDK Runtime Environment (build 1.8.0_111-8u111-b14-2ubuntu0.16.04.2-b14) 
OpenJDK 64-Bit Server VM (build 25.111-b14, mixed mode) 

 

Oracle Java 8 (JRE) installation guide 
 
The easy way to install Oracle Java JRE 8 on your system is using the 
following commands: 
 
$ sudo add-apt-repository ppa:webupd8team/java 
$ sudo apt-get update 
$ sudo apt-get install oracle-java8-installer 

 
To check your Oracle Java 8 (JRE) execute this command: 
 
$ java -version 

  
If all works correctly, you should visualize something like this: 
 
Java(TM) SE Runtime Environment (build 1.8.0_60-b27) 
Java HotSpot(TM) 64-Bit Server VM (build 25.60-b23, mixed mode) 

 
 

Redis Database for ARM 
 
Redis Installation 
Download, extract and compile last version (4.0-rc3) of Redis. This is an 
example with the last version at the moment of this tutorial has write: 
 
$ sudo apt-get install build-essential 
$ wget https://github.com/antirez/redis/archive/4.0-rc3.tar.gz 
$ tar xzf redis-stable.tar.gz$ cd redis-stable 

http://redis.io/download
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$ make 

 
Note: If something goes wrong during installation process, try with this 
command: 
 
$ make distclean 

 
Check Redis 
The binaries compiled are available under 'src' directory. Run Redis with: 
 
$ src/redis-server 

 
You can interact with Redis using the built-in client: 
 
$ src/redis-cliredis> set foo barOK 
redis> get foo 
"bar" 

 
Redis Security Configuration 
 
Open the Redis configuration file using an editor like nano: 
 
nano $HOME/redis-stable/redis.conf  

 
Delete the first # symbol for the bind parameter and set it according to your 
requirements: 

o Localhost access: bind 127.0.0.1  
o Remote access: If you need to access to the Redis database remotely, 

take additional security actions for protect your private keys. For 
example, using a Firewall. The bind field should be:                            

o  bind  PUT_HERE_YOUR_REMOTE_REDIS_SERVER_IP 
  

The easy way to restrict Redis access only to localhost connections is 
changing 'bind' parameter on configuration file to this: 
 
bind 127.0.0.1 

 
Note: "Bind" parameter is commented by default. It means Redis accepts all 
incoming connections. 
Finally, enable Redis for use password for the incoming connections. Remove 
the # symbol for the following line: 
 
requirepass foobared 

  
Change the foobared string with your own password. 
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List of Acronyms and Naming Conventions 
Processor Core 
or 
Compute Core 
or Core or 
Processing Unit 
(PU) 

An independent processing unit that reads and execute 
machine program instructions. Manufacturers typically 
integrate multiple cores onto a single integrated circuit 
die (known as a chip multiprocessor or CMP), or onto 
multiple dies in a single chip package. 

Multi-core 
processor 

A multi-core processor implements multiprocessing in a 
single physical package. Designers may couple cores in 
a multi-core device tightly or loosely. For example, cores 
may or may not share caches, and they may implement 
message passing or shared-memory inter-core 
communication methods. 

LLC Last Level Cache. A CPU cache is a hardware cache 
used by the central processing unit (CPU) of a computer 
to reduce the average cost (time or energy) to access 
data from the main memory. Most CPUs have different 
independent caches, including instruction and data 
caches, where the data cache is usually organized as a 
hierarchy of more cache levels (L1, L2, etc.). The shared 
highest-level cache, which is called before accessing 
memory, is usually referred to as the Last Level Cache 
(LLC). 

Memory 
Controller (MC) 

Memory controllers contain the logic necessary to read 
and write to DRAM, and to "refresh" the DRAM. Without 
constant refreshes, DRAM will lose the data written to it 
as the capacitors leak their charge within a fraction of a 
second (not less than 64 milliseconds according to 
JEDEC standards). 

Hypervisor A hypervisor, or virtual machine monitor (VMM), is a 
piece of computer software, firmware or hardware that 
creates and runs virtual machines. 

IaaS Infrastructure as a Service (IaaS) is a form of cloud 
computing that provides virtualized computing resources 
over the Internet.  In an IaaS model, a third-party 
provider hosts hardware, software, servers, storage and 
other infrastructure components on behalf of its users. 
IaaS providers also host users' applications and handle 
tasks including system maintenance, backup and 
resiliency planning. 

KVM Kernel-based Virtual Machine (KVM) is a virtualization 
infrastructure for the Linux kernel that turns it into a 
hypervisor. KVM requires a processor with hardware 
virtualization extensions. 

libvirt, libvirtd A toolkit to interact with the virtualization capabilities of 
recent versions of Linux (and other OSes). libvirt 
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provides all APIs needed to do the management, such 
as: provision, create, modify, monitor, control, migrate 
and stop virtual domains - within the limits of the support 
of the hypervisor for those operations. The daemon 
entity – part of the libvirt toolkit - facilitating remote 
communication with the hypervisor is called libvirtd. 

Direct Memory 
Access (DMA) 

Direct memory access (DMA) is a feature of computer 
systems that allows certain hardware subsystems to 
access main system memory (RAM) independently of 
the central processing unit (CPU). 

dBOX 
 

A dReDBox-Box houses the main components of the 
dReDBox system and can be considered the heart of the 
dReDBox system. The dBOX will be compatible with 
standard datacenter infrastructures and will look like any 
other server. 

dTRAY A dReDBox-Tray provides the interconnection and 
supporting functions for the different dReDBox-modules. 
It serves as a “motherboard” in the dBOX. 

dBRICK 
 

A dReDBox-Brick forms the minimum, independently 
replaceable unit in the dReDBox datacenter. There are 
three different types of dReDBox-Bricks: compute, 
memory and accelerator bricks. At any hierarchy level, 
dBRICKs are interchangeable and can be deployed in 
arbitrary combinations to closely match service provider 
and/or user needs. 

dCOMPUBRICK The dReDBox-Compute-Brick constitutes the minimum 
replaceable unit providing general-purpose application 
processing to the dReDBox datacenter. 

dMEMBRICK The dReDBox-Memory-Brick constitutes the minimum 
replaceable unit providing disaggregated memory to the 
dReDBox datacenter. 

dACCELBRICK The dReDBox-Accelerator-Brick constitutes the 
minimum replaceable unit providing programmable, 
application-specific accelerated processing to the 
dReDBox datacenter. It will also have the ability to 
interface with a 100GbE interface on the dTRAY.  

dBESM The dReDBox-Box-ESM is a Custom-Off-The-Shelf 
(COTS) Electrical Switch Matrix (ESM) used to 
interconnect dBRICKs residing with the same dBOX.  

dBOSM The dReDBox-Box-OSM is a COTS Optical Switch 
Matrix (OSM) used to interconnect dBRICKs residing 
within a dBOX to dBRICKs residing in remote dBOXes 
(either in the same or in distinct racks). The OSM can 
also be used for intra-tray dBRICK interconnection, 
coupling the ESM to increase density and/or throughput 
of connectivity in the tray. 
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dRACK A dReDBox-Rack houses multiple, interconnected 
dBOXes. In the scope of the project, it forms the 
complete dReDBox system. The dRACK is the final 
Hardware deliverable associated with “D5.2: Hardware 
integration and tests of all bricks and tray (b)“. The 
dRACK will be used as the platform for the different 
demonstrators. 

dPERTRAY The dReDBox-Peripheral-Tray is a COTS product 
providing convenient support for attaching different kind 
of peripherals (notably secondary storage) through a 
PCIe bus. This will be a “plug-and-play” solution which 
can be connected to a dBOX using a standard PCIe 
cable. 

dROSM The dReDBox-Rack-OSM is a COTS Optical Switch 
Matrix used to interconnect dBRICKs residing in distinct 
dBOXes with the same dRACK. It also serves as a leaf-
switch to route traffic emanating from (resp. terminated 
at) the local dRACK to a datacenter destination (resp. 
from a datacenter source) residing off the local dRACK. 
In the project, we also aim to experiment with an 
embodiment of a dROSM featuring hybrid 
optical/electronic (i.e. both fiber- and packet-switching).  

dDOSM The dReDBox-Datacenter-OSM is used to interconnect 
the different dRACKs in a datacenter. It will connect to 
the different dROSMs in the datacenter. The dDOSM is 
here referenced for the sake of completeness and to 
facilitate a discussion of the overall scalability potential of 
a dReDBox datacenters. However, its further 
materialization is out of the scope of the project.  

dCLUST A dReDBox-Cluster is a logical grouping of dBOXes 
residing within the same dRACK. The decision of sub-
dividing a dRACK into dCLUSTs is mainly motivated by 
the port density limits of a dROSM, as the largest 
commercially-available dROSM is not capable of 
interconnecting all the dBOXes within a 42U dRACK. 

dCLUSTPSU The dReDBox-Box-PSU is an AC/DC power supply, 
capable of providing enough power to a fully provisioned 
dCLUST. 

NUMA  A NUMA (non-uniform memory access) system is a 
computer system where the latencies for the processor 
to access its main memory varies across the memory 
address space. These systems required modified 
operating-system kernels with NUMA support that 
explicitly understand the topological properties of the 
system's memory. 

Openstack Openstack software controls large pools of compute, 
storage, and networking resources throughout a 
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datacenter, managed through a dashboard or via the 
Openstack API. Openstack works with popular 
enterprise and open source technologies making it ideal 
for heterogeneous infrastructure. 

OS Operating System 

QEMU QEMU is a generic and open source machine emulator 
and virtualizer. When used as a machine emulator, 
QEMU can run OSes and programs made for one 
machine (e.g. an ARM board) on a different machine 
(e.g. your own PC). When used as a virtualizer, QEMU 
achieves near native performance by executing the 
guest code directly on the host CPU. 

SDM Agent The Software Defined Memory daemon agent is a 
process running on dReDBox compute bricks to facilitate 
remote provisioning, modification, control and monitoring 
of virtual machines. 

SDM Controller The Software Defined Memory Controller is a centralized 
control entity orchestrating resource management and 
allocation and power management across disaggregated 
of a dReDBox datacenter. 

VM Virtual Machine – Isolated virtualization unit running its 
own guest operating systems 

VMM Virtual Machine Monitor. See Hypervisor 

Mid-Board 
Optics (MBO) 

MBO is the natural transition technology from current 
front-panel transceivers to more integrated electronic-
optical devices. It avoids the front-panel bottleneck, 
improves ports and bandwidth scaling of the rack space 
and may help to solve the packaging bottleneck. 

 


