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Executive Summary 

A common design axiom in the context of high-performing, parallel or distributed computing is that 

the mainboard and its hardware components form the baseline, monolithic building block that the 

rest of the system software, middleware and application stack build upon. In particular, the 

proportionality of resources (e.g., processor cores, memory capacity and network throughput) 

within the boundary of the mainboard tray is fixed during design time. This approach has several 

limitations, including: i) having the proportionality of the global distributed system follow that of one 

mainboard; ii) introducing an upper bound to the granularity of resource allocation (e.g., to VMs) 

defined by the amount of resources available on the boundary of one mainboard, and iii) forcing 

coarse-grained technology upgrade cycles on resource ensembles rather than on individual 

resource types. 

dReDBox (disaggregated recursive datacentre-in-a-box) aims at overcoming these issues in next 

generation, low-power, across “form factor datacenters” by departing from the paradigm of the 

mainboard-as-a-unit and enabling the creation of disaggregated function-blocks-as-a-unit. 

This document is the result of the analysis work done by the consortium around the hardware and 

software requirements of the dReDBox datacentre concept. In particular, the document: 

 Analyses the three pilot use-cases (video-analytics, network analytics, and network function 

virtualization) and identifies the critical capabilities they need dReDBox to offer in order to 

leapfrog in their respective markets. 

 Identifies the KPIs of each application and defines current baselines and expected impact 

of the dReDBox architecture on each application. 

 Defines high level hardware, network and software requirements of dReDBox, establishing 

the minimum set of functionalities that the project architecture will have to consider. 

 Performs a competitive analysis that compares dReDBox to similar state-of-the art 

solutions available today on the market.  

This document lays the directions and foundations for a deeper investigation into the project 

requirements that will finally lead to the dReDBox Architecture specification as will be detailed in 

future deliverables of WP2. 
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1 Introduction 

This deliverable analyses the requirements of the dReDBox project, driven from the analysis of the 

system goals as a general-purpose, scalable and cost-effective datacentre and of three specific 

use-cases that we selected as representatives of the kind of application that will run on the system. 

The main objectives of this deliverable are the following: 

 Present a detailed description of use case applications and highlight their main KPIs. 

 Determine KPIs that drive system design and implementation. 

 Present a detailed description of system requirements and KPIs in order to address the 

defined application KPIs. 

1.1 System Purpose and Scope 

Current datacentre systems are composed by a networked collection of computing boxes. 

Regardless of the specific architecture and topology, each computing box (or server) is composed 

of its main-board and the hardware components mounted on it (including, e.g., processor(s), 

memory, and network interfaces), which form the baseline, monolithic building block on which the 

rest of the hardware and software stack design builds. Fixed within the bounds of the motherboard, 

proportionality of resources is determined at server design time and remains static throughout its 

lifetime. dReDBox aims at overcoming this proportionality by breaking the boundaries of the 

motherboard and by defining finer grained proportionality units, i.e., bricks that will allow finer 

grained resource allocation, finer grained hardware upgrade cycle, and  - eventually – more 

efficient and cost-effective datacentres. 

dReDBox aims to deliver a full-fledged, vertically integrated datacentre-in-a-box prototype to 

showcase the superiority of disaggregation in terms of scalability, efficiency, reliability, 

performance and energy reduction.  

It is very important to clarify that the architecture under development is targeting a system for 

general purpose datacentre and cloud systems. Taking that into account, the consortium has 

nonetheless selected three specific applications as reference use-cases (lighthouse applications). 

By studying the main points, requirements, and baseline performance of these applications in 

traditional systems, we aim at deriving requirements for dReDBox as a general purpose system. 

Furthermore, the selected applications and will be used as reference points to assess and 

demonstrate the outcome of the project.  

In this deliverable, we present and discuss the reference application KPIs and drive from them the 

requirements of the architecture. We aim to show the benefits of dReDBox system not only taking 

into account applications performance, but also the benefits from the resource utilization point of 

view. Currently, datacentres are facing an unbalanced resource utilization, since some applications 

are computational-intensive, others may be communication-intensive or memory-intensive 

applications. Taking into account current datacenters infrastructures, it is very difficult to deal with 
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these unbalances, since there is little flexibility when selecting the resources to be used by an 

application. With dReDBox architecture, for example, users will be able to select the number of 

CPUs that they need and the amount of memory needed without necessarily wasting other 

resources that are normally present in nodes (remaining cores when the amount of memory 

selected hits a node limit).  

1.2 Definitions and Conventions 

Below we describe all the definitions used in this document.  

 Requirement: A capability needed to solve a problem or achieve an objective. This capability 

must be met or possessed by the designed system in order to satisfy a demand.  

 Key Performance Indicator (KPI): A measurable parameter that conveys critical information 

about the performance of a software or hardware system. 

 System KPI: A measurable parameter that indicates system level or hardware performance.  

 Application KPI: A measurable parameter that indicates the performance perceived by an 

application.  

 System Design Drivers: Applications and use case needs that help to drive systems 

decisions.  

 Baseline value: The value of a KPI as measured in some current system. This value serves 

as the basis to drive dReDBox goals and as a point of future performance comparison.  

 Target: An objective KPI value or a capability that the constructed architecture aims for.  

 Prototype: An experimental model or implementation of the system or part of the system.  

 Use Cases: Applications used to evaluate and measure the performance of the designed 

system.  

1.3 Current Infrastructures and dReDBox benefits 

Assuming that there is an asymmetry between processing and memory and that working sets can 

get considerably larger than what current VMs support, we can say that dReDBox would address 

this asymmetry by allowing fine grain resource reservation.  
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Figure 1 - Deploying a memory intensive application. a) Low CPU efficiency when using 2 nodes of 32 GB of 
memory. b) dReDBox allows the user to increase CPU utilization by providing access to huge memory sizes. 

 

Figure 1 shows an example of how dReDBox helps to increase CPU utilization when deploying 

memory intensive applications. In the example, a memory intensive application would need to span 

across two nodes to get the required memory resources and it would leave the available CPUs 

underutilized; with dReDBox, it will be possible to reserve the appropriate amount of memory to be 

used by a single CPU as shown in the graphics on the right.  

 

Figure 2 - Deploying CPU intensive applications. a) Low memory utilization since demanding VMs do not require 
huge amounts of memory b) dReDBox allows user to reserve the needed amount of memory without wasting 

resources. 

 

Figure 2 shows how dReDBox helps to deploy CPU intensive applications. In current systems, 

when applications require higher CPU utilization, the approach is to reserve a set of CPUs that 

access the available local memory. In some cases, application’s working sets are much smaller 

than the total available memory per node. dReDBox allows would allow to reserve the appropriate 

amount of memory minimizing memory wasting.  
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2 Use Case Analysis and Technical Requirements Drivers 

In this Section, we present an in-depth analysis of the three use cases that have been selected by 

the dReDBox project as representatives of the very large class of possible applications that the 

system would host in production. It is crucial to emphasize once again that dReDBox by no means 

aims at optimizing its architecture for any of the three specific use cases, but it rather strives to be 

an effective all-around platform to host and run general-purpose applications. This is the direct 

reflection of one of the main goals of the project, i.e., to build the next generation infrastructure for 

Cloud, where infrastructure tenants are in general not aware of what kind of applications run on 

their systems. 

Nonetheless, we still have chosen the three applications presented below because they present a 

good mix of characteristics that well summarize common features of modern datacentre 

applications, such as, for example, real-time analytics on large datasets, heavy network 

throughput, and low latency querying of non-relational databases. By analyzing the requirements of 

these use-cases and by characterizing their performance on traditional datacenter systems, we 

aim at directly and indirectly deriving requirements KPIs for dReDBox as a whole. By measuring 

their baseline performance on traditional systems, we aim to provide base points of comparison for 

what dReDBox will provide. Please, note that, while we expect that a dReDBox system will deliver 

better values for some of the application KPIs, we do not expect to improve them all; on the 

contrary, for some of them, we could expect marginal improvement or even degradation. 

Remember, in fact, that the main value point of dReDBox is to provide overall improved utilization 

across the datacenter, and not on a single application. For this reason, it is of paramount 

importance for the project to still measure and assess those KPIs baseline values, as to 

understand where the trade-off between better utilization and performance stands. 

The next three subsections focus each on one of our selected applications; Section 2.1 describes 

and analyses the Video Analytics application brought by the project partner Kinesense; Section 2.2 

focuses on the Network Monitoring and Analytics application developed by Naudit, while Section 

2.3 presents and discussed the class of Network Function Virtualization Application that Telefonica 

is bringing. 

2.1 Video Analytics Application 

Video content analytics for closed circuit television (CCTV) and body worn video present serious 

challenges to existing processing architectures. Typically, an initial ‘triage’ motion detection 

algorithm is run over the entire video, detecting activity, which can be then processed more 

intensively (looking at object appearance or behavior) by other algorithms. By its nature, 

surveillance video contains long periods of low activity punctuated by relatively brief incidents. The 

processing load is largely unpredictable before processing has begun. These incidents require that 
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additional algorithms and pattern matching tasks be run. Video content analytics algorithms need 

access to highly elastic resources to efficiently scale up the processing when the video content 

requires it. Memory ballooning techniques may greatly benefit these sort of applications, where 

resource scaling is needed. 

Current architectures are sluggish to respond to these peaks in processing and resource demand. 

Typical workarounds are to queue events for separate additional processing, at the cost of reduced 

responsiveness and a delay in the user receiving results. During a critical security incident, any 

delay in detecting an important event or raising an alert can have serious consequences. When 

additional computing resources are not available, system designers may choose to simply avoid 

running advanced resource intensive algorithms at all to avoid slowing the processing of initial 

‘triage’ stage. 

dReDBox offers a much more elastic and scalable architecture that is perfectly suited to the task of 

video content analytics. Whereas traditional datacentre architectures can be relatively sluggish in 

allocating new processing and memory resources when demand peaks, dReDBox offers the 

potential to let resources flow seamlessly and to follow the needs of video content itself. 

Also of interest to the video analytics use case is the ‘acceleration brick’ containing FPGA boards 

with the potential to take on CPU intensives parts of the video processing pipeline, such as video 

encoding/decoding. In the future, the dReDBox architecture could be extended to include other 

resources, such as GPU bricks and potentially dedicated neural network processing (e.g., the 

Movidius Fathom as used in the H2020 project ‘Eye of Things’) [27]. 

Kinesense creates and supplies video indexing and video analytics technology to police and 

security agencies across Europe and the world. Currently, due to the need to work with legacy IT 

infrastructure, its customers work with video on local standalone PCs or local networks. Most 

customers are planning to migrate to regional or national server systems, or to cloud services, in 

the medium term.  

Kinesense is currently working with a mid-sized EU member state to design a national system for 

managing video evidence and processing that video to allow it to be indexed and searched. The 

requirements for processing/memory load for this customer are useful for mapping the 

requirements for dReDBox for video analytics. 

There are millions of CCTV cameras in our cities and towns and approximately 75% of all criminal 

cases involve some video evidence. Police are required to review numerous long videos of these 

events and find the important events. Increasingly, police are using video analytics to make this 

process more efficient.  

It is estimated that approximately 5 million hours of video evidence are required to be reviewed in a 

typical mid-sized state per year. This number is increasing rapidly each year as more cameras are 

installed, and more types of cameras are in use (e.g., body worn video by police and security 

services, mobile phone video, IoT video, drone video). This equates a current requirement of 0.15 
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hours video (~1.4GB/s) to be processed each second, with large variations during peak times. A 

single terrorism investigation can include over 140,000 hours of CCTV and surveillance video 

requiring review. It is critically important to review this as fast as possible and to find the key 

information in that data. Considered as a peak load event for a day, the video load would increase 

by a factor of 10 or more (~14GB/s).  

Industry trends are for CCTV volumes to increase rapidly [28], and for the quality of video to 

increase from Standard Definition to High Definition video, and 4K video – a data load increase of 

x10 and x100 in processing terms. 

The dReDBox ability to scale up and parallelise work would be extremely useful for this scenario, 

by allowing to flexibly allocating computing resources to video analytics processes depending on 

their time-varying load. The figure below illustrates the components and stages of the Kinesense 

video processing pipeline. Each of these components can be run in parallel where system 

resources allow.  

 

Figure 3. Component breakdown for the video processing pipeline of the Kinesense system. Each of the sub-
components can be run in parallel to achieve greater throughput. 

dReDBox Video Analytics Use-case 

We focus on a specific use case to develop KPI benchmarks and drive dReDBox requirements, 

which is a scenario commonly faced by Kinesense to serve covert surveillance teams in police 

forces. Certain models of covert recorders are used by undercover police teams to record the 

activities of organized crime gangs. These recorders may record in single channel mode (i.e., a 

single camera view) or multichannel mode (many cameras connected to the same recorder, up to 

9 cameras). In both cases, a single recorded digital file for a given time period is produced. A 

single investigation may have thousands of hours of such video. When imported into the 

Kinesense video surveillance software, the number of channels is detected and each camera view 

is spilt out and processed. The amount of computer resources (CPU and RAM) for multichannel 

recording is much higher than for a single channel recording. As a baseline example, we executed 

sample runs of the application workflow implementing the Kinesense use-case described above, 
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using 1-channel resp. 8-channel captured video streams over commodity virtual machines. The 

results indicating import speed measured in frames per second per channel (fps/channel) are 

shown in Table 1. In these test, the CPU used was an Intel i7 920 running at 2.57 GHz. The OS of 

the host and guest are Windows 7 x64, using VirtualBox VM system. Total available ram in the 

guest is 12GB.  

 

 

 

 

Table 1 – Video analysis rate (measured in frames per second – fps) for two sample resource scales for the 
Kinesense analytics use-case, obtained by executing sample runs on commodity virtual machines 

 

VM Res. 1 Core 2 Core 3 Core 4 Core 

1 GB Ram Insufficient 1 fps/channel 4 fps/channel 6 fps/channel 

4 GB Ram 0.5 fps/channel 1 fps/channel 4.5 fps/channel 6.5 fps/channel 

8 GB Ram - - - 6.5 fps/channel 

Table 2 - Video analysis rate (measured in frames per second - fps) for an 8 channel video imported in the 
Kinesense software on VMs with different CPU and Ram resources. 

Table 2 provides more detail of the performance of the video analytics import speed for VMs with 

varying resources. These tests were carried out using an 8 channel video file. For a single core VM 

with only 1 GB ram, the resources are insufficient to run the import. For VMs with 2 or more cores 

the import can proceed, and the speed of import is tied to the CPU resources available. Adding 

additional RAM has a minor impact on import speed. (Note, there is some variability in the 

recorded average per channel frame rates in different runs, accounting for the slight differences 

between measurements presented in the first and second tables above). 

This CPU-bound example highlights how the dReDBox architecture is an improvement over 

today’s datacenters. For example, in Amazon’s AWS services, the resources may be scaled but 

only in coarse packs of CPU/RAM units. The minimum amount of Ram available when 4 Core are 

purchased is 8GB, where as seen above approx. 7GB of that pack would remain unused (i.e. a 4 

Core/1GB ram VM vs a 4 Core/8GB ram VM on AWS). This inflexibility is due to the low level 

server architecture used by Amazon. In the dReDBox alternative that 7GB can be more flexibly 

allocated to another VM. For the datacenter/cloud provider, this translates to the additional revenue 

by making the unused resources available to other customers. 

VM Resources 3 Cores/4GB RAM 8 Cores/8GB RAM 

1 Channel Video 55 fps/channel 60 fps/channel 

8 Channel Video  4 fps/channel 15 fps/channel 
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Video Analytics Application KPIs 

The main KPI for this use case is processing frame rate per channel. Baseline is set at the level 

acceptable to Kinesense customers – 15fps per channel. The target is to achieve this frame rate 

for all import channels simultaneously. It should be noted that the baselines above were calculated 

on different models of CPU chip from that to be used the dReDBox. To normalise for this, the 

target metric is to achieve the same processing frame rate for 8 channels as for 1 channel.  

 Processing Frame Rate (1 channel) – number of video frames per second that the 

system can analyse at steady state. 

 Processing Frame Rate per channel (8 channels) – number of video frames per second 

per video channel that the system can analyse at steady state. 

2.2 Network Analytics Application 

In the recent years, computer networks have become essential: Businesses are being migrated to 

the cloud, people are continuously online, common-day objects are becoming connected to the 

Internet, etc. In this situation, network analytics play a fundamental role.  

Network analytics involve two main tasks: traffic capture and data analytics. This is a complex 

problem not only due to the amount of data, but also because it can be considered a real-time 

problem: any delay in capture will cause packet losses. Unfortunately, network analytics does not 

scale well in conventional architectures. At 1 Gbps data rate, there are no significant problems. At 

10 Gbps, problems are challenging, but can be solved for typical traffic patterns. At 100 Gbps, 

traffic analysis is not feasible in conventional architectures without packet losses [13]. 

As it happens with video analytics, the computational load of a network analytics problem is 

unpredictable. Although networks present clear day-night or work-holiday patterns, there are 

unexpected events that significantly alter traffic. For example, the local team reaching the finals of 

a sport tournament will boost video traffic. A completely different example is a distributed denial of 

service (DDoS) attack, which will overflow the network with TCP connection requests. Actually, 

several papers such as [14] study how traffic bursts affect the statistical distribution of traffic. The 

speed at which these events can be analysed depends on the elasticity and scalability of the 

platform being used, and that is the reason why a disaggregated architecture such as the one of 

the dReDBox offers a big potential for network analytics problems. 

At (relatively) slow speeds (1 Gbps), traffic capture mainly consisted in storing packets in trace files 

in pcap format. Later, the network analytics tools processed these traces. Unfortunately, this 

approach is no longer valid. Firstly, the amount of traffic at 100+ Gbps makes it unfeasible to store 

all packets. Secondly, the amount of ciphered traffic is relentlessly increasing, making it useless to 

store the payload of packets. An efficient monitoring methodology for 100+ Gbps networks should 

be based on selective filtering and data aggregation, in order to reduce the amount of information 
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being stored and processed. Network flows have proved to be a very convenient aggregates for 

traffic monitoring. Network flows, provide a summary of a connection, which (at least) include 

source and destination addresses and ports, and number of bytes transferred. There are several 

standard formats for exporting network flows: NetFlow v5, NetFlow v9, IPFIX, etc. The advantage 

of IPFIX is that it allows users to add custom fields in the flow records.   

Certainly, network flows will play a relevant role in 100 Gbps monitoring. But that does not mean 

that packet-level traces are no longer valid. For certain types of traffic, deciphered and with a 

relatively low number of packets, traces will still be a valid solution. A good example of that traffic is 

DNS. On the contrary, there are cases (such as IPsec) with no transport-level information. We will 

use network flows as the primary traffic aggregate. However, these flows will not be just plain 

NetFlow v5 flows, but more complex structures, which will have more or less fields populated 

depending on the case. From now on, we will name these structures as “traffic records”. IPFIX will 

be the reference format for these structures, since it allows custom fields to be defined. 

Data analytics tools will process these traffic records in order to obtain valuable information: QoS 

alarms, security alarms, application performance measurements, etc. Although traffic records 

alone are an excellent information source, optimal results are obtained when traffic records are 

combined with server logs. Traffic is correlated with the logs generated by servers in order to 

obtain a high definition picture of the state of the network and the applications. Therefore, network 

analytics not only encompasses at present network traffic monitoring, but also server log collection. 

Analysis of current tools and baseline KPIs 

The fundamental KPIs that we have identified for our current network analytics tools are packets 

processed per second, traffic records generated per second, and traffic records analysed per 

second. The first two are related to traffic capturing, the last is related to data analytics.  

It is well known that in many networking applications, ‘packets processed per second’ is a better 

metric than bytes processed per second. This is because the number of interrupts is proportional to 

the number of packets, and also because the greatest computational load is usually in parsing 

packet headers. Naudit’s DetectPro traffic capture tool is no exception to this rule: The most 

challenging situation for DetectPro is when packets have small size, and hence the number of 

packets per second is larger.  

Regarding traffic records, we have identified two KPIs: One for assessing traffic capture, and the 

second for evaluating data analytics. As explained above, the fundamental unit for traffic analysis 

will be these aggregates that we define as traffic records. Traffic records per second and packets 

per second are independent KPIs. Although more packets per second will usually mean more 

traffic records per second, the exact number of packets per record will heavily depend on the 

underlying protocols and applications. It is not the same a DNS query (the record involves a few 
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packets) than a video transmission over HTTP (the record involves many packets). The flow 

diagram of Naudit’s current tool for traffic capture (DetectPro) is depicted in Figure 4. Two threads 

are involved during the generation of flow records. On the one hand, the first thread is in charge of 

parsing packet information and managing the flow table. In this table, there is one entry for each 

flow. Entries are created when the first packet of a new flow is detected. Every time that a new 

packet for an existing flow arrives, the corresponding flow entry in the table is updated with data 

extracted from this new packet. On the other hand, the second thread just exports the records for 

the expired flows. 
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Actually, the first thread is slightly more complex. Each second, the flow table is inspected in order 

to find expired flows. Also, alarm conditions are checked, as well as configuration files. In a typical 

execution of DetectPro, 3 processor cores are used, two for threads described above plus another 

one for a synchronization thread. Only one of these cores has a 100% load. 

In order to evaluate these KPIs, we set up a test scenario to measure the performance of Naudit’s 

network analytics suite in a virtual machine. Two configurations for the virtual machines were 

tested: 4 processor cores and 4 GB memory, and 8 processor cores and 8 GB memory. In both 

Figure 4. Flow diagram of Naudit’s traffic capture tool, DetectPro. 
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cases, the host was a server with two Intel Xeon E5-2620v3 at a clock speed of 2.40GHz (a total of 

12 physical cores) with 64 GB (8x8) of DDR4 memory at 2133MHz. 

In the first set of experiments, the input from the NIC has been replaced by a trace stored in disk, 

provided by CAIDA [15]. This trace was obtained at the Equinix datacenter in San Jose, CA, which 

is connected to a backbone link of a Tier1 ISP between San Jose, CA and Los Angeles, CA. The 

size of the trace is about 1.5 GB, comprising 22 million packets that were recorded during a time 

duration of 1 hour in the year 2012. The advantage of using a trace stored in disk is that it allows 

us to evaluate the maximum performance of the traffic capture tool. For evaluating the network 

analytics suite, we used Naudit’s DetectPro for traffic capturing, and for data analytics, a tool to 

detect SYN flood attacks. 

 

 

 

 

 

 

 

 

Table 3 - Network analytics performance on virtual machines, for CAIDA traces stored on disk  

For the second experiment, we used a trace from the datacentre of a big company. The size of this 

trace is 387 GB. Further details for the trace cannot be provided due to confidentiality reasons. In 

this case, the trace is played back at full 10 Gb/s speed into the NIC of the reference server 

described above. In this experiment, the network analytics tools run in the host, since Naudit’s 

high-performance network driver currently does not support virtualized NICs. The goal of this 

experiment is to assess performance in a condition closer to the production environments of 

Naudit’s clients. 

  

VM Resources 4 Cores/4GB RAM 8 Cores/8GB RAM 

Packets received per 

second. 

2.91 Mp/s 3.46 Mp/s 

Traffic records generated 

per second. 

45456.56 records/s 54517.42 records/s 

Traffic records analysed 

per second 

535756.10 records/s 576030.39 records/s 
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Table 4 - Network analytics performance on a non-virtualized host, for datacentre traces 

The number of packets received per second has been set by the average packet size of the trace 

(759.31 Bytes), since there were no packet losses. In the case of the experiments with CAIDA 

traces, the number of packets received per second was higher not because the average packet 

size was less; the reason is that since traces were read from memory (no NIC bottleneck), the data 

processing was close to 20 Gb/s. 

The number of traffic of records analysed per second almost doubles in the second experiment 

due to the bigger resources available (more processor cores, and especially, more memory). Also, 

working on a non-virtualized machine has also contributed to boosting performance.  

The biggest discrepancy in figures among both experiments is for traffic records generated per 

second. The problem with the CAIDA experiments is that they execute in a very short time, below 

10 seconds. Therefore, flows can only expired if a FIN or RST flag arrives on a TCP connection, 

since the expiration timeout (90 sec) is much bigger than the execution time. Actually, we observed 

that during execution, the average number of entries in the flow table was 368,398 for the CAIDA 

traces, which is in the same order of magnitude as the traffic records generated per second for the 

second experiment. 

As a conclusion, we propose the following baseline for the current KPIs: 

 Packets processed per second – If we consider a conservative average packet size of 

600 bytes, the number of packets received per second is 2 million for a 10 Gb/s. 

 Traffic records generated per second – If we scale the numbers obtained for the second 

experiment to 2 MPPS, then the baseline is 250 Krecords/s. The second experiment 

provides a better estimate for this KPI; the short execution time of experiment 1 causes a 

severe underestimation of this number. 

 Traffic records analysed per second – In this case, the performance obtain in an average 

virtual machine seems to be the most suitable baseline, which is 500 Krecords/s. The 

number obtained in experiment 2 has been obtained in a high performance server 

exclusively dedicated to data analytics, which is an unrealistic scenario: In Naudit’s 

deployments, data analytics tools usually share resources with other applications. 500 

Krecords/s is double the number of traffic records generated per second, 250K). That 

Resources 12 Cores/128 GB RAM 

Packets received per second 1.76 Mp/s 

Traffic records generated per second 221663.38 records/s 

Traffic records analysed per second 949411.25 records/s 
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means that each record could be analysed by two different tools. This is a realistic scenario 

for Naudit’s deployments, where for example different analyses at transport and application 

layer are performed.  

There is a remarkable difference between KPIs “traffic records generated per second” and “traffic 

records analysed per second”. The former is related to the capability of the traffic capture tools to 

aggregate useful information from network packets. The latter corresponds to the capability of the 

machine to process information extracted from a network link. It is desirable that the number of 

records analysed per second is higher than the number of records generated per second, since 

several analyses will be performed on the same record.  

It should be noted that we identified the flow table as a key bottleneck in the performance of the 

traffic capture tool. This table is implemented in a first level as a hash table, and for each of the 

entries of this hash table, there is a linked list containing the flow descriptors for all flows that share 

the same hash. As the size of the table increases, the number of collisions decreases and 

performance increases, see Table 5. The size of the complete flow table does not significantly 

increase as the number of entries in the hash table is doubled, because its size is mainly 

determined by the number of flows, which is a characteristic of the network trace. The exception for 

this rule is when the hash table hash 16M entries, because in this case the hash table alone needs 

128 MB (16M * 8 Bytes). Moreover, the size of the linked list of flow descriptors should be added to 

these 128 MB. This is the reason why the size of the whole flow table in this last case reaches 

197.63 MB. 

  



D2.1 – Requirements Specification and KPIs Document (a) 

21 
 

 

 

Table 5 – Relationship between the number of entries in the hash table and the total number of collisions for the 
CAIDA trace 

We observed that each packet needs a significant number of accesses to the main memory, due to 

the size of the hash table and also due to cumbersome access patterns caused by some traces. 

For example, for the CAIDA trace, the number of access to the main memory per packet is 14.5 in 

average if using a hash table with 16M entries. For smaller hash tables, this number is even 

bigger. 

Benefits of dReDBox for Network Analytics 

From the performance numbers detailed in the previous section, it is clear that it will be impossible 

to scale a single processing unit to cope with traffic rates much higher than 10 Gbps. In order to 

tackle 100 Gbps links, it is necessary to divide traffic into several processing units. Apart from the 

parallelism provided by dReDBox, the hardware acceleration features of the architecture can be 

very beneficial for packet filtering. The objective is to discard as soon as possible packets that are 

not relevant for network analysis. Two preliminary works developed in the context of the project 

show the benefits and feasibility of this approach [16][17]. 

Figure 5 presents the proposed architecture for a dReDBox-based 100 GbE network probe. The 

NIC includes a packet filtering unit. Accepted packets are copied to a memory brick, and several 

computing bricks will concurrently process this traffic by leveraging dReDBox’ horizontal 

communications capability. In this step, compute bricks will only read from the global memory, thus 

making it not necessary to cope with coherency issues. Each computing brick will make use of the 

local memory to store flow tables, in order to minimize latency. Traffic records will be stored in 

memory bricks or in persistent storage. These records will be analysed by a number of computing 

bricks. The flexibility in the assignment of resources provided by dReDBox will allow for assigning 

resources for offline analysis in a dynamic way, making possible that low-priority analysis tasks 

Number of entries in 

the hash table 

Memory used by the 

flow table [Mbytes] 

Collisions Achieved rate [Gb/s] 

32k 69.88 1006753 10.68 

64k 70.13 965231 13.97 

128k 70.63 875902 16.50 

256k 71.63 709015 14.47 

1M 77.63 298465 17.11 

16M 197.63 25399 24.38 
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start when more resources are available, for example at night when the incoming traffic 

substantially diminishes. 

 

 

Figure 5. Proposed architecture for a 100 Gbps dReDBox-based monitoring probe. 

Network Analytics KPIs 

Apart from the three KPIs already identified for the current tools, an approach including packet 

filtering (such as the one described in the previous section) will need to add an additional KPI: 

Packets filtered per second. So, the proposed KPIs and its targets, considering a current 100 Gb/s 

network, are: 

 Packets processed per second –10x the baseline for 10 Gb/s would be 20 million packets 

per second. If filtering is used, only a fraction of these packets will arrive to the traffic 

capture tools. Considering a conservative scenario where 50% of the packets will not be 

relevant for monitoring and will be dropped, this will set the target at 10 million packets per 

second. 

 Packets filtered per second – In 100 Gb/s Ethernet, the packet rate can go up to 148 

MPPS. For a hardware-based filtering system capable of coping with the worst-case 

scenario, this should be the target (148 MPPS). 

 Traffic records generated per second – 1.25 Mrecords per second (scaling the baseline 

to 10 MPPS) 

 Traffic records analysed per second – 2.5 Mrecords per second (twice the number of 

traffic records generated per second, supposing that two different analytics tasks will be 

executed on each generated record) 
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2.3 Network Functions Virtualization (NFV) Application 

The concept of Network Function Virtualization (NFV) [26] emerged a few years ago as a mean to 

transform the way operators architect their networks and eliminate the dependency between a 

Network function (NF) and its associated hardware. In the traditional network model, the network 

functions, such as firewalls, routers, network address translators (NAT), Deep Packet Inspection 

devices (DPI), etc, were deployed with a dedicated hardware. The disassociation is feasible by 

creating a standardized execution environment and common management interfaces of the Virtual 

Network Function (VNF).  This allows to run VNFs as virtual machines (VMs), following the same 

principle already seen in cloud computing. 

However, in order to fully unlock the potential of NFV, virtualised network appliances should 

provide high performance and at the same time be portable between servers and hypervisors. 

Note that the Telco ecosystem needs also to be predictable and manageable, which brings 

challenges to all the actors involved. An NFV platform, for example based on dReDBox, would not 

need to be aware beforehand of the virtual network functions that might be deployed in their 

servers, but be flexible and powerful enough to provide the necessary performance.  

Network Operators have NFV deployment in their roadmap aiming at gaining flexibility and improve 

their time-to-market, at reducing operational expenses thanks to automation, and capital expenses 

by sharing resources among functions and avoiding the deployment of dedicated hardware per 

function. The NFV use cases considered by ETSI, the standards organization that has driven NFV 

adoption, are broad, such as virtualization of functions in the home environment, in the access, of 

the mobile core/IMS, Content Delivery networks, etc. A disaggregated Architecture as dReDBox 

offers the necessary flexibility to fulfill requirements of different functions, for example some will 

require processing, while other might have big databases but low level of processing.   

In this deliverable we will focus in a particular use case, and examine a particular Virtual Network 

Function, a Key Server used for collaborative encryption. Note that, by the end of the project, more 

VNFs will be testbed in the platform.  

The use case of Mobile Edge Computing (MEC) [20] explores capabilities like content adaptation 

(e.g., through transcoding) or content location in a quick and fast manner according to the inputs 

taken from both network and users conditions, leveraging on the dReDBox computing and 

elasticity capabilities to provide the necessary computing resources on the fly, taking into account 

the necessity to deal with encrypted content [21] [22]. dReDBox can provide the essential piece for 

MEC by providing datacentre-in-a-box capabilities very close to the network access. 

The recent events related to massive surveillance by the governments and unethical use of user 

data, has increased the concern for user privacy. The solution adopted widely by the industry is to 

apply end-to-end encryption, so the traffic, even if captured by a third party, cannot be deciphered 

without the proper key. Recent data shows that around 65% of the Internet traffic is encrypted [21], 
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with a continuous rise of its use. This increase in user privacy concern of has led to scenarios 

where the virtual network functions that support the MEC use cases have to deal with encrypted 

traffic. 

There are two main implications: 

 High amount of encryption / decryption needs to be done in real time for all the incoming 

traffic. The encryption /decryption process has high requirements in mathematical 

processing, which can be solved by dedicated hardware, or by CPU.  

 Necessity to possess the key to encrypt/decrypt a session in the VNF.  

The Heartbleed attack illustrates the security problems with storing private keys in the memory of 

the TLS server. One solution proposed in draft-cairns-tls-session-key-interface-00 [18] is to 

generate the per-key session in a collaborative way between the edge server, which will perform 

the edge functions, and a Key Server, which holds the private key. In this way, the edge server can 

perform functions for many providers without having the security risk of storing the keys. 

dReDBox provides several advantages to host VNFs performing both edge functions and key 

server functions. The ability to dynamically assign resources can help to match the VNF 

requirements. The general requirements of VNFs are described by ETSI [19], which acknowledges 

that also some Network Function could have particular processor requirements.  The reason might 

be code related dependencies such as the use of processor instructions, via tool suite generated 

dependencies such as compiler based optimizations targeting a specific processor, or validation 

related dependencies as it was tested on a particular processor. Also, NFV applications can have 

specific memory requirements to achieve an optimized throughput.  

In particular, the main requirements identified are: 

 Generic Edge Server: High throughput of SSL encryption/decryption. Specific Edge use 

case have additional requirements (e.g. cache has high storage needs, transcoding has 

high CPU usage) 

 Key Server: Ability to receive a high number of requests/second (SSL encrypted). Fast 

lookup in memory. Low latency in performing cryptographic operations (signing, decrypting, 

etc.). Hardware accelerators might be needed.   

Key Server VNF  

The Key Server is a VNF in charge of generating a session Key in a collaborative way with an 

edge server. The Key Server is an essential element that performs all the cryptographic operations 

involving the private key. The main goal of the Key Server is to maintain the private key secret and 

not compromised to hacking attacks. 
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The selected sample Key Server is publicly available in GitHub as an open source project1, so its 

code can be adapted or modified. The application has been designed for two kinds of 

cryptographic Operations: 

 RSA Session Key Decryption. 

 ECDHE Session Key Signing process.  

The details of the Session Key Interface (SKI) can be found in [18]. Session Key Interface is 

designed as a request-response, where the Edge Server sends a SKI Request to the Key Server 

requesting a specific private key operation that the Edge Server needs to complete a TLS 

handshake.  The Edge Server's request includes data to be processed, the identifier of the private 

key to be used, and any options necessary for the Key Server to complete the cryptographic 

operations.  The Key Server answers with a SKI Response containing either the requested data or 

an error. 

 

Figure 6. Key Server VNF and collaborative cryptography. 

The Key Server has been developed as a Java 8 standalone application. The private Keys are 

stored in a Redis Server. Redis is an in-memory NoSQL database. In the database key-value pairs 

are stored in the form or certificate hash and private Key.  

Key Server NFV KPIs 

 Session Key Response Time – The main parameter is the time that it takes a Key Server 

to process and answer a SKI request. Note that, for the final user, this time is added to the 

communication with the edge sever. The response time should be kept under 120 ms. 

                                                        
1 Available at https://github.com/mami-project/KeyServer. Last visited in Oct 2016. 
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 SK Requests processed per second– This parameter is the throughput of the Key Server 

in terms of number of processed requests per second. The theoretical limit is given by the 

NIC and the size of the Session Key Request.  

 Number of Private Keys stored – The performance of the Key Server is highly impacted 

by the lookup time in the database. With current trends in encryption is it foreseen that the 

number of domains with certificate and serving only in TLS increases above 60% of the 

domains in Internet. As a Key Server will be associated with a Certificate authority, the 

number of private Keys stored should be 1 million of private keys at minimum. Note that 

each domains also contains a large number of subdomains. Besides, the use of short-term 

certificates can increase this number. 

 Size of the private Keys. The robustness of a Key depends on its size. The longer the 

key, the more secure it is. The size of the key impacts on the size of the database and the 

time to perform the cryptographic operations. Currently, the typical size of a private key is 

4096 bytes.   

 Analysis of Key Server VNF  

In order to analyse the current performance of the Key Server VNF, two virtual machines have 

been deployed with the following specifications: 

 

VM DETAILS     

Memory:   2GB 

Num. Cores: 1 

Architecture  64bits 

HD Size   20GB 

    
SOFTWARE      

Ubuntu   16.04.1 LTS 

Java RE  (OpenJDK) 1.8.0_91 

Redis   v3.2.5 

KeyServer  v0.3.2 

Table 6. Key Server VNF System specification 

 

The KeyServer performance is highly impacted by the size of the database, which scales with the 

number of domains served by the key server.  A tool has been created to populate the Redis 

database with different number of private keys (PK) in order to understand the impact of the DB 

size in the performance. The measured KPI is the request time. To measure it, 1000 requests have 

been sent sequentially to the KeyServer using the same HTTPS socket for each test case, in order 
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to exclude the initial HTTPS handshake. The results are summarized in the following table, 

showing the Request Time, as the main KPI, max, minimum and average.  

 

RESULTS               

PK on DB Total 
Est. DB 

Size 

Number 
Requests 

Max.Time 
(s) 

Min. 
Time  
(s) 

Avg. 
Time  
(s) 

JVM  
Max Heap 

100 250KB 1000 0,381 0,086 0,106076 16,6MB  

1000 2.5MB 1000 0,413 0,086 0,109524 16,3MB  

10000 25MB 1000 0,677 0,095 0,114311 16,3MB  

100000 250MB 1000 0,855 0,098 0,11704 16,4MB  

Table 7. Key Server VNF performance results 

The Redis Database adds an overhead over the stored content.  The following table shows the real 

size Redis dump file (this file contains all provisioned certificates) compared to the size of the 

stored information (key-pair values).  

 

Number of Private Keys Size Redis (dump.rdb) 

100 250KB 310KB  

1000 2.5MB 3.1MB  

10000 25MB 31MB  

100000 250MB 307MB  

Table 8. Overhead from Redis DB 

As the number of entries scales with the number of domains (and subdomains), the upper limit of 

the number of entries is in the order of magnitude of the entries in a DNS. Also, an increase in the 

size of the certificates, which increases yearly, can easily double the database size. Thus, 

dReDBox architecture can help to scale the application and keep all database in memory to avoid 

harnessing the performance.  

In order to obtain an indication of the performance of the application when not all the database can 

be loaded in memory, a new test has been made with two virtual machines, one with 2Gb of 

memory and another one with 512. The results show a performance degradation of 20% when the 

database does not fit in memory. The software and architecture is the same as in table 6. Both 

tests have been performed within a very short period of time and with the same load. 
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Results                

PK on 
DB 

VM 
Size  

Total Est. 
DB Size 

Number 
Requets 

Max.Tim
e (s) 

Min. 
Time  
(s) 

Avg. 
Time  
(s) 

JVM  
Max Heap 

250000 2Gb 650Mb 1000 0,693  0,086 0,106089 16,6
MB 

 

250000 256Mb 650Mb 1000 0,54 0,093 0,123839 16,3
MB 

 

Table 9. Performance comparison between database full in-memory vs partial in-memory 

3 System requirements 

This section describes the initial set of identified functional and non-functional requirements for the 

proposed system that will be needed in order to build a disaggregated memory architecture. These 

requirements drive directly from the analysis of the use cases performed in the previous sections. 

However, given the general-purpose goal of dReDBox, we strived to make the list as generic as 

possible and applicable to the broader pool of applications which typically run in today’s 

datacentres and in the Cloud. 

Functional requirements refer to what the system architecture must do and support or the actions it 

need to perform to satisfy some specific needs in the data centre environment. On the other hand, 

non-functional requirements are related to system properties such as performance, reliability, or 

usability. 

We grouped the collected requirements in the following groups: 

 Hardware platform: Describes the functional requirements of the physical part of the 

dReDBox system in terms of its modular components.  

 Memory: Describes functional and non-functional requirements of the remote memory.  

 Network: Describes the functional and non-functional requirements of the network. 

 System software: Describes the functional requirements of the system software that 

manages the disaggregated memory system. 

3.1 Hardware Platform Requirements 

The hardware platform is the physical part of the dReDBox system, and consists of the following 

components: 

 dReDBox tray. 

 Resource bricks. 

 Peripheral tray. 
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Hardware platform requirements 

1. Hardware-platform-01: tray-form factor 

The tray should have a form factor compatible with datacenter standards. It should fit in a standard 

2U or 4U rackmount housing. 

2. Hardware-platform-02: Tray configuration 

The tray should house a number of resource bricks, and put no constraints on the type and 

placements of these resources. The resources are hot-swappable. The number will depend on the 

chosen technology, but we estimate a number of 16 per tray.  

3. Hardware-platform-03: Tray operational management discovery 

The tray should provide the platform management and orchestration software mechanisms to 

discover and configure available resources. 

4. Hardware-platform-04: Tray-COTS interface 

The tray should provide a PCIe interface to peripheral tray 

5. Hardware-platform-05: Tray power supply 

The tray will use standard ATX power supply. Depending on power demand multiple supplies 

might be required. 

6. Hardware-platform-06: Tray monitoring 

The tray should provide standard platform management and orchestration interfaces and provide 

respective software a way to monitor and control the state of the system. This includes 

temperature and power monitoring, and control of the cooling solution. 

7. Hardware-platform-07: Tray brick position identification 

The tray should provide the bricks with a position on which they are located 

 Resource bricks  

8. Hardware-platform-08: Resource brick functions 

The dReDBox system defines three types of resources: 

1. CPU Brick, which provides CPU processing power. 

2. Memory Brick, which provides the system's main memory. 

3. Accelerator Brick, which provides FPGA-based “accelerator” functions such as e.g. 100G 

Ethernet support. 

9. Hardware-platform-09: Resource brick form factor 

The resources brick should use a common form factor, which is mechanically and electrically 

compatible. 

10. Hardware-platform-10: Resource brick identification 
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The resource brick should provide the tray with a way to identify their type and characteristics. 

Peripheral tray  

11. Hardware-platform-11: Peripheral tray hardware 

The peripheral tray should be a Commercial-Off-The-Shell (COTS) product, not developed within 

the dReDBox Project. 

12. Hardware-platform-12: Peripheral tray interface 

The peripheral tray should be connected to the dReDBox tray using a standard PCIe cable. 

13. Hardware-platform-13: Peripheral tray function 

The peripheral tray should provide data storage capabilities to the dReDBox system. 

Fulfilment of application use cases requirements   

 Video analytics application. Compute and memory is decoupled in the dReDBox system in 

order to provide enough computing power to process concurrently the video allocated in 

main memory. Several compute bricks could be allocated to process a single video and 

multiple videos placed in the same pool of memory bricks.  

 Network analytics application. This application has similar scalability requirements as the 

video analytics application, and their fulfillment is enabled by the modular brick-based 

architecture of the system. In addition, the network analytics may leverage accelerator 

bricks that are part of the dReDBox disaggregated system. 

 Network functions virtualization application. The requirement for a process to access a 

larger amount of memory than what available on a single physical is fulfilled by letting a 

compute brick access multiple memory bricks at the same time.  

3.2 Memory Requirements 

Memory is a standard component and as such its requirements are well understood. This section 

focuses on the additional requirements for the Disaggregated Memory (DM) tray(s).  

Functional Memory requirements 

14. Memory-f-01: Correctness 

Trivially, the disaggregated memory should respond correctly to all memory operations that can be 

issued to a non-disaggregated memory module.  

15. Memory-f-02: Coherence support 

Coherence is not strictly a memory requirement as coherence is defined for caches that keep 

copies of data. However, the existence of disaggregated memory has to seamlessly be integrated 
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in the system, and into any cache coherence mechanisms that may be used. One such example is 

the “home directory” support functionality: in directory-based cache-coherence, the memory is 

assumed to have a directory (and corresponding functionality) that will either service memory 

operations or redirect them according to the state of memory blocks. 

16. Memory-f-03: Memory consistency model 

While not strictly a requirement, the disaggregated memory should adhere to a clearly defined 

memory consistency model so that memory correctness can be reasoned about at the system 

level. Ideally, this memory consistency model should be the same as with the rest of the non-

disaggregated system. 

17. Memory-f-04: Memory-mapping and allocation restrictions imposed 

The disaggregated memory modules will impose memory-mapping restrictions no stricter than 

those imposed by same technology memory modules. Also, the DM trays should support allocation 

flexible enough so that the use of DM is supported efficiently by the OS and the orchestration 

layers. 

18. Memory-f-05: Hot-plug Memory expansion  

Given sufficient support from the networking modules, the disaggregated memory trays should be 

hot-pluggable in the system. This feature should also be supported in the orchestration layer, so 

that the system can be expanded while in operation, and newly added memory capacity can be 

exploited. 

19. Memory-f-06: Redundancy for reliability and availability 

The disaggregated memory can also be used for the transparent support of redundant memory 

accesses. Write operations can be duplicated/multicast at the network, while reads can be serviced 

independently by the copies to provide better bandwidth. Reads can also be performed in parallel, 

and the multiple copies compared to implement N-modular redundancy.  

Non-Functional Memory requirements 

20. Memory-nf-06: Disaggregated Memory Latency 

The disaggregation layer should impact the memory latency as little as possible. This latency can 

be measured as absolute time and as an increase ratio. Current intra-node memory systems offer 

latency between 50 and 100 nanoseconds; the disaggregated memory latency using the same 

memory technology should be in the hundreds of nanoseconds (i.e. below 1 microsecond). 

21. Memory-nf-07: Application-level Memory Latency 

This is the effective memory latency observed by an application throughout its execution. This 

differs from the Disaggregated Memory Latency in that it is the average considering also the local 

and remote memory access ratio. 
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22. Memory-nf-08: Memory Bandwidth 

Bandwidth is crucial to many applications, and as with latency, it should not be impacted 

considerably by disaggregation. Current memory technologies allow bandwidth of 10s of 

Gigabytes/second. Disaggregated memory modules should offer similar bandwidth. We should 

distinguish internal bandwidth that is trivially achievable by the memory modules themselves and 

disaggregated memory tray bandwidth. 

23. Memory-nf-09: Application-level Memory Bandwidth 

As with application-level memory latency this is the effective memory bandwidth observed by an 

application throughout its execution. This differs from the Disaggregated Memory Bandwidth in that 

it is the average considering also the local and remote memory access ratio. 

24. Memory-nf-10: Scalability 

Disaggregated memory size should be scalable to large sizes. This implies sufficient addressing 

bits to index the rack-scale physical address space and that the DM trays will provide sufficient 

physical space for memory capacity (slots). Scalability can also be achieved by using additional 

DM trays, subject to network reach and latency bounds. 

Fulfilment of application use cases requirements   

 Video analytics application. Memory consistency model will serve the needs of the 

application since multiple compute bricks should access the same memory brick. In 

addition, memory scalability is important requirement as the video sizes could be of variable 

size, potentially large files that need to be stored in memory bricks.  

 Network analytics application. The same memory consistency also applies for this 

application. In addition, this application is sensitive to both memory latency and bandwidth.     

 Network functions virtualization application. This application is sensible to memory latency 

as it has to process requests very fast. Also memory bandwidth is important to provide 

enough throughput to the server, as it is scalability. 

3.3 Network requirements 

Network requirements supported by dReDBox should satisfy the connectivity needs of applications 

and services running on virtual machines. These workloads are aimed to access remotely different 

kinds of memory resources, storage, and accelerators enabling highly flexible, on-demand and 

dynamic operation of the whole datacentre system. Resources will be requested dynamically 

during runtime from compute bricks supporting multiple simultaneous connectivity services from 

multiple compute bricks at the same time.    

Network requirements are classified in two main groups, i.e. functional and non- functional. 

Functional requirements refer to what the network architecture must do and support, or the actions 
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it needs to perform to satisfy some specific needs in the datacentre. On the other hand, non-

functional requirements are related to system properties such as performance and power. This 

latter type of requirements does not affect the basic functionalities of the system. 

Functional network requirements 

25. Network-f-01: Topology 

Network should provide connectivity among all compute bricks to any other remote memory, 

storage, and accelerator bricks. The topology should allow for maximum utilization of all different 

compute/memory/storage/accelerator bricks while minimizing the aggregate bandwidth and end-to-

end latency requirement. Concurrent accesses from multiple compute bricks to multiple 

memory/storage/accelerator bricks should be supported.  

26. Network-f-02: Dynamic on-demand network connectivity 

Compute bricks should change dynamically the network connectivity on-demand based on the 

application requirements. Applications might require to access different remote memory bricks 

during their execution. Network should be able to re-configure itself to support connectivity 

changes between the different bricks.  It is driven by the need to support in dReDBox extreme 

elasticity in memory allocation. Larger and smaller memory allocations are dynamically supported 

in dReDBox to efficiently make a good use of the available system resources.    

27. Network-f-03: Optimization of network resources 

The deployment of virtual machines in compute bricks should be optimized in order to satisfy 

different objective functions (e.g. selection of path with minimum load, or with minimum cost, etc.) 

for network resource optimization. This represents a key point in the advance provided by the 

dReDBox solution with respect to the current datacentre network management frameworks. 

28. Network-f-04: Automated network configuration 

The dReDBox orchestration layer should implement dedicated mechanisms for dynamic 

modification of pre-established network connectivity with the aim of adapting them to dynamically 

changed requirements of datacentre applications.  

29. Network-f-05: Network scalability  

Scalability is essential to increase the dimension of the network without affecting the performance 

negatively. The dReDBox architecture should be based on technologies that aims to deliver high 

scalable solutions. This is a key requirement in current datacentres as the number of connected 

devices is growing at a fast pace.     

30. Network-f-06: Network resource discovery 

The discovery of potentially available network resources (i.e. in terms of status and capabilities) 

allows to define the connectivity services among different bricks. Changes in the number of 
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interconnected bricks could occur anytime due to failures or new additions to the datacentre. 

These changes have to be visible to the dReDBox control plane in order to efficiently make a better 

use of the available resources.  

31. Network-f-07: Network monitoring 

The escalation of monitoring information allows dReDBox orchestration entities in the upper layers 

to supervise the behavior of the system infrastructure and, when needed, request for service 

modifications or adaptation. Monitoring information about performances and status of the 

established network services should be supported.  

Non-functional network requirements 

32. Network-nf-01: Data rate 

The data rate between bricks should support the minimum data rate of DDR4 memory DIMMs. 

Currently, there are a variety of commercial available DDR4 DIMMs supporting different data rates. 

At the lowest end there are DDR4-1600 DIMMs which delivers data rates up to 102.4 Gbps 

whereas at the highest end there are the DDR4-2400 whose data rate is 153.6 Gbps. In case the 

minimum data rate is not supported by dReDBox, buffering and flow control mechanisms should be 

employed to de-couple the different data rates.      

33. Network-nf-02: Latency 

The latency of the data transfers between different bricks in a rack should be considerably better 

than in current state of the art. For example, the latency of Remote Memory access over Infiniband 

using the RDMA protocol is currently at 1120ns. Evidently, this delay does not allow the remote 

memory to be directly interfaced at the SoC coherent bus and support cache line updates because 

the processor pipelines will be severely stalled. The dReDBox network should improve remote 

memory access latency, to the extent possible, so the direct interfacing of remote memory to the 

SoC coherent bus becomes meaningful (i.e. at least improve the described SoA latency by 50% or 

more). Due to today’s limitation on commercial products the dReDBox latency that might be 

experienced could be higher than the appropriate latency that would enable reasonable overall 

performance. However, foreseen future commercial products could achieve the desirable latency in 

the near term.     

34. Network-nf-03: Port count 

The port count on bricks should be enough to provide desirable overlapping network configuration 

features as described in previous Networkf-f-08 requirement. On the other hand, network switches 

should provide large number of ports in order to support the connectivity among multiple bricks. It 

is desirable to support hundreds of ports in order to be able to address up to the maximum physical 

address space (because this is the addressing mode of the dReDBox memory requests that will 

travel over the network) that current state-of-the-art 64-bit processor architectures support. 



D2.1 – Requirements Specification and KPIs Document (a) 

35 
 

Typically, these architectures exploit 40-bit (1 TiB) or 44-bit (16TiB) ranges to index physical 

address space. In the prototype-scale the project will aim to at least cover the 40-bit range.  

Depending of the dimensioning of the memory bricks this is determining the desirable minimum 

ports that a network switch should support. This requirement is also related to the requirement 

Network-f-05.      

35. Network-nf-04: Reconfiguration time 

Reconfiguration time of the network should not degrade the performance of applications. Network 

configuration should be performed offline while not being on the critical path of the application 

execution. The reconfiguration time may be also critical when considering high availability as a 

requirement, since in case of link failure, it is desirable to quickly reconfigure the switches, lowering 

the impact on applications performance. Network configuration times of commercial switches range 

from tens of nanoseconds to tens of milliseconds. It is desirable to use switches with low 

reconfiguration time that at the same time not impact other requirements as Network-nf-02.  

36. Network-nf-05: Power 

The power consumed by the network should not exceed of the current power consumed by the 

current network infrastructure of datacentre. A power reduction of 2X should be desirable to 

achieve in dReDBox architecture.  

37. Network-nf-06: Bandwidth density 

The different network elements (i.e. switch, transceivers, and links) should deliver the maximum 

possible bandwidth density (b/s/um2), port/switch bandwidth density (ports/mm3), which is critical 

for small scale datacentres. As such it is important to consider miniaturized systems. 

Fulfilment of application user cases requirements   

All use cases applications. Non functional network requirements such as dynamic on-demand 

network connectivity and scalability are critical requirements for these applications in order to 

efficiently connect multiple compute bricks to a memory brick. Network port count is also important 

for the same reason. Also, optimization of network resources is a requirement that all the 

applications will benefit from. 

3.4 System Software Requirements 

System-level virtualization requirements                                         

System-level virtualization support requirements include: 

38. SystemSoftware-f-01: Orchestration interface 

A logically centralized orchestration interface is needed to control disaggregated memory mapping 

and related network configuration. 
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39. SystemSoftware-f-02: Hardware control interfaces 

Interfaces with the hardware modules to control their operation and to switch off resources that are 

not used. 

40. SystemSoftware-f-03: Application-level interfaces 

Software interfaces to communicate with the hypervisor and request resources. 

41. SystemSoftware-f-04: VM Memory ballooning 

Extension of virtual machine balloon driver logic to support inflating and deflating guest memory 

with remote resources. 

42. SystemSoftware-f-05: Non-Uniform Memory Access extensions 

Default NUMA policies should be properly augmented in order to let the memory driver handle 

remote memory latencies as transparently as possible. 

43. SystemSoftware-f-06: Remote interrupts 

It should be possible to route interrupts remotely for inter-compute-brick communication. 

Orchestration software requirements 

Orchestration software requirements include:  

44. SystemSoftware-f-07: Resource reservation 

It should be possible to reserve disaggregated resources by using an ad-hoc API exposed by the 

orchestration subsystem.  

45. SystemSoftware-f-08: Resource attachment / detachment 

The orchestration subsystem should support manual or automatic discovery of new modules (bricks 

or trays) connected to the system and provide to their bootstrap. 

46. SystemSoftware-f-09: Resource reconfiguration 

The orchestration software should be able to reconfigure resources interconnections based on new 

reservations and based on the internal representations of the same. 

47. SystemSoftware-nf-10: Authorization 

While providing a full-fledge security solution specific to the system is out of the scope of the 

project, the orchestration layer should reuse existing best-practices to avoid unauthorized use of the 

system resources. 

48. SystemSoftware-nf-11: Scalability 

The orchestration layer should scale to support potentially large datacenter configurations. The 

final performance of all subsystems developed should appropriately scale in order to maintain 

similar performance as in the study presented in [25]. 
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Fulfilment of application user cases requirements 

All the requirements listed under this section are necessary to control via software and dynamically 

the hardware platform, network and disaggregated memory. As such, all the application use cases 

strictly depend on the fulfilment of the system software requirements. It is notable that some 

application will benefit from the fulfilment of some of this requirements more than others. For 

example, the network analytics application would greatly benefit from an optimal implementation of 

NUMA extensions, because the application is very sensitive to memory latency and differentiating 

between different latency classes would be crucial.  
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4 System and Platform performance indicators 

While Section 2 has analyzed and discussed application-level KPIs derived from the three selected 

use cases, in this section, we have selected and grouped system-level performance indicators 

(KPIs) for the full system.  

KPIs are used to identify, define and quantify the progress and success of the proposed dReDBox 

system. For each of them we propose baseline values referring to current state-of-the-art 

computing systems.  Additionally, we also provide estimations of the target values that we aim at 

achieving in dReDBox, keeping in mind that these values might fluctuate in the actual prototype 

depending on future hardware and design decisions. 

The requirements described in the previous section will have a direct implication on the choice and 

the target values of KPIs discussed in this section. For example, network latency and bandwidth 

will have a definite impact on many application KPIs as they directly influence remote memory 

access latency. Note that the application performance indicators shown in Section 2 for each of the 

application user cases are obtained on the state-of-the-art standalone computer systems. These 

computers are based on the traditional computer architecture where the memory is close to the 

processor. On the other hand, in a disaggregated memory system, the performance that the 

application will achieve might be different as the technology used to build a disaggregated system 

will be different, particularly for what concerns the technology interconnecting processor and 

memory.  

The system KPIs values shown in this section try to shed some light into what would be the 

performance in a disaggregated memory system. Based on this numbers, we expect that 

application-level KPIs will also be consequently improved. Simulation studies will be carried out to 

provide quantified numbers expected for the application KPIs in the future deliverables (D2.4, 

D2.7). 

In addition, and most importantly, dReDBox is expected to substantially improve the overall 

resource utilization of a datacentre. Measuring resource utilization and the derivative total cost of 

ownership of the infrastructure will be probably the mean measure of success of the systems 

performance.  

4.1 Hardware Platform KPIs 

The hardware platform will provide a scalable system, suitable for different type of workloads. By 

using different modules to target specific use cases, and powering down unused disaggregated 

resources, an efficient system is realized. 

Efficient resource utilization is a major concern in current datacenters, and a very complex problem 

to solve due to the heterogeneity in the application domain and the fixed node structure. Some 

applications can be computational-intensive, others may be communication-intensive or memory-
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intensive applications. In order to deal with these unbalances, dReDBox architecture, may allow 

users to select the number of CPUs that they need and the amount of memory needed without 

necessarily wasting other resources that are normally present in nodes, such as remaining cores 

when memory is fully utilized.  

CPU utilization and Memory utilization are going to be used as KPIs in order to highlight the 

benefits of a disaggregated infrastructure. Our target is to achieve fine grain resource reservation 

minimizing resource loss in the system when compared to current datacenter infrastructures. 

Taking as an example the C4 virtual machine instances that can be requested using Amazon Web 

Services [29] showed in Table 10, and considering that an application may need 60 GB of memory, 

but at most 16 cores, then when requesting a C4.8xlarge instance, 20 cores will be wasted.  

Table 10. T2 Amazon Virtual Machine Instances 

Model Cores Memory (GB) 

C4.large 
2 3.75 

C4.xlarge 
4 7.5 

C4.2xlarge 
8 15 

C4.4xlarge 
16 30 

C4.8xlarge 
36 60 
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4.2 Memory System KPIs 

The table below provides the considered KPIs of the dReDBox memory system, namely (a) latency 

and (b) bandwidth. Both latency and bandwidth are divided into the disaggregation and application 

level. It should be noted that the application-level memory latency and bandwidth refers to both 

local and remote module access transactions. 

Table 11. Disaggregated memory system KPIs 

KPI Metrics Description 

System-level latency nsec Memory access latency at system level 

Application-level latency nsec 
Effective local and remote memory access 

latency at the application level 

System-level bandwidth Gbps Memory bandwidth at system level 

Application-level bandwidth Gbps 
Actual local and remote memory 

bandwidth at the application level 

 
As described, the disaggregation layer introduces an overhead when the system or applications 

access data from memory modules mounted in local bricks resp. remote trays. Hence, we consider 

these KPIs, because the dReDBox memory system, being realized in next-generation data 

centers, should provide efficient effective (local and remote) memory access with as low as 

possible latency and as high as possible data throughput.  

In order to obtain baselines and targets for the KPIs mentioned in Table 11, we have considered 

standard cache line sizes of 64B. In order to determine latency and bandwidth estimations, we 

have considered the usage of Remote Direct Memory Access (RDMA), since this is a current 

baseline to compare against our proposal. We are not taking into account local memory access, 

since our infrastructure focus on facilitating access to remote memory.  

In a recent work [23], an RDMA middleware library that enables consistent remote memory access 

semantics over a number of network interconnect technologies was presented. Baseline values 

presented in Table 12 were extracted from the results obtained in [23] using a cluster of 16 

SuperMicro compute servers. Each node contained two Intel Xeon E5-2670 processors with 8 

cores, running at 2.60GHz. Additionally, each node had 32GB of memory and a dual-port Mellanox 

ConnectX-3 EN 10 Gbps Ethernet network adapter. Each compute node was running Ubuntu 

14.04 (kernel version 3.19) and used the OS-provided ibverbs and rdmacm library packages. 

System-level latencies and bandwidth shown as baselines were obtained from Mellanox 

whitepaper [24]. Application Latency and bandwidth values depicted in the Baseline column of 

Table 12 correspond measures obtained using the Ohio MicroBenchmark Suite (OSU-MB) using 

the GASNet networking layer [23].  
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Target values have been included taking into account analysis and results presented in D2.3. As it 

can be observed, we are aiming to obtain latencies and bandwidth near to current DDR4 values in 

order to avoid negative impacts in application performance.  

Table 12. Baseline and Targets for disaggregated memory 

KPI Baseline Target 

System-level latency ~3000 ns 
< 1500 ns (Optical Network Latency) 

< 1500 ns (Electrical Network Latency) 

Application-level latency ~4000 ns < 2500 ns (Electrical and Optical Latency) 

System-level bandwidth 10 Gbps ~80 Gbps2 

Application-level 

bandwidth 
8.12 Gbps 

> 60 Gbps (Optical Capacity, assuming 

one Optical Circuit Switch - OCS port) 

> 50 Gbps (Electrical Capacity) 

 

4.3 Network Technology KPIs 

A candidate architecture of the network from/to each brick (i.e. compute/memory/accelerator) 

through different sections and elements of the network is displayed in Figure 7.  

Table 13 presents a detailed summary of different sections of the networking layer and the 

corresponding KPIs. 

Table 13. Network technologies KPIs 

KPIs Baseline Target Description 

Optical Switch (Edge of Tray) 

Port count 48 96 
Port dimension of optical 

switches 

Module 

volume per 

port 

28 cm3 /port 14 cm3/port 
Physical size dimension of 

optical switch module 

Operating 

frequencies 
1260–1675 nm 1260–1675 nm 

Bandwidth range that the switch 

can operate. 

Typical 1 dB 1 dB Input to output port loss 

                                                        
2 256 Gbps of Optical Capacity Per dBrick (16 * 16 Gbps GTH ports). 96 Gbps of Electrical 

Capacity Per dBrick (8*12 Gbps ports). Access bandwidth will be limited by the bandwidth between 

the PS and PL of SoCs that at most could reach around 80 Gbps.  
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insertion loss 

Crosstalk < -50dB < -50 dB 
Power coupled from input port to 

unintended output port 

Switching 

configuration 

time 

25 ms 25 ms 
Time required to set-up port 

cross-connections 

Switching 

latency 
10 ns 10 ns 

Optical switching latency once 

in/out ports are configured 

Power 

consumption 
100mW/port 50mW/port Power consumption per port 

Optoelectronic Transceivers  

Type Pluggable 

Mid-Board 

Optics (aim to use 

and configure 

prototype from third 

party) 

The way/location the transceiver 

is mounted/interfaced on the 

end-point (tray/brick) 

Capacity 100 Gb/s  200 Gb/s 
Transmitting capacity of 

transceiver 

Channels 

10 each at 10 

Gb/s (or 4x25 

Gb/s) 

8 channels each 

at 25 Gb/s 

Number of channels per 

transceiver and their 

multiplexing ability in space or 

spectrum 

Bandwidth 

Density 
0.02 Gb/s/mm2 0.2 Gb/s/mm2 

Bandwidth space efficiency of a 

transceiver 

Centre 

frequency 
1310nm 1310nm 

Center frequency of transceiver 

determines possible fibre type 

supported (i.e. Multi-mode fibre 

or single mode fibre) 

Energy 

efficiency 

 

10 Gb/s/Watt 30 Gb/s/Watt 
Bits that can be transmitted and 

received per Watt 

Power 

budget 

Varies per type 

of module 
10 dB 

Otherwise called attenuation 

allowance. Maximum distance 

and/or switching hops signal can 

travel within the network with bit 

error rate free operation (<1E-9) 
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4.4 System Software and Orchestration Tools KPIs 

The orchestration tools support will feature a collection of algorithms that will reserve resources 

and synthesize platforms from dReDBox pools. The algorithms will keep track of resource usage 

and will provide power-aware resource allocation (i.e. maximize the possibilities to completely 

switch-off subsystems that are not being used). Simulations of algorithms will be used to evaluate 

their performance in relation to the scale of the orchestrated system and of course real life 

measurements that are related to the overall response will be made at the prototype.  

Global memory pool orchestrator 

Resource requirements and how they scale with number of requests will be assessed. While this 

service will be involved on memory segment reservation basis – which is not expected to be very 

frequent, the load of each request should be assessed to define the upper-bound of a system that 

can be orchestrated with acceptable performance. 

Platform synthesizer 

Here all the steps involved to synthesize a platform will be evaluated in terms of performance, 

starting from collection of resources down to configuring dReDBox system to comply.  

Virtual Machine Monitor KPIs 

Appropriate operating system support will take over the bare metal resources on each microserver 

and will also support the control commands issued by the orchestration tools for local platform 

integration of remote H/w: i.e. the Random-access memory and other peripherals. The application 

execution container that will be used in the dReDBox platform is the virtual machine that is 

designed to run on top of the KVM Hypervisor. In the sequel the term VMM will be used to refer to 

system software that will control the microserver hardware platform configuration.          

Evidently VMM performance challenges are primarily related to the platform synthesis steps which 

are the reservation and integration of remote memory and peripherals. More specifically runtime 

performance will be affected by the page placement and page relocation to local memory which will 

Figure 7. Overview of Brick-to-brick interconnect 
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be all addressed by VMM memory management policies. Access performance to integrated 

peripherals and mailbox mechanism that will allow microservers to share resources and 

communicate has to be assessed. 

Virtual machine setup and boot time 

Virtual machine setup refers to the collection of resources and the software-defined wiring of the 

platform. The orchestration tools are responsible for providing the resources and feed the 

appropriate interconnect configuration to a designated VMM that controls the microserver on which 

a new Virtual Machine is about to get launched. Therefore the performance of orchestration tool 

architecture (database accesses storage etc.) for the virtual machine setup needs to be assessed 

together with the required VMM operations.  The actual bootstrapping time of a Virtual Machine 

should be assessed especially if boot sequence involves access to remote memory ranges. In 

addition, besides the access to disaggregated resources, the boot procedure is also heavily 

dependent on the configuration of the guest kernel and guest user-space file system adopted. 

Runtime remote memory allocation performance  

When a virtual machine depletes assigned memory it will trigger a memory assignment request to 

the VMM. This request triggers the beginning of a runtime remote memory allocation procedure. 

The VMM will deliver memory if it has this locally available. If memory is not locally available, the 

VMM will negotiate with orchestration tools about the integration of additional remote memory 

modules that will result in dynamic physical memory expansion. The sequence of operations that 

need to be followed may vary significantly based on the availability of remote memory (for example 

if all memory is occupied the tools may search for possibilities to release some reserved modules). 

All cases should be listed and measured.  

Memory ballooning reclaim time 

What is measured is the time spent by the virtio front-end driver from the moment when it is 

triggered to inflate (by orchestrator) until the moment when the memory allocated for the driver is 

reclaimed back to the back-end, and the orchestrator can mark it as free. This time is affected by 

the requested size of memory to be retrieved and the specific algorithms that will be used. Memory 

reclaim time using ballooning has been measured to be below 100 milliseconds when releasing 

hundreds of megabytes of memory [26]. The expectation for dReDBox is to not to add any 

significant overhead in the core memory release algorithm implemented in the balloon 

driver/device, keeping the memory reclaim time within the same order of magnitude. 
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Virtual machine migration time 

The need for virtual machine migration will be generally limited because of possibility to expand 

memory resources, which is the typical reason for migrations today. Nevertheless, an efficient VM 

migration support will be implemented that will only move data allocated in local memory of a 

microserver and will just ask orchestration tools for resource remapping. Assessment of migration 

support for all deployment scenarios will be evaluated. 

5 Market Analysis  

The emergence of the 3rd Platform - as the conjunction of cloud, analytics, mobile and social 

services - means a great deal to the market, and the battle for 3rd Platform relevance is driving the 

early stages of industry value migration also across the server market. As a result, the 3rd Platform 

continues to get a great deal of attention from the industry: notable companies such as Google, 

IBM, Amazon, Facebook, and Microsoft along with China's Baidu, Alibaba, and Tencent are 

making massive multibillion-dollar investments in new Web-scale datacenters designed to power 

mobile, social, and cloud and analytic workloads; these hyperscale companies are taking a clean-

sheet approach to their infrastructure and driving new form factors, new ODM sourcing models, 

new disaggregated design points, and new processor ecosystems. IDC claims [1] that 3rd Platform 

cloud datacenters will drive 40-45% of new server shipments by 2017. 

Unique workloads that run efficiently and economically at scale are imperative as the most efficient 

infrastructure generally means a first-mover advantage in the world of search, video streaming, 

social networking, and next-generation analytics. 

The IDC think tank predicts [1]  that disaggregated systems will quickly gain market space and 

hyper scale computing companies will look for more efficient lifecycle management options that 

extend well beyond the traditional server chassis and down into CPU, memory, disk (SSD and 

HDD), and I/O subsystems. 

A number of relatively new industry initiatives including the Open Compute Project [1] and the 

OpenPOWER Foundation [3] will continue to develop in support of these initiatives. Additionally, 

new product designs, such as HPE “The Machine” (previously codenamed “Moonshot”), IBM 

XScale, and SeaMicro, continue to emerge at the same time Intel invests aggressively in silicon 

photonic technologies aimed at bringing necessary economics to modular disaggregated server 

designs that physically lay out core system resources into physical trays that allow for the 

deployment, management, and retirement of resources at a discrete level. The market believes 

that such disaggregated servers will start with PCI I/O and then quickly move into memory and 

disk. The gating factor will continue to be economics, and the faster the interconnect fabrics come 

down in price, the more widespread and more quickly mass adoption will occur across the market 

over the remainder of the decade. 
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IDC forecasts [1]  that there will be measureable production volumes of low-power servers, SoCs 

will emerge, more server vendors offering or announcing low-power server platforms, more 

available low-power SKUs overall, new components being added into the nascent low-power 

server ecosystem, and adjacent partners coming on board for low-power server solutions, 

software, and services. The key workloads that are being and will be addressed by low-power 

server solutions during the upcoming year include primarily hyper scale workloads such as 

distributed analytics and telco services. 

The above three emerging market trends identified in 2014 – server shipment increase forecast, 

market shift to clean-slate disaggregated designs and increased adoption of low-power platforms – 

lie in the core of the rationale and the objectives of dReDBox. dReDBox has the ambition to 

spearhead this combined market shift and have its output accelerate this shift to ensure a leap 

forward to European suppliers and establishment of European academia at the forefront of this 

technological evolution. 

In order to provide a deeper analysis of the recent market trends in terms of resource 

disaggregation and the use of low-power SoCs for hyper-scale architectures, the following 

subsections take a closer looks at three of the most prominent solutions adopted on the market 

today and emphasize how the dReDBox approach relates to resp. differentiates from them.  

HPE The Machine (previously codenamed “Moonshot”) 

HPE announced its move into disaggregated infrastructure with its Moonshot system [4], a modular 

server platform based on the low power Intel Atom processor. It is built around a standard chassis 

that supports the modular insertion of up to 45 independent server modules (called cartridges) and 

2 network switches. The chassis itself provides power, cooling and built-in management modules 

and integrates the electrical fabric that connects the cartridges to the network switches and, 

possibly, to external storage systems. The server cartridges, available in different configurations, 

integrate the low power CPU with main memory, a network interface and local storage and can be 

hot-plugged/removed to/from the chassis depending on workload needs.  

The disaggregation of the network fabric, power, and management interfaces from the compute 

servers and the easy composability of cartridges solution reduce the need of cabling and lowers 

management costs. Together with the low-power footprint of server cartridges, this helps reducing 

total datacenter operational costs while allowing higher configuration flexibility. dReDBox brings the 

disaggregation idea forward, by separating compute bricks from memory and accelerator bricks, 

thus aiming at even greater flexibility and improved system utilization. 

In the second half of 2014, HPE announced its intent to work towards a new computing 

architecture, termed “The Machine”. Late in 2015, HPE made high-level technical information 

available. Based on information [5] that has been made publicly available to date, the Machine is 
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targeting memory disaggregation – initially planned for using memristor-based Non-Volatile 

Memory, but recently repurposed to use DRAM [6] across the system – over a proprietary optical 

fabric, Intel-based SoCs, operating system and programming-level support. On the software-side, 

the evolution of the HPE Synergy provisioning/management software is geared towards managing 

composable hardware [7], thus highly likely to couple The Machine from an infrastructure 

management perspective. In 2016 [8], HPE released a set of emulators and a non-volatile memory 

programming API for the open-source community to experiment with its high-level programming 

model. To date, there is no further publicly available information delving deeper into higher-level of 

technical detail of the Machine or its constituent components, particularly relevant to 

disaggregation. dReDBox shares common objectives in terms of unleashing in-memory computing 

through memory disaggregation in future datacenters; also, in offering software-defined, on-

demand constructed IT resource sizings that are purpose-matched from available hardware 

resource pools to match workload needs. Unlike dReDBox, the Machine has to date no publicly 

declared intentions for disaggregation of accelerators, neither is there public information on how to 

address major challenges to facilitate a virtualized offering of its IT pools. These are of major 

significance for disaggregated systems to succeed as next generation cloud datacenters. 

dReDBox has also the objective of offering the ability to dimension server nodes with arbitrary 

number of compute/memory/acceleration modules and module independent refresh cycles, thus 

improving utilization and Total Cost of Ownership (TCO) for the service provider. We are not aware 

to date of similar plans associated with the Machine system.   

Silver Lining Systems PISMO 

The PISMO streaming server [9] is the core hyper scale server product by Silver Lining System 

(SLS), a Taiwanese company which acquired Calxeda and its technology at the end of 2014. The 

PISMO server is sold as a 2U rack chassis able to host 12 separate “compute” modules. Each of 

these compute modules mounts 4 Calxeda EnergyCore ARM SoCs, each integrating 8GB of 

memory and flash storage, for a total of 48 SoCs per chassis. All the SoCs within a 2U chassis are 

interconnected through a PCIe–based 80Gbps crossbar switch fabric, delivering low latency 

communication within the chassis. SLS claims that their solution can bring up to 30% cost savings, 

with a rack of 20 servers (960 SoCs) absorbing about 8kW. SLS has also recently announced that 

they are working with AMD to produce similar server products based on the ARM-based AMD 

Opteron A1100 SoCs [10]. 

Similarly to HP Moonshot, SLS solutions strive to reduce datacenter costs by building high-density 

servers based on low-power SoCs, connected through ad-hoc integrated fabric. Again, unlike 

dReDBox, SoCs have only access to their local resources, preventing full resource disaggregation.  
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Facebook Group Hug 

As part of its involvement in the Open Computing Project (OCP) [2], Facebook has shared details 

and specifications of their disaggregated datacenter infrastructure [11]. Serving more than 1 billion 

users with huge volumes of traffic every day, Facebook was facing the problem of serving highly 

heterogeneous workloads with homogeneous server resources, thus leading to highly unbalanced 

resource occupation and increased cost. In order to tackle this issue, Facebook started to design 

its new datacenters according towards a “heterogeneity fit-for-purpose” approach: rather than 

having racks made of one server type, each rack would be modularly built from a set of different 

server units (called “sleds”) based on workload characteristics. Examples of sleds are “compute” 

sleds for compute intensive applications, “memory” sleds to run in-memory data stores and 

“storage” and “flash” sleds for storage purposes.  

At sled-level, the Facebook approach also resembles dReDBox in its choice to use simple low-

power SoCs linked by a high speed interconnect as its fundamental building blocks. For example, 

the Yosemite “compute” sled [12] is built out of 4 Intel Xeon-D SoCs (each equipped with 32GB of 

RAM and 128 GB of storage) connected to a 2x25Gbps NIC through PCIe lanes. 

The sled based resource disaggregation adopted by Facebook manages to disaggregate 

resources at rack-level, allowing to modularly build racks tailored to the characteristics of the 

workloads they will host. dReDBox takes this concept even further: by decoupling completely 

memory and accelerators from compute bricks, it proposes the VM, rather than the rack, as the 

resource-customizable unit, allowing to bring up individual VMs with arbitrary and software-defined 

resource configurations.  
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6 Conclusion 

In this document we have described the system requirements and specifications for the dReDBox 

datacenter architecture, which disaggregates system resources to provide improved and more 

efficient scalability and responsiveness. 

Sections 2 and 5 respectively, provide the case for such a new architecture, detailing first the 3 

commercial use cases – examples of real market need which is not currently capable of being 

solved by existing technology, and followed with a market analysis which illustrates how the 

industry is moving in this direction. 

Section 3 details the hardware and software requirements and specifications to achieve this goal, 

and Section 4 provides the Key Performance Indicators which will allow us to understand our 

progress and measure the results of the project.   
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