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Abstract—The need for specialized hardware acceleration
in today’s computing platforms is well established, due
to power and efficiency reasons. Broadening an accelerator’s scope of application is highly desirable, but requires
a finer-grained architecture with basic primitives, which
inevitably exhibits increased communication and synchronization requirements. In disaggregated-computing environments, where data transfers between remote nodes are
realized via datacenter-wide packet exchanges, reducing
communication and synchronization is a prerequisite for the
effective employment of remote acceleration. To this end,
we present ReFiRe (Remote Fine-grained Reconfigurable
acceleration), a generic deployment framework with native
support for partial reconfiguration that allows to considerably reduce communication needs between a processor and
remote accelerators. This is achieved by shifting control
flow, partial reconfiguration, and execution decisions to
the remote side through arbitrarily long instructions that
encapsulate complex sequences of operations and their respective synchronization requirements. ReFiRe outperforms
an SDSoC-generated accelerator system that employs the
same accelerator cores to boost performance of a genomics
application that detects positive selection.

I. I NTRODUCTION
Domain-specific specialization is indispensable in today’s computing platforms, motivated by the everincreasing demand for computing power, and unsustainable technology improvements. The apparent trade-off
between efficiency and versatility of a custom-architecture
solution gives rise to a difficult question for the accelerator
designer: How much specialization should be exploited
within an accelerator’s circuitry? To better convey the
significance of this question, one can draw a parallel with
multi-threaded parallelism, where the main performance
principle is the same, and comes down to how to increase
the time spent on computation (accelerator operation)
while reducing the time spent on synchronization (hostaccelerator communication). This naturally leads to larger,
coarser-grained custom architectures, which is at odds
with the highly desirable accelerator trait of increased
versatility. Hence, to broaden an accelerator’s scope of
application, it is a prerequisite to reduce synchronization,
which will, in turn, pave the way for finer-grained and
more generic accelerator architectures.
The evident need for low-latency communication and
synchronization in accelerator-rich environments becomes
significantly more imperative in disaggregated computing
platforms [1], where a host processor communicates with

remote accelerators via network packet exchanges over
a datacenter-wide network. Therefore, it is of utmost
importance to alleviate the native high (due to architecture granularity) communication and/or synchronization requirements for remote, fine-grained accelerators,
as well as to mitigate the design efforts that derive
from the need for increased flexibility in interfacing and
deployment. To this end, we present ReFiRe (Remote
Fine-grained Reconfigurable acceleration), a generic deployment framework that introduces various degrees of
flexibility in reconfiguring at run time and orchestrating
fine-grained accelerator cores on the reconfigurable fabric
of a remote, FPGA-based multiprocessor system-on-chip
(MPSoC). The contribution of this work is twofold:
• We describe a versatile hardware architecture that
dynamically interconnects partially reconfigurable regions (PRRs) to construct larger pipelines, thus improving the aggregate performance of the deployed
accelerator cores (reconfigurable modules (RM)) by
increasing computation in-between synchronization
and/or partial reconfiguration (PR) events.
• We introduce the Advanced Co-processor Instruction
(ACI) for offloading operations to RMs, and provide
a high-level API that exposes all the ACI-construction
functionality at the user level, enabling applications
to transparently deploy, interconnect, and reconfigure
remote accelerators at run time.
An ACI is a hierarchical structure of variable size that
encapsulates complex sequences of computational and PR
operations, as well as their respective synchronization
requirements. The ACI-decoding task is performed by the
remote processing system, allowing all synchronization,
control flow, and PR decisions implicitly contained within
an ACI to be performed near the specialized hardware.
Inevitably, synchronization requirements between the host
processor and the accelerator platform are served over the
network, which however happens at ACI-size granularity,
leading to considerable performance improvements.
II. R ELATED W ORK
Nowatzki et al. [2] argue that “domain specialization
is generally unnecessary for accelerators”. First, domainspecific accelerators (DSAs) trade programmability for efficiency, yielding them prone to become obsolete. Second,
the variety of workloads suggests that more than one DSAs
may need to cooperate toward the completion of a task,

partially reconfiguring RAS, followed by sequentially processing PARSEC objects. Once a reconfigurable accelerator module is deployed in a RAS, it remains active at
least until the beginning of the next WINDOW, and all the
required partial reconfiguration operations for a WINDOW
complete before its PARSEC objects are executed. Therefore, PRRs are multiplexed in time at WINDOW granularity,
allowing to overall reduce the partial reconfiguration overhead by appropriately resizing WINDOWs in relation with
the amount of computation that a fixed number of partial
reconfiguration operations can accommodate.
C. The 5 C’s in ACI
The proposed accelerator-deployment framework represents an elementary, yet powerful mechanism to exploit
the 5 specialization principles suggested by Nowatzki et
al. [2]. Concurrency is exposed through the PARSEC and
THREAD class types, enabled by multiple instances of DC
and DFD hardware modules. Computation is exposed via
TASK elements that construct multi-RAS TCDs. Communication and coordination between RAS is facilitated
by DC modules, as dictated by the order of accelerator
opcodes in a TASK. Finally, caching of data between
TCD pipeline stages is transparent to the accelerator cores,
through the set of FIFOs employed in each DC.
Nowatzki et al. [2], [3] suggest that the aforementioned specialization principles can be applied to different
baseline architectures, e.g., GPGPUs or FPGAs, to yield
effective designs. Partial reconfiguration at run time, a key
component of FPGA-based MPSoCs currently employed
in datacenters [1], is transparently deployed in ReFiRe
through the WINDOW object, allowing to fully exploit the
reconfigurability feature of such devices.
IV. I MPLEMENTATION
To emulate resource disaggregation, we employ two
ZCU102 evaluation boards, each hosting a Zynq Ultrascale+ MPSoC, interconnected over a Small Formfactor Pluggable (SFP) 10-Gbps link, as described by
Theodoropoulos et al. [4]. One board assumes the role
of the host processor, i.e., the disaggregated resource
that provides the computing power, henceforth referred
to as HOST, while the other represents the accelerator
hardware platform, henceforth referred to as ACCEL. The
Application Processing Unit (APU) on the HOST, i.e., an
ARM Cortex-A53 64-bit quad-core processor operating at
1.2 GHz, runs Ubuntu 16.04, whereas ACCEL implements
the ReFiRe hardware architecture (depicted in Fig. 1).
ReFiRe supports partial reconfiguration through the
AXI Hardware Internal Configuration Access Port (HWICAP [5]) controller, which allows the ACCEL APU
to read and write the FPGA configuration memory
through the Internal Configuration Access Port (ICAP)
primitive [6]. Note that, vendor-provided software support (https:// github.com/ Xilinx/ embeddedsw/ tree/ master/
XilinxProcessorIPLib/ drivers/ hwicap) allows the APU to
serve requests for partial reconfiguration through AXI4Lite transactions to the HWICAP module, which, however, exhibits low throughput performance and increased

Table I
R ESOURCE UTILIZATION FOR THE 3-RAS DESIGN POINT AND
THE THREE ACCELERATORS (ACCEL1-3) FOR O MEGA PL US [10].
Hardware module
Name
Inst.
ACCEL1
1
ACCEL2
1
ACCEL3
1
HWICAP 1
DFD
3
DC
2
PF
8

CLB LUTs
6,617
5,546
3,423
412
2,650
1,505
305

Resource type
Register/SDR BRAM18/36
5,048
131/9
4,139
1/2
3,179
1/2
978
-/2
3,318
-/18
2,589
-/18
209
-/2

DSP
13
7
-

reconfiguration times because it blocks the processor due
to the lack of Direct Memory Access (DMA) capability.
ReFiRe adopts an alternative solution that interconnects
the HWICAP with an AXI DMA controller, and provides
interrupt-based functionality through a set of custom driver
functions, an approach that has been reported to provide
up to 400 MB/sec reconfiguration throughput via a 32-bit,
100-MHz streaming interface [7].
V. E VALUATION
To assess ReFiRe’s performance, we evaluated different
hardware-accelerated execution scenarios for an application of population genetics that detects positive selection
using three specialized cores. Positive selection is a form
of natural selection that is driven by beneficial mutations
in a species population. A mutation is beneficial when it
improves the chances of survival and reproduction for the
carrier, leading to an increasing number of individuals having the beneficial mutation from generation to generation.
Detecting positive selection has practical applications such
as detecting drug-resistant mutations in pathogens (e.g.,
HIV [8]) and improving the efficacy of drug treatments [9].
We employed ReFiRe to accelerate OmegaPlus [10],
a method that has been reported to outperform others
in terms of power to detect selection [11]. OmegaPlus
exhibits two major computational stages: the calculation
of linkage disequilibria (LD) [12] and the calculation
of ω-statistic values [12], with the contribution of each
stage to the total execution time varying with input data
and user parameters. We modified the OmegaPlus source
code to implement blocking in both LD and ω-statistic
calculations in order to facilitate hardware design using
the high-level synthesis (HLS) tool Vivado HLS. We
created 3 reconfigurable accelerator modules, ACCEL1,
ACCEL2, and ACCEL3, as well as a 3-RAS ReFiRe design
point. ACCEL1 performs all the required population count
operations for an 8 × 8 block of input data, ACCEL2
calculates LD scores, and ACCEL3 computes 32 × 32 ωstatistic values. Table I provides resource utilization for
the ReFiRe design point and the three accelerators.
The rationale behind designing two accelerator modules
for computing LD, i.e., ACCEL1 and ACCEL2, lies in the
fact that the former’s computational load increases with
the number of genomes, whereas the latter’s increases with
the number of genomic locations with mutations in each
subgenomic region. Thus, decoupling population count operations (ACCEL1) from r2 calculations (ACCEL2) allows
more flexibility in accelerator deployment based on the

