
Jonathan Haun, Chris Hickman, Don Loden, and Roy Wells

Implementing SAP HANA®

Bonn � Boston

856_Book.indb   3 9/11/13   4:18 PM



Contents at a Glance

PART I Data Modeling and Provisioning 
1 SAP HANA, SAP Business Objects Business Intelligence, and  

SAP Data Services  ....................................................................  27
2 Storing Data in SAP HANA  .......................................................  73
3 Preprovisioning Data with SAP Data Services   ..........................  119
4 Provisioning Your Data  .............................................................  147
5 Loading Your Data   ..................................................................  229

PART II Multidimensional Modeling in SAP HANA 
6 Modeling Data for Analytic Consumption in SAP HANA  ...........  323
7 Integrating Predictive Analytics with SAP HANA   .....................  461
8 Security in SAP Business Objects BI and SAP HANA   .................  521

PART III Integrating SAP Business Objects BI with SAP HANA 
9 SAP Business Objects Universe Design  ......................................  567
10 Professionally Authored Dashboards Powered by SAP HANA  ...  665
11 Data Exploration and Self-Service Analytics with SAP HANA  ....  703
12 SAP Business Objects Web Intelligence Powered by  

SAP HANA  ...............................................................................  749
13 SAP Crystal Reports Powered by SAP HANA   ............................  781

Appendices
A Source System Analysis with SAP Information Steward   ............  815
B The Authors  .............................................................................  827

856_Book.indb   5 9/11/13   4:18 PM



7

Contents

Preface .......................................................................................................  17
Acknowledgments  .....................................................................................  23

PART I Data Modeling and Provisioning 

1 SAP HANA, SAP Business Objects Business Intelligence, 
 and SAP Services  .......................................................................  27

1.1 What Is SAP HANA?  ...................................................................  28
1.2 Business Intelligence Solutions with SAP HANA  ..........................  36

1.2.1 SAP NetWeaver Business Warehouse 7.3 Powered  
by SAP HANA  ................................................................  36

1.2.2 SAP HANA Native  ..........................................................  40
1.3 Running the SAP Business Suite on SAP HANA  ...........................  54
1.4 Traditional EIM with Data Services  .............................................  56

1.4.1 Align IT with the Business  ..............................................  57
1.4.2 Source System Analysis  ..................................................  58
1.4.3 Develop a Data Model  ...................................................  58
1.4.4 Load the Data  ................................................................  59

1.5 Traditional Business Intelligence with SAP Business Objects  .........  59
1.5.1 The Semantic Layer or Universe  ......................................  60
1.5.2 Ad Hoc Reporting  ..........................................................  61
1.5.3 Self-Service BI  ................................................................  61
1.5.4 IT-Developed Content  ....................................................  62

1.6 Solution Architectural Overview  .................................................  63
1.6.1 SAP Data Services 4.1  ....................................................  63
1.6.2 SAP Business Objects 4.x  .................................................  67
1.6.3 SAP HANA 1.0 SPS5 .......................................................  70

1.7 Summary  ....................................................................................  71

2 Storing Data in SAP HANA  .......................................................  73

2.1 How Is Data Stored in SAP HANA?  .............................................  73
2.1.1 The Spinning Disk Problem  ............................................  75
2.1.2 Technologies Used to Combat the Problem  ....................  75

2.2 SAP HANA Data Storage Components  ........................................  83

856_Book.indb   7 9/11/13   4:18 PM



8

Contents

2.2.1 Schemas and Users  .........................................................  83
2.2.2 Column Store Tables  ......................................................  89
2.2.3 Row Store Tables  ...........................................................  94
2.2.4 Use Cases for Both Row and Column Store Tables  ..........  96

2.3 Physical Data Modeling in SAP HANA  ........................................  97
2.3.1 Comparing Data Modeling Techniques  ...........................  98
2.3.2 Denormalized Data in SAP HANA  ..................................  105
2.3.3 Techniques for Denormalizing Data in SAP HANA  ..........  106

2.4 Case Study: Modeling Data for an SAP HANA Project  .................  109
2.4.1 Create a Schema for the Data Mart  ................................  109
2.4.2 Create the Fact Table and Dimension Tables in  

SAP HANA  .....................................................................  111
2.5 Summary  ....................................................................................  117

3 Preprovisioning Data with SAP Data Services   ........................  119

3.1 Source System Analysis  ...............................................................  119
3.1.1 Why Perform SSA?  .........................................................  121
3.1.2 What Can Be Achieved by Analyzing a Source? ...............  123
3.1.3 Avoiding “Fast Trash” in SAP HANA   ..............................  124

3.2 SSA Techniques in SAP Data Services  ..........................................  124
3.2.1 Column Profiling  ............................................................  128
3.2.2 Relationship Profiling  .....................................................  134

3.3 SSA: Beyond Tools and Profiling  .................................................  138
3.3.1 Establishing Patterns  ......................................................  140
3.3.2 Looking Across Sources  ..................................................  142
3.3.3 Treating Disparate Systems as One  .................................  142
3.3.4 Mapping Your Data  ........................................................  143

3.4 Summary  ....................................................................................  145

4 Provisioning Your Data  .............................................................  147

4.1 Understanding SAP Data Services  ...............................................  147
4.1.1 Metadata  .......................................................................  149
4.1.2 Datastores  ......................................................................  151
4.1.3 Jobs  ...............................................................................  155
4.1.4 Workflows  .....................................................................  158

856_Book.indb   8 9/11/13   4:18 PM



9

Contents

4.1.5 Data Flows  .....................................................................  168
4.1.6 Custom Functions and Scripts  .........................................  207
4.1.7 File Formats  ...................................................................  210
4.1.8 Real-Time Jobs  ...............................................................  214

4.2 SAP Data Services 4.1 Workbench  ..............................................  215
4.2.1 Supported Features   .......................................................  218
4.2.2 Porting Data  ...................................................................  219
4.2.3 Options for Data Flow and Job Modification  ..................  223

4.3 Data Provisioning via Real-Time Replication  ...............................  224
4.3.1 Benefits of Real-Time Replication  ...................................  224
4.3.2 Methods for Real-Time Replication  ................................  225
4.3.3 Challenges of Denormalizing Data in Real Time  ..............  227

4.4 Summary  ....................................................................................  228

5 Loading Your Data   ...................................................................  229

5.1 Loading Data in Batch  .................................................................  229
5.1.1 What Is Batch Data Loading?  .........................................  230
5.1.2 Methods for Batch Loading Data  ....................................  239

5.2 Loading Data in Real Time  ..........................................................  246
5.2.1 What Is Real-Time Loading?  ...........................................  246
5.2.2 SAP Data Services for Real-Time Loading  .......................  246

5.3 Methods to Trigger Data Loads  ...................................................  252
5.3.1 SAP Data Services Scheduling  .........................................  252
5.3.2 Integration via Web Services  ..........................................  255
5.3.3 Integration via Execution Commands  .............................  257
5.3.4 Third-Party Scheduler  .....................................................  259

5.4 Case Study: Loading Data in Batch  ..............................................  260
5.4.1 Structure the Job  ............................................................  262
5.4.2 Try/Catch Block  ..............................................................  263
5.4.3 Initialization  ...................................................................  264
5.4.4 Staging Workflow   ..........................................................  266
5.4.5 Build Dimension Tables in SAP HANA  ............................  297
5.4.6 Build Fact Table  .............................................................  308
5.4.7 End Script  ......................................................................  311

5.5 Case Study: Loading Data in Real Time  .......................................  313
5.6 Summary  ....................................................................................  319

856_Book.indb   9 9/11/13   4:18 PM



10

Contents

PART II Multidimensional Modeling in SAP HANA  

6 Modeling Data for Analytic Consumption in SAP HANA  .........  323

6.1 SAP HANA Modeling Main Components  ....................................  328
6.1.1 SAP HANA Studio  ..........................................................  329
6.1.2 Schemas  .........................................................................  335
6.1.3 Packages  ........................................................................  338
6.1.4 Attribute Views  ..............................................................  343
6.1.5 Analytic Views  ...............................................................  358
6.1.6 Calculation Views  ...........................................................  374
6.1.7 Analytic Privileges  ..........................................................  391

6.2 Benefits of SAP HANA Modeling  .................................................  398
6.2.1 Business Benefits  ............................................................  399
6.2.2 Technology Benefits  .......................................................  402

6.3 Methods for Modeling Analytics in SAP HANA  ...........................  406
6.3.1 Modeling and the Challenges Associated with  

Normalized Data  ............................................................  407
6.3.2 Data Modeling versus Analytic Modeling  .......................  412
6.3.3 Solutions for Normalized Data in SAP HANA  ..................  413

6.4 Case Study 1: Modeling Sales Data to Produce Robust  
Analytics  .....................................................................................  416
6.4.1 Creating the Supporting Attribute Views  ........................  417
6.4.2 Creating Analytic Views  ..................................................  435

6.5 Case Study 2: Building Complex Calculations for Executive-Level 
Analysis  ......................................................................................  443
6.5.1 Creating the Package  ......................................................  443
6.5.2 Creating the Calculation View  ........................................  445

6.6 Summary  ....................................................................................  460

7 Integrating Predictive Analytics with SAP HANA   ...................  461

7.1 Predictive Analytics Platform  ......................................................  462
7.1.1 Introducing Predictive Analysis  .......................................  462
7.1.2 The Predictive Analysis Process  ......................................  466
7.1.3 When to Use Predictive Analytics  ...................................  473
7.1.4 Predictive Tools Available in SAP HANA  .........................  476

7.2 Integrating with SAP HANA  ........................................................  482

856_Book.indb   10 9/11/13   4:18 PM



11

Contents

7.2.1 Installing the Application Function Libraries  ...................  482
7.2.2 Deploying RServe  ...........................................................  482
7.2.3 Leveraging R and PAL to Produce Predictive Results  ......  482
7.2.4 Installing SAP Predictive Analysis  ...................................  483
7.2.5 User Privileges and Security with SAP Predictive  

Analysis  ..........................................................................  484
7.3 Integrating with SAP Business Objects  .........................................  486

7.3.1 Exporting Scored Data Back to Databases  .......................  486
7.3.2 Exporting Algorithms  .....................................................  487

7.4 Case Study 1: Clustering Analysis  ................................................  489
7.4.1 Preparing the Data  .........................................................  489
7.4.2 Performing Clustering Analysis  .......................................  494
7.4.3 Implementing the Model  ...............................................  502

7.5 Case Study 2: Product Recommendation Rules  ...........................  507
7.5.1 Preparing the Data  .........................................................  508
7.5.2 Performing Apriori Analysis  ............................................  508
7.5.3 Implementing the Model  ...............................................  513

7.6 Summary  ....................................................................................  518

8 Security in SAP Business Objects BI and SAP HANA   ...............  521

8.1 Security Solution Concepts  .........................................................  522
8.1.1 Authentication  ...............................................................  522
8.1.2 Authorization  .................................................................  523
8.1.3 Authentication Methods   ...............................................  524

8.2 Implementing an Access Control Strategy with SAP  
Business Objects BI 4.0 and SAP HANA  .......................................  532
8.2.1 Configuring Authentication in SAP HANA   .....................  532
8.2.2 Configuring Authorization in SAP HANA   .......................  540
8.2.3 Provisioning Users in SAP HANA  ....................................  542
8.2.4 Configuring Authentication in SAP Business Objects  

BI 4.0  .............................................................................  546
8.2.5 Configuring Authorization in SAP Business Objects  

BI 4.0  .............................................................................  553
8.2.6 Provisioning Users in SAP Business Objects BI 4.0  ...........  554
8.2.7 SAP Business Objects BI 4.0 End User Tools and  

Support for SAP HANA Authentication Methods  ............  555

856_Book.indb   11 9/11/13   4:18 PM



12

Contents

8.3 Case Study: Implementing an End-to-end Security Solution  
for Access to Sales Data  ..............................................................  556
8.3.1 Implementing Kerberos Authentication in the SAP  

Business Objects Platform  ...............................................  557
8.3.2 Implementing Kerberos Authentication in the SAP  

HANA Server  ..................................................................  560
8.3.3 Implementing Analytic Privileges and Roles  ....................  561
8.3.4 Developing Script to Provision Users to SAP HANA  ........  562

8.4 Summary  ....................................................................................  562

PART III Integrating SAP Business Objects BI with SAP HANA 

9 SAP Business Objects Universe Design  .....................................  567

9.1 Overview of the Universe in SAP Business Objects  .......................  571
9.1.1 Using a Universe to Access SAP HANA Data  ...................  572
9.1.2 The Two Universes in SAP Business Objects 4.0  ..............  573
9.1.3 Using the SAP HANA Client as Middleware  ....................  577

9.2 Building UNX Universes with the Information Design Tool  ..........  585
9.2.1 Creating Relational Connections  .....................................  586
9.2.2 Creating OLAP Connections   ..........................................  596
9.2.3 Testing Connections Using the Local or Server  

Middleware ....................................................................  599
9.2.4 Creating Projects  ............................................................  600
9.2.5 Creating a Relational Connection in Your Project  ...........  602
9.2.6 Designing the Data Foundation  ......................................  604
9.2.7 Designing the Business Layer  ..........................................  620
9.2.8 Publishing the Universe  ..................................................  626

9.3 Building UNV Universes with Universe Designer  .........................  628
9.4 Understanding the SAP HANA Engines  .......................................  629

9.4.1 SAP HANA Join Engine  ...................................................  631
9.4.2 SAP HANA OLAP Engine  ................................................  632
9.4.3 SAP HANA Calculation Engine  ........................................  633

9.5 Case Study: Designing a Universe to Support Internet Sales  
Data  ...........................................................................................  635
9.5.1 Creating the Universe Connection and Project  ................  635
9.5.2 Designing the Data Foundation  ......................................  636
9.5.3 Designing the Business Layer  ..........................................  645

856_Book.indb   12 9/11/13   4:18 PM



13

Contents

9.5.4 Publish the Universe  ......................................................  662
9.6 Summary  ....................................................................................  663

10 Professionally Authored Dashboards Powered by SAP HANA ...  665

10.1 Introduction to Professionally Authored Dashboards  ...................  666
10.1.1 Comparing Dashboards  ..................................................  668
10.1.2 Why Use a PAD Rather Than a Report or Self-Service 

Dashboard?  ....................................................................  668
10.1.3 Professionally Authored Dashboards Process  ..................  669
10.1.4 Professionally Authored Dashboards Outlook  .................  671

10.2 Tools for Designing Dashboards with SAP HANA  ........................  672
10.2.1 SAP Business Objects Dashboards   ..................................  672
10.2.2 SAP Business Objects Design Studio  ................................  684
10.2.3 Bringing It All Together  ..................................................  693

10.3 Case Study: Creating a Dashboard  ...............................................  694
10.3.1 Gathering Requirements  .................................................  694
10.3.2 Storyboarding  ................................................................  695
10.3.3 Iterative Process  .............................................................  696

10.4 Summary  ....................................................................................  700

11 Data Exploration and Self-Service Analytics with SAP HANA  ... 703

11.1 What Is Data Exploration and Self-Service Analytics?  ..................  703
11.1.1 Self-Service Access for General Business and  

Power Users  ...................................................................  704
11.1.2 Comparing Self-Service and Professionally Authored  

Content  ..........................................................................  705
11.2 Introduction to SAP Business Objects Explorer  .............................  706

11.2.1 SAP Business Objects Explorer System Architecture   ........  707
11.2.2 SAP Business Objects Explorer Workflows and How  

They Differ in an SAP HANA Solution  .............................  710
11.3 Introduction to SAP Lumira  ........................................................  719

11.3.1 Why Use SAP Lumira?  ....................................................  720
11.3.2 Connecting SAP Lumira to SAP HANA  ............................  722
11.3.3 Analyzing Data with SAP Lumira  ....................................  728
11.3.4 Merging Data Sets   .........................................................  728
11.3.5 Sharing SAP Lumira Visualizations   .................................  729

856_Book.indb   13 9/11/13   4:18 PM



14

Contents

11.4 Mobilizing Content with SAP Business Objects Explorer and  
SAP Lumira Based on SAP HANA Data  ........................................  734

11.5 Case Study: Exploring Sales Data with SAP Lumira and SAP  
Business Objects Explorer  ............................................................  735
11.5.1 Business Requirements  ...................................................  735
11.5.2 Planned Solution  ............................................................  736
11.5.3 Delivering Data to End Users with SAP Business Objects  

Explorer  .........................................................................  741
11.6 Summary  ....................................................................................  747

12 SAP Business Objects Web Intelligence Powered by 
 SAP HANA  .................................................................................  749

12.1 The Road to SAP Business Objects Web Intelligence  ....................  749
12.2 Comparing SAP Business Objects Web Intelligence and  

SAP Crystal Reports  ....................................................................  751
12.3 Manual Construction of an SQL Statement  ..................................  752
12.4 Connecting SAP Business Objects Web Intelligence to  

SAP HANA  ..................................................................................  754
12.5 Report Optimization Features with SAP HANA  ...........................  757

12.5.1 Usage of JOIN_BY_SQL  ..................................................  757
12.5.2 Merged Dimensions versus Analytic/Calculation Views  ...  761
12.5.3 Implementing Query Drill for SAP HANA  .......................  762
12.5.4 Implementing Query Stripping for SAP HANA  ................  764

12.6 Sharing Reports within SAP Business Objects 4.1  .........................  766
12.6.1 Sharing Reports for Internal Users  ..................................  766
12.6.2 Sharing Reports for External Users  ..................................  769

12.7 Case Study: Exploring Sales Data with SAP Business Objects Web 
Intelligence  .................................................................................  773

12.8 Summary  ....................................................................................  779

13 SAP Crystal Reports Powered by SAP HANA   ..........................  781

13.1 Implementing Solutions with SAP Crystal Reports  .......................  783
13.1.1 A Tale of Two SAP Crystal Reports  .................................  783
13.1.2 Using SAP Crystal Reports 2011  .....................................  786
13.1.3 Using SAP Crystal Reports for Enterprise  ........................  794

856_Book.indb   14 9/11/13   4:18 PM



15

Contents

13.1.4 Accessing Analytic Content via ODBC/JDBC and  
Enterprise Relational Connections  ..................................  800

13.2 Sharing SAP Crystal Reports with SAP Business Objects  
Enterprise  ...................................................................................  803

13.3 Product Roadmap  .......................................................................  805
13.3.1 Improved SAP HANA Connection Options  .....................  806
13.3.2 Other Miscellaneous Improvements  ...............................  806

13.4 Case Study: Delivering Targeted Marketing with SAP Crystal  
Reports for Enterprise on SAP HANA  ..........................................  806
13.4.1 Report Design  ................................................................  807
13.4.2 Building the Report  ........................................................  807

13.5 Summary  ....................................................................................  813

Appendices  ...................................................................................   815

A Source System Analysis with SAP Information Steward   ........................  815
B The Authors  .........................................................................................  827

Index  .........................................................................................................  829

856_Book.indb   15 9/11/13   4:18 PM



17

Preface

As a powerful, new technology with a lot of hype, SAP HANA is often misunderstood. 
Many believe that they can simply place their data into SAP HANA, and all of their 
business intelligence (BI) problems will disappear. However, the technology alone 
is not a magic bullet; there is indeed a methodology behind an implementation of 
SAP HANA, and other software tools are needed to complement such a solution 
and fully leverage its substantial benefits. 

Purpose

This book was written with the goal of educating readers about implementing an 
SAP HANA solution. Specifically, we focus on delivering BI solutions using SAP 
HANA as a data warehouse platform. We begin with an overview of SAP HANA 
and all of the ways organizations can implement BI solutions using SAP HANA. We 
then walk you through a specific solution that harnesses the power of SAP Data 
Services and SAP Business Objects to complete an end-to-end BI solution.

Who Should Read This Book

This book will help an organization’s project teams and technology consultants, as 
well as anyone looking for a one-stop guide to implementing SAP HANA from a 
BI perspective. Note that this book is not intended to teach basic BI concepts, and 
we try to always focus on specific SAP HANA implementation knowledge. We also 
address specific functionality not often discussed in standard SAP documentation 
or training materials. The book goes well beyond the typical SAP HANA sales cycle 
conversation. 

Before reading this book, we recommend the following prerequisites: 

EE General knowledge of data warehousing concepts

EE Familiarity with BI tools and constructs
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EE Foundational knowledge of traditional database provisioning, multidimensional 
modeling, and reporting technologies

This book strives to offer a uniquely real-world perspective to follow the academic 
sections of each chapter. Each chapter is structured to offer background and theory 
around the technology. The theory is then followed with a case study—the story of 
the fictitious AdventureWorks Cycle Company—to show a “real-world” example of the 
topics covered in the book. You can download the data used for the AdventureWorks 
Cycle Company case study from this book’s website at http://www.sap-press.com/products/
Implementing-SAP-HANA.html. Our goal is to provide you with a unique perspective of 
how these solutions have worked in the field based on real customer engagements.

Structure of This Book

The book is structured into three parts. The first part covers how data is stored, 
conformed, cleaned, and physically modeled in SAP HANA using SAP Data Services. 
The second part of the book covers the unique multidimensional modeling capabilities 
built into SAP HANA. We also cover the use of predictive analysis within SAP HANA 
and the basics of integrating data security with established technologies. The third 
and final part of the book covers consuming data from SAP HANA using the various 
reporting and visualization tools found in the SAP Business Objects suite. These 
parts are explained in more detail in the following sections. 

Part I: Data Modeling and Provisioning

Chapter 1: SAP HANA, SAP Business Objects Business 
Intelligence, and SAP Data Services

An implementation of SAP HANA isn’t just an implementation of SAP HANA—it 
also requires other products, such as SAP Business Objects BI and SAP Data Services. 
By explaining how these three products work together in a successful SAP HANA 
implementation, we’ll lay the foundation for the entire book.

Chapter 2: Storing Data in SAP HANA 

This chapter takes a deep dive into data storage in SAP HANA and answers several 
key questions: How is data stored? What type of data models perform best on 
SAP HANA and why? The goal is to give an understanding of how data is stored 
in memory in order to provision data most effectively.
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Chapter 3: Preprovisioning Data with SAP Data Services 

Before provisioning or data loading can occur, you must first perform source system 
analysis to see what aspects of the data need repair. Learn how to provide high-
quality data as a base for SAP HANA using SAP Data Services.

Chapter 4: Provisioning Your Data 

This chapter explains the design and build of the data loading process for SAP 
HANA. For standalone SAP HANA, you must load your data, and this can be done 
via SAP Data Services or replication, which we outline here. 

Chapter 5: Loading Your Data 

In most enterprise deployments, both batch processing and real-time processing are 
necessary to meet business objectives, and in this chapter, we provide an in-depth 
overview of the various options for loading data into SAP HANA tables using both. 

Part II: Multidimensional Modeling in SAP HANA

Chapter 6: Modeling Data for Analytic Consumption in SAP HANA

We explore the components of the multidimensional modeling capabilities that are 
built-in to SAP HANA. The chapter also discusses the differences between traditional 
data modeling and modeling multidimensional views in SAP HANA. 

Chapter 7: Integrating Predictive Analytics with SAP HANA 

This chapter discusses the various tools and methodologies for integrating predictive 
analytics within the SAP HANA platform and SAP Business Objects tools. Many 
organizations need to tap into insights within their operational data, and SAP has 
developed several tools that integrate with SAP HANA to run predictive algorithms 
on very large data sets.

Chapter 8: Security in SAP Business Objects BI and SAP HANA 

This chapter discusses ways of integrating the security among the SAP Business-
Objects BI platform, SAP HANA, and well-established security platforms. We 
discuss the processes for provisioning accounts, leveraging Single Sign-On (SSO), 
and using analytic privileges to secure data. For many organizations, deploying a 
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comprehensive security model with SAP Business Objects and SAP HANA is a key 
step in delivering an end-to-end solution. 

Part III: Integrating SAP Business Objects BI with SAP HANA 

Chapter 9: SAP Business Objects Universe Design 

This chapter provides an in-depth look at the two semantic layers built into SAP 
Business Objects. You’ll gain a basic understanding of the tools and how they are 
used to provide access to data within SAP HANA. We conclude the chapter with 
two case studies that walk you through the processes of developing universes on 
SAP HANA tables and analytic views. 

Chapter 10: Professionally Authored Dashboards Powered by SAP HANA 

This chapter focuses on both SAP Business Objects Dashboards and SAP Business-
Objects Design Studio (the intended successor to SAP Business Objects Dashboards). 
It gives users an overview of the types of dashboards that qualify as professionally 
authored, discusses the two SAP products available to generate dashboards, and 
outlines the process for connecting dashboards to SAP HANA with a case study.

Chapter 11: Data Exploration and Self-Service Analytics with SAP HANA

This chapter covers the major activities of connecting SAP Business Objects Explorer 
and SAP Lumira to SAP HANA. It discusses the technical aspects of both solutions 
and their benefits when paired with SAP HANA. From the perspective of SAP 
Business Objects Explorer, we discuss how the solution can be a quick and easy way 
to deploy both Internet browser-based and mobile data analysis for a sales force. 
The chapter concludes with a case study for developing an SAP Business Objects 
Explorer information space for sales data. 

Chapter 12: SAP Business Objects Web Intelligence Powered by SAP HANA 

This chapter provides an in-depth overview of how SAP Business Objects Web 
Intelligence can interact with data from SAP HANA. It discusses the various features 
of SAP Business Objects Web Intelligence and the types of reporting that are common 
within organizations. It also covers the various ways that users can access and 
share analytics created within SAP Business Objects Web Intelligence, concluding 
with a case study. 
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Chapter 13: SAP Crystal Reports Powered by SAP HANA 

This chapter provides an in-depth overview of how SAP Crystal Reports can interact 
with data within SAP HANA. We discuss the two versions of SAP Crystal Reports 
that are available in SAP Business Objects BI, and which tool should be used within 
an organization. We also explain the various ways that users can access and share 
reports and analytics created in SAP Crystal Reports. We conclude with a case study 
on how an accounting department can leverage financial data with SAP HANA 
using SAP Crystal Reports.
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Modeling Data for Analytic Consumption in SAP HANA6

The Role of SAP HANA Models

Before venturing too deep into this chapter, it’s important for you to understand the 
role of SAP HANA models in the overall context of the SAP Business Objects Business 
Intelligence (SAP Business Objects BI) platform and solution we describe in this book. 

In Chapters 1 through 5 we introduced you to SAP Data Services. This chapter introduces 
you to the concepts and steps required to create analytic models. In subsequent chapters, 
we’ll discuss the role that SAP Business Objects plays in managing the tools that users 
use to access the data stored in SAP HANA using the models discussed in this chapter.

Again, SAP Data Services serves as the engine to consolidate, clean, manage, and load 
data from one or more sources into the SAP HANA columnar tables. SAP Data Services 
is also required, at times, to denormalize or restructure the source data when SAP HANA 
cannot or should not. After the data is stored in the SAP HANA columnar tables, special 
views can be created to express the data in a multidimensional model. The models them-
selves can’t answer questions or visualize the data without a tool to analyze, explore, or 
generate reports. This is a job for SAP Business Objects, which provides the tools neces-
sary to access either the multidimensional models or columnar tables in SAP HANA.

Let’s begin this high-level overview of the multidimensional modeling capabilities 
of SAP HANA by walking through the main components of the models using SAP 
HANA Studio. You’ll discover the role that schemas, tables, attribute views, analytic 
views, calculation views, and analytic privileges serve in developing models using SAP 
HANA Studio in Section 6.1. We then explore the benefits that organizations can 
realize with respect to SAP HANA and its modeling capabilities in Section 6.2. 
From a best practices standpoint, we then differentiate between data modeling and 
analytic modeling (Section 6.3). In conclusion, we walk through the processes of 
designing both a simple multidimensional model and a complex model in Section 
6.4 and Section 6.5, respectively. 

6.1 SAP HANA Modeling Main Components

In this section, we’ll explore the basic tools and components of the SAP HANA 
multidimensional models. When explaining the basic components of the mul-
tidimensional model in the introduction to this chapter, we used terms such as 
dimensions, hierarchies, measures, and cubes. SAP HANA has incorporated many 
of these same basic components into its multidimensional modeling tools, but 
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SAP has chosen to name its basic components a little differently. While the names 
might not be the same, the principles and features are identical, if not very similar. 

6.1.1 SAP HANA Studio

The first step in creating multidimensional models in SAP HANA requires the 
installation and configuration of SAP HANA Studio. SAP HANA Studio is a client 
tool that is installed on an SAP HANA developer or administrator’s workstation. 
It’s built on the Java-based Eclipse 3.6 platform. 

Whether you’re installing SAP HANA Studio or upgrading SAP HANA Studio, we 
recommend that the installed version match that of the SAP HANA appliance that 
is used for development. Each patch version of SAP HANA Studio supports either 
a full installation or an update of an existing SAP HANA Studio installation. As a 
result, only one download and installation is required for the first installation to 
support the appropriate version of the SAP HANA appliance that is being used. 
From an operating system standpoint, SAP HANA Studio Version 45 (SPS5) sup-
ports the operating systems listed in Table 6.1.

Supported Operating Systems Version

Windows XP 32 bit and 64 bit

Windows Vista 32 bit and 64 bit

Windows 7 32 bit and 64 bit

SUSE Linux 11 x86 64 bit

Table 6.1 Supported Operating Systems for SAP HANA Studio

Because SAP HANA Studio runs in a Java Virtual Machine (JVM), the Java 1.6 or 
1.7 Java Runtime Environment (JRE) must be installed prior to the SAP HANA 
Studio installation. If you plan to install the 32-bit version of SAP HANA Studio, 
you must download and install the 32-bit version of the JRE. If you plan to use 
the 64-bit version of SAP HANA Studio, you must download and install the 64-bit 
version of the JRE. 
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Additional References

The installation of SAP HANA Studio is beyond the scope of this book. For more informa-
tion on the installation of SAP HANA Studio, please download the SAP HANA Database: 
Studio Installation Guide from http://help.sap.com/hana_appliance#section2.

In addition, the installation instructions for installing a JVM are beyond the scope of 
this book. For more information on installing the Oracle JRE, please visit www.java.com.

SAP HANA Studio provides several perspectives depending on the nature of the work 
that you’re attempting to complete. Perspectives are essentially a set of predefined 
layouts or views for the Eclipse workbench. The workbench is effectively a user’s 
local space in SAP HANA Studio. To access a perspective in the SAP HANA Studio, 
select Window • Open Perspective • Other from the File menu bar. As of SAP 
HANA Studio version 45 (SPS5), the perspectives shown in Figure 6.4 can be used.

Figure 6.4 The SAP HANA Studio Open Perspective Window

Perspectives are simply predefined or custom collections of views within the SAP 
HANA Studio Eclipse workspace. Each view provides one or more operations spe-
cific to SAP HANA administration, SAP HANA modeling, or other supported SAP 
HANA features. SAP HANA Studio includes the SAP HANA Development, Modeler, 
Debug, and Administration Console perspectives by default; these are listed in 
Table 6.2, along with a description of when you should use them. The other listed 
perspectives in Figure 6.4 are standard to the Eclipse workspace. 

856_Book.indb   330 9/11/13   4:22 PM



331

SAP HANA Modeling Main Components 6.1

Perspective Best Use

Modeler The Modeler perspective is best used for the management 
and development of the SAP HANA multidimensional 
models. This perspective also provides many of the same 
views of the Administration Console perspective, but 
primarily it contains the views specific to development. 
The Modeler perspective contains a handy Quick Launch 
screen that lists the main components of modeling with 
a brief description of their uses. In addition, the Quick 
Launch screen allows you to create or manage various 
aspects of the SAP HANA models.

Administration Console The Administration Console perspective contains the 
basic views that are needed to administer the SAP HANA 
appliance. This perspective doesn’t contain the main 
views to aid in the development of modeling content. 
Administrative tasks include creating users, creating roles, 
managing system settings, and executing Structured Query 
Language (SQL) statements. It’s best used by SAP HANA 
appliance administrators.

SAP HANA 
Development

The SAP HANA Development perspective contains many 
of the same features or views found in the Modeler 
perspective. However, this perspective also contains 
support for the SAP HANA repository and SAP HANA 
Extended Application Services (SAP HANA XS) projects. 
This perspective is best used by more advanced or 
experienced SAP HANA developers. It doesn’t include 
access to the convenient Quick Launch screen.

Debug The Debug perspective is used to debug JavaScript 
and SQL script code. This perspective is best used by 
more advanced or experienced SAP HANA application 
developers.

Table 6.2 SAP HANA Studio Perspectives

From this point forward, we’ll primarily focus on the Modeler perspective. This 
perspective contains all of the features necessary to explain the components of SAP 
HANA models. When the Modeler perspective is active, there are two main areas 
that can be used to create the components of the SAP HANA multidimensional 
models. The first is the Navigator view, which is located on the far-left side of the 
perspective. Figure 6.5 shows an example Navigator view in SAP HANA Studio. 
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You’ll also see the Quick Launch welcome screen located to the right in the Mod-
eler perspective, which is discussed in more detail shortly.

Figure 6.5 The Navigator View in the SAP HANA Modeler Perspective

The Navigator view contains one or more hierarchies that each start with the 
system objects. The system object contains the connection details for a defined 
SAP HANA appliance and an associated user account. To log on to SAP HANA and 
develop content, you must first define a system by right-clicking anywhere in the 
Navigator view and choosing Add System. 

To define a system, you need to know the following information:

EE The SAP HANA appliance host name

EE The SAP HANA appliance system number

EE The user name and password to access the SAP HANA appliance 

After the system is defined, a view appears similar to that previously shown in Figure 
6.5. There are three main areas listed under each system in the Navigator view:

EE Catalog 
The Catalog provides access to the Public Synonyms (links to system 
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procedures) and the database schemas. We’ll discuss schemas in more detail in 
Section 6.1.2. 

EE Security 
The Security area is used primarily by administrators to manage access to the 
SAP HANA appliance. From a developer’s standpoint, this area is used to grant 
permissions to other users or roles that might want to access their content. 

EE Content 
The Content area is used predominantly during the multidimensional model 
development lifecycle to create and manage the main components of SAP HANA 
modeling. In the Content view, you find a hierarchy of objects specific to SAP 
HANA modeling. We’ll discuss these objects in more detail throughout the 
remainder of this chapter.

As mentioned earlier, there is a second area that you can use to create the SAP HANA 
multidimensional models. Located on the right side of the Modeler perspective 
is the Quick Launch view. Figure 6.6 shows what you typically see in this view. 

Figure 6.6 The Quick Launch Modeler Welcome Screen
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The Quick Launch view contains five main sections. Each section contains one 
or more links that launch functions or wizards specific to an SAP HANA develop-
ment task. 

EE New 
Contains links to create the various components of the SAP HANA multidimen-
sional models. As each item is selected, a helpful message is displayed to the 
right that includes a summary of the objects purpose, a Read More link, and a 
button to launch a wizard to create the selected object.

EE Content 
Contains links to various development-related tasks. After the link is clicked, a 
wizard appears to guide you through the selected task.

EE Setup 
Contains links to tools that can set up specific functions such as promotion of 
content or the importing of schema DDL from third-party databases.

EE Data 
Contains links to tasks specific to the importing of data using SAP Landscape 
Transformation (SLT) or Sybase replication, the creation of the SAP HANA built-
in date-time table, or the launching of the SAP HANA Studio SQL Editor.

EE Help 
Contains a link to the SAP HANA documentation area on http://help.sap.com/
hana.

Many of the links in the Content, Setup, and Data areas are only available through 
the Quick Launch view. However, many of the options under the New area are 
also available in the content Navigator view discussed earlier. As you use SAP 
HANA Studio, the availability of each function and its location will become more 
apparent. The majority of the multidimensional modeling takes place in the content 
Navigator view after you become more familiar with the components of the SAP 
HANA models. For new developers, the Quick Launch view provides basic help 
as they start the development process. As we discuss the remaining components 
of SAP HANA modeling throughout this chapter, we delve into more detail about 
the options for creating each object type. 

In summary, SAP HANA Studio is a desktop application that is used to administer 
the SAP HANA appliance as well as develop multidimensional models. Three main 
perspectives available in SAP HANA Studio offer a view specific to either administra-
tors or developers. Developers can create each component of the multidimensional 
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model using either the content Navigator view or the modeler Quick Launch view in 
the Modeler perspective. In the subsequent sections, we’ll discuss in more detail the 
options and processes for creating each component of the multidimensional model.

6.1.2 Schemas

While the schema isn’t a direct component of the multidimensional modeling fea-
tures in SAP HANA, it’s a vital component of the overall process. Schemas are logic 
storage containers in a relational database; they are often referred to as subdatabases 
within a relational database management system (RDBMS). They are used to logi-
cally store key database components such as tables, views, procedures, functions, 
triggers, and other items that we’ll discuss shortly. Developers can manage schemas 
from the Modeler perspective in the Catalog section of the Navigator view. 

Figure 6.7 contains a fully expanded view of the Catalog section where schemas 
are managed in SAP HANA. The schema BOOK_USER contains several subfold-
ers that each represent a specific component type that will be logically stored in 
a schema. As each user account is created in SAP HANA, a schema is automati-
cally created for that user bearing the name of the user. The schema BOOK_USER 
was generated when the user account BOOK_USER was created by the database 
administrator (DBA). SAP HANA also contains several default system schemas. As 
shown in Figure 6.7, the SYS and _SYS_REPO schemas are used by the SAP HANA 
appliance for managing repository content, multidimensional metadata, and other 
content essential to the operation of SAP HANA. In general, any schema that is 
prefixed with _SYS can be considered a system-managed schema.

From the perspective of multidimensional modeling, the Tables component in 
a schema is essential to the overall design process. Once expanded, the Tables 
component lists the row or columnar tables associated with the schema. Tables 
defined as the columnar type are used directly by the multidimensional models. 

Recall from earlier chapters that SAP HANA tables are also used to manage the 
relational data that is loaded and stored in the SAP HANA appliance with SAP 
Data Services. As we continue through this chapter, we’ll illustrate how the main 
components of SAP HANA’s multidimensional models are based on the tables 
stored in one or more schemas. In essence, tables are the key components where 
data is logically stored and organized in SAP HANA. Without tables, the multidi-
mensional models in SAP HANA would not be able provide data results to users 
querying the models.
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Figure 6.7 The Catalog Section in the Navigator View and Modeler Perspective

As mentioned earlier, the schema contains several components that are listed 
beneath it on the screen. Some of these components can be used directly by the 
multidimensional models. The components that are listed under a schema vary 
by perspective. The Administrative perspective contains all possible components, 
while the Modeler perspective only lists those components related to modeling. 
Table 6.3 outlines each component that is available from the Modeler perspective 
and its relationship to the SAP HANA multidimensional models. 

Schema 
Component

Relationship to Multidimensional Models

Tables Tables are the physical components that store data in SAP 
HANA. They can be defined as either row or columnar type. 
Tables are a fundamental component of the SAP models. Many 
of the SAP HANA modeling components directly reference one 
or more tables.

Table 6.3 Objects Created in a Schema (When in Modeler Perspective)
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Schema 
Component

Relationship to Multidimensional Models

Views Views are logical objects that can be developed to act as a 
virtual table. Views are compiled using simple or complex SQL 
statements that can join, filter, sort, or rank data from one 
or more tables or views. Views can’t be used directly in the 
multidimensional modeling components, but they can be used in 
procedures that are referenced by calculation views.

Procedures Procedures allow for the development of complex transactional 
SQL code that is appropriate when the basic use of table joins 
and filtering isn’t sufficient to properly express a result set. 
Procedures use the SAP HANA SQL and R languages and support 
higher levels of application style programming. In the context 
of the multidimensional models, procedures can only be used 
indirectly in SAP HANA calculation views.

Column views Column views are a special type of view unique to SAP HANA. 
In general, they act as virtual database tables, but they have 
characteristics that are different from tables or views. In the  
_SYS_BIC schema, they provide multidimensional model 
metadata to external reporting or visualization tools. 

Column views should not be confused with database SQL views. 
Unlike database views, column views don’t contain any complied 
SQL SELECT statements or transactional SQL code. They are 
compiled using a coding language specific to SAP HANA. 

Column views are also created with procedures that return a 
result set when executed. Procedural columns views can be used 
by SAP HANA calculation views or other external reporting tools 
and act as virtual tables.

Table 6.3 Objects Created in a Schema (When in Modeler Perspective) (Cont.)

Tables in a schema are used by the multidimensional models as the source for all 
data, making them an important component of the overall process. Procedures in 
a schema can also be used by the multidimensional models but in a more limited 
capacity. As we’ll discuss in more detail, tables can be used directly within the 
components of the SAP HANA multidimensional models such as the attribute 
views, analytic views, and calculation views. In addition, procedures can be used 
in calculation views in situations where more complex data processing or complex 
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calculations are required. In the next few sections, we’ll discuss the role of attribute 
views, analytic views, and calculation views in more detail.

SAP HANA Schema Security and SQL Privileges

Each component in a schema can be secured based on SAP HANA SQL privileges. SAP 
HANA users and roles can be granted a variety of SQL privileges by an administrator or 
by the schema owner. Privileges can be granted to an entire schema or to one or more 
tables, views, procedures, or column views in a schema. When a new user schema is 
created, only the owner of the schema has access to grant SQL privileges to the schema 
or schema components. 

This is an important concept in the overall SAP HANA multidimensional modeling pro-
cess. As each component of the multidimensional model is committed to the SAP HANA 
repository, the _SYS_REPO system user manages the request. The _SYS_REPO user is 
responsible for creating column views under the _SYS_BIC system schema and updating 
runtime information in the _SYS_REPO and _SYS_BI system schema tables. In addition 
to managing metadata from the multidimensional models, the _SYS_REPO system user 
is also responsible for establishing the SQL privileges necessary for the models to access 
the underlying data in the schema tables. 

Every multidimensional model in SAP HANA is based on one or more tables in a schema. 
For the _SYS_REPO system user to properly establish the security for a model, the owner 
of the referenced schema must assign the SELECT and grantable to others privilege to the 
_SYS_REPO user. If stored procedures are used in the models, the EXECUTE and grant-
able to others privilege must also be given to the _SYS_REPO user as well. Therefore, if 
an administrator creates a new schema with the intent of using the schema in the SAP 
HANA models, he must log in as the schema owner and assign the SELECT and EXECUTE 
including grantable to others privilege to the _SYS_REPO user.

6.1.3 Packages

Packages are another key component of the SAP HANA multidimensional models. 
Each component of the multidimensional model must be stored in a user-defined 
package. These are the parent objects of each modeling component that is developed 
in SAP HANA Studio. Packages can have subpackages, which facilitate arrangement 
in a logical hierarchal order. As a result, package privileges can be established to 
limit other SAP HANA Studio users or developers from viewing, editing, activating, 
or maintaining packages and their child objects. The package hierarchy also allows 
developers and administrators to arrange packages and their child objects in a logi-
cal order that facilitates reusability and promotes a logical organization for a shared 
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development environment. Packages can also be arranged into delivery units that 
are used to transport modeling content from one SAP HANA system to another.

To access packages in SAP HANA Studio, choose the Modeler perspective by selecting 
Windows • Open Perspective • Modeler. As shown in Figure 6.8 on the left side 
of the Modeler perspective is the Navigator view. Expand the Content folder to 
view existing packages or right-click the Content folder and select New to create a 
new package. To modify a package, right-click an existing package and choose Edit. 

Figure 6.8 The SAP HANA Package Hierarchy

As an alternative to using the Navigator view, you can also use the Modeler 
perspective Quick Launch view to create a new package. To create packages this 
way, choose the Modeler perspective by selecting Windows • Open Perspective • 
Modeler. The Quick Launch view should now appear as the prominent window 
or view as shown in Figure 6.9. In the Quick Launch view, click the Package icon 
and click the Create button located in the white box that appears to the right. A 
wizard appears to walk you through the processes of creating a package.
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Figure 6.9 Use the Modeler Welcome View to Create a Package

Table 6.4 outlines the properties that can be established when creating a package 
or modifying an existing package. 

Package 
Property

Description of Property

Name The Name field reflects the name of the package. Each package 
name must be unique in its respective level. A subpackage can 
have the same name of its parent, but it can’t have the same 
name of its sibling. Subpackage names are created by appending 
a “.” and the subpackage name to the parent. Each subsequent 
subpackage will be prefixed with a “.”, for example, acme.
department.finance.gl.

Only the following characters are allowed: lowercase letters 
(a-z), numbers (0-9), hyphen (-), and up to nine nonconsecutive 
periods (.)

Table 6.4 Available Properties When Creating or Editing a Package
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Package 
Property

Description of Property

Description The Description field should be used to fully explain the 
purpose of the package. It can also be used to provide useful 
metadata to users and developers.

Delivery Unit The Delivery Unit is a special object that allows one or more 
packages to be grouped into a common unit for exportation or 
migration to another SAP HANA system. Packages that contain 
dependencies to each other should be grouped together.

Structural The Structural option allows you to configure a package so 
that it can only contain subpackages. If the option is set to Yes, 
then only a subpackage can be created in the package. If the 
option is set to No, then the package can contain subpackages 
and modeling objects as well. This option is best used to prevent 
you from creating modeling content in a designated package.

Original 
Language

The Original Language field defines the language of the 
package

Person 
Responsible

The Person Responsible field reflects SAP HANA user account 
that is responsible for the package.

Logon Locale The locale that is established when defining the SAP HANA 
system within SAP HANA Studio. Generally the Logon Locale 
and Original Language properties should be the same during 
the development process.

Table 6.4 Available Properties When Creating or Editing a Package (Cont.)

After a package has been created, developers or administrators can’t change the 
name of the package. Therefore, it’s important that you thoroughly develop a proper 
naming convention and package hierarchy before creating any multidimensional 
modeling components. This step is especially important before external reporting 
tools, such as SAP Business Objects, begin using the content.

Packages play an important role in helping developers and administrators organize, 
secure, and distribute each component of the SAP HANA multidimensional model. 
Before developers can create and maintain components of the model, a package 
must be created, and the appropriate privileges must be granted to the developer’s 
user account or role. As we discuss the remaining components of the SAP HANA 
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models in the subsequent sections of this chapter, it’s important to understand 
that a package is the starting point of the process.

SAP HANA Package Security and Package Privileges

SAP HANA platform users who require development access to the multidimensional 
models need to be assigned roles or privileges to access a package or their child com-
ponents in the SAP HANA appliance. By default, members of the modeling role and 
content_admin role have full access to the root package or top-level package. In most 
cases, it’s recommended that these default roles are never assigned to a user and that 
custom roles be established by the organization. With that said, each package that is 
created is automatically considered a child of the root package. Therefore, each child 
package automatically inherits the privileges established for the root package. If an SAP 
HANA user is created and not assigned the modeling or Content Admin role, a system 
administrator must grant that user the appropriate access to the packages the user man-
ages or needs to review in SAP HANA Studio.

Because the modeling or Content Admin roles effectively grant administrative rights to all 
packages, these roles should only be used for users that require full access to all packages. 
To delegate access to packages, an SAP HANA administrator must explicitly assign package 
privileges to each nonadministrative user or create specialized roles for these users. 

The following privileges are available for packages:

EE REPO.READ 
Grants the ability for the user or role to view the selected package or modeling content.

EE REPO.EDIT_NATIVE_OBJECTS 
Grants the ability for the user or role to modify the modeling content in a package. 
This privilege doesn’t grant access to edit a package. 

EE REPO.ACTIVATE_NATIVE_OBJECTS 
Grants the ability for the user or role to activate or reactivate modeling components 
in a package.

EE REPO.MAINTAIN_NATIVE_PACKAGES 
Grants the ability for the user or role to modify, edit, or create a package or subpackage.

Additional References

A thorough discussion on the topic of SAP HANA privileges is beyond the scope of this 
book. For additional information concerning package security, please consult the follow-
ing SAP HANA documentation available at http://help.sap.com/hana_appliance:

EE SAP HANA Developer Guide

EE SAP HANA Security Guide
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6.1.4 Attribute Views

As we discussed in the introduction of this chapter, dimensions are an important 
component of multidimensional modeling. They contain one or more values that 
are used to describe a transaction or quantifiable measure. In many cases, the com-
bination of values in a dimension forms a hierarchy that can be used to provide 
drilling, aggregation levels, or navigation paths. 

In the example shown in Figure 6.10, there are five columns of data. The first column, 
Product ID, represents the primary key of the table and is used predominantly to 
join to other tables in the model. The remaining columns are used to describe an 
attribute of the product ID. In this case, the Product Name and Product Number 
will likely be unique values just like the Product ID, but the Product Color and 
Product Line values will have duplicate values. Because these values repeat from 
record to record, a natural hierarchy can be defined based on the values in these 
columns. In our example, a Product Line, Product Color, and Product Name 
hierarchy can be defined based on the three columns, meaning that the top level 
of the hierarchy is the Product Line, followed by Product Color, and finally 
Product Name.

Figure 6.10 Example Product Dimension Columnar Table in an SAP HANA Schema
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What’s in a Name?

SAP HANA uses the term attribute view to describe the traditional multidimensional 
modeling term dimension. Attribute view is one of three types of information views that 
are available in the SAP HANA platform. From this point forward, we’ll refer to dimen-
sions as attribute views. 

Attribute views are the logical modeling components in SAP HANA that allow you to 
define attributes and hierarchies to describe a series of transactions or quantifiable 
measures in a set of data. Based on the example data set in Figure 6.10, imagine that 
this table was joined with another table that contained sales transactions. For each 
transaction, you can use the products table to identify which product was sold. In 
addition, you can use the Product Color and Product Line columns to identify 
its product color and line. You can use filters and aggregates to identify the number 
of Mountain-500 Black, 40 products that were sold and the amount of revenue 
they generated. You can also use the Product Color column to identify the most 
popular colors by product line. By definition, attribute views can be considered the 
modeling component that is used to describe a series of transactions or measures. 

Creating an Attribute View

To create an attribute view in the SAP HANA Studio client, use the Modeler 
perspective by selecting Windows • Open Perspective • Modeler from the File 
menu bar. When the Modeler perspective is activated, there are two options for 
creating an attribute view:

EE Quick Launch view  
Select the Attribute view icon, and click the Create button located in the white 
box that appears to the right. This launches a wizard that walks you through the 
processes of defining an attribute view. 

EE Navigator view  
In the Navigator view, expand the Content folder to view the packages. If no 
packages are present, create a package to store the attribute view. Right-click 
the appropriate nonstructural package, and choose New • Attribute View. This 
launches a wizard allowing you to define a new attribute view. 

Both options result in the appearance of a wizard (see Figure 6.11). Table 6.5 out-
lines the six main properties that must be defined in the wizard. 
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Figure 6.11 The New Attribute View Wizard Window

Property Purpose

Name The name of the attribute view. 

This is a required property that can’t be changed after the 
attribute view is saved and activated. It’s important to establish 
a standard attribute view naming convention before starting a 
development project in SAP HANA. Only the alphabet characters 
Aa-Zz, numbers 0-9, and underscore (_) are allowed in the 
name.

Description The description of the attribute view. 

This property can contain a free-text description of the attribute 
view and should be used to add additional metadata to the 
view or a thorough description that other developers can use to 
identify the purpose of the attribute view.

Package The package that the attribute view will be assigned to.

Only nonstructural packages can be used as the parent object 
for an attribute view. If using the Quick Launch view to 
create the attribute view, a package must be selected. If using 
the Navigator view, the package that was right-clicked will 
automatically be selected. 

Table 6.5 Main Properties of an Attribute View and Their Purpose
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Property Purpose

View Type The view type that allows you to identify the information view as 
either an Attribute View or Analytic View. 

This can be confusing depending on the workflow that was 
selected to create the attribute view. While you might assume 
that the workflow only creates an attribute view, the wizard 
allows you to select another modeling component called an 
analytic view. We’ll discuss analytic views in more detail in 
subsequent sections of this chapter. Assuming that you intend to 
create an attribute view, select the default selection of Attribute 
View from the dropdown.

Copy From Checkbox that allows you to effectively copy the definition of an 
existing attribute view to create a new attribute view based on 
an existing attribute view. 

After an attribute is copied, the new copy will have no 
association with any existing attribute views.

Subtype The subtype that can be defined with each attribute view. 

The following list describes each of the three subtypes:

EE Standard: Standard attributes are those that you use when 
intending to define each facet of the attribute. This includes 
the various table joins, output columns, filters, calculated 
columns, and hierarchies.

EE Time: Choosing the time-based attribute subtype invokes 
the wizard to automatically generate a date- and time-based 
attribute view. The attribute view will be based on the system 
tables starting with M_TIME_DIMENSION* that are found in 
the _SYS_BI schema. 

EE Derived: A derived attribute is an attribute view that is based 
on an existing attribute view. However, this isn’t the same as 
the Copy From option listed in this table. A derived attribute 
is simply an alias of an existing attribute. Any changes made 
to the master attribute view are automatically implemented in 
the derived attribute. Derived attributes are used in situations 
where an attribute view must be joined to an analytic view 
foundation more than once.

Table 6.5 Main Properties of an Attribute View and Their Purpose (Cont.)
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The Attribute View Designer Interface 

A standard attribute view is comprised of two main nodes; the Data Foundation 
node and the Semantics node. After successfully creating an attribute view using the 
wizard, you’ll see a design window similar to that in Figure 6.12. On the far left side 
of the design window are two nodes that can be selected to invoke their respective 
properties. Clicking the Data Foundation node invokes all necessary panes to 
manage the attribute view foundation. Clicking the Semantics node invokes the 
necessary panes to manage the Semantics options for the attribute view.

Figure 6.12 The Data Foundation and Semantics Nodes of an Attribute View 

The Data Foundation Node

The Data Foundation node is used to define the relationship between two or more 
tables and for defining output columns, filters, and calculated columns. An attribute 
view can be based on one or more tables. It can also be modeled based on the join-
ing of two or more tables in a fashion that is very similar to joining tables in SQL. 
In SQL, you join two or more tables to produce a more complete set of results. 
For example, you can join a customer table to an address table to produce a single 
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result set that contains both a customer’s name and address. You can incorporate 
a similar technique in an attribute view. 

The amount of joining that is required in an attribute view depends greatly on 
the physical structure of the underlying tables or the overall structure of the data 
model that is stored in the source schema. In the context of this book, we gener-
ally try to reduce the number of joins in an SAP HANA attribute view by using the 
powerful SAP Data Services engine to model a table that is fully denormalized. In 
short, we do most of the modeling and denormalization in SAP Data Services before 
we prevision the table in SAP HANA. This methodology not only simplifies the 
processes of creating an attribute view but also increases the overall performance 
of the model by eliminating expensive table joins.

When joining two or more tables in the Data Foundation node of an attribute view, 
you can use one of the five types of joins outlined in Table 6.6. 

Join Type Description

Inner When joining two tables by using the inner join option, 
the values in the adjoining columns from both tables are 
evaluated. The resulting data set will be limited to only those 
records where the adjoining columns match. If the values 
don’t match in either column, their associated records are 
effectively filtered from the results. The inner join is always 
evaluated, even when there are no output columns associated 
with one table or the other. 

It’s best to use an inner join when the referential integrity of 
the adjoining column is known to be sound.

Left outer When joining two tables by using the left outer join option, 
all values in the leftmost table are evaluated and compared 
to those in the rightmost table. The resulting data set will 
contain all records from the leftmost table and only those 
that match the adjoining columns in the rightmost table. If 
no match is found in the rightmost table, NULL values will 
be returned for any output columns associated with the 
rightmost table. 

The left outer join is best used when values in the leftmost 
table are known to not always have a match in the rightmost 
table.

Table 6.6 Supported Join Types between Tables in the Attribute View Data Foundation
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Join Type Description

Right outer When joining two tables using the right outer join option, all 
values in the rightmost table are evaluated and compared to 
those in the leftmost table. The resulting data set will contain 
all records from the rightmost table and only those that match 
the adjoining columns in the leftmost table. If no match is 
found in the leftmost table, NULL values will be returned for 
any output columns associated with the leftmost table. 

The right outer join is best used when values in the rightmost 
table are known to not always have a match in the left most 
table.

Referential The referential join type is the default join type in any SAP 
HANA modeling component. Referential joins are similar to 
inner joins in that the values in the adjoining columns, from 
both tables can be evaluated. The resulting data set will be 
limited to only those records where the adjoining columns 
match. However, if a query fails to reference columns in both 
tables, only the tables that contain the requested columns 
will be included in the results. This will effectively remove 
the unreferenced table from the join equation and eliminate 
the need to perform any expensive matching between the 
two tables. Referential joins can be called smart joins because 
they automatically remove unnecessary join processes from 
the SAP HANA engines. Referential joins can lead to issues, 
however. Tables that don’t have sound referential integrity 
can produce unpredictable results. Given that the inner 
joins are only evaluated when a query references columns in 
each table, an orphaned value in either table can lead to the 
inclusion or conversely the exclusion of records. 

Therefore, it’s best to use the referential join only when 
adjoining values exists in both tables. In terms of this book, 
you should use SAP Data Services to validate the date and 
referential integrity before you provision the tables in an SAP 
HANA schema. 

Table 6.6 Supported Join Types between Tables in the Attribute View Data Foundation (Cont.)
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Join Type Description

Text A text join is unique to SAP HANA. Text joins allow you to 
join two tables where one contains characteristics, and the 
other contains the characteristic in a specific language. They 
were developed specifically to work with SAP ERP tables 
and the SPRAS fields to provide automatic translation of 
characteristics or columns. 

Text joins act as inner joins, meaning that they will restrict 
the results based on matching records. There is also a special 
dynamic language parameter that is defined in the join 
definition. This parameter is automatically processed with the 
join to filter the language table, producing a record where 
the specified column will return text in a specific language. 
This parameter is evaluated based on the locale of the 
user querying the attribute. In short, text joins are used to 
provide automatic multilanguage support in query results for 
attributes.

Table 6.6 Supported Join Types between Tables in the Attribute View Data Foundation (Cont.)

You can also define calculated columns and filters in the attribute view Data Foun-
dation node. Calculated columns are those that are derived on the basis of one or 
more existing output columns in our foundation tables. Calculated columns can be 
developed using the standard SAP HANA SQL syntax and functions. 

For example, you can create a calculated column that concatenates a customer’s last 
name and first name into a single string. You can also create a calculated column 
that derives a customer’s current age in years based on the customer’s birthday and 
today’s date. Again, the use of calculated columns depends greatly on the needs 
to further transform or derive data stored in the source table. If you’re using SAP 
Data Services to provision your tables in SAP HANA, you can perform the same 
calculation in your SAP Data Services code and further simplify the attribute view 
design. In many ways, using SAP Data Services to generate the calculated columns 
will be beneficial. Calculated columns have the potential to move the processing 
of queries from the SAP HANA OLAP Engine and into the SAP HANA Calculation 
Engine. In Chapter 9, we’ll discuss these engines in more detail, but for this chap-
ter, it’s important to understand that calculated columns can have an effect on the 
performance of queries so they should be used with caution.
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You can also filter tables in an attribute view foundation. Filtering is another 
modeling technique that can be used to limit the records that are returned from 
an attribute view. There are a wide range of reasons that you might want to fil-
ter the attribute view, including the need to denormalize the data to the need to 
remove null records from the table. Regardless of the reason, it’s important to 
understand that you can create filters to restrict the data set in an attribute view. 
In the context of this book, we generally use SAP Data Services to filter the data 
before provisioning the table in SAP HANA. However, there are legitimate reasons 
that the filtering should only be implemented in the attribute view based on the 
way in which it will be used.

The goal of an attribute view is to produce a result set that contains a key column 
and one or more attributes columns to describe the key column. In the attribute 
view foundation, it’s the developer’s responsibility to identify the columns that 
will be used for output and those that will represent key columns. 

It’s important to understand the role of the key columns when designing an 
attribute view. The key columns are used to join an attribute view to the analytic 
view foundation. We’ll discuss the role of the analytic view foundation in more 
detail in subsequent sections of this chapter. However, you should define a key 
column if you intend to use the attribute in an SAP HANA model. The key column 
should be assigned to one or more columns that represent the uniqueness in your 
foundation table. 

Key columns are important as they relate to creating measures and other aggregates 
in the overall model. If you join an attribute view to an analytic foundation, and the 
adjoining column isn’t unique in the attribute view, there is a possibility that any 
resulting aggregation will be overstated. This is similar to the typical SQL traps that 
are created when joining two tables and aggregating their results. If there are two 
identical product ID values in the Product ID field, any records in the transaction 
table that reference them in the attribute view will be repeated and overstated. 
If you’re not careful in this regard, the reliability of your model might come into 
question. Therefore, it’s important that you not only define the key column in your 
attribute view but that you also profile the results to ensure that each column is 
unique. In the context of this book, we generally validate that each key column is 
unique during the processes of provisioning tables using SAP Data Services. This 
further simplifies the process of creating an attribute view and also increases the 
overall reliability of the model.
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In addition to defining output columns and key columns in our attribute view foun-
dation, you can also configure columns using the properties described in Table 6.7.

Property Description

Name This is the technical name of the output column. 

This generally matches the name of the source column, but it 
can be changed to make it more intuitive.

Label This is an alternative name for the column. 

This is a secondary field that can be used to further enhance the 
attribute view’s overall metadata. Generally, it’s used to create a 
more user friendly and longer text version of the output column 
name. 

Key Attribute If set to Yes, the column is defined as a key attribute or key 
column. If set to No, the column is considered a standard output 
column.

Drill Down 
Enabled

This property can be used to indicate that the object is a 
member of a drill group. It also affects the presentation or 
organization of attributes in some reporting tools such as SAP 
Business Objects Analysis for OLAP. In general, only reporting or 
visualization tools that support this property can use it.

Label Column This property allows you to define a surrogate column to be used 
in place of the actual column. For example, the Product Key 
column can be configured to always display the product SKU 
text. 

Using a label column is preferred when the selected Output 
column values have no meaning to the user consuming the 
model’s data.

Hidden This property allows you to define a column in the output of the 
model but suppress it from being used by the user consuming 
the models data. 

It’s best used in situations where the column needs to be used 
for calculations but needs to be suppressed from output.

Hierarchy Active External tools that are designed to interpret the hierarchies from 
your SAP HANA model use this property to determine if the 
member is available in the hierarchy. 

Table 6.7 Output Column Properties in an Attribute View Foundation
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The Semantic Node

The second main node of the attribute view is the Semantics node, which is used 
to manage the output columns identified in the foundation and any hierarchies 
that need to be defined in the attribute view. Figure 6.13 shows an example of the 
column and hierarchy view that will be visible after selecting the Semantics node 
in the attribute view management view.

Figure 6.13 The Column and Hierarchy Management Windows after Selecting the Semantics 
Node

The column configuration pane is shown on the left side of Figure 6.13. In the 
column section of the Semantics node view, you can specify the column type. The 
column Type field allows you to specify whether the column is a key attribute or 
standard attribute. A similar option was available in the Data Foundation node 
as well, only it was set using a True/False dropdown. 

There are also options for specifying the Label column and a checkbox to indicate 
if the objects should be Hidden. Again, these are the same options that were avail-
able in the Data Foundation node and described in Table 6.6. The Semantics 
view appears to provide you with a more intuitive and graphical alternative of 
setting these properties. 

Creating Hierarchies

The Hierarchies design pane is shown on the right side of Figure 6.13. You can 
use this pane to create or define hierarchies in your attribute view. To create a new 
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hierarchy, select the plus sign icon on the icon bar. A new window appears that 
allows you to define the properties for the hierarchy (see Figure 6.14). 

Figure 6.14 Hierarchy Configuration Window 

Table 6.8 outlines the seven main areas that can be defined in reference to the 
hierarchy. 

Property Description

Name The technical name of the hierarchy. 

This is a mandatory field, but it can be changed at any time.

Label An alternative name for the hierarchy. 

This is a secondary field that can be used to further enhance the 
attribute view’s overall metadata. Generally, it’s used to create a 
more user-friendly and longer text version of the hierarchy name. 

Table 6.8 Hierarchy Configuration Window Properties 

856_Book.indb   354 9/11/13   4:22 PM



355

SAP HANA Modeling Main Components 6.1

Property Description

Hierarchy Type Two types of hierarchies are available. 

EE Level Hierarchy: This hierarchy can be derived from one or 
more output columns. It’s assumed that there is a natural 
order to the values in a column selected for this type of 
hierarchy. For example, Year, Quarter, Month, Week, and Day 
can be used to derive a calendar date hierarchy.

EE Parent-Child Hierarchy: This hierarchy can be derived by a 
recursive self-join in the Data Foundation table. For example, 
the employee foundation table might contain a column 
that contains the employee’s supervisor. A supervisor might 
have multiple employees in the same table. SAP HANA can 
generate a hierarchy by recursively joining the table to itself 
until a flattened parent-child relationship is established. 

It’s important to note that after a hierarchy type is established, it 
can’t be changed.

Aggregate All 
Nodes

Specifies whether each level of the node should include its own 
measure value in any aggregate.

If set to True, the value of the parent is aggregated with the 
values of the child members. If set to False, the child values are 
aggregated independently of the parent level. This won’t affect 
the overall results of the model because only the SAP HANA 
multidimensional expression (MDX) engine will interpret this value.

Default Member Currently not defined by SAP.

With Root Node In instances where your hierarchy doesn’t have a root node, 
setting this option to True will create one.

Node Style Defines the composition of the hierarchy level name. 

Because hierarchy level names needs to be unique, these options 
allow you to define three different options to achieve this 
uniqueness:

EE Level Name: The unique node value is composed of the level 
name and node value, for example, “[Level 1].[USA]”.

EE Name Only: The unique node value is composed of the node 
value only, for example, “USA”.

EE Name Path: The unique node value is composed by the result 
node name and the names of all ancestors apart from the 
(single physical) root node, for example, “[USA].[GEORGIA]”.

Table 6.8 Hierarchy Configuration Window Properties (Cont.)
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Property Description

Hierarchy Levels Allows you to define the parent-child relationships between the 
columns in the hierarchy. 

With level hierarchies, one or more columns can be defined to 
represent the natural hierarchy that can occur in an attribute 
view foundation. The columns should be placed in logical order 
based on the relationship of the values in the selected columns. 
With a parent-child hierarchy, only the parent and child columns 
are available for selection. SAP HANA then parses these columns 
recursively to produce a hierarchy. Both columns and calculated 
columns can be defined as hierarchy levels.

Table 6.8 Hierarchy Configuration Window Properties (Cont.)

Previewing a Hierarchy in SAP HANA Studio

It’s important to note that there is no OLAP style interface in SAP HANA Studio to preview 
or see a hierarchy in action. However, you can query the column view that is created in 
the _SYS_BIC schema after the attribute view is saved and activated in the repository. 
This column view returns a fully flattened tabular representation of the hierarchy. 

This is an excellent way to troubleshoot hierarchy parsing issues when querying the 
raw hierarchy level data defined by its column view. If there are design issues with the 
hierarchy definition, queries against this column view will fail to execute. 

You can find this column view in the _SYS_BIC schema using the naming convention 
package.subpackage/ATTRIBUTE_NAME/hier/HIERARCHY_NAME.

Saving and Activating the Attribute View

After defining all of the options in both the Data Foundation and Semantics nodes 
of an attribute view, it is standard practice for the attribute view to be saved and 
activated in the repository. Before the attribute view can be previewed or rendered 
usable in the model, you need to save and activate the attribute view. As we discuss 
the remaining components of SAP HANA modeling, you’ll discover that they need 
to be saved and activated as well. 

There are two ways to save and activate or save and validate an attribute view. The 
first option is to locate the green icon on the top right of the attribute view design 
window. Hover the mouse over the icon that contains a white arrow pointing to 
the right. The hover text should read, Save and Activate. Click the icon to initi-
ate the save and activate process. The second option for saving and activating the 

856_Book.indb   356 9/11/13   4:22 PM



357

SAP HANA Modeling Main Components 6.1

attribute view is to right-click the attribute view in the Navigator window, and 
choose the Save and Activate option. 

In either case, a job log window or tab appears to display the status and outcome 
of the activate process. If the process completes successfully, the job action name 
will remain black with black text. If there are any errors, the job action name will 
turn red. You can double-click the job action name to reveal the job details and 
review details of the activate process. 

There is also an option to allow you to save and validate the attribute view. The 
Save and Validate option can be executed in a similar fashion. However, its icon 
is green with a white checkmark. This option only validates that the code is correct 
and doesn’t make the attribute view available for use.

Attribute views are effectively the dimensions of the SAP HANA multidimensional 
models. It’s quite common for there to be dozens if not more attribute views in a 
package. The number of attribute views that are needed for a project depends greatly 
on the type of data that is being modeled. Attribute view are used to describe a 
transaction or quantifiable records in a table. In SAP HANA, an attribute view can 
be comprised of one or more joined tables to produce a single logical modeling 
objects. You can use joins, filters, and calculated columns to produce a logical dimen-
sion. In subsequent sections of this chapter, we’ll discuss how attribute views are 
combined with analytic views to produce the complete multidimensional model.

Security Required for Viewing the Results of an Information View

When attribute views or any of the information views in SAP HANA are saved and 
activated, one or more column views are created in the _SYS_BIC schema. For you to 
query column views in the _SYS_BIC schema, you must have the correct SQL privileges 
and analytic privileges.

At a minimum, you need the SELECT and EXECUTE privilege on the _SYS_BIC schema. 
If you’re using the built-in time data attributes, you also need the SELECT privilege on 
the _SYS_BI schema. In addition to these SQL privileges, you also need analytic privileges 
to view the application data in an information view. 

Developers require elevated privileges to develop, save, and activate information views. 
For reference, view the privilege setup on the default MODELER role to determine the 
rights required to develop information views.

Because a thorough discussion on the topic of SAP HANA privileges is beyond the scope 
of this book, we recommend that you consult the following SAP HANA documentation 
available at http://help.sap.com/hana_appliance: 
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EE SAP HANA Developer Guide

EE SAP HANA Security Guide

We also recommend that you search for SAP HANA security topics on the SAP Com-
munity Network (SCN) at http://scn.sap.com.

6.1.5 Analytic Views

As we’ve already discussed in this chapter, attribute views are the modeling com-
ponents used to describe a transaction or other quantifiable data in a table. But 
before you can match attribute views to a transaction table, the transaction table 
must be configured in an analytic view. Analytic views are the second type of 
information view available in the SAP HANA platform. Analytic views are the 
SAP HANA multidimensional modeling components that are used to define both 
measures and the relationship between their attributes. Measures are defined by 
aggregating quantifiable columns in a table. For example, if you have a sales trans-
action table that contains a column for quantity sold, you can define a measure on 
that table that will summarize all values in the table. If you were to summarize all 
of the rows in the table for quantity sold, you would have the grand total of all 
transactions in the table. 

However, to add value to this measure, you need to assign characteristics to the 
measure to produce dimensionality or subtotals. For example, you can add a product 
attribute view to the measure to allow the consumer to see the quantity sold per 
product. You can also add a sale date attribute view to this measure to show both 
the quantity of products that were sold and the days, weeks, months, or years in 
which they were sold. You can add a customer attribute view to the measure to 
see the number of products sold by customer region as well. 

We hope you’re now beginning to visualize the potential that adding dimension-
ality to a set of quantifiable transactions can achieve. With SAP HANA, the analytic 
view can be best described as the modeling component that allows you to define 
both measures and their relationships between one or more attributes. Techni-
cally speaking, the primary goal is to define the logical star schema depicted at the 
beginning of this chapter in Figure 6.1.
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Creating an Analytic View

There are two ways to create an analytic view in SAP HANA Studio. As with attri-
bute views, you can use either the Navigator view or the Quick Launch view. 

To create an analytic view using the Quick Launch view, open the Modeler 
perspective by selecting Windows • Open Perspective • Modeler from the 
File menu bar. On the right side of the screen we should now see the Quick 
Launch window similar to what is displayed in Figure 6.15. Select Analytic 
View, and click the Create button located in the white box that appears to 
the right. This launches a wizard that walks through the processes of defining 
an analytic view.

Figure 6.15 Creating an Analytic View in SAP HANA Studio
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The second option for creating an analytic view is to use the Navigator view located 
on the left side of the Modeler perspective. In the Navigator view, expand the 
Content folder to view the packages. If no packages are present, create a package 
to store the analytic view. Right-click the appropriate nonstructural package, and 
choose New • Analytic View. This launches a wizard enabling you to define a new 
analytic view as shown in Figure 6.16. You’ll define the five main properties in the 
wizard outlined in Table 6.9. 

Figure 6.16 The New Analytic View Wizard Window

Property Purpose

Name The name of the analytic view. 

This is a required property that can’t be changed after the 
analytic view is saved and activated. It’s important to establish 
a standard analytic view naming convention before starting 
a development project in SAP HANA. Only the alphabet 
characters Aa-Zz, numbers 0-9, and underscore (_) are allowed 
in the name.

Table 6.9 Main Properties of an Analytic View and Their Purposes
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Property Purpose

Description The description of the analytic view. 

This property can contain a free-text description of the 
analytic view and should be used to add additional metadata 
to the view or a thorough description that other developers 
can use to identify the purpose of the analytic view.

Package The package that the analytic view will be assigned to.

Only nonstructural packages can be used as the parent object 
for an analytic view. If you’re using the Quick Launch view to 
create the analytic view, a package must be selected. If using 
the Navigator view, the package that was right-clicked will 
automatically be selected. 

View Type The view type that allows you to identify the information view 
as either an attribute view or analytic view. 

This can be confusing depending on the workflow that was 
selected to create the analytic view. While you might assume 
that the workflow only creates an analytic view, the wizard 
allows you to select either an Analytic View or Attribute 
View. Assuming that you intend to create an analytic view, 
select the default selection of Analytic View from the 
dropdown menu.

Copy From Checkbox that allows you to effectively copy the definition of 
an existing analytic view to create a new analytic view based 
on an existing analytic view. After an analytic view is copied, 
the new copy will have no association with any existing 
analytic views.

Subtype Currently not defined by SAP.

As of SAP HANA version 45 (SPS5), analytic views don’t have 
a subtype.

Table 6.9 Main Properties of an Analytic View and Their Purposes (Cont.)

The Analytic View Designer Interface

An analytic view is comprised of three main nodes; the Data Foundation node, 
Logical Join node, and the Semantics node. After successfully creating an attribute 
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view using the wizard, you should see a design window similar to that shown in 
Figure 6.17. As you click on each node found on the left side of the analytic view 
user interface (UI), a different set of panes will appear to the right side. Each set 
of panes is unique to the selected node.

Figure 6.17 Three Main Nodes of an Analytic View

As mentioned earlier, the main purpose of the analytic view is to allow you to define 
both measures and their relationships between attributes. However, before you can 
define a measure, you must identify the transaction table where they are stored.

The Data Foundation Node

The Data Foundation node, in an analytic view, is the area in which you define 
these base tables. Figure 6.18 shows an example screenshot of the Data Foun-
dation node UI. Similar to attribute views, you can define one or more tables in 
the analytic view foundation. If you have more than one table, the tables need to 
be joined in a manner similar to joining tables in SQL. Technically speaking, you 
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can join your transaction table in this node to other column tables that contain 
attributes. However, these attributes won’t be reusable with other analytic views, 
and you can’t define hierarchies in an analytic view. Therefore, it’s best to build 
attribute views for the purpose of reusability and hierarchies.

Figure 6.18 The Data Foundation Node User Interface 

Joining Multiple Transaction Tables in the Analytic View Foundation

While it’s possible to join multiple transaction or fact tables in the analytic view founda-
tion, you should make note of three items: 

EE Make sure that the cardinality isn’t adversely affected when you join two or more 
transaction tables in this node. If the adjoining columns produce duplicate measureable 
rows, the resulting aggregation will be overstated. This will lead to incorrect results in 
the model. As we’ll discuss shortly, calculation views are capable of solving aggregation 
issues like this. However, you’ll need to define an individual analytic view for each 
transaction or fact table to solve this problem with a calculation view.
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EE If you join two or more large transaction tables in the analytic view foundation, the 
model’s performance will likely be affected. In many cases, the cost of joining the two 
multimillion row tables will slow the response of the query. We recommend that you 
use the powerful SAP Data Services engine to model all required data into a single 
fact or transaction table before it’s provisioned into an SAP HANA schema. This will 
eliminate the need for the SAP HANA engines to join the two tables and likely will 
increase the performance of the query.

EE Each attribute view can only be joined to one physical table in the Data Foundation.

In addition to managing the foundation table, the Data Foundation node is also 
used to identify the output columns that will be used in the Logical Join and 
Semantics nodes. The columns that are specified for output in this node are rep-
resented in a logical table in the subsequent node. Effectively, you use the Data 
Foundation node to physically join one or more tables and to specify each column 
that will be needed throughout the remaining nodes of the analytic view.

The Logical Join Node

The Logical Join node, in an analytic view, is the area in which you define 
the logical joins between existing attribute views and the analytic view Data 
Foundation output columns. In addition, additional output columns can be 
defined in the Logical Join node to further enhance the model. The joins are 
logical because only the output columns of the analytic Data Foundation table 
are joined to one or more existing attribute views. At this stage, you’re not 
joining physical tables. 

To join an attribute view to the analytic view Data Foundation table, you must 
add one or more existing attribute views to the Logical Join node detail section. 
As shown in Figure 6.19 in the Details pane, we’ve joined an attribute view to 
the Output columns defined in the Data Foundation node. While both objects 
appear to be tables, they are in fact only a logical representation of either the 
attribute view you designed in Section 6.1.4 or the outputs defined in the analytic 
view Data Foundation node.

Once added, you can define the join relationship between the attribute view 
and analytic Data Foundation table using the attribute view’s key column and 
one or more Output columns defined in the analytic view Data Foundation 
node. As with the attribute view, there are six supported join types, which are 
listed in Table 6.10.
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Figure 6.19 The Logical Join Node 

Join Type Description

Inner join When joining attribute views to the analytic Data Foundation table using 
the inner join option, the values in the adjoining columns from both logical 
tables are evaluated. The resulting data set is limited to only those records 
where the adjoining columns match. If the values don’t match in either 
column, their associated records are effectively filtered from the results. The 
inner join is always evaluated between the two logical tables even if values 
from the attribute view aren’t selected during the query process.

Left outer When joining attribute views to the analytic Data Foundation table using 
the left outer join option, all values in the Data Foundation table are 
evaluated and compared to those in the attribute view. The resulting data 
set contains all records from the Data Foundation table and only those that 
match the adjoining columns in the attribute view. If no match is found 
in the attribute view, NULL values are returned for any output columns 
associated with the attribute view. 

The left outer join is best used when values in the Data Foundation table 
are known to not always have a match in the attribute view.

Table 6.10 The Supported Join Types between an Analytic View Data Foundation Table and an 
Attribute View
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Join Type Description

Right outer When joining attribute views to the analytic Data Foundation table using 
the right outer join option, all values in the attribute view are evaluated 
and compared to those in the Data Foundation table. The resulting data set 
contains all records from the attribute view and only those that match the 
adjoining columns in the Data Foundation table. If no match is found in the 
Data Foundation table, NULL values are returned for any output columns 
associated with the Data Foundation table. 

The right outer join is best used when all values in the attribute view must 
be returned even when there are no associated transactions in the Data 
Foundation table. 

Referential The referential join type is the default join type in any SAP HANA modeling 
component. Referential joins are similar to inner joins in that the values 
in the adjoining columns, from both logic tables, can be evaluated. The 
resulting data set is limited to only those records where the adjoining 
columns match. 

However, if a query fails to reference columns in an attribute view, only 
the attribute views that contain the requested columns are included in the 
join calculation. This effectively removes the unreferenced attribute view 
from the join equation and eliminates the need to perform any expensive 
matching between the two logical tables. Referential joins can be called 
smart joins because they automatically remove unnecessary join processes 
from the SAP HANA engines. 

Referential joins can lead to issues, however. Logical tables that don’t have 
sound referential integrity can produce unpredictable results. Given that 
the inner joins are only evaluated when a query references columns in both 
logical tables, an orphaned value in either table can lead to the inclusion 
or conversely the exclusion of records or aggregated results. Therefore, 
it’s best to use the referential join only when the adjoining values exist in 
both tables. In terms of this book, we recommend that you use SAP Data 
Services to validate the date and referential integrity before the tables are 
provisioned in an SAP HANA schema. 

Table 6.10 The Supported Join Types between an Analytic View Data Foundation Table and an 
Attribute View (Cont.)
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Join Type Description

Text Text joins are unique to SAP HANA. They are special join types that allow 
you to join two tables where one contains characteristics, and the other 
contains the characteristic in a specific language. Text joins were developed 
specifically to work with SAP ERP tables and the SPRAS fields to provide 
automatic translation of characteristics or columns. Text joins act as an inner 
join, meaning that they restrict the results based on matching records. 

There is also a special dynamic language parameter in the join definition. 
This parameter is automatically processed with the join to filter the 
language table, producing a record where the specified column returns 
text in a specific language. This parameter is evaluated based on the locale 
of the user querying the attribute. In short, text joins are used to provide 
automatic multilanguage support in query results for attributes.

Temporal Temporal joins are only available when joining an analytic view foundation 
to attribute views. It’s a special referential join type that allows you 
to define a series of join conditions where the attribute value is time 
dependent on the record in the analytic foundation table. A temporal 
column from the Data Foundation table is compared to a From Column and 
To Column in that attribute view to return an attribute value that is time 
dependent. There are also temporal conditions that can be defined in this 
join type to manipulate how the between join is executed.

Table 6.10 The Supported Join Types between an Analytic View Data Foundation Table and an 
Attribute View (Cont.)

In addition to creating joins, you can also define calculated columns, restricted col-
umns, and input parameters in the Logical Join node. Each item that is created in 
the Logical Join node will be available as an output column. As we’ll discuss shortly, 
each output column can then be defined as a measure or private attribute in the 
model. In addition to the logical output columns, all columns from the adjoined 
attribute views will also be available as a shared output column. This includes the 
calculated columns and the hierarchies that were defined in the attribute view. You 
can’t make changes to an attribute view in the Logical Join node, but you can see 
each supported item in the Output pane by expanding the attribute view folder.

Calculated columns in the Logical Join node are similar to those that can be cre-
ated in the attribute view. The calculated columns can be developed using the SAP 
HANA SQL syntax and functions. However, in the Logical Join node, you can 
define calculations that incorporate columns from one or more attribute views. 
These cross-attribute view calculations allow for more sophisticated calculations 
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to be performed. For example, you can define a flag value that indicates customers 
in a particular region that purchased products from a particular product line. This 
type of calculated column evaluates values in both the customer attribute view and 
products attribute view.

As with attribute views, the use of calculated columns can negatively affect the 
performance of the final model. In many cases, the use of calculated columns forces 
the model to be processed in the SAP HANA Calculation Engine. The use of this 
engine can slow the processing of the query. As we recommended before, it’s best 
to define calculated columns using SAP Data Services, when possible. Admittedly, 
there are some calculations that can only be defined in an SAP HANA information 
view. In these cases, it’s important to know that the impact of calculated columns 
will likely invoke the use of the SAP HANA Calculation Engine. In Chapter 9, we’ll 
discuss the role of the SAP HANA Calculation Engine in more detail. 

Restricted columns can be used to create conditional aggregates. For example, a 
restricted column can be developed to return the sales amount when the ordered 
year is equal to 2010. Later, in the Semantics node, you can convert this into 
a measure so that only transactions that were ordered in 2010 are summarized 
in this column. The conditions in a restricted column are built using a graphical 
user interface (GUI) and dropdown lists. Neither complex formula language nor 
SAP HANA SQL code can be used to derive restricted measures; therefore, they 
are limited to basic filtering criteria. However, restricted measures provide faster 
processing compared to measures executed on calculated columns.

Input parameters can be used to define a runtime parameter or a list of values for 
a runtime parameter. An input parameter can be defined in all three nodes of an 
analytic view. The node you choose to create the input parameter within has no 
bearing on how it functions or how it’s used. On their own, input parameters have 
little bearing on the overall analytic view. They must be used in a calculated column 
as a placeholder for a runtime value before they will have an effect on the model 
results. For example, you might define a formula in a calculated column to multiply 
the sales amount times a user-provided percentage. Input parameters aren’t used 
for filtering. As we’ll discuss shortly, you can use variables for dynamic runtime 
filtering, a feature that greatly enhances the usability of any model. 

In the context of an analytic view, parameters can be defined as one of the five 
types outlined in Table 6.11.
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Input Parameter 
Type

Description

Direct A direct input parameter can be used to provide a runtime 
value to the model for calculation purposes. It’s also used in the 
processes of converting currencies at runtime. It’s best used in 
instances where a single static value is used to manipulate the 
output of a column.

Column A column-based parameter derives its list of values from an 
existing column in the model. It’s best used when an input 
parameter requires a large list of possible input values, and these 
values can be derived from an existing column in the model.

Derived from 
table

A derived from table parameter derives its list of values from 
an existing column found in a table. The values doesn’t need to 
be in the model and can be derived from any existing table in a 
schema. It’s best used when an input parameter requires a large 
list of possible input values, and these values can be derived 
from an existing table in the database.

Static list A static list parameter derives its list from a user-defined list 
stored in the parameter. If the values in the list require updating, 
you have to modify the list and reactive the model. It’s best used 
when an input parameter requires a large list of possible input 
values, and these values can’t be derived from an existing table 
or attribute.

Table 6.11 Types of Input Parameters in an Analytic View

The Semantic Node

The final node of the analytic view is the Semantics node. In the Semantics node, you 
can define both local and shared output columns. Figure 6.20 shows the Semantics 
node UI. Local output columns are those that were created in the Logical Join 
node. Shared output columns are those that are automatically included with the 
adjoined attribute views. 
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Figure 6.20 The Semantics Node and the Local and Shared Columns Configuration Window

In the Column pane there are two tabs. The first tab is labeled Local. The Local 
tab is used to define each output column in the analytic view. Output columns can 
either be defined as an attribute or measure type. To change the output column 
type, click the cell in the Type column and a dropdown list appear. 

To define a column as a measure, choose the Measure type. Measures are the output 
columns that will be aggregated in the model. SAP HANA only support the SUM, 
MIN, MAX, and COUNT aggregation functions in an analytic view. 

To change the aggregation function, click the cell in the Aggregation column and 
a dropdown appears containing a list of the available aggregation functions. The 
SUM, MIN, and MAX aggregates can only be defined for numeric output columns. 
The COUNT function can be used with any column type.

In the Local tab of the Column pane, you can also configure the output column 
as an attribute type. Attributes defined in the Local column tab were referred to 
as private attributes in previous revisions of SAP HANA. As of SAP HANA version 
45 (SPS5), they are simply called local attributes. 
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Local attributes are the values in the Data Foundation table, which can be used to 
describe each transaction. They are similar to the attributes found in an attribute 
view, but they are defined explicitly in the analytic view and based on the Data 
Foundation table. They can’t be reused in other analytic views without being 
explicitly defined in that analytic view. 

Depending on the SAP Data Services data modeling strategy, it’s possible that 
the fact or transaction table will contain several local attributes. As mentioned 
during the SAP Data Services discussions, joins are very expensive in a columnar 
store database. Therefore, it’s sometimes better to include attributes in the fact or 
transaction table versus storing them in a separate dimension table. This isn’t a 
strict rule, but rather a suggestion that can sometime increase the performance of 
the overall analytic view.

You can configure a Label Column to serve as a surrogate value for any local attri-
bute. To configure an attribute column’s Label Column, simple click the cell in the 
Label Column and a dropdown list appears containing existing output columns 
that will serve as a substitute. 

Finally, you can also define a variable for any attribute type output column. Vari-
ables are created in the Semantics node and can be used to create runtime filters.

For both measures and attributes, you can configure each output column as Hid-
den. Hidden output columns can be used in the model for processing but will be 
excluded from the analytic view results. There is also a Label column that can be 
used to provide an alternative name for any output column. This column should 
not be confused with the Label Column column. Label Column columns are 
based on other columns in the model; they change the columns output. However, 
a label is a static value that is used to name the column, and it has no effect on the 
column’s output values.

The second tab in the Column pane is labeled Shared. The Shared tab contains a 
listing of all columns associated with attribute views defined in the analytic view 
model. You can configure three options for each column in the Shared tab:

EE Change the name of the attributes or columns  
To change the name, click in the desired cell of the Name column, and enter a 
new name. 

EE Associate a variable with one or more columns  
Variables can be used to create a runtime filter and prompt a list of values for 
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the analytic view. To associate a variable to a column, click the desired cell in 
the Variable column. A dropdown list appears allowing you to select an exist-
ing variable. As we’ll discuss shortly, variables are defined in a separate pane 
found in the Semantics node. 

EE Hide a column from the final model  
The Hidden column contains a checkbox. Any column that has this boxed 
checked will be hidden from the results of the analytic view. However, the col-
umn can be used in the model for processing.

In the Semantics node of an analytic view, you can also define variables and input 
parameters. The ability to create input parameters in this node is redundant. You 
can also create the same input parameters in the Logical Join node and Data 
Foundation node. The types of input parameters that are listed in Table 6.11 also 
pertain to input parameters created in this node. 

Variables, on the other hand, can only be defined in the Semantics node. On the 
far right side of the Semantics node interface is a pane labeled Variables/Input 
Parameters. On the menu bar in this pane, there is a plus sign and a dropdown 
arrow. To create a variable, select the plus sign icon. Note that clicking the down 
arrow to the right of the plus sign allow you to choose between a variable and an 
input parameter.

The primary purpose of a variable is to filter rows based on a runtime parameter. 
Variables are associated with an existing attribute to define a pick list or list of 
values. They are also assigned to an attribute for filtering purposes. When creating 
variables, a wizard will appear. In this wizard there are eight different configuration 
options, as outlined in Table 6.12.

Option Description

Name The name of the variable is presented to the user during 
runtime. It’s best to name a variable so those users understand 
its purpose at runtime. The variable name can’t contain spaces 
or certain special characters. Only the alphabet characters Aa-Zz, 
numbers 0-9, and underscore (_) are allowed in the name, for 
example, Select_A_Product_For_Filtering.

Label The label can be used to provide a free text description of the 
variable. This metadata can be used to fully describe the purpose 
of the variable.

Table 6.12 Configuration Options for a Variable Defined in an Analytic View
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Option Description

Attribute This is the associated attribute that contains the values that will 
populate the pick list or list of values for the variable at runtime. 
This doesn’t assign the variable to the attribute for filtering.

Selection Type The type of filter or operator that will be used to restrict the 
rows of data at runtime. The following selection types are 
supported in a variable:

EE Single value: Used when only a single value is required. This 
assumes the use of the operator equal (=), and the operator 
can’t be changed.

EE Range: Used when the selected value operator needs to be 
defined at runtime. This assumes the use of the operators “=”, 
“between”, “<”, “>”, “<=”, “>=”, “is null”, or “isn’t null”.

EE Interval: Used when all values that exists between a specified 
starting and ending value are required. This assumes the use of 
the “between” operator, and the operator can’t be changed.

Multiple Entry The Multiple Entry checkbox allows you to specify whether a 
variable can be used multiple times at runtime. For example, 
a user can select products sold in year 2010 and products 
sold between 2006 and 2008. Each entry is assumed as an OR 
condition.

Default Value This is the default value for the variable. If a variable is often 
used with a particular value, you can configure this value 
and store it with the variable. At runtime, the variable is 
automatically prepopulated with this default value.

Is Mandatory The Is Mandatory checkbox allows you to require a value for 
the configured variable at runtime. In short, this prevents the 
value from remaining blank.

Attribute 
Assignment

This is the attribute assigned to the variable for filtering 
purposes. A variable can be assigned to one or more attributes 
for filtering at runtime.

Table 6.12 Configuration Options for a Variable Defined in an Analytic View (Cont.)

Saving and Activating the Analytic View

It’s standard practice to save and activate the analytic view in the repository after 
defining all of the options in an analytic view. The same is true for attribute views 
as well. Before the analytic view can be previewed or rendered usable in the model, 
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you need to save and activate it. There are two ways to save and active or save and 
validate an analytic view. 

The first option is to locate the green icon on the top right of the analytic view design 
window. Hover the mouse over the icon that contains a white arrow pointing to 
the right. The hover text should read Save and Activate. Click the icon to initiate 
the save and activate process. The second option to save and activate the analytic 
view is to right-click the analytic view in the Navigator window and choose the 
Save and Activate option. In either case, a Job Log window or tab should appear 
to display the status and outcome of the activate process. If the process completes 
successfully, the job action name remains black with black text. If there are any 
errors, the job action name turns red. You can double-click the job action name 
to reveal the job details and review details of the activate process. There is also 
an option that allows you to save and validate the analytic view. The Save And 
Validate option can be executed in a similar fashion. However, its icon is green 
with a white checkmark. This option only validates that the code is correct and 
doesn’t mark the analytic view available for use.

After saving and activating the analytic view, a complete multidimensional model 
is available for external consumption. We’ll discuss other components of the SAP 
HANA multidimensional models shortly, but the analytic view is the core of any 
model. That analytic view is a combination of attribute views and transactions 
tables that contain quantifiable columns. The attribute views are used to describe 
the what, how, when, where, and why characteristics of each transaction. Because 
analytic views allow for the definition of measures, you can aggregate the quantifi-
able columns to any level defined in an attribute view or local attribute column. 

You’ve now taken the first steps in assigning real value to the data that is being 
stored in the underlying SAP HANA tables. The remaining modeling components 
can be used to expand upon the capabilities of the analytic view. As we’ll discuss, 
they can provide scenarios where more advanced calculations are required. In 
addition, there are components to aid in the implementation of data level security.

6.1.6 Calculation Views

In cases where more advanced processing or advanced data mining is required, SAP 
HANA provides calculation views. In contrast to calculation views, attribute views 
and analytic views can be thought of as the simplest form of an information view 
in the SAP HANA platform. 
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Attribute views are, in some ways, a reusable type of information view whose 
primary purpose is to characterize a transaction or measurable values. They can 
be associated with one or more analytic views or reused from one model to the 
next. For example, a products attribute view could be associated with both sales 
transactions and inventory transactions. 

Analytic views are used primarily to associate a transaction table with one or 
more attribute views. The role of either of these information views are relegated 
to managing simple joins, calculations, and filters. For perspective, it isn’t possible 
to accurately model both sales transactions and inventory transactions in the same 
analytic view. Doing so subjects the model to incorrect aggregations. Imagine 
that a product has been sold 10 times and contains 20 movements in and out of 
inventory. If you join the inventory, sales, and products tables together in a single 
analytic view Data Foundation table, the resulting data set contains 200 records 
for the example product. Any aggregations defined against this Data Foundation 
table is overinflated for both the sales transactions and inventory movements. As 
a result, an analytic view is somewhat limited to a single class of transactions in its 
Data Foundation. This doesn’t mean that you can only use one table in the analytic 
view Data Foundation node, but it does indicate that the results of any joining in 
the Data Foundation node should only represent one class of transactions. 

With that said, SAP HANA does contain an information view that facilitates the 
processing of complex aggregations and calculations. Calculation views can be used, 
in many cases, to model these complex aggregations into a comprehensive and 
accurate data set.

Calculation views are used in situations where an analytic view or attribute view 
are unable to properly express a calculation or when business requirements dictate 
a more advanced layering of processing logic. Calculation views can’t be used to 
physical manipulate data because they are considered read-only views. A calcula-
tion view can be used to express the same functionality as an analytic view, but 
they are more appropriately used in situations where an analytic view is unable 
to facilitate a desired query. 

Previously, we discussed how an analytic view should be limited to a single class of 
transactions. Attempting to join sales transactions and inventory movements into 
the same foundation results in incorrect results. This is one of many scenarios where 
a calculation view can be developed to solve a common aggregation issue. Calcula-
tion views can solve this problem by first aggregating the sales transactions and 
products to produce a product summary. You can then produce a similar summary 
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using products and inventory movements. Finally, you can then combine the results 
of both summaries using the product attributes as the merger point. Because both 
results were aggregated independently and then combined post-aggregation, the 
final results will be calculated correctly. For purposes of data mining, calculation 
views can be used to identify correlations, intersections, trends, and other com-
mon mining tasks.

Creating a Calculation View 

There are two way to create a calculation view in SAP HANA Studio. As with other 
information views, you can use either the Navigator view or the Quick Launch 
view. 

To create a calculation view using the Quick Launch view, open the Modeler 
perspective by selecting Windows • Open Perspective • Modeler from the File 
menu bar. On the right side of the window, the Quick Launch window appears 
(see Figure 6.21). In the Quick Launch view, select the Calculation View but-
ton, and then click the Create button located in the white box that appears to the 
right. This launches a wizard that walks you through the processes of defining a 
calculation view.

Figure 6.21 Creating a Calculation View in the Quick Launch View
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The second option for creating a calculation view is to use the Navigator view 
located on the left side of the Modeler perspective. In the Navigator view, expand 
the Content folder to view the packages. If no packages are present, create a 
package to store the calculation view. Right-click the appropriate nonstructural 
package, and choose New • Calculation View. This launches a wizard allowing 
you to define a new calculation view.

Figure 6.22 shows the wizard that is launched as a result of both methods. 

Figure 6.22 The New Calculation View Wizard Window

The Calculation View wizard window offers you 10 options to be configured or 
selected, as outlined in Table 6.13.
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Property Description

Name The name of the calculation view. 

This is a required property that can’t be changed after the 
calculation view is saved and activated. It’s important to 
establish a standard calculation view naming convention before 
starting a development project in SAP HANA. Only the alphabet 
characters Aa-Zz, numbers 0-9, and underscore (_) are allowed 
in the name.

Description The description of the calculation view. 

This property can contain a free-text description of the 
calculation view and should be used to add additional metadata 
to the view or a thorough description that other developers can 
use to identify the purpose of the calculation view.

Package The package that the calculation view will be assigned to.

Only nonstructural packages can be used as the parent object 
for a calculation view. If you’re using the Quick Launch view 
to create the calculation view, you must select a package. If 
using the Navigator view, the package that was right-clicked is 
automatically selected.

Create New Choose the Create New option when developing a new 
calculation view. This option allows you to define the calculation 
view from scratch.

Copy From Choose the Copy From option when there is a need to create 
a new calculation view that is a copy of an existing calculation 
view. Select the Browse button to select an existing calculation 
view. All content from the source calculation view is copied into 
the new view.

View Type 
- Graphical

Choose the View Type – Graphical option to create a calculation 
view using graphical objects and workflows. This option doesn’t 
require you to use SQL code or the SAP HANA Calculation 
Engine functions.

View 
Type – SQLscript

Choose the View Type – SQLscript option to create a calculation 
view using SQLscript code or SAP HANA Calculation Engine 
functions. This option should be used by experienced developers 
that need to define complex calculations and by developers with 
a thorough understanding of the SAP HANA Calculation Engine 
functions.

Table 6.13 Calculation View Configuration Options 
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Property Description

Schema for 
conversion

The list of schemas that can be used to convert values to 
facilitate the currency conversion process. 

Only schemas with currency related tables display in this list. 
Currency conversion tables must be defined independently of 
the calculation view. This option is only available when defining 
graphical-based calculation views.

Default Schema The list of schemas defined in the SAP HANA platform. 

This option is used exclusively with SQL script-based calculation 
views. Once defined, all SQL code in the calculation view 
assumes the selected schema. This option is best used when 
you want to develop SQL code without the need to fully qualify 
tables with a schema name.

Run With The privileges that will be used when users execute the final 
calculation view.

Graphical type views are always executed with the definer’s 
rights or _SYS_REPO. SQL script-based calculation views can be 
executed with either the definer’s rights or the invoker’s rights. 
In either case, the designer’s rights are those of the _SYS_REPO 
system user.

Table 6.13 Calculation View Configuration Options (Cont.)

Calculation views essentially allow you to choreograph the movement of data sets 
through a gauntlet of logical transformations, until the desired result set is produced. 
In some ways, calculation views can be used to transform data similar to the ways 
in which SAP Data Services can transform data. 

As we’ll discuss later in this chapter, calculation views contain fewer transforma-
tions than SAP Data Services. They can be defined using a GUI or using scripts. 
However, in either case, the general workflow is the same. Figure 6.23 contains a 
workflow diagram that illustrates an example calculation view’s workflow. 

In the example workflow in Figure 6.23, five major steps and components are used 
to transform two analytic views into a single comprehensive information view. 
For this example, we’ll assume that the goal of the calculation view is to produce a 
combined information view that displays the product, year, and month attributes. In 
addition, we’ll associate two measures representing the quantity sold and quantity 
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of products returned. If we assume that returned products are a KPI, this informa-
tion view can be used to identify products that are defective or unsatisfactory. 

Union

Output

Project

Project
Product
Sales AV

Product
Returns

AV

Aggregate

Aggregate

Figure 6.23 Example of a Calculation View Workflow

Let’s walk through the steps now:

1	 Using an existing “products sold” analytic view and a “products returned” ana-
lytic view, obtain the needed attributes and measures from each view.

2	 Using the project transformation, select the desired components from each ana-
lytic view. If you assume that each analytic view contains several attributes and 
measures, then projecting the results to the needed components can increase 
the performance of the overall calculation view. In addition, you can use the 
project transformation to add new calculated columns or to add filters. (We’ll 
discuss all of the features of the project transformation shortly.)

3	 Using the union transformation, combine the two projected analytic views into 
a single logical result set. This transformation works similar to the SQL function 
union. At this point, the results have not been fully combined. There will be 
records for the products returned and the products sold.

4	 Using the aggregation transformation, fully combine the results of each analytic 
view. This aggregation transformation works similar to the SQL GROUP BY func-
tion. Because you’re aggregating the two measures against the three attribute 
columns, rows for products that were sold are combined with rows of products 
sold.
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5	 The final output is a comprehensive result set that contains a row for each pro-
duct, year, month, quantity sold, and quantity returned. You can define each 
output column as either an attribute or measure in the output transformation.

Defining a Graphical Calculation View

As mentioned before, SAP HANA supports the development of calculation views 
using either a GUI or custom-developed scripts. Each interface has different options 
and capabilities. The GUI is the easiest for a developer to use. As its name suggests, 
all of the development in this interface is conducted by placing objects on a canvas 
and using drag-and-drop principles to connect and choreograph their relationships. 

Figure 6.24 contains an example of the graphical calculation view design window. 
The Tools Palette pane appears on the left side, and the Details and Output 
panes appear on the right. The panes on the right side contain properties that will 
appear depending on the object that is selected from the Tools Palette. In some 
cases, objects also contain a secondary Output pane, allowing you to manage the 
logical output of the transformation.

Figure 6.24 A Calculation View Design Window in the Graphical User Interface
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The Tools Palette is the main graphical design window in the calculation view 
design screen. Various data sources and transformations can be added to the Tools 
Palette pane. Lines can be created to connect objects and to express their workflow 
of transformation. The starting point of a calculation view begins with the addition 
of data sources to the Tools Palette pane. One or more analytic views, attribute 
views, stored procedure column views, or tables can be considered a data source 
for a calculation view. 

After the data sources are added to the Tools Palette, five additional transfor-
mations can also be added to the Tools Palette pane. Each transformation has a 
unique purpose, which is outlined in Table 6.14. Also note that the Select option 
shown in the Tools Palette dropdown list isn’t a transformation, but it must be 
selected for you to use the drag-and-drop functionality in the Tools Palette pane.

Transformation Description

Join The join transformation enables you to query one or more 
supported data sources to generate a new logical result set. 
After the object is added to the Tools Palette and selected, the 
Details and Output panes appear to the right. The Details pane 
allows you to graphically join data sources connected to the join 
transformation. 

You also select one or more data source columns in the Detail 
pane and assign them as output columns. The Output pane 
allows you to specify the output column name and to generate 
calculated columns. Finally, you can select existing input 
parameters or create new input parameters.

Project The project transformation allows you to manipulate a 
supported data source to generate a new logical result set. The 
manipulations include the ability to select a subset of columns 
from the source, create calculated columns, define filters, and 
define input parameters. After the object is added to the Tools 
Palette and selected, the Details and Output panes appear to 
the right. Select one or more data source columns in the Detail 
pane and assign them as output columns. The Output pane 
allows you to specify the output column name and to generate 
calculated columns. You can select existing input parameters, 
defined in any connected analytic views, or create new input 
parameters and define filters to limit the results of the connected 
data source.

Table 6.14 Graphical Transformations Supported in a Calculation View
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Transformation Description

Union The union transformation allows you to merge two or more 
data source into a single logical result set. The merger doesn’t 
combine rows but simply stacks them one on top of the other. 
After the object is added to the Tools Palette and selected, 
the Details pane appears to the right. The Details pane allows 
you to graphically connect columns from each data source to a 
common target column. Columns from the source are placed in 
the target area using standard drag-and-drop techniques. The 
connection points are used by the union transform to identify 
which columns should be aligned when the two data sources 
are combined. The combined columns must share the same 
data type and precision. Any column that isn’t linked to a target 
column will output a NULL value for the unassigned data source.

Aggregate The aggregate transformation allows you to summarize 
measureable columns into groups of attributes. The functionality 
is similar to using a GROUP BY statement in an SQL statement. 
The transform support the aggregation functions SUM, MIN, and 
MAX.

Output The output transformation is required for each calculation view. 
It’s the final step in the workflow of supported transformations. 
Output columns from the connected transformation or table are 
configured as either attributes or measures. You can also create 
additional hierarchies, calculated attributes, counters, variables, 
and input parameters based on the connected source. 

Table 6.14 Graphical Transformations Supported in a Calculation View (Cont.)

Using the Tools Palette GUI and standard drag-and-drop principles, you can 
design a workflow that connects both data sources and transformations together 
to produce a comprehensive result set. Typically, these workflows are designed 
from the bottom up. 

In the Tools Palette on the left side of Figure 6.25, you can see an example in 
which two analytic views are being transformed into a single logical data set. The 
workflow starts with two analytic views at the bottom of the Tools Palette pane; 
each view has a connection to a separate projection transform. The results of each 
project transform are then combined using a union transform. The results of the union 
transform are then aggregated to produce a summary. In the final output transform, 
the summarized results are converted into attributes, measures, and hierarchies. 

856_Book.indb   383 9/11/13   4:22 PM



384

Modeling Data for Analytic Consumption in SAP HANA6

Figure 6.25 Calculation View Workflow

Objects in the Tools Palette are connected by dragging the small circle located 
on the top or bottom of the object to the small circle located on the adjoining 
object. Each line represents the movement of a logical data set from one object to 
the next. Lines connected on the bottom of the object are considered the incom-
ing connection. Lines protruding from the top of the object are considered the 
outgoing connection. The assumption is that the incoming data is changed, using 
the supported logic of the transformation, and then passed along to the next object 
for additional transformation or final output. 

Objects can be connected in a variety of configurations, but they should be con-
nected in the most logical order. For example, the join and union transformations 
typically contain two or more incoming connections and a single outgoing connec-
tion. However, you can create two or more outgoing connections for many of the 
objects as well. While you can output more than one logical data set, all branches 
of the workflow must inevitably coincide with a single output transform. In other 
words, all objects and workflows must eventually connect to a single output trans-
form. Therefore, the most logical workflow is one that performs the least amount 
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of necessary transformation and calculation, while producing the desired output. 
After the workflow is completed, the calculation view can be saved and activated 
to allow consumers to query the results.

The final step of a calculation view is the configuration of the output transform. 
The output transform is designed to allow you to configure the calculation view 
using features similar to both analytic view and attribute views. When selecting 
the output transform in the Tool Palette pane, two additional panes appear to 
the right. Figure 6.25, shown earlier, contains an example of these two panes. In 
the Details panes, you right-click each column in the virtual table and configure 
them as either an attributes or as measures. In the pane furthest to the right, the 
columns are displayed in either the Attributes or Measures sections. In total, 
there are eight objects that can be created in this pane, as outlined in Table 6.15.

Object Description

Attributes Attributes are the columns that will be used for grouping, sorting, 
filtering, and ranking the results of the calculation view. They 
incorporate many of the features described in the sections pertaining 
to attribute view columns, but they are defined explicitly in the 
calculation view. 

Attribute are assigned to this pane by right-clicking Column in the 
details pane virtual table and selecting Add as Attribute.

Calculated 
attributes

Calculated attributes are columns that are derived from one or more 
attribute columns in the calculation view. They are designed using 
the SAP HANA SQL syntax. They incorporate many of the features 
described in the sections pertaining to attribute view calculated 
columns, but they are defined explicitly in the calculation view.

Calculated attributes are assigned to this pane by right-clicking the 
calculated attribute section and selecting New.

Measures Measures represent the columns that will be summarized or 
aggregated in the calculation view. Calculation view measures 
support the SUM, MIN, and MAX aggregation functions. They 
incorporate many of the same features that were described in the 
sections pertaining to analytic view measures.

Measures are assigned to this pane by right-clicking Column in the 
Details pane virtual table and selecting Add as Measure.

Table 6.15 Output Column Types to Define in a Calculation View’s Output Transform
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Object Description

Hierarchies Hierarchies can be created directly in a calculation view. They 
are designed using one or more of the attributes defined in the 
calculation view. Unlike attribute views, hierarchies in a calculation 
view can span columns that exist naturally in desperate attribute 
views.

Hierarchies are assigned to this pane by right-clicking the Hierarchies 
section and selecting either a parent-child or level hierarchy. 

Calculated 
measures

Calculated measures can be created directly in the output transform 
of a calculation view. As their name implies, calculated measures can 
be used to formulate new measure values using the SAP HANA SQL 
syntax, existing attributes, and existing measures that are defined in 
the calculation view. 

Calculated measures are assigned to this pane by right-clicking the 
Calculated Measures section and selecting New.

Counters Counter can be used to create a count distinct aggregate and 
measure. They are based on attributes defined in the calculation 
view. At this time, only a count distinct and a single attribute can be 
configured in each counter’s options. 

Counters are assigned to this pane by right-clicking the Counters 
section and selecting New.

Variables As with analytic views, variables can be used to create a runtime 
filter and prompt list of values for the calculation view. They can be 
configured using the same options listed previously in Table 6.12 in 
Section 6.1.4.

Variables are assigned to this pane by right-clicking the Variables 
section and selecting New.

Input 
parameters

Input parameters can be used to define a runtime parameter or 
a list of values for a runtime parameter. Input parameters can be 
used in calculated columns and calculated measures to facilitate 
runtime manipulation of the data. They can be defined in multiple 
calculation view transforms as well. In addition, input parameters can 
be inherited from source analytic views used in the definition of the 
calculation view.

Input parameters can be assigned in the join, projection, aggregation, 
and output transforms. In all areas, they are assigned by right-clicking 
the Input Parameters section and choosing New. There is also an 
option to manage the inherited input parameters labeled Manage 
Mappings.

Table 6.15 Output Column Types to Define in a Calculation View’s Output Transform (Cont.)
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After the calculation view is activated, SAP HANA converts the graphical workflow 
of the transformation into highly optimized code that maximizes the use of the 
hardware capabilities of the SAP HANA appliance. Calculation views should not 
be confused with stored procedures in the SAP HANA appliance. Although both 
mechanisms are capable of transforming data to produce robust analytics, stored 
procedure logic is generally more expensive to execute than calculation view logic. 
Stored procedures rely heavily on orchestration logic and procedural SQL state-
ments. They can be characterized by the use of costly row-by-row operations that 
evaluate records in a loop. They can also be characterized by the need to calculate 
data in a series of rigid steps. Calculation views incorporate a different technique 
in the processing of data. If designed correctly, calculation views use declarative 
logic to minimize the cost of processing data. They work more efficiently analyz-
ing data in sets, using logic that can be parallelized in the SAP HANA engines. 
Calculation views can be characterized by their ability to efficiently process mul-
tiple calculations at the same time. Because of this, calculation views are ideal for 
producing complex analytical models, which are based on high-cardinality tables, 
each possessing complex relationships to other tables. With that said, calculation 
views invoke the use of the SAP HANA Calculation Engine. In situations where 
the query can be satisfied using the standard star schema analytic view, calculation 
views aren’t recommended.

Defining a Script-Based Calculation View

Calculation views can also be composed using scripting language for situations 
where the GUI has limitations or complex procedure logic is required. Script-based 
calculation views can be defined using standard SAP HANA SQL statements or 
by using a special SQLScript language and CE_ functions. The CE_ functions are the 
preferred choice for developers when creating SQLScript-based calculation views. 
CE_ functions are directly executed in the SAP HANA Calculation Engine and can 
be better optimized for parallel execution by the SAP HANA engine. Script-based 
calculation views can contain a mixture of either standard SQL statements or CE_ 
functions. However, we don’t recommend that you mix these scripting languages in 
the same calculation view because, in many cases, intermixing can have an adverse 
effect on the calculation view’s performance.

Figure 6.26 shows an example of the script-based calculation view design win-
dow. The Scenario pane appears on the left side, the Details pane containing 
the scripting interface appears in the center, and the input parameters, output 
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parameters, and output columns generated for the script appear on the far right 
side. The output columns aren’t automatically generated from the script so you 
must define them manually.

Figure 6.26 An Example of a Script-Based Calculation View

The Scenario pane only contain two nodes: 

EE The Script node is used when writing the script and defining input and output 
parameters. 

EE The Output node is used to define attributes, measures, hierarchies, variables, 
and additional input parameters based on the output of the script. 

To activate a node, click on the node object, and its properties panes will appear 
to the right side.

The scripting process is conducted using many of the same principles we discussed 
regarding the graphical calculation view design process. The goal of the script is to 
choreograph the movement of a data set through a series of transformations until 
the desired results are produced. While the methodology may be the same, the 
process is implemented using a specific code language and not graphical objects. 
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In comparison to the GUI, the scripting interface is considerably more complex. 
However, increased complexity brings more control and features. For example, 
the scripting interface can accommodate situations where stored procedures are 
needed to transform data sets or predictive analysis functions need to be used in 
the calculation view.

To help you better understand script-based calculation views, let’s review the 
example workflow that was shown earlier in Figure 6.23. The graphical calculation 
view combined both Internet sales and reseller sales into a single result set. Because 
the Internet sales and reseller sales transactions were maintained in two separate 
transaction tables, we were unable to develop a sole analytic view to properly query 
and aggregate the combined sales transactions. Using a graphical calculation view, 
we were able to orchestrate the processing of data and solve the issues related to 
aggregating results from two different transaction tables.

Listing 6.1 contains an example calculation view script. The script is the equivalent 
of the graphical example displayed in Figure 6.25. The exact semantics of the SAP 
HANA SQLScript language are beyond the scope of this book, but we offer this 
example to illustrate how a calculation view can be devised using handwritten SAP 
HANA SQLScript code. In addition, this example script incorporates the use of the 
highly optimized CE_ functions. CE_ functions are a faster alternative to standard 
SQL statements or stored procedure logic.

/********* Begin Procedure Script ************/ 
 BEGIN 
/**Step 1**/
/**Get columns from the ANLV_INTERNETSALES analytic view **/
get_internet_sales = CE_OLAP_VIEW( "_SYS_BIC"."saphana.internetsales/
ANLV_INTERNETSALES/olap",["PRODUCT_NAME","PRODUCT_CATEGORY","PRODUCT_
SUBCATEGORY","ORDERED_YEAR", "ORDERED_YEAR_MONTH",SUM("SALESAMOUNT")]);
/**Get columns from the ANLV_RESELLERSALES analytic view **/
get_reseller_sales = CE_OLAP_VIEW( "_SYS_BIC"."saphana.
resellersales/ANLV_RESELLERSALES/olap",["PRODUCT_NAME","PRODUCT_
CATEGORY", "PRODUCT_SUBCATEGORY", "ORDERED_YEAR", "ORDERED_YEAR_
MONTH",SUM("SALESAMOUNT")]);

/**Step 2**/  
/**Project the two results to add the string constant for source**/
Prj_internet_sales = CE_PROJECTION( :get_internet_sales,  [ CE_CALC( 
'''INTERNET''', string) AS "SOURCE",  "PRODUCT_NAME",  "PRODUCT_
CATEGORY", "PRODUCT_SUBCATEGORY", "ORDERED_YEAR", "ORDERED_YEAR_MONTH", 
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"SALESAMOUNT"]);
Prj_reseller_sales = CE_PROJECTION( :get_reseller_sales, [ CE_
CALC('''RESELLER''', string) AS "SOURCE", "PRODUCT_NAME", "PRODUCT_
CATEGORY", "PRODUCT_SUBCATEGORY", "ORDERED_YEAR", "ORDERED_YEAR_MONTH", 
"SALESAMOUNT"]);

/**Step 3**/
/**UNION the results of each projection**/
union_results = CE_UNION_ALL (:Prj_internet_sales, :Prj_reseller_
sales);

/**Step 4**/  
/**Aggregate the results of the UNION to produce a summary**/
aggergate_results = CE_AGGREGATION (:union_results, [SUM 
("SALESAMOUNT") AS "SALESAMOUNT"], ["SOURCE", "PRODUCT_NAME", "PRODUCT_
CATEGORY", "PRODUCT_SUBCATEGORY", "ORDERED_YEAR", "ORDERED_YEAR_
MONTH"]);

/**Step 5**/
/**Return the desired columns**/
 var_out = CE_PROJECTION(:aggergate_results, ["SOURCE", "PRODUCT_NAME", 
"PRODUCT_CATEGORY", "PRODUCT_SUBCATEGORY", "ORDERED_YEAR", "ORDERED_
YEAR_MONTH", "SALESAMOUNT"]);

END 
/********* End Procedure Script ************/

Listing 6.1 Example SAP HANA SQLScript that Incorporates CE_ Functions 

Additional References

As stated, the semantics of the SAP HANA SQLScript is beyond the scope of this book. 
For more information on the SAP HANA SQLScript language and a complete listing of 
the available CE_ functions, please review the SAP HANA SQLScript reference guide 
found at http://help.sap.com/hana_appliance#section5.

Calculation views are powerful information views that allow you to solve complex 
aggregation problems or to perform complex data-mining tasks. In simple terms, 
they allow for the orchestration of a data set for the purpose of complex analytical 
analysis. Calculation views add value to the SAP HANA platform by allowing you 
to formulate queries where standard multidimensional analysis can’t accommodate 
your requirements. 
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6.1.7 Analytic Privileges

Analytic privileges are another important component of the SAP HANA modeling 
processes. Note that analytic privileges aren’t information views. They don’t man-
age any relationships between tables, nor do they provide mechanisms to solve 
complex calculations. 

Instead, analytic privileges are used to either grant or restrict access to data in an 
SAP HANA information view. Before consumers or external tools can query an 
information model, they must first authenticate with the SAP HANA system. The 
SAP HANA system challenges any query or management attempt and forces the chal-
lenger to provide valid credentials. The SAP HANA system uses this authentication 
process to establish a security layer that can grant or deny access to objects such 
as tables, schemas, packages, procedures, and views. It can also be used to control 
user access to administrative tasks or predefined system privileges. In general terms, 
this is referred to as authorization. In short, the user must first authenticate with 
the SAP HANA system. After they authenticate, the SAP HANA system will contain 
a list of authorizations that dictate what the user can do in the SAP HANA system.

In addition to user accounts, SAP HANA also uses roles. Roles are security objects 
that can be assigned privileges in the same way that user accounts can be assigned 
privileges. Roles can also be assigned to one or more users or other existing roles. 
In some ways, roles are a type of user group. When a role is assigned to a user or 
existing roles, the user or role inherits all of the privileges of the assigned role. 
Most administrators find it easier to assign new user accounts to established roles 
than to manage each account individually.

SAP HANA also contains an additional layer of security that can be incorporated 
directly into information views and used to impose data-level restrictions or run-
time filters. These dynamic data-level restrictions are used to filter access to rows 
of data. In general terms, we refer to this as row-level security. In SAP HANA, we 
refer to this as analytic privileges. Analytic privileges are a collection of runtime 
filters that can be assigned to one or more users or roles. Analytic privileges contain 
a collection of one or more specific information view filters that are applied to any 
associated user or role. Each user or role must be assigned an analytic privilege to 
query and subsequently view results from an information view. If a user doesn’t 
have an assigned analytic privilege for a given information view, the user cannot 
access the data within it. This is true for any role associated with a user as well. 
In short, all information views are assumed fully restricted by default, and users 
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must be explicitly assigned one or more analytic privileges before they can access 
the data in a model. 

For dynamic data-level filters to be useful, it’s assumed that each SAP HANA con-
sumer has his own unique user account. For example, if a shared user account were 
assigned to 10 regional managers, each using the same user account and password, 
there would be no way to distinguish one regional manager from another. To solve 
this problem, each regional manager can be assigned a unique user account. After 
each regional manager has an account, you can develop specific analytic privileges 
to restrict each manager’s access to their assigned region.

There are two ways to create analytic privileges in SAP HANA. This process should 
be very familiar to you, as it’s shared with other modeling components. Again, you 
can use either the Navigator view or the Quick Launch view. 

To create an analytic privilege using the Quick Launch view, open the Modeler 
perspective by selecting Windows • Open Perspective • Modeler from the File 
menu bar. In the Quick Launch view (see Figure 6.27), select the Analytic Privi-
leges button, and click the Create button to the right. This launches a wizard that 
walks you through the processes of defining an analytic privilege.

Figure 6.27 Creating Analytic Privileges in the Quick Launch View
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As before, the second option for creating an analytic privilege is to use the Navi-
gator view located on the left side of the Modeler perspective. In the Navigator 
view, you expand the Content folder to view the packages. If no packages are 
present, create a package to store the analytic privilege. Right-click the appropri-
ate nonstructural package, and choose New • Analytic Privilege. This launches a 
wizard allowing you to define a new analytic privilege. When creating an analytic 
privilege, the New Analytic Privilege wizard shown in Figure 6.28 appears. 

Figure 6.28 The New Analytic Privilege Wizard Window

Table 6.16 outlines the five options that can be configured or selected in this wizard. 

Property Description

Name The name of the analytic privilege. 

This is a required property that can’t be changed after the 
analytic privilege is saved and activated. It’s important to 
establish a standard analytic privilege naming convention before 
starting a development project in SAP HANA. Only the alphabet 
characters Aa-Zz, numbers 0-9, and underscore (_) are allowed 
in the name.

Table 6.16 Options to Configure When Creating an Analytic Privilege
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Property Description

Description The description of the analytic privilege. 

This property can contain a free-text description of the analytic 
privilege and should be used to add additional metadata to the 
analytic privilege or a thorough description that other developers 
can use to identify the purpose of the analytic privilege.

Package The package that the analytic privilege will be assigned to.

Only nonstructural packages can be used as the parent object 
for an analytic privilege. If you’re using the Quick Launch view 
to create the analytic privilege, you must select a package. If 
using the Navigator view, the package that was right-clicked is 
automatically selected.

Create New Choose the Create New option when developing a new analytic 
privilege to define the analytic privilege from scratch.

Copy From Choose the Copy From option when you need to create a new 
analytic privilege that is a copy of an existing analytic privilege. 
Select the Browse button to select an existing analytic privilege. 
All content from the source analytic privilege is copied into the 
new analytic privilege.

Table 6.16 Options to Configure When Creating an Analytic Privilege (Cont.)

Analytic privileges are defined by identifying and configuring just a few options. 
An information view, attribute, and restriction can be set up for each analytic 
privilege. There is also an option to apply the restriction to all information mod-
els or information views. After completing the New analytic privilege wizard, a 
design window similar to the one shown in Figure 6.29 appears, in which these 
main options can be configured. 

Not all panes require configuration in the analytic privilege design window. Care-
fully consider which are necessary when configuring analytic privilege options. 
Table 6.17 outlines each of the four main options that can be configured.
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Figure 6.29 An Example Analytic Privilege Design Window

Option Description

Reference 
Models

Using the Add and Remove buttons to the right of the 
Reference Model pane, you can associate one or more 
information views to the analytic privilege. Attribute views, 
analytic views, and calculation views can be added to the list. 

Items in this list are the basis for defining access to the data. 
Access can be either granted or restricted. If no restrictions 
are defined, the consumer is assumed full access to the data. If 
restrictions are defined, the consumer is assumed access based 
on the defined filters.

If users or roles have multiple analytic privileges defined for 
the same information view, the least restrictive option will 
take precedence. Analytic privileges are combined using an OR 
operator, meaning either can be true.

Table 6.17 Analytic Privilege Design Window Configuration Options 
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Option Description

Associated 
attribute 
restrictions

Using the Add and Remove buttons located on the right of the 
Associated Attribute Restrictions pane, you can select one or 
more attributes or columns based on the information views that 
were defined in the Reference Model pane. 

When assigning multiple attributes or columns, the combined 
restrictions use an AND operator internally to restrict the 
information view. This implies that all defined attribute or 
column restrictions conditions must be true. 

This is an optional setting. If no attributes or columns are 
specified in this section, the analytic privilege grants full access 
to the associated information views. 

Assign 
restrictions

Using the Add and Remove buttons to the right of the assign 
restrictions pane, you can define one or more restrictions for 
the column that is highlighted in the Associated Attribute 
Restrictions pane. 

When assigning multiple restrictions to the same attribute or 
column, the restrictions use an OR operator internally to filter the 
attributes or columns. This implies that each individually defined 
restriction can be true without affecting the other. Separate 
restrictions are defined for each column in the Associated 
Attribute Restrictions pane. To define a restriction, you must 
select each attribute or column individually in the associated 
attribute restrictions pane and subsequently define its 
restrictions. 

Restrictions can be defined using the following operators:

EE Equal (=)

EE Between (<>)

EE Greater than (>)

EE Greater than or equal (>=)

EE Less than (<)

EE Less than or equal (<=)

EE Contains Pattern (like)

EE Is Null

EE Is Not Null

Table 6.17 Analytic Privilege Design Window Configuration Options (Cont.)
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Option Description

For each selected attribute or column, a list of values pane can 
be invoked, in the Value column, allowing you to select or 
search from all values associated with the attribute.

This is an optional setting. If no attributes, columns, or 
restrictions are specified, the analytic privilege returns all rows 
for the associated information view.

Applicable to 
all information 
models

This checkbox is used to determine how the privileges should be 
applied to information views. Place a checkmark in the box to 
enable this option. If checked, the analytic privilege will apply 
to all information views that reference the specified information 
view. If unchecked, the analytic privilege will only be valid for 
each information view explicitly listed in the reference model 
pane. 

Table 6.17 Analytic Privilege Design Window Configuration Options (Cont.)

SAP HANA has a special system-generated analytic privilege named _SYS_BI_CP_
ALL. If this privilege is assigned to a user or role, SAP HANA assumes that the 
associated users or roles have full access to all information views. By default, the 
MODELER, CONTENT_ADMIN, and MASTER roles are assigned this analytic 
privilege. Analytic privileges are required for every user in the SAP HANA system, 
assuming they require access to an information view’s data. If a user or a user’s role 
doesn’t have any analytic privileges assigned, the user will be unable to query any 
information view stored in the _SYS_BIC schema. If a user or user’s role has the 
_SYS_BI_CP_ALL analytic privilege, the user will be able to see all data even when 
assigned other more restrictive analytic privileges. Therefore, the _SYS_BI_CP_ALL 
analytic privilege should not be assigned to users that need specific restrictions for 
data security purposes.

Effective Analytic Privileges

To help you quickly identify the effective analytic privileges assigned to a user, there 
is a database view stored in the SYS schema called EFFECTIVE_PRIVILEGES. Using the 
following example query, administrators can quickly identify the effective analytic privi-
leges assigned to a user:

SELECT * FROM "SYS"."EFFECTIVE_PRIVILEGES" WHERE USER_NAME = 'BOOK_USER' 
AND OBJECT_TYPE = 'ANALYTICALPRIVILEGE'

The administrator simply replaces the 'BOOK_USER' string literal in the WHERE clause 
with the user name to review (for example, USER_NAME = '<your user>').
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As we have alluded to, it’s possible to create an analytic privilege that has no defined 
attributes or restrictions. When defining an analytic privilege, any information 
views listed in the Reference Models pane are assumed unrestricted unless a 
restriction is defined. If a user or role is assigned such an analytic privilege, the user 
will have access to all of the data for the referenced models or information views. 
If a more restrictive analytic privilege is also assigned to the same user to role, the 
least restrictive analytic privilege will effectively take precedence. When multiple 
analytic privileges are assigned to the same user or role, they are internally executed 
as OR restrictions. This implies that either condition can be true. For example, if 
one analytic privilege grants access to the entire attribute in an information view, 
and another restricts access to a single attribute view record, the associated user 
or role will have access to the entire data set and virtually ignore the restrictions. 

In summary, analytic privileges are used to grant and deny access to the data that 
is being modeled within SAP HANA. Each user or role of SAP HANA must be 
assigned an analytic privilege to gain access to an information view’s application 
data. Some of the default roles in SAP HANA have been granted full access to all 
information views. If a user account isn’t a member of these roles, they must be 
explicitly assigned access to each information view. Each analytic privilege can be 
configured to grant or deny access to one or more information views. Analytic 
privileges add value to multidimensional models by allowing organizations to 
selectively grant access to data and not just to modeling objects. Without analytic 
privileges, developers and administrators would need to develop multiple ver-
sions of each information view, each having specific filters. This would lead to a 
proliferation of content and an inflexible solution.

6.2 Benefits of SAP HANA Modeling

In the previous section of this chapter, we discussed the main components of SAP 
HANA’s multidimensional models, detailing the purpose of each component and 
the various options that are available for each item. In this section, we’ll discuss the 
benefits that the models offer to business users or other consumers of the models. 
In addition, we’ll cover the benefits that SAP HANA offers to an IT department in 
terms of solution and management. In some cases, the benefits are based on the 
capabilities of the platform in conjunction with the SAP HANA modeling capabilities.
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You should now have a better understanding of the components, methodologies, 
and techniques used in SAP HANA to produce analytic models. To gain further 
insight into these capabilities, let’s review two case studies. The first case study 
guides you through the creation of a simple analytic view. The second case study 
guides you through a more complex scenario where a calculation view is required 
to produce the desired result.

6.4 Case Study 1: Modeling Sales Data to Produce Robust 
Analytics

The AdventureWorks Cycle Company has recently implemented a new BI platform 
based on SAP HANA, SAP Data Services, and SAP Business Objects. Using SAP Data 
Services, the company’s BI resources were able to successfully extract, translate, 
and load the supporting Internet sales dimension and fact tables into an SAP HANA 
schema using a best practices approach. 

Now that the required data is available, the Internet sales management team has 
requested access to this data. The sales management team’s requirements were that 
the solution be simple and easy to use. In the past, the Internet sales team had to 
rely on multiple IT resources to compile data into reports and analytics. Given the 
capabilities of its SAP Business Objects Business Intelligence 4.0 platform, the team 
is requesting that IT develop a solution that grants the Internet sales manager access 
to the data without having to engage IT resources on a daily basis.

The BI team at AdventureWorks Cycle Company has determined that SAP Business-
Objects Explorer and SAP Business Objects Analysis edition for Microsoft Office 
are the best end-user tools to accommodate the requirements. However, they must 
first develop an SAP HANA analytic view to support access to the requested data. 
The sales managers have requested the ability to analyze Internet sales transactions 
by customer, order date, and product.

Based on these requirements, let’s walk through the processes of creating the 
attribute views and analytic views required to facilitate the requirements of the 
Internet sales managers. 
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6.4.1 Creating the Supporting Attribute Views

The first step is to produce four attribute views based on the SAP HANA tables 
listed in Table 6.19. These tables exist in the BOOK_USER schema in our example.

Schemas and Tables

“BOOK_USER”.”DIM_CUSTOMER”

“BOOK_USER”.”DIM_PRODUCT”

“BOOK_USER”.”DIM_DATE”

Table 6.19 Schemas and Tables Used in This Case Study

To design attribute views, you must first open SAP HANA Studio and configure 
an SAP HANA system.

Defining an SAP HANA System

If your SAP HANA system is already defined, proceed to the next step. If not, per-
form these steps to configure a system in SAP HANA Studio.

1. Launch the SAP HANA Studio application.

2.  Switch to the Modeler perspective. From the File menu bar, choose Window • 
Open Perspective • Modeler.

3. On the left side is the Navigator window. Right-click in the Navigator win-
dow, and choose Add System. 

4. In the System window, fill in the following fields, as shown in Figure 6.30:

EE Hostname: Enter the fully qualified domain name of the SAP HANA server.

EE Instance Number: Enter the instance number of your SAP HANA system. 

EE Description: Enter a description as needed. 

EE Locale: Select your design-time language. 

5. Click the Next button to proceed to the next step. 
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Figure 6.30 Configuring Properties in an SAP HANA System

6. In the Connection Properties window, enter the database User Name and 
Password assigned by your SAP HANA administrator, as shown in Figure 6.31.

7. Click the Finish button. 

Figure 6.31 The Authentication Options When Defining a System Connection in SAP HANA 
Studio
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Before you create an attribute view, you must create the root package (“saphana”) 
and its subpackages (“commonattributes” and “internetsales”) to store or common 
attributes and Internet sales modeling components. 

Creating the Root Package

Because AdventureWorks Cycle Company will develop multiple models over time, 
start by creating a root package (“saphana”) and two subpackages to better organize 
the information views. 

Follow these steps to create the root packages:

1. Using the Modeler perspective, expand the system listed in the Navigator 
window located on the left side by clicking the arrow next to the system name.

2. In the system hierarchy, expand the Content node.

3. Right-click the Content node, and choose New • Package.

4. In the Name field, enter the package name “saphana”. 

5. In the Description field, enter a description of the package.

6. Specify the person responsible. This should be your SAP HANA database user 
account.

7. Choose the package’s Original Language. This language should match the 
locale specified in the screen shown in Figure 6.30.

8. Click OK to save the package.

9. Right-click the SAPHANA package, and choose Edit.

10. Change the Structural option from No to Yes to prevent any modeling con-
tent from being creating directly in the root package.

Creating the Subpackages

You now need to create two subpackages in the saphana root package. The sub-
package “commonattributes” will store attributes that are reusable across multiple 
information views, and the subpackage “internetsales” will be used to store analytic 
views and calculation views pertaining to Internet sales. Follow these steps to cre-
ate the two subpackages:
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1. Right-click the SAPHANA root package, and select New • Package.

2. Enter the subpackage name “commonattributes”. The subpackage name should 
be prefixed with “saphana.” to indicate that it’s a child of the saphana root pack-
age.

3. Enter the requested information for the remaining fields.

4. Right-click the SAPHANA root package, and select New • Package.

5. Enter the subpackage name “internetsales”. The subpackage name should be 
prefixed with “saphana.” to indicate that it’s a child of the saphana root package.

Creating Attribute Views

Now that you’ve created the desired package hierarchy, you can begin the process 
of developing the attributes. To better organize and identify your attributes, adopt 
a standard attribute view naming convention in which standard attribute views 
are prefixed with ATBV_ and derived attribute views are prefixed with DATBV_. 

Defining the ATBV_BASE_DATE Attribute View

Follow these steps to create the first attribute view:

1. Right-click the COMMONATTRIBUTES subpackage, and choose New • Attribute 
View.

2. Using Table 6.20 and Figure 6.32 as a reference, define the properties for the 
attribute view.

Property Value

Name ATBV_BASE_DATE

Description The base date attribute view

Package saphana.commonattributes

View Type Attribute View

Copy From Unchecked

SubType Standard

Table 6.20 Properties for the ATBV_BASE_DATE Attribute View
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Figure 6.32 The ATBV_BASE_DATE Attribute Design Window

3. Click the Data Foundation node located on the left side of the attribute view 
design window. 

4. In the Details pane, right-click the white space and choose Add.

5. Using the provided search field, enter “DIM_DATE”. Once found, click the 
DIM_DATE object listed in the Matching Items window. Click OK to add the 
table to the Details pane.

6. Highlight the columns, using Table 6.21 as reference. To select multiple columns, 
hold down the (Ctrl) key and click each column.

7. Right-click the highlighted columns, and choose Add to Output.

8. Using the Output pane on the far-right side of the attribute design window, 
click each column and update its name and label using the mapping values listed 
in Table 6.21. To update the attribute name and label, click each Output column. 
Using the Properties pane located below the Output pane, edit the Name and 
Label fields. 
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Database Column Name Attribute Name Attribute Label

DATEKEY DATEKEY CAL_DATE_KEY

FULLDATEALTERNATEKEY CAL_DATE CAL_DATE

CALENDARYEAR CAL_YEAR CAL_YEAR

CALENDARQUARTER CAL_QUARTER CAL_QUARTER

CALENDARQUARTERYEAR CAL_QUARTER_YEAR CAL_QUARTER_YEAR

CALENDARYEARMONTH CAL_YEAR_MONTH CAL_YEAR_MONTH

ENGLISHMONTHNAME CAL_MONTH_NAME CAL_MONTH_NAME

WEEKNUMBEROFYEAR CAL_WEEKNUM CAL_WEEKNUM

ENGLISHDAYNAMEOFWEEK CAL_DAYNAME CAL_DAYNAME

DAYNUMBEROFMONTH CAL_DAYNUM_OF_
MONTH

CAL_DAYNUM_OF_
MONTH

DAYNUMBEROFWEEK DAYNUMBEROFWEEK CAL_DAY_OF_WEEK

FISCALQUARTER FISCAL_QTR FISCAL_QTR

FISCALYEAR FISCAL_YEAR FISCAL_YEAR

Table 6.21 Column Mappings for ATBV_BASE_DATE

9. On the left side of the attribute design window, click the Semantics node 
located in the Scenario pane.

10. In the Column pane, locate the CAL_YEAR, CAL_QUARTER_YEAR, and CAL_
YEAR_MONTH columns. In the Hidden properties column, check the box to 
hide each column. We’ll design a separate attribute view for these columns at 
a later time.

11. In the Column pane, click the DATE_KEY column. Using the Type column on 
the far left, set the DATE_KEY to the type Key Attribute.

12. When complete, save and activate the attribute view by clicking the Save and 
Activate button on the top-right side toolbar as shown in Figure 6.33. 

In the toolbar, locate the green icon containing a right-pointing arrow. Each 
icon in the toolbar produces hover text when you place your mouse pointer 
over the icon. You can use this hover text to also identify the Save and Acti-
vate icon.
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Figure 6.33 The Location of the Save and Activate, Save and Validate, and Save and Activate All 
Icons

Defining the ATBV_PRODUCT Attribute View

Follow these steps to create this attribute view:

1. Right-click the COMMONATTRIBUTES subpackage, and choose New • Attribute 
View.

2. Using Table 6.22 as a reference, define the properties for the attribute view.

Property Value

Name ATBV_PRODUCT

Description The products attribute view

Package saphana.commonattributes

View Type Attribute View

Copy From Unchecked

SubType Standard

Table 6.22 Properties for the ATBV_PRODUCT Attribute View
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3. Click the Data Foundation node on the left side of attribute view design win-
dow. 

4. In the Details pane, right-click the white space, and choose Add.

5. Using the provided search field, search for the tables listed in Table 6.23. Once 
found, add each table to the Matching Items pane. Click OK to add the tables 
to the Details pane.

Tables Used in the Attribute View

DIM_PRODUCT_CATEGORY

DIM_PRODUCT_SUBCATEGORY

DIM_PRODUCT

Table 6.23 Tables Used in the ATBV_PRODUCT Attribute View

6. In the Details pane, join the three tables using the information listed in Table 
6.24, which contains two distinct join configurations. To create each join, right-
click the white space in the details pane and choose Create Join. Once completed, 
the Details pane should appear similar to the example in Figure 6.34. As an 
alternative, you can also join the tables graphically using the drag-and-drop method.

Join Property Option

JOIN 1 Left Table DIM_PRODUCT_SUBCATEGORY

Left Column PRODUCTSUBCATEGORYKEY

Right Table DIM_PRODUCT

Right Column PRODUCTSUBCATEGORYKEY

Join Cardinality  (1:N)

Join Type Referential

JOIN 2 Left Table DIM_PRODUCT_CATEGORY

Left Column PRODUCTCATEGORYKEY

Right Table DIM_PRODUCT_SUBCATEGORY

Left Column PRODUCTCATEGORYKEY

Join Cardinality  (1:N)

Join Type Referential

Table 6.24 Join Conditions for the ATBV_PRODUCT Attribute View
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Figure 6.34 Example Join Diagram for the ATBV_PRODUCT Attribute View

7. Highlight the columns, using Table 6.25 as reference. To select multiple col-
umns, hold down the (Ctrl) key and click each column.

8. Right-click the highlighted columns, and choose Add to Output.

9. Using the Output pane on the right side of the attribute design window, click 
each column and update its name and label using the mapping values listed in 
Table 6.25. To update the attribute name and label, click each output column. 
Using the Properties pane located below the Output pane, edit the Name and 
Label fields. 

10. Create a calculated column for the product line attribute. Right-click the Cal-
culated Column node in the Output pane. Choose New. 

11. In the data, the product line field is sometime NULL. You need to create a cal-
culated measure to convert the NULL vales into a static alpha value X. 

Define the PRODUCT_LINE calculated column using the options listed in Fig-
ure 6.35 using the formula: if(isnull("PRODUCTLINE"),'X',"PRODUCTLINE").
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Figure 6.35 The PRODUCT_LINE Calculated Column

Column Name Attribute Name Attribute Label

DIM_PRODUCT.PRODUCTKEY PRODUCT_KEY PRODUCT_KEY

DIM_PRODUCT.
PRODUCTALTERNATEKEY

PRODUCTAL 
TERNATEKEY

PRODUCT_ALTKEY

DIM_PRODUCT.
ENGLISHPRODUCTNAME

PRODUCT_NAME PRODUCT_NAME

DIM_PRODUCT.COLOR PRODUCT_COLOR PRODUCT_COLOR

DIM_PRODUCT.LISTPRICE PRODUCT_LISTPRICE PRODUCT_LISTPRICE

DIM_PRODUCT.PRODUCTLINE PRODUCTLINE PRODUCTLINE

DIM_PRODUCT_SUBCATEGORY.

ENGLISHPRODUCTSUBCATEGORYNAME

PRODUCT_
SUBCATEGORY

PRODUCT_
SUBCATEGORY

DIM_PRODUCT_CATEGORY.

ENGLISHPRODUCTCATEGORYNAME

PRODUCT_CATEGORY PRODUCT_CATEGORY

Table 6.25 Column Mappings for ATBV_PRODUCT
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12. On the left side of the attribute design window, click the Semantics node 
located in the Scenario pane.

13. In the Column pane, locate the PRODUCT_LINE column. In the Hidden prop-
erties column, check the box to hide the column. 

14. In the Column pane, click the PRODUCT_KEY column. Using the Type column, 
set the PRODUCT_KEY to the type Key Attribute.

15. In the Hierarchy pane, select the green plus sign to create a products hierarchy. 
Define the hierarchy using the options listed in Figure 6.36.

Figure 6.36 The Product Hierarchy in the ATBV_PRODUCT Attribute View 

16. Define the properties for the product hierarchy. When defining each level of 
the hierarchy, use the green plus sign to add each level.

17. When complete, save and activate the attribute view by clicking the Save and 
Activate button in the toolbar. 
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Defining the ATBV_ORDERED_DATE_HIER Attribute View

Next we’ll outline the steps for creating this attribute view. This attribute view will 
be used to define the specific elements required for the ordered date hierarchy. 
While we could have used the ATBV_BASE_DATE attribute view to manage this 
hierarchy, in subsequent steps, we use the ATBV_BASE_DATE attribute view as the 
basis for creating a derived attribute. In our testing, we’ve found that hierarchies 
in a derived attribute aren’t compatible in some of the SAP Business Objects tools. 
As a result, we’ve decided to develop dedicated ordered data attribute views to 
manage each date hierarchy. To do so, follow these steps:

1. Right-click the COMMONATTRIBUTES subpackage, and choose New • Attribute 
View.

2. Using Table 6.26 as a reference, define the properties for the attribute view.

Property Value

Name ATBV_ORDERED_DATE_HIER

Description The Ordered Date Hierarchy

Package saphana.commonattributes

View Type Attribute View

Copy From Unchecked

SubType Standard

Table 6.26 Properties for the ATBV_ORDERED_DATE_HIER Attribute View

3. Using Table 6.27 as a guide, develop the attribute view.

Column Name Attribute Name Attribute Label

DIM_DATE.DATEKEY ORDERED_DATEKEY ORDERED_DATEKEY

DIM_DATE.

CALENDARYEAR

ORDERED_YEAR ORDERED_YEAR

DIM_DATE.

CALENDARYEARMONTH

ORDERED_YEAR_MONTH ORDERED_YEAR_MONTH

Table 6.27 Column Mappings for ATBV_ORDERED_DATE_HIER
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Column Name Attribute Name Attribute Label

DIM_DATE.

CALENDARQUARTERYEAR

ORDERED_YEAR_
QUARTER

ORDERED_YEAR_
QUARTER

DIM_DATE.

CALENDARYEARWEEK

ORDERED_YEAR_WEEK ORDERED_YEAR_WEEK

Table 6.27 Column Mappings for ATBV_ORDERED_DATE_HIER (Cont.)

4.  In the Semantics node, configure the ORDERED_DATEKEY as a Hidden column.

5. In the Column pane, click the ORDERED_DATEKEY column. Using the Type 
column on the far left, set the ORDERED_DATEKEY to the type Key Attribute.

6. Using Figure 6.37 as a guide, develop the ORDERED_DATE_HIER hierarchy.

Figure 6.37 The Ordered Date Hierarchy in the ATBV_ORDERED_DATE_HIER Attribute View

7. When complete, save and activate the attribute view by clicking the Save and 
Activate button on the toolbar. 
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Defining the ATBV_CUSTOMER Attribute View

Follow these steps to create this attribute view:

1. Right-click the COMMONATTRIBUTES subpackage, and choose New • Attribute 
View.

2. Using Table 6.28 as a reference, define the properties for the attribute view.

Property Value

Name ATBV_CUSTOMER

Description The products attribute view

Package saphana.commonattributes

View Type Attribute View

Copy From unchecked

SubType Standard

Table 6.28 Properties for the ATBV_CUSTOMER Attribute View

3. Click the Data Foundation node on the left side of the attribute view design 
window. 

4. In the Details pane, right-click the white space, and choose Add.

5. Using the provided Search field, search for the tables listed in Table 6.29. Once 
found, add each table to the Matching Items pane. Click OK to add the tables 
to the Details pane.

Tables Used in the Attribute View

DIM_CUSTOMER

DIM_SALES_TERRITORY

DIM_GEOGRAPHY

Table 6.29 Tables Used in the ATBV_PRODUCT Attribute View

6. In the Details pane, join the three tables using the information listed in Table 
6.30, which contains two distinct join configurations. To create each join, right-
click the white space in the Details pane, and choose Create Join. 
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Join Property Option

JOIN 1 Left Table DIM_GEOGRAPHY

Left Column GEOGRAPHYKEY

Right Table DIM_CUSTOMER

Right Column GEOGRAPHYKEY

Join Cardinality (1:N)

Join Type Referential

JOIN 2 Left Table DIM_SALES_TERRITORY

Left Column SALESTERRITORYKEY

Right Table DIM_GEOGRAPHY

Left Column SALESTERRITORYKEY

Join Cardinality (1:N)

Join Type Referential

Table 6.30 Join Conditions for the ATBV_CUSTOMER Attribute View

7. Using Table 6.31 as a guide, develop the attribute view.

Column Name Attribute Name Attribute Label

DIM_CUSTOMER.
ADDRESSLINE1

CUSTOMER_ADDRESSLINE1 CUSTOMER_ADDRESSLINE1

DIM_CUSTOMER.
ADDRESSLINE2

CUSTOMER_ADDRESSLINE2 CUSTOMER_ADDRESSLINE2

DIM_CUSTOMER.
BIRTHDATE

CUSTOMER_BIRTHDATE CUSTOMER_BIRTHDATE

DIM_CUSTOMER.

COMMUTEDISTANCE

CUSTOMER_
COMMUTEDISTANCE

CUSTOMER_
COMMUTEDISTANCE

DIM_CUSTOMER.

CUSTOMERALTERNATEKEY

CUSTOMERALTERNATEKEY CUSTOMERALTERNATEKEY

Table 6.31 Column Mappings for ATBV_CUSTOMER
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Column Name Attribute Name Attribute Label

DIM_CUSTOMER.
CUSTOMERKEY

CUSTOMER_KEY CUSTOMER_KEY

DIM_CUSTOMER.

DATEFIRSTPURCHASE

CUSTOMER_
DATEFIRSTPURCHASE

CUSTOMER_
DATEFIRSTPURCHASE

DIM_CUSTOMER.
EMAILADDRESS

CUSTOMER_EMAILADDRESS CUSTOMER_EMAILADDRESS

DIM_CUSTOMER.
ENGLISHEDUCATION

CUSTOMER_EDUCATION CUSTOMER_EDUCATION

DIM_CUSTOMER.
FIRSTNAME

CUSTOMER_FIRSTNAME CUSTOMER_FIRSTNAME

DIM_CUSTOMER.GENDER CUSTOMER_GENDER CUSTOMER_GENDER

DIM_CUSTOMER.

HOUSEOWNERFLAG

CUSTOMER_
HOUSEOWNERFLAG

CUSTOMER_
HOUSEOWNERFLAG

DIM_CUSTOMER.
LASTNAME

CUSTOMER_LASTNAME CUSTOMER_LASTNAME

DIM_CUSTOMER.
MARITALSTATUS

CUSTOMER_
MARITALSTATUS

CUSTOMER_
MARITALSTATUS

DIM_CUSTOMER.
MIDDLENAME

CUSTOMER_MIDDLENAME CUSTOMER_MIDDLENAME

DIM_CUSTOMER.
NAMESTYLE

NAMESTYLE NAMESTYLE

DIM_CUSTOMER.

NUMBERCARSOWNED

CUSTOMER_
NUMBERCARSOWNED

CUSTOMER_
NUMBERCARSOWNED

DIM_CUSTOMER.

NUMBERCHILDRENATHOME

CUSTOMER_NUMCHILD_
AT_HOME

CUSTOMER_NUMCHILD_
AT_HOME

DIM_CUSTOMER.PHONE CUSTOMER_PHONE CUSTOMER_PHONE

DIM_CUSTOMER.TITLE CUSTOMER_TITLE CUSTOMER_TITLE

DIM_CUSTOMER.
TOTALCHILDREN

CUSTOMER_
TOTALCHILDREN

CUSTOMER_
TOTALCHILDREN

Table 6.31 Column Mappings for ATBV_CUSTOMER (Cont.)
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Column Name Attribute Name Attribute Label

DIM_CUSTOMER.
YEARLYINCOME

CUSTOMER_
YEARLYINCOME

CUSTOMER_
YEARLYINCOME

DIM_GEOGRAPHY. CUSTOMER_COUNTRY CUSTOMER_COUNTRY

DIM_GEOGRAPHY.CITY CUSTOMER_CITY CUSTOMER_CITY

DIM_GEOGRAPHY.
POSTALCODE

CUSTOMER_POSTALCODE CUSTOMER_POSTALCODE

DIM_GEOGRAPHY.

STATEPROVINCECODE

CUSTOMER_STATECODE CUSTOMER_STATECODE

DIM_GEOGRAPHY.

STATEPROVINCENAME

CUSTOMER_STATENAME CUSTOMER_STATENAME

DIM_SALES_TERRITORY.

SALESTERRITORYCOUNTRY

CUSTOMER_
SALESTERRITORYCOUNTRY

CUSTOMER_
SALESTERRITORYCOUNTRY

DIM_SALES_TERRITORY.

SALESTERRITORYGROUP

CUSTOMER_
SALESTERRITORYGROUP

CUSTOMER_
SALESTERRITORYGROUP

DIM_SALES_TERRITORY.

SALESTERRITORYREGION

CUSTOMER_
SALESTERRITORYREGION

CUSTOMER_
SALESTERRITORYREGION

Table 6.31 Column Mappings for ATBV_CUSTOMER (Cont.)

8. In the Semantics node, configure the NAMESTYLE as a Hidden column.

9. In the Column pane, click the CUSTOMER_KEY column. Using the Type col-
umn on the far left, and set the CUSTOMER_KEY to the type Key Attribute.

10. Define the CUSTOMERF_FULL_NAME calculated column as a varchar(250) 
type using this formula: 

"CUSTOMER_LASTNAME" + ', ' + "CUSTOMER_FIRSTNAME" + ' ' + "CUSTOMER_

MIDDLENAME"

11. Define the properties for the customer location hierarchy using Figure 6.38 as 
a reference. 
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Figure 6.38 The Customer Location Hierarchy

12. Define the properties for the product hierarchy using Figure 6.39 as a refer-
ence. 

Figure 6.39 The Customer Sales Territory Hierarchy
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13. When complete, save and activate the attribute view by clicking the Save and 
Activate button on the toolbar. 

Creating the Derived Attribute View DATBV_ORDERED_DATE

This section outlines the steps required to create a derived attribute view based on 
the ATBV_BASE_DATE attribute view.

1. Right-click the COMMONATTRIBUTES subpackage, and choose New • Attribute 
View.

2. Using Table 6.32 as a reference, define the properties for the attribute view. 
When complete, click OK.

Property Value

Name DATBV_ORDERED_DATE

Description The derived ordered date attribute

Package saphana.commonattributes

View Type Attribute View

Copy From Unchecked

SubType Derived

Derived From Select the Browse button and search for saphana.
commonattributes.ATBV_BASE_DATE

Table 6.32 Properties for the DATBV_ORDERED_DATE Derived Attribute View

3. No additional changes are required. With the derived attribute design window 
open, save and activate the derived attribute view by clicking the Save and 
Activate button on the toolbar. 

6.4.2 Creating Analytic Views

Now that you’ve developed and activated the required attribute views, you can 
now begin the process of designing an analytic view. In the analytic view, you’ll 
define the foundation table, join the foundation to attributes, and define measures 
to facilitate the aggregation of the results.
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Designing the Data Foundation

Follow these steps to create an analytic view and define the Data Foundation node:

1. Right-click the INTERNETSALES subpackage, and choose New • Analytic View.

2. Using Table 6.33 as a reference, define the properties for the attribute view.

Property Value

Name AV_INTERNETSALES

Description The Internet Sales Analytic View

Package saphana.commonattributes

View Type Analytic View

Copy From Unchecked

SubType N/A

Table 6.33 Properties for the ATBV_BASE_DATE Attribute View

3. Click the Data Foundation node located on the left side of analytic view design 
window, as shown in Figure 6.40. 

Figure 6.40 An Example Analytic View Design Window
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4. In the Details pane, right-click the white space, and choose Add.

5. Using the provided Search field, enter “FACT_INTERNET_SALES”. Once found, 
click the FACT_INTERNET_SALES object listed in the Matching Items pane. 
Click OK to add the table to the Details pane.

6. Highlight the columns using Table 6.34 as reference. To select multiple columns, 
hold down the (Ctrl) key, and click each column.

7. Right-click the highlighted columns, and choose Add to Output.

Column Name

FACT_INTERNET_SALES.SALESORDERNUMBER

FACT_INTERNET_SALES.SALESORDERLINENUMBER

FACT_INTERNET_SALES.CUSTOMERKEY

FACT_INTERNET_SALES.PRODUCTKEY

FACT_INTERNET_SALES.ORDERDATEKEY

FACT_INTERNET_SALES.FREIGHT

FACT_INTERNET_SALES.PRODUCTSTANDARDCOST

FACT_INTERNET_SALES.TAXAMT

FACT_INTERNET_SALES.ORDERQUANTITY

FACT_INTERNET_SALES.TOTALPRODUCTCOST

FACT_INTERNET_SALES.EXTENDEDAMOUNT

FACT_INTERNET_SALES.UNITPRICEDISCOUNTPCT

FACT_INTERNET_SALES.DISCOUNTAMOUNT

FACT_INTERNET_SALES.SALESAMOUNT

FACT_INTERNET_SALES.UNITPRICE

Table 6.34 The Internet Sales Data Foundation Columns

Designing the Logic Joins

Follow these steps to define the logical joins between an analytic view and exist-
ing attribute views:
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1. Click the Logic Join node located on the left side of analytic view design win-
dow.

2. In the Details pane, right-click the white space, and choose Add.

3. Using the provided Search box, search for the following attribute views: 

EE ATBV_CUSTOMER

EE ATBV_PRODUCT

EE ATBV_ORDERED_DATE_HIER

EE DATBV_ORDERED_DATE

Click OK to add each attribute view to the Logical Join pane.

4. Join each attribute view to the Data Foundation table by right-clicking the 
white space in the Details pane and selecting Create Join.

5. Using Figure 6.41 as a reference, create the join between the Data Foundation 
table and the ATBV_CUSTOMER attribute view.

Figure 6.41 The Join between the Data Foundation Table and the Customer Attribute View

6. Using Figure 6.42 as a reference, create the join between the Data Foundation 
table and the ATBV_PRODUCT attribute view.
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Figure 6.42 The Join between the Data Foundation Table and the Product Attribute View

7. Using Figure 6.43 as a reference, create the join between the Data Foundation 
table and the ATBV_ORDERED_DATE_HIER attribute view.

Figure 6.43 The Join between the Data Foundation Table and the Ordered Date Hierarchy 
Attribute View

8. Using Figure 6.44 as a reference, create the join between the Data Foundation 
table and the DATBV_ORDERED_DATE derived attribute view.
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Figure 6.44 The Join between the Data Foundation Table and the Ordered Date Derived 
Attribute View

9. Update the alias name for the columns in the derived attribute view ordered 
date. Because a derived attribute acts as an alias of an existing attribute view, 
it’s recommended that each of the columns in a referenced derived attribute 
view be aliased as well.

10. In the Logical Join node, locate the Output pane on the right side. Expand 
the Attribute View • DATBV_ORDERED_DATE node.

11. Click each column in this node, and locate the Properties pane. 

12. In the Properties pane, locate the Alias Name and Alias Label fields. Using 
Table 6.35 as a reference, update both alias fields with the same value.

Attribute View Column Name Alias

DATEKEY ORDERED_DATE_KEY

FULLDATEALTERNATEKEY ORDERED_DATETIME

CALENDARYEAR  

CALENDARQUARTER ORDERED_CAL_QTR

CALENDARQUARTERYEAR  

CALENDARYEARMONTH  

Table 6.35 The Alias Name and Alias Label Cross Reference Table
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Attribute View Column Name Alias

ENGLISHMONTHNAME ORDERED_CAL_MONTH

WEEKNUMBEROFYEAR ORDERED_CAL_WEEKNUM

ENGLISHDAYNAMEOFWEEK ORDERED_CAL_DAYNAME

DAYNUMBEROFMONTH ORDERED_CAL_DOM

DAYNUMBEROFWEEK ORDERED_CAL_DOM

FISCALQUARTER ORDERED_FISCAL_QTR

FISCALYEAR ORDERED_FISCAL_YEAR

Table 6.35 The Alias Name and Alias Label Cross Reference Table (Cont.)

Note that for CALENDARQUARTERYEAR and CALENDARYEARMONTH, the col-
umns don’t need an alias because they are hidden.

Designing the Semantic

In the Semantics node we’ll finalize the configuration of the analytic view by 
defining attributes and measures. We’ll also hide columns.

1. Click the Semantics node located on the left side of analytic view design win-
dow. Figure 6.45 contains an example of the window you should now see.

2. Locate the Columns pane located just below the Details pane.

3. Click the Local tab in the Column pane.

4. Configure the Sales Order Number and Sales Order Line Number output 
columns as attributes. Using the (Ctrl) key, highlight both columns. In the 
Columns pane, locate the Attribute icon located on the right side header. Click 
the icon to convert the highlighted columns into attributes.

5. Configure the remaining columns as measures. Using the (Ctrl) key, highlight 
the remaining columns. In the Columns pane, locate the Measure Icon located 
on the right side header. Click the icon to convert the highlighted columns into 
measures.

6. Click the Shared tab in the Column pane. This pane allows you to manage the 
columns returned from the connected attribute views.
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Figure 6.45 Semantics Node Window

7. Locate the NAMESTYLE, PRODUCTLINE, CAL YEAR, CAL QUARTER YEAR, 
and CAL YEAR MONTH columns. To the right of each column locate the Hidden 
column. Place a checkmark in the provided box to hide these columns. 

8. When complete, save and activate the analytic view by clicking the Save and 
Activate button on the toolbar. 

9. Preview the analytic view using the Data Preview (small magnifying glass image 
overlooking a table) icon located to the right of the Save and Activate icon. 

The analytic view and attribute views are now ready for consumption by the 
SAP Business Objects tools. In subsequent chapters, we’ll examine how each SAP 
Business Objects tool connects; the analytic view will be the main connection point to 
the Internet sales data in SAP HANA. Users will be able to use this information view 
to analyze their Internet sales transactions by product, customer, and ordered date.

Let’s consider another case study that better explains why you need calculation 
views to facilitate multidimensional analysis. In the next case study, we’ll walk 
you through both the requirements and the solution for solving a common query 
issue using a calculation view. 
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predefined filter, 809

Universe Designer, 585
Universe Query panel, 808
UNIX, 789
User, 85
User name and password, 591
User provisioning, 521, 522, 542
User role, 87

V

Validation rule, 817
Variable, 239
Vintela, 559
Visualization, 480, 703

W

Webi, 749
Web service, 256, 514, 677
With Root Node property, 355

X

X509 authentication, 523
XS Engine, 28, 50, 405, 513, 541
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