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Introduction

It’s not common that the second edition of a book publishes less than a year after 
the first edition—but, then again, not much about SAP HANA is common. We’re 
thrilled to welcome you to this updated edition of our book, with new informa-
tion about SAP Business Suite on SAP HANA, more step-by-step instructions on 
data provisioning, expanded coverage of administration tasks in SAP HANA, 
and more. 

As with the first edition, you’ll find that this book gives you everything you need 
to get started with SAP HANA. Part I is for anyone looking to understand the basics 
of SAP HANA. In Chapter 1, we offer an introduction to the topic with general 
explanations of big data, in-memory computing, and how they come together in 
SAP HANA. In Chapter 2, we get a little more specific about the solution, outlining 
the three main SAP HANA implementation options. Chapter 3 is brand new, and 
offers an introduction to some of the advanced applications that can be powered by 
SAP HANA, including SAP Predictive Analysis. Finally, in Chapter 4, we offer some 
advice on outlining a business strategy that includes SAP HANA. 

Part II is where it starts to get technical. In Chapter 5, we introduce you to the 
first steps in planning an SAP HANA implementation, including some specific 
information on SAP NetWeaver BW migration. In Chapter 6, we offer an intro-
duction to some of the tools that integrate with SAP HANA, mainly focusing on 
the SAP Business Objects BI platform. Then, in Chapter 7 through Chapter 9, we 
really dive into the details of SAP HANA itself: with step-by-step instructions and 
hundreds of screenshots for working in Information Composer and SAP HANA 
Studio. The detailed discussion continues in Chapter 10, with information about 
data provisioning with SAP Data Services, SAP Landscape Transformation, and the 
Sybase Replication Server, including expanded step-by-step instructions. Finally, in 
Chapter 11, we round out the book with a discussion of SAP HANA administration.
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Introduction

After reading this book, you’ll have the basics you need to start digging for more. 
We hope you enjoy the ride!

 
Dr. Berg
Associate Professor, SAP University Alliance, Lenoir Rhyne University  
Vice President of Information Technology, ComeritLabs

Penny Silvia
IBM Global Business Services SAP Center of Competency, Global Analytics and 
SAP HANA Leader
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SAP HANA Studio is the developer tool that you’ll use to build and deploy 
data models. 

8 Data Modeling with SAP HANA Studio

SAP HANA Studio is the central SAP HANA developer tool for defining the tables 
that will hold your data, setting up data provisioning on SAP HANA, and model-
ing data into views. In this chapter, we’ll focus on the modeling capabilities of 
SAP HANA Studio (or Studio, for short), taking a practical, hands-on approach to 
modeling using real-life examples. The basic modeling capabilities in Studio com-
prise attribute views, analytic views, and calculation views, which are all covered 
in this chapter. Advanced options such as filtering, variables, custom calculations, 
and currency conversion are covered in the next chapter. 

Studio differs from Information Composer (discussed in the previous chapter) in 
that it offers more advanced modeling options, as well as being the tool in which 
you perform the administration of the models. (For a more detailed discussion of 
the differences between Information Composer and Studio, refer to the beginning 
of Chapter 7.) Studio also serves as the tool in which you start and stop the data 
feeds from external systems using the SAP Landscape Transformation tool (SLT), 
but we’ll save that discussion for Chapter 10.

We’ll follow a logical progression through the topics pertaining to data modeling 
in Studio. In the first two sections, we introduce some new terms and take a look 
at the layout and different elements of the Modeler perspective. The next four 
sections cover basic modeling, where we take a sample data model in the sales area 
and model it in SAP HANA in a step-by-step fashion. 

Note

The screenshots in this chapter are taken from the version of SAP HANA Studio cur-
rent at the time of this writing. If you installed Studio before 2013, your screens in the 
Modeler perspective may look slightly different.
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Data Modeling with SAP HANA Studio8

8.1 SAP HANA Studio Overview and Terminology

Studio is organized into perspectives. A perspective organizes the screen into dif-
ferent elements, giving you all of the tools, information, and functions you need 
to accomplish a specific task. Perspectives can be customized by each individual 
user to his liking. Often, developers have their own preferred way of working 
with screens, such as positioning certain information on the screen in a way that 
works for them. 

The following standard perspectives are offered by SAP:

EE Administration Console (the default perspective when launching Studio)

EE Modeler

EE Debug

EE RCP Perspective

EE Resource

EE SVN Repository Exploring

EE Team Synchronizing

We’ll work with the standard SAP perspectives and their standard layouts in this 
chapter. In particular, we’ll be covering the Modeler perspective in detail.

Before starting the example scenario and logging on to SAP HANA, you need to 
become familiar with the terminology of the different modeled objects. At its most 
basic level, data in SAP HANA is organized and stored in tables. Each field in a table 
is classified either as an attribute or a measure:

EE An attribute is an entity that qualifies data in some way. Examples are Material 
and Customer.

EE A measure is an entity that quantifies something. Examples are Order Quantity 
and Sales Amount.

To bring data from different tables together, you model information views. Specifi-
cally, there are three types of information views:

EE Attribute views   
Attribute views are views on one or more tables that are reusable for different 
purposes. They are the basic building blocks in the Modeler. Attribute views 
are often comparable to dimensions in the language of SAP NetWeaver Business 
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Warehouse (BW), although one important difference is that attribute views are 
fully reusable throughout the system and not tied to any particular model or 
even subject area.

For example, an attribute view named “Organization” can bring together differ-
ent organizational entities such as company code, controlling area, and credit 
control area into one object. You can then use that object in all analytic and 
calculation views for the subject area where the entities are relevant. This way 
you can standardize which attributes are available in all of the reports in, say, 
Credit Reporting.

Most of the attribute views you create will be on master data. However, there 
is no technical restriction for this, and it’s equally possible to create attribute 
views on transaction tables. To make attribute views of this type reusable, you 
need to be careful with their definition, so this type of attribute view shouldn’t 
be used too often. For example, an attribute view on Sales Document Header 
and Sales Document Item is reusable.

EE Analytic views  
Analytic views join together one central fact table, which contains the measures 
you want to report on, with any number of other tables and/or attribute views 
that contain additional attributes to report by. Additionally, you can create cal-
culated measures and variables in an analytic view.

An analytic view that contains all of these elements is often used directly as a 
source of data for reporting tools. From a reporting perspective, analytic views 
like this are roughly comparable to InfoCubes in SAP NetWeaver BW or InfoS-
ets in SAP ERP.

An example of an analytic view might be sales by product, customer, and orga-
nizational entity.

EE Calculation views   
Calculation views bring together database tables, attribute views, analytic views, 
and even other calculation views to satisfy a complex business requirement. 
They offer a way to combine different analytic views (i.e., more than one fact 
table) into one source of data for reporting tools.

An example of a calculation view might be a comparison of actual sales with 
forecast sales.

For most BI architects familiar with SAP products, such as SAP NetWeaver BW, 
it’s tempting to compare these types of views with the ones used throughout SAP 
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NetWeaver BW: attribute views are like dimensions, analytic views are like cubes, 
and calculation views are more or less like MultiProviders. To some extent this 
is true, but don’t be fooled by the superficial resemblance. Information views in 
SAP HANA offer much more than this, and they need to be modeled carefully for 
both reusability and performance. From an architectural point of view, then, it’s 
a mistake to consider the information views to be simple counterparts of dimen-
sions, cubes, and MultiProviders in SAP NetWeaver BW. 

Consider the two implementations shown in Figure 8.1 and Figure 8.2. 

Analytic View 1

Data Foundation 1

Fact Table, e.g.,
VBRP: Sales
Invoice Item

Data Foundation 2

Fact Table, e.g.,
BSEG: General

Ledger Document
Items

Attribute View

KNA1: General
Data in Customer

Master

ADRC: Address
Data

KNVV: Sales
Area Data for

Customers

Analytic View 2

Figure 8.1 Attribute View Used as One-Stop Shop for All Analytic Views

In the first implementation, the attribute views are modeled in a similar way to 
SAP NetWeaver BW objects. The Customer attribute view here contains all essential 
customer data. This leads to maximum reusability of the view as it’s essentially a 
one-stop shop for any and all Customer attributes. 

In the second implementation, the attribute views are comparatively smaller. This 
leads to more objects in the system but also to better performance, while still 
maintaining very good reusability of the views. The performance is better here 
because of multiple factors:

EE Each view contains fewer fields than the combined attribute view for customer 
data in the first implementation.

EE Each attribute view is at the best possible level of detail. For example, the sales 
area level of detail in the customer data isn’t required in the second analytic 
view, but in the first implementation, it is still being retrieved. In the second 
implementation, only the maximum required level of detail is retrieved.
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EE There are fewer joins to execute (three joins for the first analytic view but only 
one for the second view in the second implementation). 

Analytic View 2

Fact Table, e.g.,
BSEG:General

Ledger Document
Items

Data Foundation 2

KNA1: General
Data in Customer

Master

Attribute View

ADRC: Address
Data

Attribute View

KNVV: Sales
Area Data for

Customers

Attribute View

Data Foundation 1

Fact Table, e.g.,
VBRP: Sales
Invoice Item

Analytic View 1

Figure 8.2 Separate Attribute Views Used on As-Needed Basis Only in Analytic Views

The first implementation can be referred to as the conceptual approach, which is 
what SAP NetWeaver BW uses. This approach relies on building a conceptual 
model first, then deriving the structures and views needed for it from there, and 
stopping when the goal of the model is achieved. Architects sometimes refer to this 
as the top-down approach to modeling. The second implementation can be called 
the physical approach. Starting from the physical base tables, objects are built until 
the necessary result can be achieved. This is sometimes also called the bottom-up 
approach to modeling.
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Overall, it seems that, on the surface, the second implementation offers a better 
way to model data in general. Unfortunately, this isn’t a general rule for all imple-
mentations. How exactly you architect your views deserves serious consideration 
before you begin an implementation of SAP HANA, and you need to consider a 
number of other factors as well.

For instance, if you want to standardize reporting to a larger extent, you may 
choose to create the Customer attribute views of both the conceptual and physical 
approaches just described. The all-in-one customer view can be used throughout the 
sales module reporting, offering an easy one-stop view for all reports that need all 
three master data tables anyway. The other views are better suited to use outside 
logistics than, for example, in the finance area. This way you can achieve great 
reusability, good performance, and a high degree of standardization at the same 
time. In this approach, your system will contain many different attribute views.

If, on the contrary, your reporting is less standardized (e.g., your company has 
many divisions that operate in a fundamentally different way), the physical mod-
eling approach may be more suited to your case. You’ll have comparatively more 
attribute views in the system than in the conceptual approach, which gravitates 
toward a relatively larger amount of analytic views instead.

An additional important point is to make use of the flexibility that SAP HANA offers. 
Remember that analytic views can combine tables and/or views; in other words, 
an analytic view can also consist only of tables and not use any attribute views 
in its definition at all. Applying this to the second implementation example, the 
“receivables” analytic view could be built with the tables only, forgoing the need 
to create attribute views on the customer tables entirely. This would reduce the 
number of attribute views you need but, on the other hand, lead to less standard-
ization in reporting in the finance area as a whole. The set of customer master data 
fields reported in the finance area may be different in the different analytic views 
in this area; all fields from the base tables would automatically be available in each 
analytic view in finance, and a different subset may be used in each analytic view by 
the developer. If this is too much modeling flexibility for you, attribute views can 
be used to present a predefined set of fields—hiding others from view, so to speak.

Before you begin setting standards for creating views, therefore, consider both 
your reporting requirements and reporting strategy carefully. Take into account 
the hardware you have available as well; a more powerful system (i.e., more CPU 
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power) can handle the larger number of joins in the conceptual approach better than 
a more modest hardware configuration. As always, architect your solution before 
you begin, and in the case of SAP HANA, don’t fall into the trap of automatically 
porting your design philosophy from the SAP NetWeaver BW concept into your 
SAP HANA implementation.

8.2 Getting Started with SAP HANA Information Modeler

Now let’s log on to an SAP HANA system and build a data model. The initial screen 
after logging on will look something like Figure 8.3.

Figure 8.3 Initial Logon Screen for SAP HANA Studio

On the left is the Navigator pane. The content of this pane changes in each of the 
perspectives, but, in general, this is where you’ll find the overview of all of the 
objects at your disposal for achieving certain tasks, and from here you can choose 
to view their definition and their data. You find objects in this pane largely like 
you find files on your computer. When you select and double-click on an object 
in the Navigator pane, it opens in the central pane. Because you haven’t started 
performing any tasks yet, this pane is blank initially.

At the bottom is the Properties pane. For any object selected in the central pane, 
its specific properties will be displayed here and can be edited if needed. On the 
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right is a general pane that gives access to cheat sheets, system help documenta-
tion, and the like.

In the Administration Console perspective, the Navigator pane contains the 
SAP HANA systems that are connected to your Studio client as top-level nodes. 
Remember that Studio is a client tool that is installed on your PC and that allows 
you to perform tasks in the SAP HANA database, which sits elsewhere, probably in 
your company’s data center. Your company may have several SAP HANA systems, 
in which case, you can work in all of them using your single Studio client. The first 
task after starting Studio for the very first time, therefore, is to set up the relevant 
SAP HANA systems in Studio. After this one-time setup, Studio will remember 
which systems it’s connected to.

In this section, we discuss some of the basic functionalities of Studio and explain 
how to perform them. We then conclude with a description of the example scenario 
that we’ll use to demonstrate the concepts in this chapter.

8.2.1 Adding a System

To add a system to your local Studio client, simply click on the right panel of the 
Administration Console under Cheat Sheets, or right-click anywhere in the 
blank space of the Navigator pane, and choose Adding New Systems and Fold-
ers (Figure 8.4).

Figure 8.4 Adding a System

A popup window will appear asking you which system you want to connect to 
(Figure 8.5). 
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Figure 8.5 Specifying the System

After you’ve specified the system, click Next, fill in your credentials, and then click 
Finish (Figure 8.6).

Figure 8.6 Adding Your Credentials

The system you’ve added should now appear as a top-level node in the Navigator 
pane (Figure 8.7).
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Figure 8.7 System Added to Studio

In the Administration Console perspective, the catalog objects are the only ones 
displayed for each system. The catalog contains the list of the available database 
schemas in the system and their objects, as well as a folder to view and edit autho-
rizations (provided you have security access to do this, of course) and a folder for 
Public Synonyms (Figure 8.8).

A schema is a group of physical tables on the database. Schemas are listed under 
the Catalog node in the Navigator pane of the screen in Studio.

Figure 8.8 System Catalog Objects
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Note that you can’t see any information views in this perspective, such as attribute 
views, and so on. To see and edit those objects, you have to switch to the Modeler 
perspective. As the name implies, the Modeler perspective is used for creating 
and maintaining data models, which we’ll focus on in this chapter.

8.2.2 Opening Perspectives

To open a different perspective, in our case, the Modeler, go through the menu 
option Window • Open Perspective • Other, and choose the Modeler option in 
the popup window. Alternatively, the Open Perspective button near the top-right 
corner of the screen provides a slightly quicker way to access the same popup 
window (Figure 8.9).

Figure 8.9 Opening the Modeler Perspective

After the Modeler perspective opens, you can see a second node just below the 
system in the Navigator pane with the modeling content of this system. The Con-
tent node contains all modeled objects, such as the different types of information 
views, analytic privileges, and a few others (Figure 8.10).

Apart from the Navigator, Properties, and Help panes, there is by default also 
a Where Used pane and a Jobs pane. As always, you can minimize, maximize, or 
close panes to your liking to organize your screen.

In the central pane, you’ll now see Quick Launch. 
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Figure 8.10 Making the Content Visible

8.2.3 Using Quick Launch

Quick Launch provides easy access to many common tasks in an SAP HANA system. 
This includes creating attributes or other views and also the setup and administra-
tion of the data provisioning for the system, immediate access to the SQL Editor, 
and various other tasks (Figure 8.11).

Figure 8.11 Quick Launch
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Quick Launch can always be started easily from the menu option Help • Quick 
Launch.

8.2.4 Creating a Package

The different types of information views are organized in SAP HANA inside packages, 
which are groupings of information objects. This is a logical grouping of related 
objects and is different from a schema, which is a group of physical database tables. 
There are two kinds of packages: nonstructural and structural. A nonstructural pack-
age can contain information objects such as views (attribute, analytic, calculation), 
procedures, and so on. A structural package can only contain other packages and 
is used only to organize all packages in the system into a logical tree.

All information objects in Studio are grouped into packages. Packages are logical 
groupings intended to help you organize your objects. They don’t limit your ability 
to use and reuse objects throughout the system, so provided you have the neces-
sary privileges, you can use objects from multiple packages in information objects 
to create new attribute views and so on.

To create a package, follow these steps:

1. Ensure you’re in the Modeler perspective.

2. Either from the Quick Launch page or by right-clicking on the Content node 
inside the Navigator pane, access the option Create Package. A dialog box 
appears.

3. Fill in the technical name of the package, its description, and the person respon-
sible. The field Delivery Unit is related to the way objects in SAP HANA are 
promoted to other systems. This can be specified later as and when objects are 
planned to move, so leave it blank for now.

4. Click OK.

Each package will be empty upon creation. As you create objects in your package, 
the system automatically groups them in several subfolders for the different types 
of information objects.

865_Book.indb   271 4/5/13   2:48 PM



272

Data Modeling with SAP HANA Studio8

8.2.5 Example Scenario

Before starting with implementation in the system using SAP HANA Studio, you 
should identify the data you’ll need, learn where and how it’s stored in SAP HANA, 
and determine how the data and tables relate to each other. This will enable you 
to create a data model.

The first sample requirement we’ll consider is to build a Customer attribute view, 
which also includes sales organization master data. We will also include the country 
information of the customer to ensure we send marketing material in the correct 
language. This includes building the attribute view on the following tables:

EE Customer  
This contains customer data. 

EE Sales Organization  
This contains organizational data.

EE Country  
This contains a language key and description.

Secondly, we’ll create an analytic view by adding data from a product table and a 
sales transaction table to the Customer attribute view created in the first step. This 
will allow you to use the customer master data in the attribute view and link it 
to sales and products data for sales reporting. All tables involved in this example 
scenario are included in Figure 8.12.

Figure 8.12 SAP HANA Tables for the Attribute View and Analytic view Scenarios

Let’s get started.
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8.3 Building Attribute Views

In this section, you’ll create the first view in SAP HANA. As we go through this 
process, we’ll introduce a number of definitions and concepts, explain join types, 
and get you familiar with the basic mechanics of working with views in Studio.

8.3.1 Creating an Attribute View

To create a new attribute view, right-click on a package, and choose New • Attri-
bute View. Alternatively, from Quick Launch, choose Attribute View, and click 
the Create button. A popup will appear asking you for a technical name and 
description. If you called up the Information View Creation dialog using Quick 
Launch, be sure to choose the correct package from the dropdown; if you used 
the right-click option in the Navigator pane, it’s defaulted for you (Figure 8.13).

Figure 8.13 Creating an Attribute View inside a Package

In the following dialog box, choose the type of attribute view you want to create: 

EE Selecting Standard from the Subtype field gives you a blank canvas from which 
to start. 

EE Selecting the Copy from checkbox makes a new copy of an existing attribute 
view from which to work. The newly created view and the one you copied from 
are not linked; it’s simply a quicker way to get started if you know of an existing 
view that has many of the elements you need already. 
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EE Selecting Time from the Subtype field creates both a view and data for you 
regarding time attributes (date, month, year, etc.).

EE Selecting Derived from the Subtype creates a new attribute view, to which you 
can give a different name from the original but the same definition. The views 
will be linked, and you can’t change the definition of the derived view.

The Time option is covered in Section 8.3.4, and the Derived option will be covered 
in Chapter 9, Section 9.2. So for now, choose a standard subtype for the attribute 
view (Figure 8.14).

Figure 8.14 Creating a Standard Attribute View

Now you can navigate inside the SAP HANA system you linked to earlier. The 
Navigator pane includes several subfolders, including Column Views, Proce-
dures, Tables, and Views. In our example scenario, the CUSTOMER, COUNTRY, 
and SALESORG tables in the Tables folder have been dragged over to the Data 
Foundation in the middle panel of the screen (Figure 8.15). 

Next we’ll look at how you can join information from many tables and decide 
which fields you want to make available to users. Because data may be located in 
dozens of tables with lots of technical information, it’s often important to shield 
the user from the complexity of the underlying tables. 

Defining Table Joins

You create a join simply by clicking a field in one table, holding down the mouse 
button, and dragging the pointer onto a field in another table. In this example, 
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you’re creating table joins between the sales organization in the customer table 
and the sales organization in the SALESORG table. It’s important to make sure 
that the data types match, or you’ll have a mismatch, and the view may return no 
values. You’ll also create a table join between the country fields in the customer 
and the country table.

Figure 8.15 Building the Customer Attribute View Based on a Customer Table in SAP HANA

In addition to joining the tables, you can filter out those values you don’t want in 
your view. For example, in the example view, you want only those customers who 
are flagged as valid (the database identifies this by setting the field VALID_TO in 
the CUSTOMER table to “9999-12-31”. You can simply double-click on any table 
join and apply a filter (Figure 8.16). Adding filters are very useful when you want 
to exclude data for certain user groups in the view, or when you want to remove 
records data that is not meaningful from the view.
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Figure 8.16 Defining Table Joins and Adding a Filter on a Join to an Attribute view

The appropriate Properties pane automatically displays the properties of any 
selected object in the design pane. You can always display the properties of a join 
by clicking on the join link in the graphical view (Figure 8.17). In the Property 
window, you can define the join type (this example uses text joins because these 
are text fields) and also change the cardinality of the join (i.e., one-to-many). The 
Properties pane is found at the bottom of your screen.

Figure 8.17 Join Properties Available for Views in SAP HANA

In this case, the system defaults are the correct values for the join. In general, pay 
close attention to the following join properties:

EE Join Type

EE Cardinality 
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Apart from the general inner, left outer, and right outer join types, other options 
exist that are called referential join and text join. Table 8.1 summarizes the different 
types of joins in SAP HANA.

Join Type Result Use Comments

Inner Rows where there is 
at least one match 
in both tables—if left 
unspecified, a join is 
executed as an inner 
join.

Attribute views and 
analytic views.

In the specific case where 
there is a filter on a field 
in the right table, but no 
field from the right table is 
requested, the filter isn’t 
taken into account. The 
reason is that if no field of 
the right table is requested, 
the join engine skips this 
table for performance 
reasons.

Referential

(default join 
type in the 
graphical 
interface 
for view 
definitions)

An inner join where 
referential integrity 
is assumed (see 
the “Comments” 
column).

Same as for inner 
join. For example, 
for joins between 
item and header 
data for documents 
(header record 
always exists for 
any item record), or 
for joins between 
different levels of 
the same master 
data, such as 
plant/material and 
material general 
data.

Can be faster than an inner 
join because the right table 
isn’t checked when no 
field from the right table is 
requested. In that specific 
case, note that the join 
engine doesn’t check the 
right table, and even if an 
entry in the right table is 
missing, the row from the left 
table is still returned. In this 
case, it behaves more like a 
left outer join. If the join must 
always be executed as inner, 
use the type Inner Join 
instead. (See the “Referential 
Join Types” box following this 
table.)

Table 8.1 Join Types
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Join Type Result Use Comments

Left outer All rows from the 
left table, even if 
there is no match in 
the right table.

Analytic views, to 
join fact table as left 
table to attribute 
views as right table. 
Cardinality in that 
case should be set 
to N:1.

This is the join type used 
between the fact table and 
dimensions in a basic star 
schema (e.g., “even if no 
entry exists for product x in 
the product dimension, show 
all the facts in the output”). 

Right outer All rows from the 
right table, even if 
there is no match in 
the left table.

Rarely used. 
Potential use is in 
analytic views to 
display all master 
data values even if 
there are no facts 
in the fact table 
for them. Possible 
to use in attribute 
views as well.

For example, when joining 
customer master data (right 
table) with sales documents 
(left table), this would display 
all customers, even the ones 
who did not buy anything. 
Typically used in the type 
of scenario, “Give me all 
customers/products/… with 
no sales last period,” and so 
on.

Full All rows from both 
tables, regardless of 
whether they match.

Rarely used. Only 
allowed in attribute 
views. Potential use 
is to check master 
data relationships.

For example, when joining 
customers with customer 
account managers, this 
gives all customers (even 
if no account manager is 
assigned) and all account 
managers (even if they have 
no customers assigned). May 
be useful to verify accuracy of 
master data relationships. 

Text Retrieves 
descriptions 
for codes, for 
example, material 
descriptions, and 
so on.

To join text tables, 
especially if they 
are language 
dependent. Can 
retrieve descriptions 
based on the 
language the user is 
logged in with.

Text joins can only be used 
in attribute views; they are 
not supported in analytic or 
calculation views.

Table 8.1 Join Types (Cont.)
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Referential Join Types

An exception to this exception is when the referential join is executed outside of an 
analytic view—in which case the OLAP engine is bypassed, and only the join engine is 
used. It will always execute as an inner join in this case.

As a general rule, developers should be very familiar with the join types and with 
the few exceptions that exist for specific types in SAP HANA. A lot of detailed 
information is available both in SAP Help and on the SAP Community Network 
(SCN) website (http://scn.sap.com/welcome). The joins for the text tables are created 
in the same way as any other joins. You do need to go to the properties of each 
join and change the join type to a Text Join for these.

In text joins, you don’t need to set the cardinality because it’s set to 1:1 by the 
system. This is, strictly speaking, not correct because the text table has multiple 
rows for each row in the code values table (each value has descriptions in multiple 
languages). However, by definition of a text join, only one description will be 
retrieved for each code value, based on the user’s logon language. In effect, then, 
this becomes a 1:1 relationship.

Specifically for text joins, if the text table is language-dependent, you should always 
specify the Language Column property as well. This will allow you to later pass 
the user’s logon language to the attribute view so that the texts are retrieved from 
the database for the correct language.

Defining the Output of the Attribute View

After the table join has been created, you can define the output by simply clicking 
on the gray icon next to each of the fields you want to make available as output 
in the view. This allows you to create views with large tables and many fields 
and only select those you want to make available. It also makes the maintenance 
much easier. If someone is requesting a new field to be added in the future, the 
developer only has to make one click on the existing table and save the view, and 
the field can be made instantly available to users in the system. (This includes SAP 
Business Objects BI users.)
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All selected fields are also identified in the left output panel, and you can see 
which columns are filtered by the filter symbol added to the respective fields. 
In this example, you can see that a filter has been applied to the VALID-TO field 
(Figure 8.18).

Figure 8.18 Selecting Attribute View Output from Joined Tables in SAP HANA

The output of the view is based on the joined tables, and there is no way for the 
system to know what the proper keys should be or what you want them to be. But 
to reuse this attribute view later and join it with other views, there must be a key 
to the end result. Therefore, in the output, you must specify visible key attributes. 
These will be used as the definition of a primary key for the attribute view and 
thus for model validity checks in further views that contain this attribute view. 

In this example scenario, you are making the customer number a key attribute. 
You simply click on the field in the Details panel and change the value of the Key 
Attribute in the Properties panel to True (Figure 8.19).

Note that in the Output section, you can change the order of the fields either by 
dragging them up or down, or by using the icon buttons provided at the top of the 
section. For views with a very large number of fields, there is even a search function.
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Figure 8.19 Creating Key Attributes for a View

8.3.2 Creating Drilldown Capabilities in an Attribute View

You can also allow users to drill down on details based on an attribute in a view. 
In this example scenario, you’ll make sales organization available for drilldown 
for the users of the view. Start by clicking on the attribute Sales Organization 
in the SALES table and changing the property setting to True in the Properties 
panel (Figure 8.20).

Figure 8.20 Making an Attribute Drilldown-Enabled in an SAP HANA View
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8.3.3 Checking, Saving, and Activating Attribute Views

The view is now fully defined. Check that everything is ready with the Validate 
button (Figure 8.21). This validation will check whether there are missing defini-
tions, logical errors, missing key attributes, and much more.

Figure 8.21 SAP HANA Attribute View Validation

In this example, an error needs to be fixed before you can activate the view (Figure 
8.22). This error is displayed in the job log at the bottom of your screen. If the text 
is red, you are alerted that an issue needs to be fixed before activation.

Figure 8.22 Error Validation of a View Missing a Key Attribute

Checking Errors during Model Validation or Activation

The job log also produces an error log in case the validation fails. This error log contains 
an extensive list of checks and tells you what exactly has failed during validation. For 
example, if you forget to specify key attributes, the job log returns an error message. If 
that happens, you can right-click on the job log entry and choose Open Job Details to 
see the exact error message (Figure 8.23).

Figure 8.23 SAP HANA Attribute View Validation Error
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After you’ve fixed the error by making the key attribute visible, you can rerun 
the validation and then proceed to activate the attribute view (Figure 8.24). To do 
so, click on the second green arrow called Save and Activate. This will make the 
view available to those who have been assigned privileges to views in SAP HANA 
(more on this in Chapter 11). 

Figure 8.24 Activating an Attribute View in SAP HANA

8.3.4 Creating the Time Attribute View

The need to report by date is universal, as is the need for the dates to be available 
in a number of formats, such as month, year, and so on. SAP HANA offers an easy 
way to make this possible for all your data models using a special type of attribute 
view called the time attribute view. SAP HANA can generate the values for all of the 
fields automatically, if you want, and this need only be done once. Once created, 
this can be reused throughout the system.

To create this view, start by creating a new attribute view, but this time, choose 
the view subtype Time in the first popup window. You can choose the granular-
ity of the view and whether it’s a regular calendar or a fiscal one. For example, if 
Gregorian calendar view is selected, with date as the lowest level, SAP HANA will 
generate the table contents automatically.

The system now presents a ready-made attribute view design, so all you need to 
do is to save and activate it. You can check the data that this view contains in the 
same way as for any other view or table. Right-click on the view in the Navigator 
pane, and choose Data Preview. (The table presented isn’t one that was defined 
in our schema. The time table resides in the SAP HANA system schema _SYS_BI 
and is called M_TIME_DIMENSION. By default, it contains all dates for the years 
1990 to 2020.)
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8.4 Building Analytic Views

Analytic views are the most common views for reporting purposes. This is the basic 
view type that is used as a source of data in the SAP Business Objects BI tools (or 
other frontend tools). This view type can contain the following:

EE One fact table with measures

EE Any number of attribute views

EE Any number of other tables

The definition of the view can be as simple or as complex as you like. In fact, an 
analytic view doesn’t even have to make use of attribute views; for example, it can 
simply join a fact table with master data tables directly. The Customer attribute 
view that you created in the previous section make the modeling in analytic and 
calculation views easier and are reusable across many different analytic views that 
all need customer and/or material data. For which entities and at which level you 
want to create attribute views and where you want to do all of the work in analytic 
views is a topic for data architects to discuss before your implementation. This 
important decision affects both performance, development, and maintenance effort. 

In addition to attribute views for master data, you’ll often want to join tables with 
transactional data, calculations, and other views. This is called an analytic view. In 
the next section, we’ll build on the preceding example by adding products and 
sales transaction data in an analytic view. 

8.4.1 Creating an Analytic View

To create an analytic view, follow these steps:

1. Find the appropriate package.

2. Right-click on the package, and choose New • Analytic View (Figure 8.25).

3. Provide a technical name, description, and a default schema (Figure 8.26).

4. Define the design (joins and properties) and output of the view.

5. Validate the view definition.

6. Save and activate the view.
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Figure 8.25 Creating an Analytic View

Figure 8.26 Selecting the View Type

Alternatively, you can use Quick Launch to bring up the popup window where 
you start by providing a technical name and description. As always when you 
go through Quick Launch, don’t forget to specify the correct package because it 
won’t be defaulted in.
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8.4.2 Adding Views and Tables

Continuing with the example, you’ll now use the Customer attribute view you 
created in the earlier steps and add a Product master data attribute view and a 
Sales Transaction table to the new analytic view. This will allow user access to all 
of the fields and filters in the previous customer view as well as the measures in 
the analytic view. You’ll also add a net revenue calculation to this view. The first 
step to accomplish this is to navigate to the table and the two views you want to 
include. After selecting these, simply drag and drop the views into the Logical 
Join of the SAP HANA analytic view and the SALES table into the Data Founda-
tion (Figure 8.27).

Figure 8.27 Adding a Table for Data Foundation and Two Views to the Logical Join

In the Data Foundation tab, only the physical objects that are part of the view are 
presented. The Logical View tab presents the Data Foundation as a single logical 
object along with all of the attribute views that you initially selected during creation. 
Essentially, only the logical objects that are part of the view are represented here.

After you’ve added the table and the two attribute views to the new analytic view, 
you must create joins. In this example, this is done by clicking and dragging the 
Customer Number in the Data Foundation table to the Customer Number in 
the Customer view. You also create a join between the Product Number in the 
Products attribute view and the corresponding field in the Data Foundation. 
The steps are the same as you followed when you created the Customer attribute 
view earlier. This results in the links shown in Figure 8.28.
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Figure 8.28 Creating Table Joins for Analytic Views

8.4.3 Picking Fields to Be Made Available in Analytic View

Now you have to decide what fields to include in the analytic view. All of the fields 
in the tables and views that are joined in Figure 8.28 are available. However, for 
this example, you only want to make a few of these available at the current time. 
This is done by clicking on the gray icon next to each of the attributes. Once clicked, 
they turn orange, indicating that they were selected. You can also see these fields 
in the Output panel (Figure 8.29).

8.4.4 Adding a Language Filter to the Analytic View

Text joins aren’t supported in the analytic view. To add text tables in an analytic 
view, regular joins must be used. You can also add a constraint filter (also called a 
design-time filter) for the language, setting it to “E” for English. Constraint filters 
are explained in detail in Chapter 9, Section 9.5. They impose a strict value filter 
on the view that can’t be changed at runtime; it’s part of the view definition itself. 
In this example, simply right-click on the Language field in the CUSTOMER table 
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and select Apply Filter in the context menu. In the Apply Filter box, you select 
Equal, and enter the value “E” for English (Figure 8.30).

Figure 8.29 Selected Output Fields in an Analytic view

Figure 8.30 Adding a Filter for Language to the Analytic View
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8.4.5 Adding a Calculation to an Analytic View

You can also add your own calculations to the analytic view. This is done on numbers 
in the tables in the example view and is very useful for runtime analysis. Because 
an analytic view is executed in-memory on the database server, calculations can be 
faster than creating calculated key figures (CKFs) in queries. The reason for this is 
that these CKFs are done at the application level and often on their own application 
servers that aren’t in-memory. Creating a calculated column is simple. You can do 
this by following these steps:

1. Right-click on the folder Calculated Columns in the Output panel.

2. Select New from the context menu (Figure 8.31).

Figure 8.31 Creating a New Calculated Column in an Analytic View

This will open the Calculate Column Editor. From here, you start by entering a 
name for your calculated column. Users may see this in their reports, so give it a 
meaningful name. In this example scenario, you’re creating a new measure called 
“Net Revenue”.

The next step is to declare a data type and length (Figure 8.32), including the number 
of decimals for the output. The Column Type is Measure, and the Aggregation 
Type is preselected as FORMULA. The measure can be hidden from view, and you 
can flag it as Calculation Before Aggregation. This is useful when working with 
fields such as variance reporting or forecast accuracy (calculating variance on the 
sum of a column may result in zero variance, while each of the rows may have a 
high degree of variance).
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Figure 8.32 Creating a Calculated Column in an Analytic view

In the Elements section, you can now select the first column in the view that you 
want to include in the calculation. Select REVENUE from the Data Foundation by 
double-clicking it. Once clicked, the field REVENUE will appear in the Expression 
Editor window. You can now double-click the operator “-” for minus, and finally 
the column DISCOUNT. The expression now appears in the Expression Editor. 
You can click Save, and the new calculated Net Revenue column is now available 
in the example analytic view.

8.4.6 Previewing Data in an Analytic View

To save and validate the view, follow the steps shown in Figure 8.21 and Figure 
8.24 earlier in the chapter. Finally, you can preview the data by right-clicking the 
view in the Navigator panel and selecting Data Preview (Figure 8.33). Alterna-
tively, if the view definition is open in the central pane, click the Data Preview 
icon near the top-right corner of the central pane. The first few thousands of rows 
will be displayed in the preview.
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Figure 8.33 Preview Selection of a View

8.4.7 Copying an Analytic View

The view you just created is for sales data only. Its overall definition is generally 
usable, however, and can easily be reused as a basis for the second view on sales 
history for nonactive customers. In fact, removal of the filter on the valid-to date 
you added earlier is the only thing that needs to be changed. To create an analytic 
view when you know one already exists—one that is fairly close to what you 
want—you can use the copy functionality in Studio. 

Create the analytic view for sales history as follows:

1. From the Navigator pane or from Quick Launch, choose to create a new 
analytic view. The popup New Analytic View appears.

2. In the popup, choose the option Copy from, and click Browse.

3. A selection popup appears. Navigate to the correct package, and choose the 
analytic view you want to copy from. In this example, choose SALES. Click OK.

4. Your choice is now reflected in the New Analytic View popup. Click Finish.

You now have a new view that is independent from the original object you copied 
from. The copy process provides a quick way of starting new views, but it doesn’t 
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link any views together. From now on, changes made to either view are entirely 
independent from each other. Proceed as with any other analytic view by chang-
ing filters, creating mappings, and adding or removing tables and attribute views 
as needed. For the example, you can change the fields added to the output for the 
first view and leave the rest of the view definition as it was copied over.

8.5 Building Calculation Views Using the Graphical Method

In general, calculation views are intended for complex business requirements. They 
serve two main purposes:

EE Combine two or more analytic views into one, for example, plan and actual 
data.

EE Allow for complex transformations, whether one or two analytic views are used.

Calculation views can correspondingly be created using two separate methods:

EE Graphical method  
This allows you to define operations and mappings in a graphical interface.

EE SQL method  
This allows (and, in fact, requires) you to use SQL statements or SQLScript to 
retrieve and manipulate the data in the view.

We’ll illustrate the graphical method in some detail in this chapter. The full use of 
SQL and especially SQLScript doesn’t fit within these pages, unfortunately, but a 
brief introduction is given later in this chapter in Section 8.6. 

Be careful when creating calculation views because they are always processed 
through the calculation engine of the system, making them potentially significantly 
slower than analytic views. The basic rule of thumb is don’t use a calculation view 
when an analytic view can suffice.

Following are general guidelines for deciding whether to use calculation views or 
analytic views:

EE Use analytic views where mostly aggregation of data is required. These views 
perform very well on database selection of data, but the opportunities for trans-
formations are limited.
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EE Use calculation views where more than one fact table needs to be combined and 
where complex calculations or other transformations are needed. 

EE For a simple union of analytic views, the graphical method is good.

EE For complicated transformations, use the SQL method. Where possible, use 
the proprietary variant of the language called for, which, in this case, is 
SQLScript. 

In this section, we’ll cover the graphical method of creating calculation views. We’ll 
introduce SQL and SQLScript in Section 8.6.

From the package in the Navigator, right-click and choose New • Calculation 
View, or from Quick Launch, click on Calculation View, and click the Create 
button.

In the following popup, specify the technical name and description for the view. 
Choose the graphical method for creation, and don’t forget to specify the correct 
package. Click Next (Figure 8.34).

Figure 8.34 Creating a New Calculation View
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In the subsequent popups, you can choose tables, analytic views, and attribute 
views to use in the new calculation view. When done, click Finish to go to the 
main screen.

In this example scenario, there are two analytic views that need to be combined 
in the calculation view for a reporting requirement that needs corrected invoice 
amounts. You don’t need any extra tables, so you don’t select any tables on the 
first dialog box screen. Click Next. The screen shown in Figure 8.35 allows you to 
choose which views should be part of the calculation view.

Figure 8.35 Choosing the Views to Include in the Calculation View

Click Finish to go to the main screen and start designing the calculation view. This 
screen looks a little different from the one for attribute views and analytic views 
(Figure 8.36).

The left portion of the design pane is now a graphical presentation of the view. 
It contains the objects you’ve selected during the initial creation of the view: two 
analytic views and an additional object called Output. The definition of any object 
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in the graphical grid is displayed in the middle portion of the design pane simply 
by clicking on the object (Figure 8.37).

Figure 8.36 Initial Screen during Creation of a Calculation View

Figure 8.37 Click an Object on the Grid to See Its Definition
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On the grid, the two analytic views have two small circles at the bottom and top of 
their rectangle, indicating that they can both receive input and produce output. The 
Output object has only one such connection node because it’s the final output of 
the calculation view and can’t be used to link further to other information objects. 
By hovering the mouse pointer over any object, you’ll also see a small arrow appear 
with the text Create connection (Figure 8.38).

Figure 8.38 Creating Connections between the Objects in the Grid

Lastly, the Tools Palette is an important part of the graphical layout. You can use 
the Tools Palette to introduce the following additional elements into the grid 
(Figure 8.39):

EE Union

EE Join

EE Projection

EE Aggregation

Note

The common case for calculation views is to use the Union tool. Be careful with the Join 
tool in calculated views. A join between two large result sets can be very expensive to 
execute. When combining data from two analytic views, a union is almost always required. 
In this respect, the calculation view somewhat conceptually resembles a MultiProvider 
in SAP NetWeaver BW.
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Figure 8.39 Using the Tools Palette to Insert Specific Operations in the View 

Click the dropdown box Tools Palette, and click Union to start linking the two 
analytic views together. This places an object called Union_1 on the grid. You can 
rename this if you want by clicking inside the object. For this example, however, 
leave it as it is because you have only one union to perform.

Connect the top connection node of the first analytic view with the bottom con-
nection node of the Union operation by dragging the mouse pointer between the 
shapes (Figure 8.40). Do the same for the second analytic view.

Figure 8.40 Connecting the Views and Operations in the Calculation View

Remember that the analytic views contain not only the fields from the fact table 
and the Customer and Material attribute views but also all of the Time attributes, 
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including fields such as Hour, Second, and so on, which you don’t need for report-
ing. You can suppress those fields now by using a projection. 

Click the dropdown box Tools Palette, and click on Projection to place an object 
called Projection_1 on the grid (Figure 8.41). Notice that the system automatically 
aligns the shapes using drawing guides as you move the shapes around.

Figure 8.41 Aligning Objects on the Grid

Link the outgoing (top) connection node of the Union object to the ingoing (bot-
tom) node of the Projection object. Then link the top node of the Projection 
shape with the Output shape. Your objects are now all placed, and the sequence 
of operations in the view is defined.

The next step is to define the connections in more detail for each individual step 
in the graphical flow. Start with the Union operation. Click on it to see its details 
in the central portion of the design pane. You’ll see a source and a target on the 
screen, as yet undefined (Figure 8.42).

Figure 8.42 Detail View of the Union Operation
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By using the Map by Field Name button in the Source portion of this screen, you 
can establish a mapping between the source (the analytic views) and the target (the 
output of the union operation) (Figure 8.43).

Figure 8.43 Generating a System Proposal for the Union Operation

Remember that the mapping needs to be there for both analytic views, so that 
the fields on the union output are sourced from both source analytic views. Scroll 
through both the Source and Target screen elements to review all of the map-
pings (Figure 8.44).

Figure 8.44 Checking and Correcting the Mappings
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This mapping is also reflected in the right-hand portion of the design pane, where 
you can quickly check the mappings attached to each output field (Figure 8.45).

Figure 8.45 Reviewing Field Mappings in the Output Pane

Next, define the next object in the flow, the projection. Click on the Projection 
shape to see the details of this operation. In the middle portion of the pane, the 
definition of the union appears, which serves as input for the projection. The right-
hand portion contains the output definition of the projection, as yet without fields.

Choose which fields to add to the projection output definition by right-clicking on 
the field and choosing Add To Output (Figure 8.46).

Figure 8.46 Choosing Fields from Calculation View Operations as Output

At the end of this task, a number of the Time attributes have been left out, but all 
other fields from the union are part of the projection output (Figure 8.47).
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Figure 8.47 Selecting Specific Fields for Output of the Projection

The final step in the design of the view is to define the output of the view itself. Click 
on the Output shape. The output of the projection now shows up as the source. 
Simply transfer fields to the final output by right-clicking them and choosing Add 
as Attribute or Add As Measure as needed (Figure 8.48).

Figure 8.48 Adding Fields to the Final View Output

This task completes the definition of the view. Validate, save, and activate the 
calculation view. You can preview a sample of the data using the Data Preview 
function to check the results.
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Note

The sequence of operations in the calculation view will differ for different cases. In the 
preceding scenario, the flow was from the analytic views to a union, then to a projection, 
and then to the output because you had two analytic views with the same definition. 
They were only different in that they had different constraint filters, in other words, two 
different sets of data but with the same definition.

In other scenarios, one of the analytic views (e.g., for actuals) may contain many more 
fields than the other (e.g., for planned values). In such a case, you would probably per-
form two separate projections first, one for each analytic view, and only then perform 
the union. In general, before you start creating in Studio, go over the basic objects in 
the view and based on the desired output of the calculation view, determine which 
path you should follow.

8.6 SQL and SQLScript

To define complex functions and views, you can use either standard SQL (Structured 
Query Language) or SQLScript, which is a proprietary variant of SQL. Standard 
SQL conforms to the global SQL standard, and developers with knowledge of 
SQL will find themselves at home there. There is, however, an advantage to using 
SQLScript instead. This SAP-proprietary variant has been designed to help push a 
number of operations down to the database level. Therefore, SQLScript is usually 
recommended over standard SQL wherever possible.

It’s beyond the scope of this book to cover the SQL functionality in detail, but we’ll 
go through the steps to get started with both SQL and SQLScript in the creation 
of a calculated view to give you some idea of what both the screens and language 
elements look like.

8.6.1 Using SQL

SQL can be used in SAP HANA in many different ways. For example, you can 
use SQL to create tables when no metadata import is possible. You can also use 
SQL to create calculation views, to manipulate data in SAP HANA, and to manage 
transactions.

Before we begin with a calculation view, let’s go over a few basics concerning the 
language elements in SQL. As a standard language, SQL contains the regular classes 
of language: Data Definition Language (DDL, with statements such as CREATE, 
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ALTER, etc.), Data Manipulation Language (DML, with SELECT, INSERT, etc.), and 
Data Control Language (DCL, with GRANT, REVOKE, etc.).

In writing and reading the SQL code, be aware of the following:

EE On any line, a double hyphen (--) starts a comment.

EE Block comments are enclosed between /* and */.

EE Single quotes indicate a string literal.

EE Double quotes indicate a delimited identifier, which can be used to specify any 
identifier regardless of its name (used wherever undelimited identifiers can’t be 
used because they are restricted to only letters, numbers, and the underscore 
character, with the name required to begin with a letter). 

EE The percentage sign (%) is a wildcard for any number of characters.

EE The underscore sign (_) is a wildcard for exactly one character.

For example, in Listing 8.1, everything before the word create is a comment and 
not part of executable code. The create statement will create a database table called 
001_MyTable with the specified fields. The table name (identifier) is delimited so 
that you can start it with, say, a source system identifier—or anything else, for 
that matter. Note that delimited identifiers are taken literally from between the 
delimiters, so the identifiers 001_MyTable and 001_MYTABLE would create two 
separate tables on the database. The words Material General data at the end of 
the create statement are also comments and will be ignored by the system when 
executing the code. The insert statement puts the literal values /1/ and so on 
in the table. Finally, the select statement will retrieve the first row of the table.

/* material master data
Create the material master data table and put some values in it!
*/
create column table MYSCHEMA001_MyTable(
MATNR NVARCHAR (18) not null,
SPART NVARCHAR (2),
MTART NVARCHAR (4),
primary key (MATNR)) ; -- Material General data
insert into MYSCHEMA001_MyTable values (/1/,/AB/,/FERT/);
insert into MYSCHEMA001_MyTable values (/2/,/AB/,/DIEN/);
select * from MYSCHEMA001_MyTable where MTART like /F%/;

Listing 8.1 Sample SQL Code
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A great degree of flexibility exists in SQL for you to create tables from scratch, 
based on other tables, and so on. Just remember that for optimized performance 
during reading of data from the tables for reporting purposes, you’ll want to create 
tables as column tables wherever you can, as shown here:

create history column table MYSCHEMA001_MyHIST 
as ( select MATNR MTART from MYSCHEMA001_MyTable )
with no data primary key (MATNR)) ;

Creating a Calculation View Using SQL

Now let’s explore the process of creating a calculation view using standard SQL. 
Apart from the programming elements, this is the same as when using SQLScript, 
so the instructions in this section apply to both.

Start by going to the Navigator pane in the Modeler perspective, and then right-
click on the desired package to create a new calculation view. On the dialog screen 
that appears, provide a technical name and description. For the View Type, choose 
the option SQLScript. Click Finish (Figure 8.49).

Figure 8.49 Creating a Calculation View Using the SQLScript Method
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The initial screen has three sections. On the left is a graphical representation of 
the elements that make up the view. In the middle, the object selected in the left 
section is displayed. On the right, you find the usual output section (Figure 8.50).

Figure 8.50 Initial Screen When Creating a Calculation View Using SQL

To select data from the sales document items in the database—rather than type in 
the beginning statement from scratch—you can take a quicker way by having SAP 
HANA generate the select statement for you. To do this, go back to the Naviga-
tor pane, and find the table in the catalog. Right-click the table name, and select 
Generate • Select Statement (Figure 8.51). 

The system displays a select statement for all of the fields of that table but lists 
them out explicitly (Figure 8.52). You can copy and paste the statement and simply 
remove any fields from the field list that you don’t want.

Keep the select statement on your clipboard, and return to the calculation view 
definition. You can now start defining the view itself.
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Figure 8.51 SAP HANA Generates a Select Statement for You

Figure 8.52 Select Statement for a Table: Generated by SAP HANA

To begin, click on the Script object in the graphical section of the screen. Specify 
the output of the view in the Output section of the screen. You’ll notice that the 
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Output Parameter is already named var_out. Edit the parameter by right-clicking 
it and choosing Edit (Figure 8.53).

Figure 8.53 Defining the Output Parameter of the Script

Specify field names and their appropriate data types in the dialog screen that appears 
(Figure 8.54). When finished, click OK to return to the main screen. Pay attention 
to the sequence of the fields because you’ll be expected to provide them in the 
correct sequence inside the script code to the var_out parameter.

Figure 8.54 Specifying the Output Structure of the SQLScript
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On the main screen, you can now edit the SQL code itself in the Script object, using 
the select statement you have on the clipboard. After adding a clause to aggregate 
data and a filter, the initial data selection is defined (Figure 8.55).

Figure 8.55 The Code in the Script Object in a Basic Working Condition

In the script, you can now add any further SQL code that is desired; for example, to 
calculate fields, to join or union data from other tables, to incorporate conditional 
filtering based on input parameters, and so on. For the purpose of this illustration, 
just leave it here.

With the script defined, the next step is to define the output of the view itself. Click 
on the Output object in the left section of the screen. The central screen section 
will now display the Script object’s var_out definition as a logical object. Add the 
fields from the script output to the view output by right-clicking on the field names 
and selecting Add as Attribute or Add As Measure (Figure 8.56).

When the fields have been added, the view has its first working definition. Save 
and activate the view, and check the data preview to check that it returns data 
(Figure 8.57).
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Figure 8.56 Defining the View Output by Selecting Fields from the Script Output

Figure 8.57 Checking the Data Preview for Returned Data

At this point, you have a working view with the general framework defined. From 
here on, the expansion of the view definition to include more fields, more tables, 
calculations, and other functions is primarily a work of SQL coding, and you can 
explore and incorporate as many enhancements as desired.
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8.6.2 Using SQLScript

The details of standard SQL programming will be familiar to many developers. The 
functions of SQLScript are probably much less familiar, however.

SQLScript is proprietary to SAP; this enhancement to SQL-92 consists of several 
components:

EE Data extensions, enabling the definition of reusable table types, separate from 
tables

EE Procedural extensions, enabling functionality in database processes in the con-
text of imperative orchestration logic

EE Functional extensions, enabling functions that can be used in view definitions 
and procedures used in views

Through these extensions, a number of operations can be pushed closer to the data-
base level. The objective of this is performance improvement during the execution 
of tasks. Specifically, the functional extensions allow you to get better performance 
in calculation views when retrieving large amounts of data for reporting. This is 
achieved by the calculation engine, which will parse the SQLScript components 
into the calculation model (roughly similar to an execution plan, at least in concept, 
but on the scale of the whole view) at the time of query execution. So the calcula-
tion engine has more chances to interpret the SQL commands and push them as 
far to the database level as possible in the different operations that make up the 
calculation model.

The data extension to enable table type definitions is useful primarily to define stan-
dardized structures that can be reused in multiple view definitions and procedures. 

The functional extensions also encourage the reusability of code, making it a bit 
easier to modularize code without sacrificing performance (the query optimizer 
will avoid recomputations from multiple function calls where possible). In other 
words, you can place common portions of code in procedures in SAP HANA and 
then use those inside calculation view definitions (or inside other procedures) to 
gain more control over the maintenance aspect of the custom code on a system-
wide scale and ensure a higher level of consistency and quality in the custom code. 

Procedures can be created directly in the SQL Editor or with the help of a wizard, 
and they can both read from and write to parameters (e.g., internal tables to be 
passed along to the next procedure or to the view definition). Note that the wizard 
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helps you construct the syntax clauses of the create procedure statement, but you’ll 
still have to write the content of the procedure in the SQL Editor.

The functional extensions in SQLScript are often referred to as CE functions because 
their names begin with the characters CE_. A few of the most common CE func-
tions are provided in Table 8.2 for illustration purposes. Refer to the SQLScript 
Reference Guide on SAP SCN for the fully documented syntax of the CE functions.

SQLScript Command Use

CE_COLUMN_TABLE Selects data from a columnar table.

Example: 

tab1 = CE_COLUMN_TABLE (MYTABLE,[FIELD1,
FIELD2]);

CE_JOIN_VIEW Selects data from an attribute view.

Example: 

tab2 = CE_JOIN_VIEW 
(ATV_MATERIAL,[MATNR,SPART]);

CE_OLAP_VIEW Selects data from an analytic view.

Example: 

tab3 = CE_OLAP_VIEW 
(ANV_SALESITEM,[KUNNR,NETWR]);

Note that this will provide the SUM of NETWR GROUPed by 
KUNNR

CE_CALC_VIEW Selects data from a calculation view.

Example: 

tab4 = CE_CALC_VIEW 
(CAV_SALESITEM,[KUNNR,NETWR]);

CE_AGGREGATION Aggregates data, which is particularly useful for counting.

Example:

tab5 = CE_AGGREGATION (:tab3, [COUNT(ID) as 
NBR_OF_ORDERS, KUNNR]);

Table 8.2 Common SQLScript Commands
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SQLScript Command Use

CE_UNION_ALL Unions two tables.

Example:

tab6 = CE_UNION_ALL (:tab4, :tab5);

CE_JOIN Performs joins between tables.

Example: 

tab7 = CE_JOIN (:tab1, :tab2, 
[JOINFIELD],[OUTPUTFIELD1, 
OUTPUTFIELD2]);

CE_PROJECTION Apart from restricting the list of columns returned, 
renames or applies formulas to columns and applies 
filters.

Example:

tab8 = CE_PROJECTION (:tab7, [KUNNR as 
CUSTOMER, NETWR > 100000]);

Table 8.2 Common SQLScript Commands (Cont.)

Creating a Calculation View Using SQLScript

The steps for this task are the same as for a calculation view using SQL; the differ-
ence lies in the code that you enter into the Script object of the view.

Let’s build a basic frame of code that will start from the same foundation as the 
calculation view that you created using the graphical method earlier in the chapter. 
Two analytic views form the basis of the view. They are first unioned together, and 
then a projection is made of the result. The projection in turn feeds the view output.

In Listing 8.2, essentially the same steps are performed: taking the two analytic 
views, performing a union operation on them, and creating a projection. Then, 
however, the specific logic is introduced: “get the top n customers by sales amount 
this time.”

So the overall definition of the view looks very similar to the one created using 
SQL, as you can see in Figure 8.58.
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Figure 8.58 Calculation View Definition Using SQLScript

The code inside the script, however, makes use of SQLScript as shown in Listing 8.2.

inv     = CE_OLAP_VIEW (_SYS_BICp576516-2/ ANV_SALESITEM, 
[VKORG,VKBUR,ATV_SOLDTO_KUNNR,NETWR]);
       -- sales amounts
invcorr = CE_OLAP_VIEW (_SYS_BICp576516-2/ANV_SALESITEM_CORR, 
[VKORG,VKBUR,ATV_SOLDTO_KUNNR,NETWR]);
       -- corrections

invall  = CE_UNION_ALL (:inv, :invcorr);

/* the analytic view amounts are all in USD
If this changes, insert currency conversion here
*/

-- in invproj, only keep select fields and only
-- orders > $10000
invproj = CE_PROJECTION (:invall, [VKORG,VKBUR,ATV_SOLDTO_KUNNR 
as SOLD_TO,NETWR], 
/NETWR > 10000/);

/* Basic selection is done and two analytic views are combined
Now invoke any procedures or code with special calculations or 
manipulations
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*/

-- get top 500 customers by corrected sales amount
invseq = select VKORG, VKBUR, SOLD_TO, NETWR
         from :invproj order by NETWR desc;

invrank = CE_PROJECTION (:invseq, [VKORG,VKBUR,SOLD_TO, NETWR, 
CE_CALC(/rownum()/, integer) as RANK]);

/* Assign the final result to the script output
*/
var_out = select top 500 * from :invrank;

Listing 8.2 Example of SQLScript Code to Create a Calculation View

Listing 8.2 is simple and, at the same time, accomplishes a selection from two views, 
puts the data together, aggregates, sorts, and ranks customers. Of course, there 
are still a number of preferred or necessary enhancements to make before this is 
ready for productive use—such as incorporating variables or input parameters, for 
example, or adding security information to dynamically provide users with only 
data they personally have access to.

All in all, it’s worth getting quite familiar with SQLScript; it often offers a way 
to create views that can do calculations or manipulations that aren’t possible in 
graphically defined views, and it performs better than the equivalent definitions 
in standard SQL.

It’s good to emphasize here, again, the importance of thinking ahead about which 
views you want to create in SAP HANA. In particular, the definition and scope 
of analytic views is very important. They should be consistent enough that they 
can be combined and used easily in code, yet specific enough to perform well. 
You should always remember these extra considerations when determining your 
system-wide modeling strategy:

EE Naming of fields and aliases

EE Using subsets of fields as standard parts for all views in a subject area (e.g., hav-
ing at a minimum a small set of time fields in every single analytic view, such 
as day, month, and year)
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EE Considering the granularity of views (so that there isn’t one very detailed view 
that must be used in code, even if the code only needs a much more aggregated 
result)

Doing this strategy exercise diligently will save you in development, maintenance, 
and enhancement efforts, and it will make it easier for power users that use Infor-
mation Composer to find their way to creating very high-performing views that 
closely match reporting requirements.

8.7 Summary

We’ve covered a lot of ground in this chapter, starting from the very basics and 
the definition of terms all the way to the creation of more complex views in SAP 
HANA. You should now be able to create attribute, analytic, and calculation views 
using the Modeler perspective in Studio and start exploring their capabilities. 

Here are some key points to remember as you move on from here into designing 
and developing your SAP HANA system:

EE The Modeler perspective offers a very flexible way to retrieve and model data. 
It supports both a top-down modeling approach, starting from the final desired 
model and developing views until the result is achieved, and a bottom-up 
approach, in which SQL code can be used to programmatically build virtually 
any result set starting from existing views or from any number of base tables in 
the SAP HANA database directly, effectively bypassing the attribute and analytic 
views. Both approaches have their advantages and disadvantages. The top-down 
approach can be used to strictly organize and standardize objects, keeping the 
number of objects, their design parameters, and the amount of custom code in 
the system lower. This may come at a cost of flexibility and performance, though. 
The bottom-up approach offers full flexibility and maximum performance tun-
ing of the steps in the data flow from base tables to view output, but it runs the 
risk of custom code proliferation and inconsistency in what is available for 
reporting where. This can in turn lead to extra work and confusion on the fron-
tend tools, for example, in creating SAP Business Objects universes, and so on. 
Determine a way to achieve the standardization that you want while keeping 
the possibility open to fulfill highly custom requirements where called for.

EE Develop the skills needed to use the latest and greatest functionality offered by 
SAP HANA. The peculiarities of the join engine, SQLScript coding, and the 
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different ways to accomplish a certain result set for output to frontend tools are 
all capabilities that you’ll need to optimize your SAP HANA solution. These are 
a few items that we’ve covered in this chapter, but there are many more. Just 
think of security requirements that need to be incorporated, the need for his-
torical reporting (instead of real-time data, sometimes you’ll require data “as of 
date x” to report out), and so on. All of these require technical skills to put in 
place.

EE Architect your system and model your data. Skipping this step will inevitably 
lead to problems down the road. Put the appropriate guidelines and organiza-
tional tools in place to allow for a thoughtful and efficient development of a 
large number of objects. You may start small—for example, with one subject 
area—but over time, your SAP HANA system will likely grow in scope and data 
volume. From the sample data model used in this chapter, you can see that the 
way we’ve developed a number of views is by no means the only way we could 
have gone about it, and you may already be thinking of different ways that the 
same final outputs can be achieved that are better suited to your organization’s 
mode of working with and consuming data. Find an overall architecture that 
works for your resources and way of developing and supporting BI solutions.

In the next chapter, we’ll cover some more advanced Modeler functions, allowing 
you to add filters, variables, calculations, and the like to your views.
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monitoring, 453, 454
monitoring disk usage, 455
monitoring memory, 462
monitoring performance, 456
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table data, 461
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updates, 467, 468
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previewing data, 290
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Android, 223
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Attributes, 241, 242, 260
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creating, 273
Customer, 262, 264, 272
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BEx Mobile Intelligence, 222
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Column-based storage, 38, 39, 41, 42, 43

advantages and disadvantages, 40
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Compressed request, 187

Configuration subtab, 460
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enable, 348
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CO-PA Accelerator, 491, 492
CPU, 57, 58, 71, 131, 171, 264
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Currency conversion, 347

failure options, 349
table, 348
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Database users, 470
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Data modeling, 64, 76

bottom-up approach, 263
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example scenario, 230, 272
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Power user, 74
Predictive analytics, 100
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forecasting, 100
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SPSS predictive tool, 102
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