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SAP HANA is basically a technical component. The general support concepts 
are similar to—and just as essential as—the management of other SAP 
environments. In this chapter, we look at the major administration tasks 
involved in maintaining, monitoring, and updating SAP HANA.

13 SAP HANA Administration

SAP HANA administration involves most of the regular administration tasks with 
which you’re probably already familiar. You’ll have to apply periodic software 
updates, add new users, maintain security roles for authorizations and authentica-
tions, and keep the environments in sync as other software and hardware updates 
are applied.

Before we dive into the details, you should first know that you can get an overview 
of your system by going to the Navigator pane in SAP HANA Studio and opening 
the System Information tab (Figure 13.1). 

Some of this information is only available in the System Information tab, but 
substantial amounts of information in these tables are also found in the editors 
and options that we cover in this chapter.

In this chapter, we’ll introduce you to the main tool for SAP HANA administration, 
the Administration Console, and briefly discuss some of its most-used functional-
ities. Then we’ll move on to high-level explanations of some of the most important 
SAP HANA administrative tasks: system monitoring, updating, security, license keys, 
and backup and recovery. Finally, we’ll conclude the chapter with a brief look at 
two other administration tools that can be used for SAP HANA implementations: 
SAP Solution Manager and the DBA Cockpit.
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Figure 13.1 The SAP HANA System Information Tables

13.1 Using the SAP HANA Administration Console

You’ll of course remember SAP HANA Studio from our in-depth coverage in 
Chapter 10 and Chapter 11. In this section, we give you a different view of Studio 
by focusing on the way it helps you perform specific administrative tasks via the 
Administration Console. There are three ways to gain access to the Administra-
tion Console: 

 E Go to Window, select Open Perspective, and then select the Administration 
Console (Figure 13.2).

 E Select the Open Administration Console option from the welcome screen 
when you open SAP HANA Studio (Figure 13.3). 

 E Select the perspective from the top-right corner of the screen in Figure 13.4 in 
Section 13.1.1.
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Figure 13.2 Accessing the SAP HANA Administration Perspective

Figure 13.3 Accessing the SAP HANA Administration Console in Studio

Each option will take you to the administration functions of Studio. In this section, 
we explain the most important administration activities that you’ll perform using 
the Administration Console and administration functions of SAP HANA. 
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13.1.1 Adding Systems

Systems can be added from the Administration Console. Right-click on the 
left Navigator pane and click Add System from the context menu that appears. 
First, you’ll need to type in the Hostname of the system you want to add and the 
Instance Number (i.e., “chana”, “00”). If the system is a distributed system, you’ll 
need to add the index server hostname (Figure 13.4). 

Figure 13.4 Adding New Systems in SAP HANA

Give it a logical description, so that you’ll recognize it in the future. You can also 
organize your systems in folders in the Navigator. If you do so, you’ll need to 
save them in the folder where you want them organized. Next, enter your Locale, 
and select Next (Figure 13.5).
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Figure 13.5 Specifying System Parameters

Figure 13.6 Security Settings When Adding a New System

From a security standpoint, you now get a set of options. You can select the 
authentication type and add your user name and password (Figure 13.6), or you 
can select Connect using SSL (Secure Sockets Layer) for secured connections (data 
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will be encrypted when transmitted from the system). You can also select advanced 
properties and define whether the system should automatically connect when SAP 
HANA detects a broken connection or is rebooted. You can also add database con-
nection parameters in the URL if applicable.

Once completed, you can see if the connection is secure by validating the SSL cer-
tificate. Select Validate SSL Certificate. You can override the system hostname 
if needed (i.e., with a valid certificate). Finally, you can use the user key store as 
the trust store if you’re using certificates from trusted issuers such as VeriSign and 
others. After these steps are completed, you’ll see the new system in the Naviga-
tor pane.

13.1.2 Exporting and Importing Systems

The administration functions also allow you to export a list of systems and connec-
tion settings from one SAP HANA system to another. This reduces the chance for 
manual errors and also makes the systems much easier to manage. 

To export the systems, or folders, go to the main menu and select File • Export. 
Look in the SAP HANA folder structure for Landscape, and click Next. From here, 
you can select the systems you want to export connections from and the target 
file location to which you want to save the file with the system definitions. Pay 
attention to where on the network you save it because you’ll need it again when 
you import the system definitions.

To import the systems, simply go to the main menu and select File • Import. Look 
in the SAP HANA folder structure for Landscape, and click Next. Now you have to 
find the folder where you stored the export file in the preceding steps and simply 
select the file. This will import all system definitions that you exported and make 
sure that any connections that are working in one system also work across multiple 
SAP HANA platforms.

13.1.3 Viewing System Installation Details

To view the system installation details, you can click Help • About SAP HANA 
Studio in the Administration Console in Studio (Figure 13.7).

527

Using the SAP HANA Administration Console 13.1

Figure 13.7 Accessing SAP HANA Configuration Information

From the About SAP HANA Studio screen, select Installation Details (Figure 
13.8).

Figure 13.8 Getting Installation Details

In the resulting set of tabs, go to the Configuration tab (Figure 13.9).

This provides you with all of the technical details of your SAP HANA system in a 
textual format. 
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Figure 13.9 The Configuration Tab in SAP HANA Install

You can also download a set of technical information about your system if your 
hardware vendor or SAP requests it. Simply click on Help at the top of your menu, 
and download all support details in a ZIP file that you can mail to your support 
group (Figure 13.10).
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Figure 13.10 Collecting Information for Support Tickets

13.1.4 Administration Editor and Diagnosis Mode

If a system isn’t running, you can open the A Editor, which opens by default in a 
diagnosis mode. This editor allows you to see the SQL statements that attempted 
to execute while the system was being started or stopped (information collected 
by the sapstartsrv connection). 

You can read these files in the Administration Editor even when the general 
system isn’t available. The Administration Editor can be accessed at any time 
by an administrator by selecting the Admin button on the main menu and then 
selecting Open Diagnosis Mode from the dropdown list.

13.1.5 Changing File Locations

Although not required, you can change the default locations of files such as log files 
and configuration files. This is maintained in the System Landscape Directory (SLD). 

This is available under the Configuration tab in the Administration Editor. 
Select the name server.ini configuration file, and then select Add Section to add a 
new section called SLD. You may now add new parameters and change parameters 
in the name server configuration file that keeps track of your system directories. 
(For more information about this topic, see SAP Note 1018839.)
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13.1.6 Changing Configurations

The configuration of your SAP HANA system is contained in configuration files. 
You can change some of the parameters in this file in the Administration Editor. 
To see the file, you should select the Configuration tab and then select the file 
you want to edit (Figure 13.11). 

Figure 13.11 SAP HANA Configuration Tab

For each row, you can select the Change option in the context menu and make 
modifications. If you modify a value, you’ll see a green mark next to the value that 
was changed. You can’t modify the values in columns that are marked with a minus 
sign. These values are set by the system and can’t be changed.

To change the global allocation of memory, open the GLOBAL.INI file, and look in 
the Memorymanager area. Using the context menu, you can change the Global_Allo-
cation_Limit for both hosts and the overall system.

You can always reset the configuration values you changed back to default values 
by selecting the file and choosing Delete in the context menu for the parameter. 
This will restore the default parameter value.

13.1.7 Modifying the Administration Console

You can also change the Administration Console to fit your own needs by going 
to Studio and selecting Windows • Preferences. Under Administration Console, 
you can now make your changes (Figure 13.12). 

Modifications may include changing how many screens are displayed and their 
default values for new development, restricting database display only to the user 
logged on, and controlling how many catalog objects are retrieved initially. You 
can also control settings such as how frequently background saves are executed 
(i.e., to reduce loss of work in case of a failure), how to display null values, and 
how many tables are initially opened in the View Table Distribution options. 
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Figure 13.12 Changing Preferences in SAP HANA Studio for Administrators and Developers

You also get access to global settings to control default dialog settings for opening 
diagnosis files for error analysis. This includes whether confirmation is required and 
whether the information dialog is displayed after deleting files or viewing trace files.

In the Results area, you can control how many bytes are returned to the results 
editor or a column, how many bytes are available in a zoom for Line of Business 
(LOB) solutions, and country-specific formatting of values. You can even control 
whether the system appends values to a file when exporting the data, instead of 
overwriting it.

In the SQL area, you get detailed controls over how SQL statements are executed. 
These controls shouldn’t be changed by anyone except experts in SQL execution. 
Controls include cancellations of batch SQL statements if errors occur, log handling, 
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and parameters for how and what data is displayed in the SQL Editor in Studio 
(e.g., start times, durations of SQL statements, and command separator character).

You can also set system preferences for displaying data in the table viewer and for 
templates based on the editor you currently have open. For example, in the SQL 
Editor, you can get autofill for template(s) and access these by pressing [Ctrl] + 
[Space]. This allows you to rapidly select from a set of templates you frequently 
use in the SQL Editor.

13.2 System Monitoring

In Studio, you also find the System Monitoring tool. To access this tool, select 
the System Monitoring button on the main toolbar. You can find great overview 
information here that will help diagnose the state of the SAP HANA environment 
(Figure 13.13).

Figure 13.13 The SAP HANA System Overview
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First, in the General Information section, let’s look at the Operational Status 
of the system(s). This is indicated in green, yellow, or red. Green means that all 
services were started correctly, whereas yellow indicates that the sapstartsrv 
service did not start, or one of the other services is still in the process of starting. 
If you see a red operational state of a system, it means that either a Java Database 
Connection (JDBC) can’t be executed or one of the services is stopped.

In the Disk Usage section, the disk space used and available on the disk holding 
the data files is also displayed. Data disk utilization is measured in gigabytes. You 
can see how much space is used in the gray area of the bar displayed and the free 
space in the white area. You can also create thresholds and color-code the area 
based on your own parameters such as “if less than 500 GB, make it yellow.” This 
will help you quickly see available space on systems. 

This type of space monitoring is also available for disks holding log files and trace 
files, as well as for physical memory and virtual memory, all measured in gigabytes. 
More than 150–200% utilization of memory may indicate serious performance 
issues. SAP has stated that physical memory is the actual physical RAM on the host 
machine, whereas virtual memory includes swap-space on disk, and SAP HANA 
should always execute out of physical memory. A virtual memory size that is much 
larger than physical memory size may be an indicator that more memory is required.

In the CPU Usage section, you’ll also see the CPU utilization of the system as a 
percent of the maximum available. From the monitor, administrators can investi-
gate when services were started, ended, first executed, and last executed, as well 
as see the hostname and operating system version of the SAP HANA system, and 
the software release version currently being used by the system. 

In this section, we’ll introduce you to some of the main monitoring activities for 
SAP HANA.

13.2.1 Monitoring Disk Usage

SAP HANA copies the data in memory to disks on a periodic basis to ensure that 
there is limited loss of data in case of a system failure. The data is stored in one 
volume per index server. If you run out of disk space, this feature can no longer be 
performed, so you need to make sure you always have enough disk space available. 
To help you, SAP HANA provides a disk space monitoring feature.
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To access this feature, go to the Administration Editor and the Volumes tab 
(Figure 13.14). 

Figure 13.14 The Disk Volumes of SAP HANA

Here you’ll find information about disk usage, free space, and log stores on the 
disks. All measures are in megabytes. To diagnose the disk volume usage and per-
formance in detail, file and volume level details are found under the Details for 
Data Storage area (Figure 13.15). 

This area displays I/O, buffer performance, sizes, and disk performance statistics. 

Figure 13.15 Details of Disk Storage Areas
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13.2.2 Performance Monitoring

There is also a Performance tab in the Administration Editor where you can 
find information on thread performance, runtimes, blocked threads, and which 
SQL statements are causing the most stress on the system (Figure 13.16). 

Figure 13.16 The Performance Tab of SAP HANA

In addition, you find query performance statistics for all compiled queries in the 
SQL plan cache, which you can use to decide which queries are candidates for 
elimination or which should be revisited for better design (e.g., nested SQL selects 
that can be costly). You also get information on resources consumed by tasks such 
as compression, merges of deltas (new records), logs, and more. 

For Service Level Agreements (SLAs), you may consider using the system load history 
for key performance indicator (KPI) metrics. Here you find historical performance, 
loads, up-times, and memory usage. You can also compare the performance of one 
system against another.

13.2.3 Monitoring with Alerts

Alerts are a great way to keep track of your current and historical system per-
formance. You can create your own alerts and have them emailed to you when 
triggered. You can set up alerts for when servers stop, disks are reaching critical 
capacity, or the system is experiencing high stress such as CPU bottlenecks.

Behind the scenes, the statistics server is collecting information about the system 
status and events and storing it inside SAP HANA. You can access key alert infor-
mation in the Administration Editor under the Overview tab, while the details 
are found under the Alerts tab (Figure 13.17). 
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Figure 13.17 Monitoring the SAP HANA System Using Alerts

You can display all of the alerts grouped under different time periods, or you can 
select only Current Alerts. If you do this, you’ll only see recent alerts that haven’t 
been resolved. To get the latest data, you’ll have to click Refresh periodically if 
you’re keeping this screen open.

13.2.4 Configuring Alerts

You can create your own alerts to help in monitoring the system performance in 
the Administration Editor under the Alerts tab. To add a new alert, click Con-
figure Check Settings, and enter the email information where you want the alert 
sent. It may be a good idea to create an email account called HANA_Administrator@
your_company.com, and send all emails to this address to enable future administrators 
to monitor the system separately from an individual email account. The SMTP port 
is normally 25, and the mail server must be added as well as the email address.
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You can also click Modify Recipients and add email addresses for those who should 
receive alert notifications instead of targeting different alerts to specific email 
addresses. This is an optional step. If, instead, you want to target specific types of 
alerts to different emails, you can click Recipients Configuration for Specific 
Checks and add emails to each of the specific checks available in the list displayed.

Each alert has three specific thresholds for when the alert can be executed: high, 
medium, and low. You can define the value for each of these thresholds. For example, 
80% for the alert “check disk space” can be coded as “high,” and automatic emails 
can be sent to the administrator if the disk utilization exceeds 80%. To define or 
change the thresholds, click on Configure Check Settings under the Alerts tab, 
and select the subtab called Configure Check Thresholds. You may now make 
any changes, and the color-coded alerts on the main Alerts tab will reflect your 
changes as well as trigger emails.

The last step is to schedule times when the alerts are checked to see if they are 
triggered. This is set by default to every six hours and once a day. To schedule start 
times, you click on Configure Check Settings under the Alerts tab and select 
the Configure Start Time on Check Intervals subtab. You can now select the 
start time for the six hour checks and the daily checks for each section of the alerts.

13.2.5 Monitoring Services and Distributed Systems

The Landscape tab includes the Services subtab (Figure 13.18). 

Figure 13.18 System Landscape Services

This tab provide in-depth details about services, memory utilization, and system 
configurations. In the Services subtab, you’ll find the information listed in Table 
13.1.
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Detail Description

Host The hostname(s) where the services are running.

Detail Master and normal hosts for distributed systems.

Port Communication port between services.

Service For the host(s), shows the daemon, index server, name server, 
statistics server, preprocessor, and sapstartsrv.

Process ID The operating system ID for the process.

Start Time Start time of each service.

Active Red: The service isn’t running.

Yellow: The service is stopping or starting. 

Green: The service is started.

Memory The memory usage of individual services and total for the 
server. Performance problems may occur if more than 150% 
of the physical memory is used (will start to use slower virtual 
memory). The maximum physical memory is shown as a mark 
in the middle of the graph. 

Allocated 
Memory

Reserved memory for a service from the operating system.

Used Memory Used memory for a service (actual).

CPU Shows the CPU usage for a service and the overall CPU usage in 
bar form and details.

SQL Port The SQL connection port for a service.

Memory The total memory used, the virtual/physical memory available, 
and the total physical memory.

Table 13.1 Components of the Services Subtab 

You also get information about your distributed system configuration (if you’re 
using one) in the Configuration tab. This tab provides the information shown 
in Table 13.2.

539

System Monitoring 13.2

Detail Description

Host Hostname.

Active Shows if the host is running.

Host Status Shows if the host is running correctly.

Failover Status Displays if host is standby or active.

Name Server Role 
(Configured)

The role of the name server as it has been configured, that is, 
master1, master2, or slave.

Name Server Role 
(Actual)

The role the server is currently running as.

Index Server Role 
(Configured)

The role of the index server as it has been configured, that is, 
worker, index server, or standby.

Index Server Role 
(Actual)

The role the server is currently running as.

Failover Group In a failover, the server will attempt to hand over to a host in 
the group.

Storage Partition Shows the number of the subdirectory mnt000 used under the 
DATA and LOG directory.

Table 13.2 Components of the Configuration Tab

13.2.6 Exporting and Importing Table Data and Definitions

You can export and import table data between systems and hosts. For row-based data 
tables, you can export the data in comma-delimited format (CSV). For column-based 
data tables, you can also choose a binary format. Binary formats tend to be smaller 
in size and also faster, but this option should only be used if you’re moving data 
tables between SAP HANA systems (e.g., from production to a development box).

To export tables, you first go to the Navigator pane in Studio, navigate to the 
table(s) you want data from, and select Export. This will take you to an Export 
Wizard that will guide you in the process of selecting tables and formats available. 
You can also choose to export only the table definitions (catalog) or include the 
data as well (catalog and data).
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Select where you want to store the file and how many threads you want to use for 
the export. The more threads you select, the faster the export will execute. How-
ever, selecting too many threads may impact system performance for others, so 
keep it small (one to five) unless you do this on a large system, during off-times, 
or on systems with little usage. This will save the file where you specified in the 
format selected.

To import table(s) into SAP HANA from the file, simply go to the catalog in the 
Navigator pane in Studio and select Import. After entering the file path where 
the file is located, you can select the tables you want. You may have to type in 
the names of the tables if you’re using a remote host. The last import steps are to 
tell the system the format of the file (CSV or binary), and enter the threads to be 
used. The table is now automatically imported into your system and can be seen 
in the Navigator.

13.2.7 Monitoring Memory Usage

Memory in SAP HANA is used for a variety of purposes. First, the operating systems 
and support files are using memory. Second, SAP HANA has its own code and stack 
of program files that also consume memory. Third, memory is consumed by the 
column and row stores where data is stored. Finally, SAP HANA needs memory 
for its working space where computations occurs, temporary results are stored, 
and shared user memory consumption occurs. 

In short, the physical memory is the maximum available, and some of this is used 
by the operating systems and files. The allocated limit is what is “given” to SAP 
HANA, and the remaining is free space. This is important because you’re using 
preallocations of memory pools, and you can’t rely on Linux operating system 
information for memory management. However, there are many other ways to 
get this information.

In addition to the memory consumption and memory tracking information in 
the preceding sections, you can also obtain memory information using SQL state-
ments. In the view M_Service_Memory, you can execute a set of predefined SQL 
statements provided by SAP, including those shown in Listing 13.1, Listing 13.2, 
and Listing 13.3.
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Select round(sum(USED_FIXED_PART_SIZE +USED_VARIABLE_PART_
SIZE)/1024/1024) AS Row Tables MB" FROM M_RS_TABLES;

Listing 13.1 Total Memory Used by All Row Tables 

Select round(sum(MEMORY_SIZE_IN_TOTAL)/1024/1024) AS "Column Tables MB" 
FROM M_CS_TABLES;

Listing 13.2 Total Memory Used by All Column Tables

Select SCHEMA_NAME AS "Schema", round(sum(MEMORY_SIZE_IN_TOTAL) 
/1024/1024) AS "MB" FROM M_CS_TABLES GROUP BY SCHEMA_NAME ORDER BY "MB" 
DESC;

Listing 13.3 Total Memory Used by All Column Tables in a Schema

For column tables, SAP HANA sometimes unloads columns that are infrequently 
used out of memory to free up space. This occurs when the allocated memory 
threshold is near the used capacity. So, when memory consumption is estimated, it’s 
important to look at all column tables, not just those currently loaded in memory. 
You can see all column table sizes in a schema by using the SAP-provided SQL 
statement in Listing 13.4. 

Select TABLE_NAME AS "Table", round(MEMORY_SIZE_IN_TOTAL/1024/1024, 2) 
as "MB" FROM M_CS_TABLES WHERE SCHEMA_NAME = SYSTEM' ORDER BY "MB"
DESC;

Listing 13.4 Total Memory by Column Tables in a Schema

By default, SAP HANA can preallocate up to 90% of the host’s physical memory. 
You can also set the allocation limit of memory. However, this is normally done 
by the installation vendor. Changing the value can be useful if you’ve bought a 
license for less than your current hardware capacity.

13.2.8 Managing Large Tables with Partitioning

When monitoring the system, you can sometimes see tables that have grown so 
large in SAP HANA that it makes sense to split them “horizontally” into smaller 
partitions. This is possible for column tables in SAP HANA by default, and is really a 
nice way to manage high data volumes. The SQL statements and any data manipula-
tion language (DML) statements do not need to know that the data is partitioned. 
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Instead, SAP HANA manages the partitions behind the scenes automatically. This 
simplifies the access and frontend development, as well as giving the administra-
tors a key tool to manage disks, memory, and large column stores.

In a distributed (scale-out) SAP HANA system, you can also place the partitions on 
different nodes and thereby increase performance even more because more proces-
sors are available for the users. In fact, this may become the standard deployment 
method for extremely large systems with tens of thousands of users. 

Currently, SAP HANA supports up to 2 billion rows in a single column table. In a 
partitioned schema, you can now have 2 billion rows per partition with virtually no 
limit on how many partitions you can add. It becomes a hardware and landscape 
architecture issue, not a database limitation. You can create partitions in SAP HANA 
in three different ways from an administration standpoint: by ranges, by hash, and 
by round-robin method. While more complex schemas are possible with multilevel 
partitioning, these three options cover the basics used in the higher level options. 
Let’s take a look at the fundamental partitioning choices.

Partitioning Column Tables by Range

If you know your data really well, you can partition the data by any range in your 
table. Although the most common is date, you can also partition by material num-
bers, postal codes, customer numbers, or anything else.

A partition by date makes sense if you want to increase query speed and keep 
current data on a single node. Partition by customer number makes sense if you 
are trying to increase the speed of delta merges because multiple nodes can be 
used at the same time during data loads. You have to spend some time thinking of 
what benefits you want to achieve before undertaking any partitioning scheme. It 
should be noted that the maintenance of range partitions is somewhat higher than 
the other options because you have to keep adding new partitions as data outside 
the existing partitions emerge (e.g., next year’s data if you partition by year now).

Partitioning is done by SQL with the following syntax:

CREATE COLUMN TABLE SALES (sales_order INT, customer_number INT, 
quantity INT, PRIMARY KEY (sales_order))
PARTITION BY RANGE (sales_order)
(PARTITION 1 <= values < 100000000,
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 PARTITION 100000000 <= values < 200000000,
 PARTITION OTHERS)

This creates a table with three partitions. The first two have 100 million rows 
each, and the last has all the other records. Some basic rules must be followed 
though. First, the field you are partitioning on has to be part of the primary key 
(i.e., sales_order). Second, the field has to be defined as string, date, or integer. 
Finally, you can only partition column stores, not row stores.

Partitioning Column Tables by Hash

Unlike partitioning by ranges, partitioning column stores by the hash doesn’t 
require any in-depth knowledge of the data. Instead, partitions are created by an 
internal algorithm applied to one or more fields in the database by the system 
itself. This is known as a hash. The records are then assigned to the required parti-
tions based on this internal hash number. The partitions are created in SQL with 
the following syntax:

CREATE COLUMN TABLE SALES (sales_order INT, customer_number INT, 
quantity INT, PRIMARY KEY (sales_order, customer_number))
PARTITION BY HASH (sales_order, customer_number)
PARTITIONS 6

This example creates six partitions by sales orders and customer numbers. There 
are some rules here as well. If the table has a primary key, it must be included in 
the hash. If you add more than one column, and your table has a primary key, all 
fields used to partition on must be part of the primary key also. If you leave off 
the number 6, the system will determine the optimal number of partitions itself 
based on your configuration. This is therefore the recommended setting for most 
hash partitions.

Partitioning Column Tables by Round-Robin

In a round-robin partition, the system assigns records to the partitions on a rotating 
basis. While it makes for efficient assignments and requires no knowledge of the 
data, it also means that removing partitions in the future will be harder as both 
new and old data will be in the same partitions.
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The partitions are created in SQL with the following syntax:

CREATE COLUMN TABLE SALES (sales_order INT, customer_number INT, 
quantity INT)
PARTITION BY ROUNDROBIN 
PARTITIONS 6

This example is creating six partitions and assigning records on a rotating basis. If 
you change the last statement to PARTITIONS GET_NUM_SERVERS(), the system will 
assign the optimal number of partitions based on your system landscape. The only 
requirement here is that the table does not contain a primary key.

13.2.9 Moving Files and Partitions for Load Balancing 

You can periodically move files and file partitions for column tables to achieve 
better load balancing across hosts. Redistributions are particularly useful if you 
are adding or removing a node from the system, creating new partitions, or load 
balancing existing ones that have grown very large. 

However, before you start, make sure you save your current distributions so that 
you can recover in case you make a mistake. If you have the system privilege 
Resource Admin, you can open the Administration Editor in SAP HANA and 
choose Landscape • Redistribution, followed by clicking Save. Then select Next 
and Execute. You’ve now saved the current distribution and can recover if any-
thing goes wrong.

After this is done, you can go to the Navigator pane in Studio and select the Table 
Distribution Editor. From here, you can see the catalog, schemas, and tables. 
Select the object you want to display, and choose Show Table Distribution. You 
can also filter to a single host as needed. This will display the first 1,000 tables in 
the area you selected. If more are available, you’ll see a message box. 

In the overview lists, you can now select any table you want to analyze, and the 
details are displayed in the Table Partition Details area. You can move the table 
to another host by right-clicking it and selecting Move table. If you want to move 
a partition instead of a table, you can select the partition instead and do the same. 
This may be very useful if you want to load-balance large tables across multiple 
hosts or consolidate the partitions to single hosts. For detailed recommendations 
on load balancing, see SAP Note 1650394: For Large Table Management.
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13.2.10 Fixing a Full Disk Event

If you run out of disk space, an event called “disk full” is triggered. This will show 
up on alerts and will also suspend the use of the database. You’ll have to resolve 
this event before the system becomes available again.

To fix this, go to the Administration Editor and the Volumes tab. Here you’ll 
find information about the disk usage under the Show Storage option. If the disk 
is full due to other files being stored (i.e., temporary staging files for data move-
ment), you can delete these and mark the event as handled in the Overview tab, 
in the Disk Full Events link. This will stop the suspension of the database. 

If all files that aren’t needed are removed, and the disk is still full, you’ll have to 
add additional disks before flagging the events as handled.

13.2.11 Support for Unresponsive Systems 

If your system is unresponsive, and SQL statements can’t be executed, you can 
gather system information for support using a Python script provided by SAP. You’ll 
need to have system administration privileges to run this script.

To execute the script, navigate to the Python support directory …/exe/python_support> 
python fullSystemInfoDump.py. This will create a ZIP file with system information 
that will be stored in the directory DIR_TEMP/system_dump. If you also want usage 
information, simply add the handle -h at the end of the command.

If you’re unsure of what your temporary directory is, you can find this information 
in the sapprofile.ini file, as well as obtaining it by typing hdbsrvutil -z | grep 
DIR_TEMP=.

The ZIP file contains value system information and can help SAP support in resolving 
issues related to your system. The content of the ZIP file will depend on whether 
the system can be reached by SQL or not. If SQL can’t be executed, the file will 
have mostly system configuration data, topology, and trace files. However, if SQL 
can be executed, the file will also have information about the system tables and 
views as well as system statistics that can be useful for SAP support and diagnostics.



546

SAP HANA Administration13

13.3 Updates

In this section, we briefly discuss the two types of updates for SAP HANA: updates 
for the appliance itself, and updates for Studio.

13.3.1 Updating the SAP HANA Appliance

Systems that were installed with the SAP HANA Unified Installer can use the 
automated update procedure. This requires that a backup is completed, data rep-
lication is suspended, and the business is made aware of the planned outage. You 
may want to do this on a quarterly basis set when other systems are scheduled for 
maintenance at the same time (e.g., holidays).

The Software Update Manager (SUM) for SAP HANA Support Package Stack (SPS) 
can execute automatic updates of the Lifecycle Management perspective as part 
of self-update. So unless your hardware partner installed SUM as part of the install, 
you have to first install it from the SAP Marketplace before you can use it because 
it’s not part of the base SAP HANA install.

During the install, it’s important to note that all archives, including SUMFORHANA, 
must be located in the same directory as the stack.xml file. Additional details on 
the release of SUM can be found in SAP Note 1545815. After the SUM is installed, 
you can choose to apply either SPSs that contains larger upgrades, or individual 
support packages based on your needs or upgrade schedule.

13.3.2 Updating SAP HANA Studio

You’ll periodically need to update the Studio software. You can choose to update 
the software automatically based on periodic updates with SUM, or you can execute 
the software update manually. 

However, in both cases, you first need to point your SAP HANA system to the site 
from which updates are downloaded. You can do this by going to the main menu 
and selecting Window • Preferences. In the Preferences dialog box, choose 
Install/Update • Available Software Sites (Figure 13.19). Click Add. The site 
you add should be in the following format: http://<host_name>:<port_number>/tools/
hdb.studio.update or file:////update_server/hdbstudio/repository/. 
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Figure 13.19 SAP HANA Automated Updates in Preference Screen

You’ll be notified immediately if another update is available. The system will then 
take you through the upgrade based on available components. After the site has 
been added, you can also set up automatic updates. To set up automatic upgrades, 
just go to the main menu and select Window • Preferences. In the Preferences 
dialog box, choose Install/Update • Automatic Updates. You can now decide 
how frequently you want to apply automated updates.

To check for manual updates to Studio, you can go to the main menu and select 
Help • Check for Updates (Figure 13.20).
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Figure 13.20 Checking for Updates Manually

13.4 Security

In this section, we discuss the basics of what you need to know about managing 
security in SAP HANA.

13.4.1 System Privileges

The right to execute services and to access data and software components in SAP 
HANA is decided by the privileges and roles of database users (Figure 13.21 and 
Figure 13.22).

The highest set of privileges is maintained in the system user called SYSTEM. This 
is a database user that should only be granted to a very few individuals. These users 
basically have access to do whatever they want. There are also internal system users 
such as _SYS-STATISTICS and SYS that are used by the system itself. You can’t log 
on using these database users. 

An operating system administrator user was also created during install. You can 
log on with this user to stop or start a database, to execute recovery processes, to 
add new system privileges to a role, and to grant that role to a user. 

549

Security 13.4

Figure 13.21 Granted Privileges in SAP HANA

Figure 13.22 System Privileges for Administrators
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13.4.2 Authentication Security

SAP HANA has two forms for authentication security: user authentication and exter-
nal authentication. User authentication is referred to as an internal authentication 
that consists of validating a password with a user name. 

You can also use external authentication with Kerberos or through the Security 
Assertion Markup Language (SAML). When using Kerberos, the users in the key 
distribution center should be mapped to database users in SAP HANA by making the 
user’s principal name the external ID when creating or modifying the database user. 

To use SAML, you need to have created a SAML identity provider first. For more 
information, see the Kerberos protocols on UPN mapping and the key distribution 
center, or the SAP HANA Database Security Guide.

13.4.3 Authorization Security

After the user identity has been established (authentication), the user has to be 
granted privileges to do something through authorizations. Users can be assigned 
privileges through a direct assignment, or they can inherit them through privileges 
assigned to roles. 

Adding or Deactivating Users 

To add users, go to the Navigator pane in Studio, and select the system you want 
to grant access to. Select the Catalog folder (Figure 13.23), and then the Autho-
rization folder.

Right-click on the Users folder, and select New User. Give the user a distinct name 
following your corporate standards. If you have no standards, it’s advisable that 
you create them before adding users in the system. It can get really messy if you 
allow user names to be made up without any controls.

Select your authentication method (internal, Kerberos, or SAML), and assign roles, 
system, SQL, and/or analytical privileges. If you want the user to be able to also 
grant his privileges to other users, you can select the Grantable to other users 
and roles option. This option should only be used in rare cases where such author-
ity to grant privileges is distributed (e.g., to different administrators in business 
units). For most organizations, this will be managed centrally instead. If you allow 
this, the user can grant his role to others (Figure 13.24).
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Figure 13.23 Adding a New User

Figure 13.24 Granting Roles to Users

Select Deploy to save the user definitions. You must have the privilege Role Admin 
to create new users or modify existing users.

To deactivate users, go to the Navigator pane in Studio, and select the system 
impacted. Select the Catalog folder, and then select the Authorization folder. 
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Choose the Users folder, and select the user to be deactivated. In the User editor, 
you can now click on Deactivate User on the toolbar, and the user no longer has 
access to the system.

More options on SAP HANA security at the services and data level are maintained 
in the SAP Security Guide on SAP Marketplace and in SAP Notes 1598623 and 
1514967. 

Adding and Modifying Roles

To add roles, go to the Navigator pane in SAP HANA Studio, and select the system 
you want to grant access to. Select the Catalog folder and then the Authoriza-
tion folder (Figure 13.25).

Figure 13.25 Adding New Roles from the Roles Folder

Right-click on the Roles folder, and select new Role. Give the role a distinct name 
following your corporate standards. If you have no standards, it’s advisable that 
you create them before adding roles in the system. It can get really messy if you 
allow role names to be made up without any controls.
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After you’ve given the role a name, you can assign the SQL, analytical, package, or 
system privileges, and save the role definitions (Figure 13.26). 

Figure 13.26 Grantable Privileges

You must have the privilege Role Admin to create new roles or modify existing roles.

Assigning Administration Roles and Privileges

For administrators, a set of privileges must be assigned so that they can do their 
jobs. This includes those privileges listed in Table 13.3.

Administration Privileges or Roles Administration Task Enabled

MONITORING This grants read-only access to the 
Administration Editor.

SERVICE ADMIN Under the Performance tab and  
Threads subtab, this grants the ability to 
cancel operations. In the Landscape tab, 
the ability to starts and stop database 
services is enabled.

MONITOR ADMIN This grants the ability to mark as handled 
any “disk full” events.

TRACE ADMIN This grants the ability to start and stop 
performance traces and delete trace files.

ROLE ADMIN This grants the ability to add new roles or 
modify existing roles.

Table 13.3 Administrator Privileges
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Administration Privileges or Roles Administration Task Enabled

USER ADMIN This grants the ability to add new users 
or modify existing users.

INIFILE ADMIN This controls the ability to configure 
database and SQL traces, change 
any configuration settings on the 
Configuration tab, or modify check 
settings in the Alerts tab.

SQL privilege SELECT for the SQL schema 
_SYS_STATISTICS

In the Overview and Alerts tabs, 
this grants the ability to view alert 
information.

System privilege DATA ADMIN; or 
CATALOG READ and SQL privilege 
ALTER for the respective table(s)

This allows you to move tables or 
partitions to other hosts in a distributed 
system.

System privileges EXPORT and IMPORT 
as well as SQL privilege INSERT and 
SELECT

These allow you to import and export 
data tables.

Table 13.3 Administrator Privileges (Cont.)

To have access to manage the resources in SAP HANA, you may need the Resource 
Admin privileges added to your role. This is found under the System Privileges 
tab in the role maintenance. You can also assign Content Admin privileges to a 
role (Figure 13.27). This allows a user to administer and manage the content in 
SAP HANA, but not the system settings.

Database administrators also may need to see all schemas in the system. This is 
turned off by default through schema filtering. To gain access to all schemas, you 
need to go to the Navigator pane and select the respective system. Right-click the 
Catalog folder and select Filters. The Filter dialog box appears where you can 
select the option Display All Schemas and click OK. This imparts the users with 
the privileges Data Admin, Catalog Read, and System. 
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Figure 13.27 Granting Content Admin to a Role

13.4.4 Setting a Password Policy

You can also set your own password policy for SAP HANA. This includes minimum 
password length, use of characters, max number of log-on attempts, blacklisted 
passwords, password expiration, and notifications. To change a password policy, 
right-click on the SAP HANA system in the Navigator pane and select Open 
Security (Figure 13.28).

Figure 13.28 Accessing SAP HANA Security
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Under the Password Policy tab you can change all the settings to conform to your 
company’s password rules (Figure 13.29). It is not unusual that the information 
security group manages this tab in SAP HANA.

Figure 13.29 Setting a Password Policy in SAP HANA

13.5 License Keys

The two types of license keys for SAP HANA are temporary keys (typically 90 days) 
and permanent keys. To check your type of license keys and expiration dates, 
right-click on a system in the Navigator pane in Studio, select Properties (Figure 
13.30), and choose Licenses. 

Permanent keys identify how much memory you’re licensed to use on the SAP 
HANA system. In addition, keys can be enforced or unenforced. This means that if 
you have enforced keys, the SAP HANA system will shut down if you try to use the 
system for more memory than you’re licensed for (SAP grants a little extra memory 
consumption in reality before shutting down). If the system is shut down due to 
a license key violation, you can’t access the system via queries nor can the system 
be backed up. To see if your keys are enforced or not, take a look inside the license 
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file. If you see “SWPRODUCTNAME=SAP-HANA,” your keys are not enforced. If 
you see “SWPRODUCTNAME=SAP-HANA-ENF,” your license keys are enforced.

Figure 13.30 Checking License Keys

13.5.1 Temporary License Keys

Most SAP HANA systems come with temporary license keys installed from the 
vendor (Figure 13.31), so you have to make sure you install permanent keys before 
the expiration of the temporary license keys. To do so, you’ll need to go to the 
SAP Marketplace (https://service.sap.com/support), log on with your credentials from 
SAP, and select Keys & Requests. If a permanent key expires, you’ll automatically 
be granted a 28-day extension to get new keys to avoid operational disruption to 
your organization. 
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Changes to license keys can only be made by administrators with the system 
privilege License Admin in their security role. More information on monitoring 
of license keys is found in SAP Note 1704499. 

Figure 13.31 Temporary License Key

13.5.2 Permanent License Keys

If you first bought SAP HANA and it came with temporary license keys, simply go 
to the Studio Navigator pane, and right-click on the system you want to man-
age. Choose Properties, and then select Licenses. Administrators can also delete 
license keys in this area. 

If you have a temporary license, you’ll see the system ID and hardware key under 
the Request License Key area. You’ll need this information when requesting the 
permanent keys on the SAP Marketplace website. SAP will send you the permanent 
license key file by email, and after you’ve downloaded it, you can go back to the 
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Request License Key area and select Install License Key. After this, you select the 
file you downloaded from the email, and the key will automatically be installed. 

License Audit by SAP

If you’ve installed permanent SAP HANA licensing keys, SAP may periodically request a 
license audit. If requested, you simply open SAP HANA Studio, click on your database 
and select Properties on the context menu. From here, you click on the Export System 
Measurements button and save the XML file. You’ll email this XML file to SAP as part 
of the license audit. However, you need to have the system privilege License Admin 
assigned to you to have access to this function.

13.6 Backup and High Availability

Today, SAP HANA is a system with backup, disaster recovery, and failover support 
in its architecture. In case of system failures, you can restore from backups. You 
can have synchronous backups between your production system and the backup 
storage. You can even have a standby system that receives data continuously and 
use this as a “warm” standby system that is ready to kick-in if the primary system 
goes down for any reason. Finally, you can have standby hosts ready to take over 
if a host inside your system has issues. The latter is referred to as fault-tolerance 
recovery, which is built into your SAP HANA system together with the existing 
service auto-start that automatically tries to restart any service that fails. 

Next, we’ll take a quick look at some of the options included for backup and high 
availability in SAP HANA.

13.6.1 Backup

There are two basic ways of backing up data in SAP HANA. The traditional file 
backup has been supported since version 1.0, and the newer BACKINT application 
programming interface (API) provides support for certified third-party vendors. 
Because this feature is found starting in SPS 5, some older installations may be 
required to apply this to take advantage of the backup and restore features of other 
vendor solutions. 
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Because many backup features are now automated, you no longer need to run 
the ALTER SYSTEM RECLAIM LOG program after every backup to check that log 
segments were removed. Instead, you set enable_auto_log_backup to yes and the 
log_mode to normal. 

For those using the traditional file backup from SAP, there are four parameters 
available in SAP HANA Studio under the Configuration tab. These are known as 
the basepath options.

The basepath options for standard backup of SAP HANA settings and recommenda-
tions include the following:

 E basepath_databackup   
This is for setting up an external mount point. It basically points to where your 
standard backups will be saved. For faster backups, you can also back up your 
SAP HANA system to a disk and afterward move it to an external mount point.

 E basepath_datavolumes 
This is the permanent location for data volumes. You should never attempt to 
delete any data volume files on the operating system. That may make your sys-
tem unusable and cause the system to become unresponsive.

 E basepath_logbackup   
This points to an external mount point because log segments are copied auto-
matically every 15 minutes in SAP HANA. 

 E basepath_logvolumes   
This is the permanent location for log volumes. You can clean this directory 
using the ALTER SYSTEM RECLAIM LOG program, but you should never delete 
any log volumes files directly. 

You can also set up alerts to monitor whether the backups are being done as you 
expected (Figure 13.32). Simply go to the Alerts tab, click on the Backup Alert 
option, and schedule the check. It’s advisable to have this alert run on a daily basis.

Other vendors have also started to create backup solutions for SAP HANA, and you 
can now use IBM’s Tivoli Storage Manager to centrally manage your SAP HANA 
backups. In addition, SAP provides a script in SAP Note 1651055 to help clean up 
the log files in SAP HANA if they become too large and your backup times starts 
to suffer.
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Figure 13.32 Monitoring Backups with Alerts in Studio

13.6.2 High Availability

When you buy SAP HANA, you can buy additional hardware to be in a standby 
mode for failover in case the system experiences issues. You can keep the server 
running and be ready to take over at any time. However, in this cold standby mode, 
no SQL is executed on the system, and it may take a few minutes to restore if the 
primary system goes down. 

Currently, you can assign up to three master servers as the name servers and select 
one of these as the active server. The active server is assigned a master index server 
and a statistics server, while those in standby mode have none. If the active master 
name server fails, the system restores itself to any available standby master and 
uses this system instead. 

The index server keeps tracks of the directories in a volume where the files are 
located. If the index server fails, the name server will automatically try to restart it. 
This can take two to three minutes. If that fails, it looks for any standby index serv-
ers. The restore occurs by having the name server assign the volume to the standby 
index server. After the process is complete, the system becomes available again.
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Because the statistics server is stored on the name server, any failure of the statistics 
server triggers a name server failover. This will create a new statistics server on 
the new active name server, and the old statistics server is removed automatically.

Groups of failover systems can also be defined for each of the hosts to ensure that 
preferred standby servers on the same hardware are used first. This helps restore 
the servers faster because less data and configurations may need to physically be 
moved on the network.

The setup of high availability and failover systems should be done by SAP Partners 
and hardware vendors to ensure the correct system sizing connectivity, provision-
ing, and future support. 

13.6.3 Multiple Databases and Components on Same Hardware

SAP HANA has support for some software applications so that they may be run on 
a single SAP HANA database and also so that they can be run on a single system. 
We discuss both of these options in more detail next.

Multiple Components One Database (MCOD)

When you run software applications on a single database, it is known as a Multiple 
Components One Database (MCOD) configuration. Note that this is not the same 
as having multiple databases on one hardware appliance. A MCOD system simply 
refers to having multiple software applications on one database.

Naturally, in MCOD mode, SAP supports any custom developed data marts as 
working with other SAP HANA components. However, you can also run any of 
the following components together on a single database:

 E SAP BW on SAP HANA

 E SAP Finance and Controlling Accelerator for the material ledger

 E SAP ERP Operational Reporting with SAP HANA

 E SAP Finance and Controlling Accelerator: Production Cost Planning

 E SAP Rapid Marts

 E SAP CO-PA Accelerator

 E SAP Operational Process Intelligence

 E SAP Cash Forecasting
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 E SAP HANA Application Accelerator/Suite Accelerator

 E Smart Meter Analytics

If you’re running your SAP HANA system as MCOD, you have to consider that all 
backup, recovery, and failovers now pertain to all applications. You can’t back up 
a single application. So any restarts, failovers, and restores now impact all compo-
nents on the database. You’re also sharing the system resources and will have to 
size your SAP HANA system accordingly. 

From an administration standpoint, the software applications are managed indi-
vidually in their respective interfaces, while the database is managed as a central 
unit through standard SAP HANA database administration functions as described 
in this chapter. Finally, if you’re planning to use MCOD with SAP BW as one of 
the software components, you should also study special considerations for this 
MCOD scenario in SAP Note 1666670.

SAP HANA Admin for Multiple Components One System (MCOS)

You can also install multiple SAP HANA databases on a single SAP HANA hardware 
appliance. This is known as Multiple Components One System (MCOS) or some-
times referred to as a multi-SID (system ID) configuration. 

This is an evolving capability, and there are some limitations in what SAP supports 
from a nontechnical standpoint. For example, if you buy a single-node SAP HANA 
box, you’ll have a single install of the SAP HANA database on the system. However, 
you can also install an additional database on this node, and SAP will support you 
as long as it is in a nonproduction system. 

SAP will not currently support MCOS if you move this configuration to a production 
system, but as long as you keep it in development, sandbox, testing, and training 
environments, you have support. This is likely to change over time, so consult with 
SAP before attempting this in the future. 

If you choose to run MCOS on a single node, nonproduction box, each database 
is managed individually in Studio, while the hardware is shared. This may be a 
cost-effective solution for smaller organizations who simply want a small sandbox 
or training environment, without having to buy another SAP HANA appliance. 
Just make sure you have the system sized accordingly because the databases will 
be competing for the same system resources.
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13.7 SAP Solution Manager and SAP HANA

SAP Solution Manager can be connected to SAP HANA and be used for many of 
the same tasks you use SAP Solution Manager for today. As part of your installa-
tion, you should work with your hardware partner to make sure that SAP HANA 
is connected to SAP Solution Manager. This is based on SAP’s central agent infra-
structure and requires the setup of connectivity, roles, and assignments of rich 
agents that are used in the SAP HANA system and which communicate with SAP 
Solution Manager. Thankfully, SAP has created a wizard that will help you connect 
the SAP HANA system with SAP Solution Manager (Figure 13.33). You can find 
detailed information in the SAP Solution Manager System Landscape Setup Guide 
on the SAP Marketplace.

Figure 13.33 Step-by-Step Wizard to Connect SAP Solution Manager to SAP HANA

The connection will provide monitoring from the DBA Cockpit as well as all database 
alerts in SAP HANA. You’ll also get access to SAP HANA information in EarlyWatch 
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reports. These should be reviewed by the SAP HANA system administrators on a 
weekly or monthly basis, much the same way as you are monitoring SAP ERP and 
traditional SAP BW systems today. 

An additional feature of SAP Solution Manager is the ability to use the central 
Change and Transport System (CTS+) for managing changes and promotions of 
configurations between your SAP HANA environments following similar ways that 
you provide change management to the SAP ERP system.

13.8 DBA Cockpit for SAP HANA

Most of the information in this chapter is applicable regardless of which implemen-
tation of SAP HANA you are working with. However, in this section, we want to 
spend a bit of time on the Database Administrator (DBA) Cockpit, which is relevant 
for implementations of SAP BW on SAP HANA.

Inside the data warehouse solution SAP BW, you find the DBA Cockpit as shown 
in Figure 13.34. This is used to manage and monitor the underlying relational or 
SAP HANA-based database and is available for organizations with SAP BW 7.3 
SP 5 and higher. 

Figure 13.34 DBA Cockpit for SAP HANA
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The cockpit is available under Transaction DBACOCKPIT, but it requires that the 
security authorizations S_TCODE and S_RZL_ADM are assigned to your role. In 
the DBA interface, you can pass basic transaction calls to the SAP HANA system 
and get an overview of how it is performing without going to the Studio interface. 
Some of the transactions supported include those in Table 13.4.

Area Transaction 
Code

SAP BW Action SAP HANA Action in 
DBA Cockpit

Diagnostics DB01 Analyze Exclusive 
Lockwaits

Locks: Blocked 
Transactions

DB02 Tables and Indexes 
Monitor

Missing Tables and 
Indexes

DB12 DBA Backup Logs Backup Catalog

Current 
Status

DB50 SAP DB Assistant Current Status Overview

ST04 DB Performance 
Monitor

Current Status Overview

Jobs DB13 DBA Planning Calendar DBA Planning Calendar

DB13C Central DBA Planning 
Calendar

Central Calendar

Configuration DB26 DB Profile: Monitor and 
Configuration

Configuration INI Files

DB03 Parameter Changes in 
Database

Configuration INI Files

Table 13.4 Supported Transactions

In the DB Performance Monitor (Transaction DB13) and SAP DB Assistant (Transac-
tion DB50), you’ll find information such as the current status of the system. This 
shows the status of available disk space and physical memory. The bar is colored 
black if the usage is up to 97% of available disk and red if it’s over 98%. If the 
operational state is flagged as green, it means that all services are running, whereas 
yellow means that one or more services has not started or is not currently running. 
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Other information in these transactions includes the start time of the first and last 
started service. If you have a distributed system, you’ll see the start time of the 
first and last server here. You’ll also find when the SAP HANA database software 
was compiled under the Build Time tab. 

Furthermore, you can see any alerts that have been triggered in SAP HANA and 
notifications of critical events if a disk is full. If you click the Full Disk Event 
message and select the event, you can also handle selected events. In addition, 
you can display the CPU consumption, memory allocations, and number of CPUs 
available, as well as data volume, log, and trace files sizes, compared to the size of 
the disk(s). Finally, you can monitor the host physical memory, CPU, and virtual 
memory and see the disks containing data, log, and trace files on a specific host. 
All of these features make the DBA Cockpit in SAP BW a very valuable tool for SAP 
BW administrators who are using SAP HANA as their database.

You can also use the performance warehouse features in the DBA Cockpit to see 
how your system is performing overall. To access it, select Performance • Perfor-
mance Warehouse in the DBA Cockpit. To use this, you must have the Solution 
Manager Diagnostics (SMD) enabled. If you don’t have it enabled, you can use the 
SMD Setup Wizard to install it.

SAP HANA and Nearline Storage Management (NLS) 

For those who want to reduce the size of their active data in SAP BW, nearline storage 
(NLS) is still supported in SAP HANA. 

NLS is simply a method to offload data that is infrequently used to a smaller database 
system (not in-memory). For example, an organization with 10 years of data in its data 
warehouse chooses to move the oldest data to a small database system. Because this NLS 
system is accessed infrequently by few users, the hardware is much smaller and there 
may be little reasons to spend thousands of dollars to keep this in memory inside SAP 
HANA. In short, the old data is available but not in memory.

The BI analytical engine in SAP BW knows if the data is on NLS or if it’s in-memory, 
so there’s no need for query developers or users to direct their queries to one side or 
the other. It’s all done automatically inside SAP BW on SAP HANA. There are several 
available partner solutions for NLS on SAP HANA to choose from, including Dynamic 
Near Line Access, PBS, IBM DB2 Viper, DataVard, and SAP’s own NLS solution based 
on SAP (Sybase) IQ.
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13.9 Summary

Although the SAP HANA administration tasks are numerous and executed by sys-
tem administrators, security administrators, developers, and hardware vendors, 
it’s important to have a basic understanding of the major functions you’ll need to 
know to successfully manage an SAP HANA system. In this chapter, we provided an 
introduction to some of these functions. Additional version-specific administration 
tasks are outlined in SAP Notes that are updated when new releases and service 
packs are made available. You should periodically review these before embarking 
on system changes to your SAP HANA installation.
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