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CHAPTER 6

How We Used Cloud Services to 
Develop a 4D Browser Visualization 
of Environmental Data at the Met 
Office Informatics Lab
N. Robinson, R. Hogben, R. Prudden, T. Powell,  
J. Tomlinson, R. Middleham, M. Saunby, S. Stanley, A. Arribas
Met Office Informatics Lab, Exeter, UK

INTRODUCTION

The Met Office is a world-leading center for weather forecasting and cli-
mate science. Its activities encompass weather observations, 24/7 opera-
tional forecasting, and leading climate research. The Met Office was created 
over 150 years ago and employs around 2000 staff, most of them based at its 
headquarters in Exeter, United Kingdom.

Like many other large organizations, the Met Office has different depart-
ments (e.g., Science, Technology, Business, HR, etc.), each with its own 
culture and structures—structures that, in most cases, have developed over 
many years to ensure product delivery and business continuity. Resilience is 
obviously important to an organization that is responsible for providing 
real-time environmental forecasts, critical for ensuring safety of life and 
property 24 h a day, 365 days a year (e.g., National Severe Weather Warning 
Service). To protect this resilience, any changes to these systems are subject 
to strictly controlled processes.

However, this has negative consequences for innovation: the speed of 
change is limited by these processes and structures, and a risk-averse culture 
is quickly developed around the avoidance of failure. Furthermore, although 
senior management wants innovation, middle management must meet 
today’s targets. This raises conflicts of priorities and often means that staff 
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with the relevant skills are fully occupied with business-as-usual activities, 
leaving little time and space for innovation. As a result, the Met Office often 
struggles to transform new science into services or respond quickly enough 
to requests from users to make our data relevant to them.

Finally, rapid improvements in computing power are making things 
worse: the Met Office is increasing the already vast amounts of data that it 
produces. For example, in 2014 the Met Office’s operational forecasting 
systems generated around 30 terabytes of data every day, not to mention  
research data. In 2016 we will generate more than 10 times this amount,  
a truly staggering quantity.

It is with this background that the Informatics Lab was created in April 
2015 with two well-defined purposes:
 •  our external purpose is to help make environmental data and science 

useful
 •  our internal purpose is to help improve working practices at the Met Office

The Lab tries to achieve these aims through the rapid delivery of proto-
types that demonstrate what is possible. The Lab also facilitates, supports, 
and helps others inside and outside the Met Office. By doing this we can 
create communities that can build on what we do to maximize positive 
impact.

The Lab comprises nine members with expertise in technology, science, 
and design. Four of the members of the team are permanently in the Lab to 
ensure continuity. The rest of the members of the core team are seconded 
from Science, Technology, and Design (and possibly from other areas in the 
future) for periods between 12 and 24 months. On top of this, and to fur-
ther facilitate the connection with other teams across the office, an addi-
tional group of “Associates” to the Lab was created. This is an entirely 
voluntary group that contributes to the Lab in their spare time, and who are 
given access to all the Lab’s tools and facilities. Associates can contribute to 
Lab prototypes, or work on projects of their own.

The Informatics Lab has the freedom—and the obligation—to work dif-
ferently from the business-as-usual approach: to improve something you need 
to try something different. One of the most important implications of this is 
that the Lab works entirely outside of the Met Office IT networks, meaning 
we have complete flexibility to create and deploy solutions as required.

This freedom is overseen by a board comprising members of Met Office 
Executive and relevant external partners, who govern which projects are 
tackled by the Lab, and how the work and best practices of the Lab can be 
linked to the rest of the Met Office.
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THE GENERIC LAB APPROACH

As mentioned in the introduction, the two aims of the Lab are to improve 
existing ways of working in the Met Office, and to make environmental 
data and science useful. Of course, these two aims are related: by improving 
the ways of working in the Met Office, we will make more environmental 
data and science useful to people outside the Met Office. However, one 
thing is clear, we cannot achieve this by simply repeating what we are 
already doing. Therefore, we need a different approach.

Our Approach to People
We are engaged in work that requires significant collaboration across disci-
plines within our team and with others outside the Lab. The Lab combines 
expertise from technology, science, and design, allowing us to quickly com-
plete an iterative cycle of developing, testing, and deploying prototypes. This 
multidisciplinary approach contrasts with the rest of the Met Office in 
which many teams are made up of experts of a single discipline. We foster a 
working environment in which experiments can be completed quickly and 
with little risk. Indeed, the “removal of fear” has been cited previously as 
fundamental to engendering creativity (Sheridan, 2013). Failing fast means 
we can learn lessons fast, and prototypes can progress rapidly.

To get the right blend of skills we decided that the ideal size of the core 
team would be no more than 10 people (there is evidence for this number, 
for example, Wittenberg (2006) asserts that research on optimal team num-
bers is “not conclusive but it does tend to fall into the 5 to 12 range”).

There are plenty of talented people in the Met Office trying to achieve 
the same end goal—we recognize this and actively seek to work with these 
people. The structure of the Lab team could be likened to an onion: we have 
an inner core, in the next layer we have a group of Met Office Associates, and 
in the outer layer we have a group of non-Met Office Associates. Essentially, 
we are open to collaborate with anybody who wants to make environmental 
data and science useful.

Our Approach to Data and Source Code
We aim to be open with as much of the work we do in the Lab as possible 
to encourage fruitful collaborations. The majority of our code is publicly 
available on Github (https://github.com/met-office-lab/) on which it can 
be reused and augmented by anyone who is interested. We also work to 
make Met Office data more widely available to the public, who in many 

Author's personal copy

https://github.com/met-office-lab/blog


Cloud Computing in Ocean and Atmospheric Sciences92

Cloud Computing in Ocean and Atmospheric Sciences, First Edition, 2016, 89-106

cases have an explicit right to it as the ultimate financial backers. If we use 
any Met Office data in our prototypes, we do it in such a way that it is pub-
licly available to allow others to easily build on top of our initial concepts.

Our Approach to (Physical and Virtual) Workspace
The team is fully mobile, with all members working on laptops which are 
not linked to, nor dependent on, the Met Office’s corporate network. This 
was a deliberate decision so we could avoid the security restrictions imposed 
by the corporate network, and conversely, to avoid being a potential secu-
rity or continuity threat to the rest of the organization.

Therefore, we fully rely on cloud technology to store and process data 
(more specific details on this are provided in section: Our Approach to IT 
Infrastructure), and to communicate and work with each other. After some 
testing and trials, we have converged on the following tools:
 •  GitHub for joint code development and code sharing
 •  Slack for instant messaging
 •  Gmail and Google Docs for email and group documents
 •  Appear.in for video conferencing and e-working
 •  Amazon Web Services for infrastructure and deployment

Mobile working has many advantages: it allows us to work at partner 
sites, making it easier to collaborate with others; and it also gives team 
members the flexibility to work from home when required, facilitating life–
work balance. However, there are disadvantages to a fully mobile team as 
nothing can really substitute human contact. So, to facilitate contact time 
we agreed on a weekly schedule:
 •  Monday–Wednesday we work in our main project as a team, normally 

at Met Office HQ
 •  “Open Thursdays” are dedicated to work with others in a variety of 

projects
 •  Fridays are reserved for individual work or work with external collabo-

rators, normally outside Met Office HQ
Therefore, although we make extensive use of technology to work 

remotely when needed, we are mindful of the advice of Wittenberg (2006): 
“teams that rely solely on electronic communication are less successful than 
those that understand why communication in person is important. Email is 
a terrible medium…It does not relate sarcasm or emotion very well, and 
misunderstandings can arise. There is something very important and very 
different about talking to someone face-to-face[sic].” In addition, and, 
although it may sound counter-intuitive, having a structure determining 

Author's personal copy



4D Browser Visualization of Environmental Data 93

Cloud Computing in Ocean and Atmospheric Sciences, First Edition, 2016, 89-106

what we work on and where we work encourages creative and innovative 
work; it protects precious time and facilitates prioritization of tasks.

We have adopted several working practices that have been found effec-
tive in other creative organizations. We put a large emphasis on understand-
ing the problem we are trying to solve before solidifying the concept using 
paper prototyping. We have also found that paired programming (two cod-
ers sharing the same computer), while not suitable for every task, has been 
the origin of some of our most efficient, effective, and innovative work  
(as in Williams et al., 2000; see section: Mobile Controls).

In terms of physical space, the Lab is a converted meeting room at the 
center of the Met Office HQ building in Exeter (Fig. 6.1). The choice of 
this room is intentional to facilitate the contact of the Lab with the rest of 
the organization and avoid the creation of an us-and-them culture. We do 
not have any arcade machines, bean bags, or ping-pong tables, but the space 
is ideal for collaborative work: essentially an empty room with a big table 
that we can move around to seat ourselves in whatever configuration best 
suits what we are doing; a few storage cupboards to hide kit and a huge TV 
to do demos, training, and presentations. We have found that having a space 
over which the team members can feel some sense of ownership fosters a 
safe environment which encourages creative ideas.

Figure 6.1 The Lab workspace: mixing discussion, paper prototyping, paired program-
ming, and solo working.
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In 2016, the Lab will also use new facilities currently under construction 
at the Exeter Science Park. The Exeter Science Park will be home to a 
number of knowledge-based businesses, and we expect that this will open 
the door to new opportunities for collaboration.

Our Approach to IT Infrastructure
As mentioned, we fully rely on cloud services to do our work. From an 
infrastructure point of view, we build all our servers, databases, and data 
analysis facilities in the cloud. For the project described in this article, we 
used Amazon Web Services (AWS).

We use servers from Amazon’s Elastic Cloud Compute service (EC2) in 
a few different ways. The simplest use is for testing and development. EC2 
allows us to create a new server in a matter of minutes. We can then use to 
test deployment of prototypes under active development. It also gives us a 
space to play with libraries, modules, and technical approaches before we 
decide if they are useful for the problem at hand. This has been instrumental 
in our technology choices as it allows us to quickly explore something and 
then destroy the server once we are finished, saving us money.

One such example of this is our use of the Thematic Real-Time Envi-
ronmental Distributed Data Services (THREDDS) data service. THREDDS 
allows us to host large data sets on a web server and, importantly, it allows 
subsets of these data to be extracted without having to download the whole 
dataset. Using EC2, we have been able to very quickly experiment with 
different versions and ways of installing THREDDS, which has allowed us 
to deploy it efficiently with minimal support to keep it running.

Our second and more robust use of EC2 is to pair it with containeriza-
tion and orchestration tools such as Docker and Kubernetes. Docker allows 
us to automate the deployment of our different cloud microservices, and 
define the amount of resource which they should be allocated. Kubernetes 
then creates and manages the EC2 servers to host a set of these containers. 
Kubernetes can scale the deployment of these contained microservices 
dynamically to meet demand using the concept of a “replication controller.” 
For instance, the might mean increasing the number of containers if demand 
goes up, or moving containers from one server to another if it becomes over 
subscribed or slow. Replication controllers also increase resilience by auto-
matically redeploying a service if it crashes.

Another interesting use of Kubernetes is to allow the flexible paralleliza-
tion of nontime sensitive processing. An example of this is the way we con-
vert raw weather data into files which can be displayed in our browser 
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application (see section: The Project: Interactive 4D Browser Visualization 
of High-Resolution Numerical Weather Prediction Data). We receive a 
huge volume of raw data every 3 h. If we were to process this using a full-
time dedicated EC2 instance, it would sit idle for a large fraction of time, 
waiting for the next influx of data. Kubernetes monitors the amount of data 
to be processed and scales the infrastructure accordingly. In this instance, it 
creates multiple servers every 3 h to handle the massive data load but then 
destroy them all once they have finished, reducing costs.

We have chosen to expose the original forecast data in the form of Net-
work Common Data Format (NetCDF) files, a format which stores grid-
ded data and associated metadata. It was initially developed for geospatial 
data by NASA, and is recognized by the Open Geospatial Consortium, 
meaning it is widely supported.

We use Iris (www.scitools.org.uk/iris/), the open-source Met Office 
data analysis tool kit written in Python, to analyze gridded meteorological 
and climatological data. Although primarily used by scientists for postpro-
cessing model output, it has proved essential for preparing our atmospheric 
data on the cloud. As Iris is a Python module, it can easily be incorporated 
into server-side scripts, in which it can sit alongside other useful Python 
modules, for instance, Boto (which allows us to interface with AWS) or 
PyPng (which writes images from data arrays). In addition, Iris is conversant 
in many data formats, meaning it can convert any atmospheric data to stan-
dard NetCDF files.

The reader needs to bear in mind that we did not know what technolo-
gies would be most appropriate (and how to best apply them) when we 
started this project. Our approach is to create and run experiments that 
allow us to test different technologies and designs, before choosing the most 
effective.

THE PROJECT: INTERACTIVE 4D BROWSER  
VISUALIZATION OF HIGH-RESOLUTION NUMERICAL 
WEATHER PREDICTION DATA
The Concept
The first project tackled by the Lab is the development of a four- dimensional 
(4D) (i.e., animated three-dimensional (3D) space) visualization of high-
resolution weather forecasts (Fig. 6.2). To make this technology widely acces-
sible, we have set ourselves the challenge of delivering this via a web browser 
on a standard specification computer. There are many motivations for  
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developing this concept: public engagement; improved data access; scientific 
analysis; etc. In addition, the Met Office celebrates the 50th anniversary of 
our first Numerical Weather Forecast in 2015, and our 4D visualization 
prototype will be unveiled as part of the celebrations.

Forecasting the weather is a complex process. First, up-to-date observa-
tions of meteorological parameters such as temperature and wind speed 
need to be taken at millions of locations around the world and collated at 
the Exeter HQ. These observations are then fed into our forecasting model 
on our supercomputer. This model relies on fundamental physical equations 
to dynamically calculate the future weather.

From these relatively simple equations naturally emerge the complex 
features of our dynamic atmosphere: storms appear and disappear; a jet 
stream forms; and winds flow. However, the supercomputer abstracts these 
tangible phenomena away to a stream of numbers. Our fundamental goal is 
to turn these meaningless numbers into information that is intuitively 
understandable.

We chose this as our first project for two reasons. The most obvious rea-
son is that we hope it is something that will inspire people to think about 
data visualization—bread and butter to and organization such as the Met 
Office—in a new, more ambitious light.

The second and perhaps more important reason is that this project 
encapsulates a core challenge facing Earth science at the current moment. 

Figure 6.2 Forecast cloud fields being rendered and animated in a web browser.

Author's personal copy



4D Browser Visualization of Environmental Data 97

Cloud Computing in Ocean and Atmospheric Sciences, First Edition, 2016, 89-106

The volumes of data generated are staggering—indeed, we expect to have 
∼1 exabyte (EB) of data archived at Met Office HQ in the near future. 
Nevertheless, more than this, Earth science data are highly multidimen-
sional. Science faces the significant and increasing challenge of allowing 
users of these data (be that customers or scientists themselves) to explore 
this data in a way that is effective, efficient, and intuitive. If we hold to the 
status quo of exploring this vast and rich data with scatter plots and static 
2D color maps, we will flounder and, ultimately, miss rich and useful 
information hidden in the data. We believe this will be a core theme in the 
Lab’s work.

There are many possible audiences for our 4D visualization, but we are 
directly tackling two:
 1.  Operational Met Office Meteorologists use a range of visualizations to 

enable them to transform raw forecasts data into meaningful advice. 
They can do this more effectively if we can give them a faster, more in 
depth understanding of the forecast model output.

 2.  The general public largely interact with weather data through 2D fore-
cast maps. We believe that, by exposing the complexity and beauty of 
our data, we can inspire the public, and hopefully communicate more in 
depth messages about the coming weather, or weather science in 
general.
To reach as many people as possible, we wanted our visualization to 

work without relying on expensive hardware or software: ideally, all you 
should need is an Internet connection and a web browser. Our aim is to 
make our science and data interesting and easy to understand, and to 
make use of the new experiences available through devices such as smart 
phones.

Implementation
For the 4D visualization project, we decided to use data from our highest-
resolution forecast model over the United Kingdom (UK). Our first task 
was to expose appropriate data from inside the secure Met Office corporate 
network to our cloud platform (Fig. 6.3). We sourced data for our highest-
resolution UK forecast, which is issued every 3 h and provides a forecast 
extending 36 h into the future. Each forecast field comprises 
36 × 70 × 810 × 621 (time × altitude × latitude × longitude) data. Such a field 
amounts to ∼5 GB of data, and these fields are stored in the internal Met 
Office archive for hundreds of physical phenomena, from wind and precipi-
tation to ice-crystal fall rate and wet-bulb potential temperature.
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Figure 6.3 Process schematic.
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Obviously, we needed to choose a subset of these phenomena to export 
to our cloud for visualization, so, due to its tangibility, we have initially cho-
sen “cloud fraction” (i.e., the fraction of any spatial grid box classified as 
being cloud). As the forecasts are created, the data are pushed from the 
supercomputer inside the secure corporate network to a less secure perim-
eter network. They can then be pulled to the cloud. The transfers to and 
from the perimeter network are performed via file transfer protocol (FTP). 
Although we would rather use more modern protocols such as secure shell 
(SSH) or hypertext transfer protocol (HTTP), we found FTP to be the 
most practical solution to implement within corporate constraints.

We then make extensive use of AWS Simple Queue Service (SQS) and 
Simple Notification Service (SNS) to orchestrate a series of microservices. 
The original data are stored and made publicly available via a THREDDS 
data server.

These data are processed further so they can be used in our 4D visualiza-
tion. We use Iris to do various data standardization: we regrid the data onto 
an (orthogonal) latitude × longitude grid, and restratify the altitude from 
“model levels” (an esoteric model-specific definition) to height above sea 
level.

We then make extensive use of image and video coder-decoders (codecs) 
to encode the data, as the compression is very good and there is widespread 
support for streaming data to web browsers. To encode our data as a two-
dimensional (2D) image, we restructure the 3D spatial data into an image 
comprising a series of latitude × longitude tiles. We tile these altitude slices 
across horizontal (i, j ) dimensions, but we also store separate sets of tiles in 
the red, green, and blue channels of the image (which, of course, no longer 
bear any relationship to color; Fig. 6.4).

The atmospheric data, now encoded as pixels in a video, are then 
streamed to the client in which they are rendered using a technique known 
as volume rendering. Note that we have consciously chosen to render the 
field on the client browser, rather than a render farm, so that any application 
would be highly scalable.

The videos are rendered in a hidden HTML5 canvas, in which they are 
periodically sampled as a static image, which is sent to the graphics process-
ing unit (GPU) for rendering as a 3D volume (Fig. 6.5). There is no standard 
implementation of volume rendering, so we wrote our own routines using:
 •  WebGL, a Javascript 3D visualization library which facilitates the use of 

much of the 3D capability of Open Graphics Library (OpenGL) but in 
the browser
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 •  three.js which wraps WebGL, making it easier to setup 3D environments
 •  a series of bespoke GPU routines written in OpenGL Shader Language 

(GLSL)
These routines sample the data along straight lines starting at the camera, 

moving out in all directions. These lines are analogous to rays of light, so this 
approach is known as ray tracing.

Figure 6.4 Horizontal data-field slices, tiled horizontally, and across color channel.
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Our GLSL routines calculate what values of data each ray passes 
through before it reaches a pixel on the screen, and then color the pixel 
accordingly. The rays enter the volume of data at the points marked a. 
The rays exit the volume of data at the points marked b. n represents the 
number of times we sample the data field on the journey through the 
data.

Applying vector mathematics, we calculate that the ray moves d to get 
from one sample point to the next sample point, in which

  [6.1]

A ray starts with an intensity of one and a color of nothing (Fig. 6.6). We 
begin at a and take steps of d through the data. At each step, we accumulate 
some color and lose some intensity based on the data value until the ray 
reaches the other side of the data, or the ray is extinguished. The power of 
the graphics processor allows us to do this for all rays at the same time 
which is known as ray marching.

The value of d is provided by the GPU environment by the three.js 
library. To obtain the back position it is necessary to render the scene twice: 
the first render (Fig. 6.7) is not displayed in the application, but the result is 
passed in and used for the second rendering. We start by rendering the x, y, z  
coordinate of the back face of our volume as an r, g, b color.

We then take this rendered rainbow image, and pass it into the second 
rendering. For a given start point, the corresponding end-point x, y, z values 
are the r, g, b values of this rainbow image indexed at that start point. Com-
bining the two rendering passes means we are using the 3D environment to 

Figure 6.5 Our data are gridded in three spatial dimensions. These 3D grid boxes have 
a 2D analog in pixels of an image. As such, these 3D grid boxes can be thought of as 
volumetric pixels, or “voxels.”
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calculate what the corresponding start and end points are by taking into 
account the field orientation.

WebGL only supports transmitting data to the GPU as a 2D array. As the 
data are encoded as a video, they are already tiled into an image. As such, the 
GPU routines need to detile the data so that it can be indexed as if it were 
a 3D array.

We can make a big improvement to this volume rendering by using light 
sources to illuminate the field. This means that at every step of the ray 

Figure 6.6 A 2D schematic of ray tracing (which we perform in 3D). The observer (bot-
tom left) views pixels on a screen which are derived from sampling data along a series 
of straight lines which are analogous to light rays.

Figure 6.7 The initial volume render pass. Each x, y, z coordinate of the back face of the 
cube is encoded as r, g, b color values, respectively. This is not displayed, but passed to 
the second stage of volume rendering.
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march, we need to march another ray from the light source to the current 
position to calculate what the contribution is. This creates shading on our 
object, making the 3D rendering much more effective. The shadow render-
ing proved too expensive to calculate in detail. Instead, we settled upon a 
more cursory shadow calculation that only samples a few points, which 
preserves performance.

Mobile Controls
One of the most popular and innovative features we have developed 
emerged over the course of a few hours of paired programming. We created 
a version of the application which can run on an iPad, in which we utilize 
the device accelerometer to allow the user to intuitively move through the 
field. The user simply moves the device as if it were a window inside the 
model field; that is, to look above you, you hold the device above your head; 
if you want to turn around and look in the other direction through the 
model field, you literally turn around (Fig. 6.8). Forward movement is con-
trolled by touching the screen.

This device can be synchronized with another by entering a common 
four-digit code. Rather than synchronizing the screen images, the devices 
simply share the position of the 3D visualization “camera” via a WebSocket 
server hosted on the cloud, which dramatically cuts the amount of data 
transfer. We can see this approach being useful for briefing operational fore-
casters in the field, who often have very limited bandwidth, for instance, in 
the Falklands or Afghanistan.

Figure 6.8 A user testing an early iPad version, which utilizes the device accelerometer 
to give an intuitive “fly-through” experience.
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Finally, we improved the mobile application (app) by adding stereo-
scopic 3D functionality. Once the 3D environment is established, this is 
simply a case of replacing the “camera,” with a pair of “cameras,” side by 
side. Delivering the perspective of each camera to each eye of the user 
gives the impression of 3D depth. We run this app on a mobile phone 
encased in a Google Cardboard headset, resulting in cheap but effective 
virtual reality.

The point we want to make here is that, by removing the fear of failure, 
working in very close collaboration, and creating a playful environment, we 
implemented these features in approximately 14 person hours.

COLLABORATION AND OUTREACH
Internal Impact
One of the great challenges for the Lab is how to ensure that the knowledge 
we acquire is disseminated within the organization so it can be of wider 
benefit. Although the Lab is young, and still learning the most effective 
approach, we have already started this process.

We have regular meetings with Executive members and relevant 
directors to talk about the working practices that we have found most 
useful. We hope that the effectiveness of these practices is apparent by 
our increased productivity and creativity. There are already plans to 
implement the Lab working model in some operational project teams, 
in the expectation that it is as effective there. Although culture change 
will take time in such a large organization with operational responsibili-
ties, we are strongly advocating for changes to the physical workspace 
and wider adoption of practices such as paired programming and multi-
disciplinary teams.

As with all research, we only expect a small proportion of the work we 
do to crystallize into fully operational products: this is the price to pay for 
truly innovative progress. However, one of the most useful services the Lab 
has provided so far is to scope emerging technologies and techniques that 
could improve future operational products. For instance, the use of d3.js (an 
interactive data visualization module for Javascript) in a side project has 
sparked a move to use this technology to create more engaging publicity 
material on the corporate website. We see this kind of scoping of emerging 
technology as being a core way of disseminating the knowledge encapsu-
lated in the Lab prototypes.
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External Collaboration and Public Engagement
Since 2012, the Met Office has been a significant contributor to the UK 
hackathon scene, through the hosting of events, support of events led by 
others, and encouraging staff participation. The intensive collaboration at 
hackathons is important to the Lab in several ways: we can find out about 
new technologies and working practices, and learn about them from people 
who are already using them; it helps raise the profile of the Lab; and finally 
it also is a source of inspiration for new ideas.

To effectively design useful prototypes it is important that we seek 
feedback from the eventual users as soon as possible. They inevitably 
look at our products from a completely different viewpoint, and with a 
perspective that can be lacking when you are deeply involved with 
development. We arranged with a local museum and art gallery, the 
Royal Albert Memorial Museum (RAMM) in Exeter, to attend on two 
occasions a month to talk to visitors and gather feedback. These visits 
started at an early stage in the development process which was impor-
tant to incorporate comments, criticisms, and suggestions into what we 
do. For example, early on, visitors to the RAMM commented how 
much they liked having a realistic representation of the land surface in 
our visualization which encouraged us to continue working to add real-
time data (e.g., snow) into the application. Later on, visitors, although 
extremely positive about the use of mobile devices to fly through the 
data, did not like the controls we had developed. Therefore, we changed 
them following their suggestions.

We also support and participate in other local initiatives such as the 
Exeter Initiative for Science and Technology (ExIST), a group that aims to 
share best practice and to raise Exeter’s profile as an internationally renowned 
location and gateway for excellence in science, research and innovation. On 
the back of this, we are planning minihack sessions with interested busi-
nesses hosted at the Exeter Science Park.

CONCLUSIONS AND FINAL REMARKS

Cloud computing has freed us to rapidly and flexibly develop our prototype 
applications. Once we have extracted data from the corporate Met Office 
network, processing on the cloud allows us to simply use the technology 
that we think is best suited to the task, rather than that which is currently 
implemented and supported by the organization. By packaging our cloud 
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microservices in Docker containers and replication controllers, we have cre-
ated an implementation which can dynamically scale to meet demand, min-
imizing cost, and maximizing resilience.

We believe that being afforded this freedom has yielded gains in effi-
ciency and quality of work (not to mention job satisfaction and motivation). 
We are keen that by becoming the change we want to see, these working 
practices and principles will be extended to more operational sections of 
the organization, bringing about cultural change. Ultimately, we believe that 
this is the only way to achieve our ultimate aim of making environmental 
science and data as useful to the world as it can be.
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