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Hello, I’m Laurent Maguire          
– CEO and co-founder of Kyan.

Our agency has been on a twenty year journey – a pursuit 
of the best processes and the best people required to build 
the best products. Through iteration and refinement, we’ve 
become the agency we are today. But the journey isn’t over.

That’s because we’re always exploring, whether that’s an emerging technology, 

a new way of working or simply something that excites us. As we discuss these 

findings internally, we like to share them externally too, and that’s what this book is 

all about; our commentary throughout 2022 – a collection of the work we do, the 

lessons we’ve learnt, the opportunities to solve new problems and learn new skills.

All of the Kyan team members who have contributed to this book are people 

whom I am lucky enough to work with on a daily basis. They’re my teammates, 

and the best teammates are the ones that can see problems from each other’s 

perspective, not just theirs. The best teammates work collaboratively to solve 

challenges in design, CX, UX, engineering, QA, product management or any of the 

other specialist disciplines in this space.

A great digital experience is nearly always a team effort, so if a product is only as 

good as the people and technology that create the product, it’s important that 

we’re always learning, and always sharing. And blogs like these are just one of the 

ways that we like to share.

Thank you for choosing to read this book, and I really hope that you enjoy it.

Laurent



Over the last few years, sustainability has grown to be-

come a key part of our values at Kyan. As a technology 

agency, we have a responsibility, not only as a business, 

but also as individuals, to do the right thing.

My personal sustainability journey started some time ago 

– I’ve always been aware of the importance of my own 

actions. But as Kyan has grown, and ultimately our impact  

too, it felt only natural that I step into a role that not only 

allows me to drive forward and formalise our group 

sustainability efforts, but also a role where I can work with 

our team to ensure that we are the kind of business that 

people want to work for.

A business with sustainability at its core.

Do we need a Chief Sustainability Officer? 
(CSO) 

Really, a CSO shouldn’t exist. It may sound like a strange 

claim, but it’s something that really stuck with me the first 

time I heard it. The ultimate role of a CSO is to ‘make the 

role of a CSO redundant’ by creating a business that has 

sustainability embedded at its core. In reality, the CSO role 

is relatively new to any business and whilst it’s promising 

to see it becoming more prevalent across many sectors, 

we have a long way to go before businesses and individ-

uals think about sustainability autonomously. Hence the 

need for a CSO.

What does a Chief 
Sustainability 
Officer do?

GAVIN SHINFIELD — CHIEF SUSTAINABILITY OFFICER

On the flip side, you could argue that even the most 

sustainable businesses in the world should still have a 

CSO to manage and review sustainability as the company 

grows and changes, and the world around it too. After all, 

sustainability is not a quick fix. It’s a continuous process. 

But there are key methodologies and approaches that we 

can put in place to make the role of a CSO, and ultimately 

the wider board, a lot easier. We’ll talk about those a  

little later.

It starts with values

Formalities aside, your first port of call should be your 

values as a business. Don’t just jump on the sustainability 

bandwagon. Ensure that it comes from the heart, and that 

it’s genuinely something that you and your employees 

truly care about.

It’s not difficult to spot green-washing, or purpose-wash-

ing (misleading claims around eco or sustainability efforts) 

from brands large and small, and it won’t take long for 

you to be called out if you’re guilty of it yourself. Whilst 

the sustainable and regenerative community is incredibly 

accessible and welcoming, no one is afraid to call out 

falsehoods. TL;DR: You can’t just plant a few trees and 

claim it as ‘job done’, being a truly sustainable business is 

much more than that. 

More about my role as Kyan’s CSO

Transitioning to the CSO role was a big change for me, at 

least on paper. Previously, I was Creative Director for Kyan, 

where I worked closely with the design, UX and brand 

teams. My work was varied, with a wide range of responsi-

bilities, teams and projects filling my time.

As a CSO, I am focused on one specific goal. This goal is 

clear to me, and in-turn, I need to make sure this goal is 

clear to our teams. I do this through regular slots in our 

monthly meets, reporting to the board, and the imple-

mentation of measuring systems such as Giki Zero and 

Green Element software, to better track our  

carbon footprint. 

We use Giki Zero to measure carbon emissions across 

the team.

Traditional ideas of any job prefaced by ‘Chief’ conjure up 

thoughts of somebody in an office with the door closed. 

We’re very much the opposite of that at Kyan, and in this 

role in particular, I welcome all and any contributions to 

the way we do things.

For that reason, we created the Sustainability Squad, 

an internal team open for all, which acts as a kind of 

forum. There are no stupid questions. There are no wrong 

answers. Just a shared passion for growing Kyan in a 

respectful and responsible way.

Getting down to business

But what does it really mean to inhabit the role of Chief 

Sustainability Officer, what does the job look like and what 

value does it add to an organisation?

I’ve divided the role up into three key pillars. In some ways 

these are phases too. Pillar two can’t be built without 

building pillar one, and so on. 

1. Compliance and Implementation

Spoiler alert: the hard work starts straight off the bat. 

There is a lot of work to be done up front, and the best 

way to achieve this is to work to a framework. We did this 

by baking B Corp accreditation into our sustainability jour-

ney. This isn’t essential, and you shouldn’t think of B Corp 

as a competitive advantage, but it’s certainly helped us 



to better understand how we operate as a business, and 

gave Kyan an overall policy and procedure health check. 

I feel we are a much fitter business just by going through 

the application process. It’s a deep dive into your whole 

operational structure.

A large part of the implementation process is measure-

ment. This gives you a clear picture of key metrics such 

as emissions, impact and diversity. Once this data is 

available, you can begin to set some tangible goals, such 

as carbon reduction and offsetting, and ultimately, net 

zero targets. Before long, you’ll have some robust KPIs 

in place that add structure and true governance to your 

sustainability efforts. 

Whilst there is a lot of groundwork to be done at the 

beginning, the payoff is immense, and I have to always 

remind myself that ‘what gets measured gets done’.

2. Value and Efficiency

Pillar two is very much about actions and improvements, 

and it’s here that we start to see the benefits of the meas-

urement and goal setting from pillar one. Once you’ve 

measured and set targets, you can put the processes in 

place to actually drive change.

At Kyan we have implemented new processes to reduce 

our carbon footprint, changed our suppliers in some cas-

es to more ethical and sustainable focused products, as 

well as introducing a Supplier Code of Conduct. We are 

improving recycling and waste management in the office 

and looking at reducing our waste overall by implementing 

an Environmental Management System (EMS) . 

As I said earlier, we have a unique set of challenges as a 

technology company. Systems, software and hardware are 

intrinsic to what we do, and we must be acutely aware 

of the effect these services have on the environment not 

only around us, but across the world. Particularly as the 

work we do becomes increasingly distributed. Thankfully, 

we have little in the way of a supply chain, so much of our 

work here is digital rather than physical. However, we are 

taking our digital carbon footprint seriously, looking care-

fully at our hosting and third-party suppliers, implementing 

digital best practice for reducing our usage wherever we 

can, and ensuring the use of renewable energy sources. 

Once again, we don’t just pick up the phone and switch 

energy suppliers. Whilst that’s a smart thing to do, these 

are long-term and often incremental changes. We must 

ask ourselves key questions. How can we work with our 

local council to improve our local footprint? How can we 

approach offsetting in a way that is conscientious? How 

do we make all of this clear and transparent to our staff?

3. Innovation and Fame

Fame is an unusual word here, but hear me out. I’m not 

in this role to get famous, and we’re not taking sustaina-

bility seriously to get famous as an agency either. But we 

know that we have a voice, we understand that a number 

of agencies, clients and suppliers look to us as a good 

example, and we want to make sure we use this position 

to influence change. Otherwise what’s the point?

Inspiration is a huge source of energy for me. When I see 

a business doing sustainability well, my first thought is 

“How can I make this work for Kyan?” This is what drives 

me, and in turn, I have a responsibility to drive that mes-

sage way beyond my immediate colleagues and up and 

out there into agency land and beyond.

Helping others is a surefire way to bring everyone together 

and put us all at the same level of understanding. Sustain-

ability is neither a race nor a cool club, it’s for everybody. 

A while ago, I set up ESG Collective, a peer networking 

group, and co-founded the BIMA B Corp Bootcamp 

with our friends at Jago. I also speak on podcasts and 

webinars with a sustainability focus. If you’d like me to join 

yours then please let me know.

The social side of sustainability is incredibly satisfying, and 

when I feel like I’m getting bogged down with process and 

governance, I remember this amazing network of brilliant 

people all striving for the same thing – real, positive and 

effective change that we can all get behind together.

Our next focus is to widen the discussion about sustain-

ability to include our clients, and to embed the thinking 

into our offering. I’m happy to claim that our team and 

development process is carbon neutral, but what about 

once our clients take over the maintenance and hosting of 

their applications?

Helping and educating our clients around sustainability is 

also key to the role of the CSO. I’ll hold my hands up and 

say that we’re early-on in this stage of our journey, but it’s 

a challenge that we’re looking forward to.

Where do we go from here?

In contrast to my opening comment about making the 

role of the CSO ‘redundant’, I feel we’re far from that mo-

ment. But that’s a good thing. There is still so much to be 

done as we learn more about the world and how we as 

businesses and individuals affect the environment around 

us. Soon, we hope to be B Corp Certified, we’ll have many 

of the essential processes and procedures in place, and 

as a team, we’ll be acutely aware of how and why we have 

sustainability as a foundation to the #lifeofkyan.

We must continue to learn, continue to change, and 

continue to inspire others.

Please let me know if you’d like to talk about the role of 

a CSO, or more broadly about your business becoming 

more sustainable. I’d also love to hear from you about 

what you’re doing in your company or agency on this 

front. Let’s go on the journey together.



Chances are, they had a very good and legitimate reason 

to take the route they did. But only they know why, and 

now they’re gone. Even if you could get hold of them, 

what are the chances that they’ll remember? “Ah yeah, 

that project. I’m sorry, I can barely remember what I had 

for breakfast.”

The thing is, we can’t blame them – as busy software 

engineers, our heads are filled with rapidly-evolving infor-

mation, and at our busiest, we can be pushed and pulled 

in a myriad of directions. Knowledge-capture is often not 

at the top of our ‘to-do’ list.

It’s different to documentation

Documentation can be a wonderful thing – when we 

have the time to write it. Ultimately, a client is paying for 

us to deliver code, and as long as you’re doing that well, 

they’re happy. While working on a project, it can be rare 

to find the downtime to put together documentation, and 

the client may not even see it as necessary.

Thankfully, we’re not under that kind of pressure at Kyan 

very often. But I’ve worked at other organisations where 

you barely get a moment to open a comment tag, let 

alone put together a document, no matter how small.

Why this simple 
engineering practice 
is so valuable

MICHAEL HOGG — SOFTWARE ENGINEER

Recently I’ve been thinking about a particular practice 

that I’ve found extremely beneficial throughout my 

career – not only to me, but also to the developers 

and engineers I work with. In fact, when done 

properly, it can greatly improve entire projects.

It stems from a ubiquitous issue that seems to affect just 

about every software engineering team in one way or 

another. I’m talking about knowledge-capture. Specifi-

cally, capturing project knowledge or ‘code knowledge’ in 

the moment that it’s most fresh in your mind. In a week, 

a month or a year from now, you’ll have forgotten that 

critical piece of information, and it may have been the key 

that another engineer was looking for.

A recurring phenomenon

I’ve seen this in every job throughout my career. And I’m 

sure you’ve been there too. There’s a line of code written 

by someone who’s no longer on the project (or worse, 

has now left the company), and you have no idea what its 

purpose is. “What have they done here?” or “Why have 

they done it like this?”, you mutter to yourself in confusion.

The other issue with documentation is that it can be 

very ‘detached’ from the actual code. For example, 

many codebases have a ‘readme’ file, often containing 

very useful information. But because it’s located in a 

completely different part of the codebase from the code 

you’re actually working on, people may not bother to 

update it, or even read it (despite its name!) So it may sit 

there for month after month with no one looking at it or 

contributing to it.

Even though it may contain a vital piece of informa-

tion you need to resolve an issue during your current 

development task, it may not occur to you (especially 

when working under a tight deadline) to browse through 

a long ‘readme’ file in the hope that it might help you. The 

same problem can also affect wikis and other kinds of 

‘detached’ documentation.

The golden key: making 
code understandable

In the first chapter of The Art of Readable Code, the 

authors propose a principle they call ‘The Fundamental 

Theorem of Readability’:

“Code should be written to minimise the time it 

would take for someone else to understand it.”

Of course, the goal should always be to write self-doc-

umenting code, which needs no documentation or 

explanation, since its purpose is expressed clearly via its 

structure and the names of its functions and variables. 

This is often possible for 99.9% of the code we write.

But what about the remaining 0.1% which has an obscure 

purpose that can’t be determined from the code itself?

In my experience, the best place to capture such knowl-

edge is in a comment right next to the code, and it can 

be as simple as one line of text or a link to a bug report 

online. In this way, the necessary knowledge is captured 

right there. No one has to waste time looking, hunting or 

digging around on the off-chance that they might find 

some documentation with relevance.

As a developer, I find this immensely helpful, and I’ve now 

made it my daily mission to do it wherever it’s beneficial. 

The comments themselves are often very short (“This is a 

workaround for a bug in the SDK” or “This fixes a layout 

issue in older versions of Safari”), but without them, some-

thing straightforward becomes a complete mystery.  

A new discipline

It’s amazing how rapidly information can disappear from 

our minds. Agencies are busy, clients can be demanding, 

and projects can sometimes move at, well, sprint-like 

speed. Before you know it, the thought you had is gone, 

and you’re either dealing with another ticket or you’ve 

peacefully slipped into an afternoon of psytrance-in-

duced deep focus.

By training ourselves to capture essential knowledge 

while it’s still fresh in our thoughts, we are making things 

immeasurably easier for the next person, and ultimately 

improving the overall health of the project too. Good 

quality understandable code = good quality of life.

This powerful technique can massively benefit everyone 

from the most senior engineer to the most junior develop-

er. And whilst you may be thinking ‘This practice may take 

some time to get used to’, just think of all the hours you’ve 

spent struggling to understand enigmatic code, when a 

few simple code-comments could have saved you a great 

deal of stress and frustration.

So whilst this isn’t necessarily an instinctive practice, it can 

significantly improve the maintainability of a codebase. I’ve 

seen my teammates do it, and it helps me enormously. In 

return, I do it to help my teammates.

I’ll say it again. Good quality understandable code = good 

quality of life for you and your colleagues.



Eight years ago we used RubyMotion (remember that?) 

to build a simple Mac utility app that we could all 

install. It was called KyanBar.

It was simple, and would allow us to link to some useful 

services we use. It also allowed us to see what was play-

ing on our office jukebox. It was a fun exercise at the time. 

You can still get the code.

Getting the gist of Swift

My colleague Scott recently gave a great dev talk on Swif-

tUI (which you can watch here), and this piqued my inter-

est. SwiftUI is Apple’s prefered way to build “great-looking 

apps across all Apple platforms with the power of Swift”. 

I’d not used either of these before, and to be honest, the 

last native Mac app I had built was in Objective-C using 

Interface builder. So having a play with the new language 

and building tools seemed like a fun challenge. It was 

also an excuse to also try some of the newer language 

features like async/await.

As is normal, coming up with an idea of something to 

build is always harder than building the thing itself, so 

rebuilding the existing KyanBar app seemed the easiest 

choice. I wanted it to be simple, use some common, 

interesting features, and also act as a template that other 

people could copy and use. During the build and whilst 

searching the web for solutions when I got stuck, I was 

surprised by how few templates for this kind of app were 

out there.

KyanBar gives quick and easy access to our much-loved 

Jukebox as well as employee essentials such as Lattice 

(performance and engagement platform), the Kyan hand-

book, and holiday booking.

Using Swift/SwiftUI 
to build a modern 
macOS Menu Bar app

DUNCAN ROBERTSON — SOFTWARE ENGINEER

(Re)introducing KyanBar

So let’s have a quick run through the app and its features.

Menu bar apps

Menu bar apps are the applications you see in the top 

right hand of your screen (the menu bar). They normally 

show some kind of status or provide some common utility 

function. KyanBar provides a custom menu upon clicking 

the icon. This menu is a combination of normal menu 

items and custom views.

Custom NowPlaying and Track SwiftUI views

These use SwiftUI and include previews. These make 

creating UIs a breeze, with familiar chainable syntax like:

Text(“Jukebox now playing:”) 

 .font(.caption) 

 .fontWeight(.light) 

Fetching remote data asynchronously

This is using the new async/await syntax which is familiar 

to Javascript users. It greatly simplifies the code. This, for 

example, is all we need to load some JSON:

  let (data, _) = try await URLSession.shared.data(from: url)

Updating UI on data change

Using ObservableObject to easily update model data and 

have those changes sync with your UI.

Creating an About pane

Creating an application About pane with custom content 

in just a few lines.

App and Menu bar Icon

I started with an SVG of our Kyan logo. For the menu bar 

icon this was super simple and just required me to open 

Assets in XCode, create a new asset and drag in my 

SVG. Easy. For the app icon, there was a bit more work 

to create the required file type. This involved using the 

amazing appicon.co. I dragged the SVG into the web app 

and dragged the resulting file into Assets. Bingo.

Auto app updating

This is relevant if you are not deploying your app via the 

Apple app store and are allowing people to download 

it manually. The app integrates and configures Sparkle 

2 using Cocoa Pods. It also provides the appcast.xml 

document.

It follows the instructions at sparkle-project.org/docu-

mentation. In all honesty, once I had realised I didn’t need 

to sandbox the app (as I wasn’t using the app store), this 

process was pretty straight forward. When building the 

app for the first time I used:

Choose Product > Archive

Go to Window > Organizer

Choose your app and click Distribute App

Choose Developer ID from list and then Next

Choose Upload (to send to Notary service) and then 

Next

Once you get a Ready to distribute status

Choose your app and click Export Notorized App

You can now zip up the app and distribute

Hopefully this has given you a quick overview of our ap-

plication and enough info to copy it, update it and make it 

your own. Have a play – it’s great fun.

You can see the project on Github at: 

github.com/kyan/kyan_bar



We build digital products, and we want the user 

experience of these products, whether they’re apps, 

websites or platforms, to be the best they can be. 

Whilst it’s everyone’s responsibility to ensure this happens, 

our UX team are the golden thread that ties it all together, 

from early prototype testing through to launch and 

handover.

Our clients feel reassured that user experience is part of 

our DNA, and they can see first-hand the care and atten-

tion that we put into projects, from big, important deci-

sions such as a home screen layout, through to the many 

micro considerations such as the wording of a CTA. It all 

matters, and whilst not every client has that detail-orient-

ed mindset from day one, they certainly think about it a 

little differently having worked with us on a project.

But one thing that many agencies of our size overlook 

is customer experience, or CX. I’ve spent a great deal of 

time (and my training budget) sharpening my CX skills 

with a view to setting up a more formalised CX team 

at Kyan, and ultimately, a CX mindset across the entire 

agency.

After all, CX is company-wide by nature. Because it has 

to be.

Our understanding of CX

When we look at the products that we’ve built and 

launched over the last several years, there are few 

similarities in the sectors themselves, but a great deal of 

commonality when we look at the customer.

More often than not, we are building digital products for 

businesses that are still growing, learning and evolving 

when it comes to digital. And that means their customers 

are changing too.

They’re no longer discovering products and services in 

the back of newspapers or via television ads. They may 

be making purchases entirely online, or perhaps they’re 

managing traditional services, like gas or electricity, with-

out even talking to a human being.

In a new era of digital-first services, touchpoints are 

changing and multiplying rapidly. From QR codes to 

confirmation emails, voice recognition to personalised 

adverts, customers have more choice than ever before, 

How we use customer 
experience to help our 
clients’ clients

SIMON HARDY — CLIENT PARTNER

so the pressure is on for brands to ensure that every 

single way that a user interacts with their service is clear, 

consistent and effective.

CX in technology

Fundamentally, we are a technology company focused 

on creating amazing user experiences. We’re proud to 

say that we do that well, and our clients think so too. So 

why not stop there? For me, CX is an opportunity to do 

it even better. I am interested in how the customers of 

our customers feel, and I want to know for certain that 

whatever we build has a positive effect or impact beyond 

launch or delivery.

We can build a best-in-class product for a client, but 

other areas of their business need to be at the same 

level, and for us, this is an opportunity to help our client 

further – to help them create a truly customer-centric 

experience.

Agency world, even in 2022, is all about client satisfac-

tion. Not customer satisfaction. That needs to change. We 

feel that we need to effectively ‘leapfrog’ the client and 

think about the experience of the end user, way beyond 

their interactions with the product that we are delivering. 

By taking a hypothesis first approach, we can bake in a 

CX mindset from that initial design sprint and continue to 

promote it throughout the lifecycle of the client relation-

ship. CX is not an activity that you perform up front and 

only once – it’s iterative and constant.

Who does a CX team work with?

One of the main tenets of a customer experience mindset 

is a cross-functional team. And that’s not just internally. 

An effective project-specific CX team will extend deep 

into the client’s territory. Everyone from the business’s 

stakeholders (who can work with you to drive the CX 

agenda forward) right through to their sales team (whether 

they’re online chat, call centre staff or even on the shop 

floor) needs to be represented. Any team that has some 

kind of relationship with the customer or the product that 

the customer uses, must be involved to some level. Only 

then is it CX and not UX.



A real-world example

Recently, we’ve been working with a major vehicle retailer, 

and a key part of the early vision and strategy workshops 

was discussing how in-store staff respond to online cus-

tomers. In this example, the customer will visit a physical 

location to complete the remaining 10% of their purchase, 

having already done most of the formalities online.

At this point, the customer is in a self-service mindset. 

They feel autonomous, a sense of ownership, and have 

enjoyed the lack of phone calls, lengthy waiting times, or 

cold showroom coffee. So in an ideal world, they would 

arrive at the location, perhaps show a QR code or a con-

firmation email, and drive away in their shiny new vehicle.

The reality is, there’s still some final checks to do, and it’s 

the responsibility of a member of staff to complete those 

checks. The problem here was a noticeable overlap of the 

online process and the in-store process. Customers found 

themselves repeating steps that they’d already done at 

home on their laptop, or going over critical information 

that they’d already handed over weeks ago – information 

that they may no longer have quick access to.

This caused frustration amongst customers, and tempered 

what could have been a slick and seamless process. It 

didn’t make the staff particularly happy either. So what 

was the missing piece?

Well, as with many examples just like this one, it’s no one 

single thing, but a number of things, online and offline, 

digital and physical, that need to change. Alone, these 

changes are simple, but it’s that lack of overarching CX 

thinking that meant these things were missed.

Embedding CX into design sprints

A design sprint or a strategy workshop is a good catalyst 

to start a CX process. You can quickly evaluate the whole 

ecosystem of the product, and it sets the client up well for 

the mindset that they should apply throughout the pro-

ject. In fact, a design sprint and a CX mindset are a great 

combo. In our experience, both are relatively new to our 

clients, and effective too. When we hear our clients say 

“We’ve never done anything like that before” and “We’ve 

never had an agency help us in this way”, we know we 

are heading in a good direction.

There are two benefits here. We are helping our clients 

think about their customer experience in far broader 

terms, and we are helping ourselves as an agency by 

unearthing real value and data which allows us to make 

more informed design and development decisions.

It’s communication between the digital team and the in-

store team. It’s the way that data is stored and transferred 

from customers to stores. And it’s the expectations that 

are set with the customer when they sign up in the first 

place. “Buy a car entirely online? Great!” That initial ex-

citement can quickly become a two-star Trustpilot review, 

and it’s clear to see why.

CX bridges that gap. It connects those teams. Hooks up 

those processes. It leaves no stone unturned. And this is 

why I am so fascinated and excited by CX. It can change 

a good business into a great business. It can change a 

query into a sale. It can change a one-time customer into 

a repeat customer.

Simon’s final thought

I encourage you to apply CX thinking alongside your UX 

thinking. While the two are very different, they comple-

ment each other well, and when combined, can be a very 

powerful offering for your client.

At Kyan, we apply the three core principles of CX – 

vision, strategy and mindset. The vision is the direction, 

the strategy is how you get there, and the mindset is the 

person or team to drive that adoption business-wide.

“CX isn’t just another 
acronym. It’s a way of 
life, man.”



Tracking our approach
to technology exploration 
with the Kyan Tech Radar

NICK LINNELL — HEAD OF ENGINEERING

It goes without saying that as a technology agency 

we need to be acutely aware of the tech landscape, 

particularly around design and engineering. With 

emerging languages, methodologies and processes 

appearing from all corners of the industry, it’s down to 

us to analyse how they fit amongst the work that we do 

as an organisation.

There’s no shortage of conversations around technology 

on any given day at Kyan. That could be during a standup, 

on a client call, during a Dev Meet, or even by the coffee 

machine. Whilst technology clearly excites us and drives 

us forward, we needed a more formalised way to track 

what we are using, what’s emerging and what the various 

sectors that we work in are talking about. Enter the TECH 

RADAR! 

What is a Tech Radar?

We were initially inspired by Thoughtworks, an Australian 

technology consultancy who open-sourced the code 

for their own Technology Radar. Their BYOR (Build Your 

Own Radar) tool begins with a spreadsheet or CSV file, 

and with some JavaScript magic, becomes a clean and 

intuitive browser-based UI.

With our data and some front-end love, we were able 

to Kyan-ify the radar and make it our own. We currently 

have 106 data points spread across the radar, but thanks 

to some clever categorisation and colour-coding, that’s 

not nearly as chaotic as it might sound.

Stages, teams, quadrants and status

At a top level, we’ve split our radar into four quadrants: 

techniques, platforms, tools and languages & frameworks. 

Those quadrants are home to a broad range of things 

from design sprints and accessibility through to TypeScript 

and OpenAI. We drill down once again to separate the 

tech in each quadrant by the relevant Kyan teams: De-

sign, QA and Engineering.

The wider circle (and thus, each quad) is divided into five 

successive stages, which are as follows:

Hold – It’s likely we’ve found an alternative that we prefer 

for new projects, or there are concerns about whether 

this is right for Kyan.

Assess – We’re interested in understanding whether this 

is something worth trialling. A typical assessment might be 

a ‘hello world’ and a dev talk.

Trial – We’ve assessed this and think it’s worth trialling on 

a small, low risk project. Internal projects are ideal.

Adopt – Under the right circumstances, we think this is 

ready for client projects.

Core – Central to the work we do at Kyan. Can be used 

on any project.

An example of ‘Hold’ might be Sketch, the design applica-

tion. This is in ‘Hold’ because we now favour Figma as our 

go-to app for design and UI work. A quarter line towards 

the outside of the quadrant (which you’ll see on some 

of the circles above) indicates that it’s moved outwards. 

Sorry, Sketch.

An example of ‘Core’ is Lighthouse, an automated tool 

for improving the quality of web pages. The quarter line 

is at the opposite side to Sketch (towards the inside of a 

quadrant), which shows that it’s moved inwards as we’ve 

adopted it as a core tool in our QA workflow.

There are two other statuses applied to the dots: a full cir-

cle, which denotes ‘newness’, and no circle, which simply 

means ‘no change’.

Powered by people

Obviously, the Tech Radar isn’t quite AI just yet. It’s 

powered by inputs from heads of our tech team, Nick 

Linnell, Head of Engineering, and Tom Marshall, Head of 

Technology. Between them, they’re able to keep an eye 

on the tech landscape as a whole, and also catch-up with 

various Kyan people across our design, engineering and 

QA to not only see what’s hot and what’s not, but discover 

what individual designers or engineers would like to see 

more (or less) of.

Future armour

Our Tech Radar has been a great exercise in assessing 

the Kyan wheelhouse. It’s also been a brilliant internal 

project to put some of our best brains onto. But for the 

most part, it allows us to stay ahead of the curve when 

it comes to technology, applications, techniques and 

frameworks.

This isn’t necessarily just for the tech that we feel we 

should be using because our work, clients or projects 

dictate it, but also for the tech that we’d like to be using. 

Because after all, technology is in our DNA, and the thrill 

of it is not knowing what’s just around the corner.

You can check out our Kyan Tech Radar on GitHub, and 

you can build your own with Thoughtworks’ BYOR tool.

Our Tech Radar team:

Tom Marshall, Head of Technology

Nick Linnell, Head of Engineering

Dave Quilter, Software Engineer

Josh Jimenez Bedrock, Software Engineer

Rob Wills, Creative Developer



Chess, GFLOPS 
& Computation 
Power: My Passion 
for Artificial 
Intelligence, Pt. 1

DAMIEN BONI — SOFTWARE ENGINEER

The latest developments in artificial intelligence are 

nothing short of spectacular. If you have been living 

under a rock, prepare yourself, as your mind is about 

to get blown wide open, or at least tickled by the 

latest technological revelations in the field of machine 

learning.

To start off, I want to touch upon the subject of AI in the 

concept of human-like intelligence – what we currently 

know about it, and how we understand it. It appears that 

for a long time the subject of AI was immediately associ-

ated with a machine, specifically, a computer. It was often 

depicted as a super-intelligent, emotionless being.

Perhaps you’ve seen AI through a lens that was shaped by 

science fiction. Perhaps you are familiar with books such 

as 2001: A Space Odyssey or Neuromancer, or movies 

such as Ex Machina, Transcendence or The Matrix. Many 

of these showcased the extremes of what AI is, what it 

could mean to us as a race, and how easily things could 

go wrong if we are not careful.

But rather than mimicking Neo or Arnie, I will keep things 

simple and quote a short definition of ‘intelligence’, which 

will set your thought process on the right path:

“The ability to learn or understand or to deal with 

new or trying situations.”

I hope you like games. There are two games that have 

entertained us for centuries; Chess and Go. There are a 

number of reasons why I mention these games. For one, 

it becomes easy to explain, understand, study and exper-

iment with the concept of AI in a domain that has set limi-

tations and rules that govern it (the game of chess being a 

8x8 board containing 64 squares). These limitations were 

an excellent case and scenario for the brilliant minds at 

Google’s Deepmind team to explore and train their neural 

network, and to showcase what AI is capable of through 

their AlphaZero project.

If you’re not aware, chess is going through a sort of 

renaissance. One reason for this is recent advancements 

in AI. Back in ‘96-’97, Garry Kasparov played a number 

of matches against the most powerful chess engine at 

the time, DeepBlue – developed by IBM. Back then, 

the engine was in most basic terms a smart calculator 

with some primitive AI capabilities. It had an extensive 

database of positions, datasets and configurations such as 

game openings and significant strongholds. 

What is absolutely mind-blowing about IBM’s 1997 

DeepBlue is that it boasted 11.38 GFLOPs (FLOP is 

‘floating point operations per second – a measure of 

computer performance). In perspective, the PlayStation 

5 has 10,300 GFLOPs. Beside the obvious increase in 

computational power, the key takeaway here is that back 

in ‘97, AI was not very creative nor could it conceive 

strategies of sacrificing early game in favour of late stage 

game advantage. Most of all, the hardware to perform AI 

calculations were vastly weaker. Nevertheless, DeepBlue 

eventually won in six games 3½–2½.

A great example of a search algorithm for a game of chess 

is the ‘Monte Carlo tree search’.

Shown in this example from Chess.com, the tree search 

would be carried out many times for each position in the 

game, and to a specific depth. This takes care of many 

different permutations of each position of the pieces on 

the board as well as the potential win/lose ratio for a given 

position. Websites such as Chess.com utilises AI and 

actually visualises the outcome of neural network calcula-

tions in real-time after each move, and it does it well.

For the current board position, the neural network is 

proposing X potential moves that according to the Monte 

Carlo tree search would yield/contribute towards a win 

for my white pieces. According to Chess.com’s AI, the 

strongest move I can play (evaluated at +5.58 weight) is to 

move white rook from b1 to b,7 capturing the black pawn 

and putting pressure on row 7.

The Chess.com interface provides a handy overall eval-

uation bar – the vertical bar on the left-hand side. My 

example game shows a 6.4 weight, which indicates my 

dominance against the opponent.

Thanks to advancements in AI, there is a great poten-

tial for making key advancements in fighting diseases, 

including viruses such as COVID-19 as well as helping us 

to produce drugs that can fight it. Perhaps AI will help us 

crack the mystery of viruses in general, and help us create 

a safer future.

Some of us here at Kyan contribute to the fighting effort 

against COVID-19 and other diseases by donating our 

hardware’s computational power through the Folding@

HOME project: stats.foldingathome.org

If you want to contribute to the effort, head over to foldin-

gathome.org for more information. This amazing project 

has been active for many years, but during the COVID-19 

pandemic, the community of “folders” grew so large that 

its computational power is now considered the most 

powerful supercomputer on the planet.

“Together, we have created the most powerful 

supercomputer on the planet and are using it to help 

understand SARS-CoV-2/COVID-19 and to develop 

new therapies. We need your help pushing toward a 

potent, patent-free drug. Use your PC to help fight 

COVID-19.”

There are many areas in which we already use AI in our 

daily lives. Many apps on our smart devices already utilise 

AI. For example, auto-correct or photo editing. A result of 

a recent partnership between Microsoft and Nvidia was 

Megatron-Turing NLG – the largest language model to 

date, with 530 billion parameters. MT-NLG is one of the 

most important models because it deals with language 

and involves tasks such as: completion prediction, reading 

comprehension, commonsense reasoning, natural lan-

guage inferences, and word sense disambiguation. 

I can’t go any further on the subject of AI in NLG without 

mentioning Kyan’s Solution Architect, Andy West. Andy 

recently gave a brilliant Dev Talk on the subject of OpenAI 

and GPT-3, which is a younger brother of the MT-NLG 

model. The key takeaways from Andy’s talk for me were 

the amazing RPG Story Builder and my absolute favourite, 

the Magic the Gathering Card Maker.

This concludes, this brief introduction into AI and its 

applications. I hope you enjoyed reading it as much as I 

have enjoyed writing it. I do want to dive a little deeper in 

the technical side of much of what I’ve written about here, 

so please look out for a ‘part two’ in early May.



Our first annual Impact 
Report is born

2021 was an unusual year for many reasons. Some 

negative, such as the ongoing pandemic, but some 

positive too. For Kyan, it was particularly significant 

as the year we submitted our B Corp application. It 

was also the year that we really started to understand 

what it means to move towards being an organisation 

focused on ‘doing good’ over ‘being good’. In short, 

moving towards being a purpose-led organisation.

Part of becoming a B Corp is our pledge to report yearly 

on our impact, and 2021 is the first year for which we 

have produced an annual impact report. Producing a 

report like this is an interesting experience, it makes you 

realise what good you are already doing as an organi-

sation and it focuses the mind on what further good we 

could be doing.

“Just writing stuff down makes it feel very concrete 

and we get to celebrate a lot of the small wins that 

may have otherwise got lost along the way.”

We divided our report into three sections: Environment, 

People and Giving Back. Here are some of our wins, 

learnings and goals:

GAVIN SHINFIELD 
CHIEF SUSTAINABILITY OFFICER

Environment

We found a better way to measure our carbon footprint 

with Green Element

We set a base year for all measurements going forward

We established an EMS (environmental management 

system)

We signed our Net Zero pledge with the SBTi

We committed to offsetting all of our historic carbon

People

We reported on our team make up

We analysed our gender and ethnicity split

We’re doing okay by industry standards, but there’s always 

room for improvement

We have a 0% gender pay gap, which is something to 

celebrate

We’re a growing team, adding 28% more roles to the 

team in 2021

Giving back

We have always supported our team to volunteer and 

give back to the community, but in 2021 we committed to 

formalise that arrangement by pledging a full day’s work 

for each team member to volunteer for a charity of their 

choice, a total of 424 hours annually.

In summary

We will be producing our Impact Report annually from 

now on and I can honestly say I’m looking forward to the 

next one already. We get a chance to celebrate all of the 

hard work that our team puts into making Kyan a great 

place to work over and above our purely commercial 

operations, and we get to share those successes with the 

wider world.



‘No one said it was 
gonna be easy’ 
– adventures in 
hybrid working

PIERS PALMER — CHIEF HAPPINESS OFFICER

It’s now been over 18 months since we polled the team 

and subsequently announced that we were going to 

move to a flexible hybrid working model indefinitely – 

where we get to keep our office and as a member of 

the team, you get to choose when you come in. 

It’s a journey that thousands of other businesses have all 

embarked on with various levels of flexibility. Microsoft 

in the US was one of the first big tech companies to 

announce that with the risks of the pandemic lessening, 

they now wanted their team to work half their time in 

the office. Apple and Google announced a similar policy 

shortly afterwards. Twitter have reopened their offices but 

have stuck with their ‘wherever you feel most productive 

and creative is where you will work’ mantra. Kyan has also 

stuck with this level of flexibility.

Hybrid is hard

Yet this is hard. I think it’s harder than a pure play remote 

offering. We all know of companies that have cracked the 

fully remote offering and have their asynchronous working 

patterns and annual meetups sorted.

It’s harder than the old traditional model – you must 

show your face and be present in the office (although 

I suspect there is another challenge here now around 

recruitment and tenure as the rest of the world has 

moved on).

The challenge

So how can you accommodate a fully distributed team 

where you regularly have some of the same people in the 

office, some once-a-weekers, once-a-monthers, once-

in-a-blue mooners? How can you stop silos from hap-

pening? How can you remove the risk of proximity bias? 

How can you ensure everyone is still treated equally and 

how can you ensure everyone is engaged and enjoying 

working together and feels a part of something bigger?

I can admit that we’ve struggled in re-creating our all-

hands meetings with a distributed team from an audio/

visual perspective. We’ve been struggling to find the 

sweet spot where the tech works to serve everyone (at 

home and in the office) equally and clearly. We’ve been 

seeing problems like feedback, video playback quality, 

ease of setup, and so on. In the days of full lockdown 

when everyone was fully remote it was much simpler.

There are some challenges here, but things are looking 

hopeful since we’ve taken a ‘back to basics approach’ – 

good old fashioned microphones, a soundbar, some ca-

bles and a clever USB audio interface. It took some time 

and a little bit of budgetary flexing, but we’ve realised that 

a significant part of making hybrid successful is doubling 

down on general good business practices. Fundamentally, 

a low quality meeting is a poor meeting.

Doubling down on our values 

We’d fortunately done some work around distilling our 

values over the last few years and they have been thor-

oughly stress tested throughout the pandemic. Having this 

lodestone has helped us to navigate change and remain 

true to ourselves.

Living our purpose

Over the last few years we’ve also looked at how we can 

become a more purposeful and responsible organisation. 

We submitted our B Corp application last year (hoping 

to hear imminently!) and this framework has helped us 

move more steadily towards a better balance between 

the three pillars of People, Profit and Planet. We will never 

claim that we are radically changing the world but we do 

strongly believe that a re-balancing across the world of 

commerce is long overdue and it’s something that our 

team can all get behind. Importantly, it helps to bind us 

together.

Purposeful communications

We have found ensuring the regularity of intentional com-

munications is more important than ever. We now deliver 

weekly, monthly and quarterly all-hands meets which 

happen in realtime across Zoom, which we also record as 

video and as text and then share in Slack for those who 

are unable to make it. They can then view at their leisure 

in their own time. Multi-medium is the message.

Being mindful that the best communication is often a 

dialogue rather than a one way broadcast, we have been 

trialling a question and answer format recently. We are 

using this in our meets as well as using surveys to get a 

more rounded view on what the team feels. We’ve also 

started to build ‘communities of interest’ around specific 

areas of the business such as the Social Squad who help 

fashion the Kyan social calendar and events schedule, 

the Green Group, who help us to come up with ideas to 

improve our sustainability, and many more.



Better meetings

There have been many books and blogs written about 

good and effective meeting etiquette and this has 

become more important than ever… agendas up front, 

only go if you really think you should be there, everyone 

on time, someone facilitating, someone writing up notes, 

a clear objective for the meet and actions at the end. All 

meetings should, by default, be online-first. Try scoring 

them to keep that continual improvement moving forward.

What’s going to work? Teamwork!

Moving to hybrid has also accelerated our push to hand 

over more of the day-to-day  decision making to our 

department heads. This has been very positive and we’ve 

seen our OfficeVibe pulse surveys report better engage-

ment as the heads have worked hard to build their team 

dynamic and are closer to the action to solve challenges 

as they arise.

Hybrid events and the mountains  
of madness

We’ve tried running hybrid social events this year, one of 

our most successful being the hybrid beer tasting club, 

part-Zoom and part-cellar of a local taphouse. Our social 

calendar is fuller than ever and we have a few standout 

events including the Three Peaks Challenge come July. 

It’s important to bring the team together in new ways and 

a challenge where we all have to push ourselves beyond 

the norm is a great way to do this.

Office to Clubhouse

We are now seriously looking at changing up our office 

setup, but rather than go for one big impact change, we 

are looking at making more incremental gains and see 

what gets traction. There is a definite need for more flexi-

ble video call spaces, more communal seating arrange-

ments and fewer desks.

Good tech

We wouldn’t have been able to move to a hybrid working 

model without the underpinning of some solid technol-

ogy and it would have been impossible without some 

of the gains the video calling platforms have made over 

the last few years. Getting your People Ops tech stack 

right has become increasingly key. We have G Suite and 

Slack for our day-to-day comms, Lattice for team growth, 

alignment and feedback. OfficeVibes for engagement 

reporting, Timetastic for booking that important time out, 

Vitality for the team’s health needs and Zoom for video.

Open and experimental 

We thought we had hybrid working pretty well initially but 

now can start to see some of the challenges it presents. 

We have to keep an open mind and take a more exper-

imental mindset and apply some of the thinking we use 

for our product development into our internal and cultural 

operations.

We have a good thing at Kyan and I want to be careful not 

to break it. But it is also important that we can be playful 

and experimental, and I’m mindful of pushing out new 

initiatives too quickly.

But I do believe that by being open with the team and 

doubling down on some of the basics, we will all move 

together, step-by-step, to a better hybrid working world 

where the focus is on health, happiness and productivity.

“It’s important to bring 
the team together in new 
ways and a challenge 
where we all have to 
push ourselves beyond 
the norm is a great way 
to do this.”



Hi! Welcome to part two (of two) in my short blog 

series about artificial intelligence. I highly recommend 

you check out part one if you have not read it already, 

otherwise enjoy this follow-on blog, which strives to 

cover more technical ground on a subject that is so 

fascinating to me and many others.

Part one of Chess, GFLOPS & Computation Power: My 

Passion for Artificial Intelligence.

In order to break the ice, I will keep things rather simple 

and quote a rather short definition of intelligence that will 

set your thought process on the right path:

“The ability to learn or understand or to deal with 

new or trying situations.”

This understanding of how our intelligence works is a 

bedrock for developing artificial intelligence. These are 

still early days for AI. and what it can do for us. We have 

only begun to legislate the moral and ethical importance 

of governing and using this technology. An important thing 

to consider at this stage is our limited knowledge of how 

the human mind works.

We are yet to answer many important questions such as: 

where does consciousness come from? How are thoughts 

created? How and why do they sporadically just crystallise 

in our minds? I am fascinated by these questions and I 

truly believe that AI could help us answer some of these 

questions at least to some extent.

Now that we have touched on the core of the subject of 

intelligence, I want your thoughts to wander and for you 

to be a little more imaginative. Here’s something to set you 

on the right path…

Chess, GFLOPS & 
Computation Power: 
My Passion for Artificial 
Intelligence, Pt. 2

DAMIEN BONI — SOFTWARE ENGINEER

Please imagine a black box. The box will do a number 

of processes to take ‘Input A’ and make it ‘Output B’. 

Imagine our black box being an artificial intelligence 

machine. Ask yourself how a black box would solve any 

problem it is given. What would it have to ‘know’ or be 

able to ‘do’ when it comes to completing a task? For 

example, to do basic arithmetic like 1 + 1, or to be able to 

correctly identify a fruit or vegetable.

The idea of you using your imagination in this process is 

an excellent showcase of intelligence itself. Woah! How 

cool is that?! Imagination and intelligence are greatly 

dependent on one another. Imagination is supportive to 

intelligence because it generates new data sets that did 

not exist before, but are plausible to you based on the 

existing data. The more you know, the easier it is for you it 

is to predict things or make estimations.

To finalise my introduction, I want you to be aware of the 

difference between today’s artificial intelligence vs gener-

al artificial intelligence. The former can perform one task 

or a given set of tasks for one purpose, for example play 

chess (remember the example from the previous blog?) 

The latter can do anything and everything. Simply put, 

general AI is a jack of all trades.

Let’s get deeper

Artificial intelligence is essentially a neural network. 

‘Neural’ is the key word in this sentence. There are many 

different neural networks but the general idea is that a 

neural network is a computing system, inspired by bio-

logical networks. The neurons that constantly fire in your 

brain are the base model for the structures used in the 

construction of artificial intelligence neural networks. Here 

is an example of neuron:

A biological neuron is sort of like a computer’s logical 

gate, you know, true/false, one or zero, though this is ex-

treme simplification, but you get the idea. A good example 

is pain receptors which communicate with neurons in 

your brain. When a pain receptor sends a signal to a neu-

ron in your brain, it will eventually reach the threshold that 

will trigger it. It will fire and let you know that whatever silly 

thing you just did, causes you pain.



Now looking at an artificial neuron (below), this acts as a 

logical gateway, where x’s are various inputs and w’s are 

weights. The circle is the transfer function that consists of: 

unit step (threshold), sigmoid, piecewise linear, gaussian, 

and final is the threshold.

Here is an example of an artificial neuron — a one-neu-

ron model that would apply weights to an input to identify 

which input is closer to digit 3.

A neuron with threshold of 3 and two inputs of 2.73 and 

1.84 would set the weight on each input, thus the transfer 

formula could calculate whenever to fire that neuron or 

not.

The neural network weight assignment works in two 

directions. One way to think of it is that all of the x’s from 

the left are linked to threshold evaluation and followed by 

another pair of x’s, thus the readout of values is from left 

to right and then from right to left. This is the key informa-

tion to understanding how neural networks are trained.

This concept is called ‘back propagation’, so once all the 

weights from left to right are established and final result 

is obtained, the neural network goes through the weight 

assignment process again, reestablishing weights based 

on the outcome of the first pass. This process of cycles or 

passes defines the depth and is important in establishing 

an understanding of the accuracy or ‘correctness’ of the 

entire neural network.

This is a basic matrix neural network model:

An example of a neural network would utilise one or more 

algorithms. A great example of a neural network that utilis-

es one or more algorithms is the Monte Carlo tree search 

used in chess.

Let’s head back to chess.com. This tree search would be 

carried out many times for each position in the game to a 

specific depth. This takes care of many different permu-

tations of each position of pieces on the board as well as 

the potential win/loss ratio for a given position.

Websites like chess.com utilise AI and actually visualise 

the outcome of neural network calculations quite well, 

and in real time after each move.

For the current board position, the neural network is 

proposing x potential moves that. according to Monte 

Carlo tree search, would yield/contribute towards a win 

for my white pieces. According to chess.com AI, the 

strongest move I can play (evaluated at +5.58 weight) is to 

move white’s rook from b1 to b7 capturing the black pawn 

and putting pressure on row 7. The chess.com interface 

provides a very handy overall evaluation measure, which 

is the vertical bar on the left hand side. In the screenshot, 

the 6.4 weight indicates my overall strong dominance 

against the opponent.

It would be unwise to talk about AI without mentioning a 

company called DeepMind. DeepMind is a London based 

AI company that is working under the Google/Alphabet 

umbrella. Their AI model ‘AlphaFold’ is able to predict 

a protein shape based on an amino acid sequence. 

This has the potential to pave the way towards solving 

biological mysteries and perhaps help us fight or even 

cure cancer.

The remarkable achievements in regards to general 

artificial intelligence of DeepMind’s team on MuZero boils 

down to their clever approach to how general purpose AI 

should be structured. They ask important questions such 

as: “What are the key ingredients that make it work?” In 

terms of AI being able to plan the key ingredients are:

1. The value: how good is the current position?

2. The policy: which action is the best to take?

3. The reward: how good was the last action?

If you want to find out more about MuZero you can read 

about it at deepmind.com

This concludes this part two introduction into AI and its 

applications. I hope you enjoyed reading it as much as I 

have enjoyed writing it.

Please watch this space for future updates on the subject 

and any future projects at Kyan that relate to AI.



Accessing a GKE 
internal service from 
the API Gateway

FARHAD AJAZ — SOFTWARE ENGINEER

Consider a scenario in which a Google Kubernetes 

Engine cluster is running an API-only application. This 

application provides data to various internal apps and 

is only accessible by internal business apps running on 

the same GKE cluster. The company is introduced to a 

new requirement to expose some API endpoints from 

its internal application to an external client outside the 

organisation. In general, we can expose application pods 

using the Kubernates service resource, which can be any 

of the following:

NodePort: Exposes a service via a static port on each 

node’s IP

ClusterIP: Default type of service which is only accessi-

ble from within the cluster

LoadBalancer: Expose application to the public internet

ExternalName: Maps a service to an externalName field 

by returning a value for the CNAME record

The client application for this use case is not running 

on our cluster and is on a completely different client’s 

network. As a result, we have to provide an interface to 

our internal application through which clients can interact 

and request data from the application. In this blog post, 

I will provide a high-level overview of how to achieve 

this requirement using the GCP API gateway and Cloud 

functions.

The Application

The application used in this post is a basic Rails API 

application that returns JSON responses with information 

about the products and associated reviews. The applica-

tion would be far more complex in the real world.

Component Details

This flow begins at the API Gateway. Clients will be given 

API endpoints, and for the time being, endpoints only use 

API key authentication for requests. Using simply an API 

key, on the other hand, is not regarded safe because it 

is vulnerable to a man in the middle attack and has no 

expiration date. To counteract the attack, we can impose 

some constraints on the keys. In the real world, we’d use 

the API key in conjunction with another authentication 

technique, such as OAuth access tokens.

We need an intermediary layer to request data and return 

it to the API gateway because the API gateway can’t make 

direct requests to the internal GKE application. To accom-

plish this, we will use Cloud functions as a middle layer to 

send requests to the GKE service.

Because Cloud Functions are a serverless component 

of Google Cloud Platform, they run in a distinct GCP 

network from our VPC network. As a result, and in order 

to establish communication, Google Cloud Platform’s VPC 

Networking includes a VPC connector component that 

allows serverless environments to connect directly to your 

VPC network.

Once we’ve established communication between Cloud 

functions and the VPC network, we’ll need a way to call 

our application pod running within our GKE cluster. At 

this point, the Kubernetes service resource comes into 

play. We require a service that provides an interface to 

our application pod. This service should not be public 

(i.e., accessible to the public internet) or private (i.e., only 

accessible within the cluster).

To address this, GKE provides the ability to create an 

internal load balancer that is only accessible via the GCP 

internal VPC network. The difference between a standard 

load balancer service and an internal load balancer ser-

vice is that the internal load balancer does not expose our 

application to the public internet; instead, it only makes 

our application available to applications outside the clus-

ter that use the same VPC network and are located in the 

same Google Cloud region.



To create an internal load balancer service, first create a 

load balancer service and then add the following annota-

tions entry in the service definition:

We’ll be able to route traffic to our application pods once 

the load balancer is up and running. As the base endpoint 

for our application, we’ll utilise the public IP address of 

the load balancer to make a call to our application from 

the cloud functions. We could also create a DNS entry for 

this and utilise DNS instead of the IP address, but I’m just 

going to use the IP address highlighted in the following 

screenshot.

Application testing

Once everything is in place, we can use an API key in the 

header to call the API Gateway endpoint. 

If no errors occur, we should see a response from the 

application running within the GKE cluster.

curl --location --request GET ‘https://shopi-api-gate-

way-gygw9k8.nw.gateway.dev/products’ \

--header ‘X-API-KEY: ‘

apiVersion: v1 

kind: Service 

metadata:

  name: shop-api-internal-load-balancer

  namespace: staging

  annotations:

    networking.gke.io/load-balancer-type: “Internal”

spec:

  ports:

  - port: 80

    protocol: TCP

    targetPort: 3000

  selector:

    app: shop-api

  type: LoadBalancer

Conclusion

Serverless tools provide great convenience to develop-

ers by eliminating the need to manage infrastructure. It 

enables you to rapidly bootstrap a working service at a 

reasonable cost. In this blog, I provided a simple use case 

to demonstrate how serverless tools can cover a wide 

range of use cases. 

{

  “products”: [

    {

      “title”: “Veranda Symphony”,

      “price”: “83.84”,

      “reviews”: [

        {

          “id”: 4,

          “name”: “Msgr. Arron Morissette”,

          “message”: “Nisi est ut consequatur.”,

          “rate”: 2

        },

        {

          “id”: 9,

          “name”: “Colin Wilkinson IV”,

          “message”: “Expedita ut nemo dolores.”,

          “rate”: 2

        }

      ]

    },

    {

      “title”: “Pumpkin-spice Cake”,

      “price”: “76.56”,

      “reviews”: []

    },

    {

      “title”: “Café Volcano”,

      “price”: “31.24”,

      “reviews”: [

        {

          “id”: 6,

          “name”: “Wm Rempel”,

          “message”: “Est atque rerum velit.”,

          “rate”: 2

        },

        {

          “id”: 7,

          “name”: “Marcelo Funk”,

          “message”: “Placeat repellat architecto dolor.”,

          “rate”: 2

        }

      ]

    }

  ]

}



Modern web design leaves a trace. Digital experiences 

demand energy. Power to connect, load, display, and 

function.

As devices and connections become more and more 

capable, our digital products have sought to deliver 

richer experiences. A designer in the not so distant past 

could only have dreamt of today’s capabilities. But whilst 

we might think that bigger means better, a saturation of 

quality hasn’t equated to efficiency.

For user experience, overloading screens with material 

may cause needless complexity. For our environment, 

richer experiences demand far more resources.

0.97g of CO2 seems insignificant next to the average of 

180g of CO2 emitted from 1km of car travel. The problem 

lies within the frequency and scale of web traffic numbers. 

A tiny trace left by each and every page load builds up, 

and when added up, are comparable to the most polluting 

countries/industries in the world (such as the airline 

industry). Yet, we don’t often point the finger at reducing 

internet generated emissions.

Passive thinking would have us sitting comfortably in the 

notion that going digital means going green. This is wrong 

and like many industries, we need to think carefully about 

the impact of our work.

User experience is often seen as a set of principles that 

monitors the impact of a digital product carefully. A 

product that takes care of the user should be efficient and 

equate to less waste.

So, can user experience strategy help us in our quest to 

create sustainable design?

Can user experience 
strategy and sustainable 
web design go hand 
in hand?

STEPHEN DAWSON — UX DESIGNER

What has an influence on emissions?

What the user sees on their devices is the product of 

many moving parts. The user needs to navigate through 

a series of pages that contain a set of visual components 

that draw on asset loading resources. All of this stands 

on a product strategy that determines what these moving 

parts should be delivering for the user.

These facets pull together to build a digital experience. 

Each mechanism relies on a set of dependencies that 

ultimately lead to an influence on carbon emissions.

How we make digital products greener

When we start to think about whether an element is 

necessary or if a journey is optimal, we start to move into 

the space of considering a user experience strategy. A 

good UX strategy will lean on good user research. From 

this we will learn what needs to be delivered, and why. A 

deep understanding of goals, constraints, and contexts will 

help us deliver a product which is feasible and desirable 

for the user in their everyday setting.

At the design stage, research can help us to answer 

difficult design choices. We may have the expertise and 

infrastructure to design an idea – but will it make a clear 

and concise experience for the user?

The architecture of an experience will steer the number 

of steps, define purposes of each page and resource, and 

ultimately what the user can do. By looking at this founda-

tion of design we are showing care for the end user – and 

ultimately making each request for energy meaningful.

So does an investment in user experience equate to 

sustainable design? 

Ideally, it should.



JOSH JIMENEZ BEDROCK — SOFTWARE ENGINEER

Before becoming a software engineer, I was a gamer. 

The first PlayStation console was my initial intro-

duction into interactive software packaged in a CD 

(compact disc for those that don’t know). Gaming got 

me interested in computers and technology. It got me 

interested in how things were built and ultimately led 

me to learning to code and getting my first role as a 

web developer.

Video games are a great stress reliever and they’re fun. 

They can be beautiful in their design, they can help you 

learn to think creatively, and to find ways through seem-

ingly impossible situations.

Here’s a few things that I have learnt from gaming.

Level up together

In many games you are given the opportunity to play as 

more than just one character. Despite their role in the 

game, you are required to ‘level up’ in order to progress. 

This is a great lesson in life and work. If you want to move 

into something new, if you want to improve your work, if 

you want to progress your career, you need to identify the 

things that you will need in that next level.

Throughout my career I have completed many projects 

with different requirements and challenges, and it’s these 

moments that have helped me to grow. I needed to level 

up so I could start confidently when I joined Kyan. I spent 

time improving my understanding of Ruby on Rails so I 

could speak the same language as the senior developers. 

At the time, my expertise was in JavaScript, and I have 

also continued to spend time growing my knowledge in 

Problem solving, 
confidence boosting 
and focus: what I’ve 
learnt from gaming

web and app development using that language too. And 

most recently, I’ve been learning about code splitting to 

be able to improve app performance.

Personal projects have given me freedom to explore other 

areas and technologies too. This month I started a course 

to build a game using the incredibly impressive Unreal 

Engine. I’m excited to use what I learn, and how it can 

enrich what I do at Kyan.

Build confidence and teamwork

In some games you join a team, working together on 

challenges, quests and more. It makes the game more fun, 

collaborative and gives an overall sense of camaraderie. I 

am a quiet person and prefer listening to talking,  but what 

I’ve found in being part of these teams is that I need to 

speak up to help the team, and by speaking up I’ve gained 

confidence in using my voice.

With gaming I get to help other people, coach them 

through a particular task they’re stuck with and help build 

that togetherness that makes us all work better. This could 

be through voice or text chat.

The same happens at work. If I want to help the team I 

need to speak up when I have an idea or if I’ve spotted a 

potential issue with a piece of work. I have come a long 

way and am not as quiet as I once was. I love helping oth-

er people at work, whether that’s if someone has a ques-

tion about how to do something or doing a code review to 

make sure that the final work is as good as it can be.

Find ways to grow

Flipping it around, being a software engineer also helps 

me when I game. This year I built a small app to store 

and search key information for a raid, a group activity 

with multiple challenges. It means that I can concentrate 

on other aspects of the game rather than memorise 

information.

I could talk about how building an app in my free time 

will help me in my day job. However, the thing that I have 

learnt is that by building systems that alleviate one task, I 

can concentrate on other tasks. It’s sort of like how high 

performing people dress the same each day so they have 

one less decision to make and can use their brain on 

other work. This app means that my brain can focus on 

the more difficult aspects of the game. 

At Kyan, we build stuff to streamline our work. We create 

ways to automate repetitive and time consuming process-

es using things like APIs. It both speeds up the work and 

allows us to focus on other aspects of development that 

require more brain power.

So next time you sit down to game, or someone you know 

is lost in a game, have a think about some of the great 

things you or they might be learning that can help in other 

areas of their life.

“I love helping other 
people at work, whether 
that’s if someone has a 
question about how to 
do something or doing a 
code review.”



Gartner first introduced us to the concept of Com-

posable Commerce in 2020 and since then I have 

seen it branded as Composable Enterprise, Compos-

able Architecture and Composable Applications. As a 

Software Engineer, the latter feels more correct to me 

but Amy, our Marketing Manager, politely insisted I use 

Composable Architecture and who am I to argue.

The more I think about it, the more I think Amy has got it 

spot on; Composable Architecture is a better term, and it 

emcompases both the IT and the business’s perspectives. 

So, what is it?

From Kyan’s standpoint it’s a way of designing and build-

ing an application that is agnostic, scalable, future proof 

and maintainable.

In the past, applications have been built as monoliths; 

large applications combining databases, business logic 

and front-end (or presentation layer) into a single, giant 

entity. These applications eventually become more diffi-

cult to maintain and scale due to the tight coupling be-

tween all of these different layers, which in turn increases 

the costs to the business and, as I have seen many times, 

frustration for the engineering team as things become 

more complex.

MACHcronyms

One way that this design has been improved is by adopt-

ing a headless strategy and moving the presentation layer 

out of the monolith, allowing you to incrementally extract 

business functionality into microservices leveraging APIs. 

Commonly, the MACH technology ecosystem is employed 

to achieve this, and we are big advocates of it at Kyan.

A brief introduction 
to Composable 
Architecture

NICK LINNELL — HEAD OF ENGINEERING

The MACH ecosystem stands for Microservices based, 

API-first, Cloud-native SaaS and Headless, and Compos-

able Architecture makes use of this technology. But that is 

only half the story…

Composable Architecture isn’t just about how an applica-

tion is built but also what is required from a business per-

spective and how the business capabilities are integrated 

in order to create a best of breed application, which 

is where Gartner coined the term Packaged Business 

Capabilities (PBCs):

Packaged business capabilities (PBCs) are software 

components that represent a well-defined business 

capability, functionally recognisable as such by a 

business user.

Technically, a PBC is a bounded collection of a data 

schema and a set of services, APIs and event channels.

The well-implemented PBCs are functionally complete 

to ensure autonomy (no critical external dependencies, 

no need for direct external access to its data).

PBCs are meant to be used as building blocks for 

application product suites and custom-assembled 

application experiences.

A PBC can be custom built from the existing business 

capability model and made up of one or more microser-

vices, but equally, it could be a service that is consumed 

from a third-party vendor, thus allowing full flexibility to 

choose the right components that fit the business need.

Most importantly, Composable Architecture is about 

aligning the business with IT to create the best possible 

solutions in a reusable and scalable approach, reducing 

complexity to make the time to market faster and deliv-

er the highest quality product.

We’ll be sharing more about Composable Architecture, 

so keep an eye on our social feeds for more content 

from the Kyan tech team. If you’d like to read more about 

headless and how we’ve harnessed that over the last few 

years, check out one of our previous blogs from the team:



PIERS PALMER — CHIEF HAPPINESS OFFICER

The online conversation around remote work and 

hybrid teams has certainly lost momentum over the 

last few months. Businesses are settling in to whatever 

way of working feels right for them, and the naysayers 

seem to be a little quiet too. (Good.) As I see and 

speak to other agency founders, the challenge is no 

longer operations, technology or culture, but instead, 

the arguably more important matter of employee 

wellbeing.

I’ve said before that the extra touches like a ping pong 

table or a fridge full of carbonated treats are not benefits, 

but merely perks. So even if agencies had once relied on 

these to lure in new staff, that certainly won’t work in 2022 

and beyond, where employees are looking for hybrid work 

and flexible hours over bouncy balls and fizz pop.

The conversation may have been hushed somewhat 

online, but for me, as a co-founder and Chief of 

Happiness, it’s fundamental that I continue this 

conversation, not only in my own consciousness, but with 

our teams too. After all, culture is the very lifeblood of 

Kyan, and now, more than ever, employee wellbeing is a 

colourful thread that knits our people and their passion 

with our purpose and our products. We want to be a 

business where folk can come together and be their best 

selves and do their best work. If either of those are not 

working, then we are failing.

Moving forward with  
purpose and permanence

I’d like to draw comparison to the ‘new year detox’, which 

I’m sure you’re no stranger to (only two months to go). 

Whilst ditching the dirty stuff and eating green will allow 

you some short-term benefits, it’s all for nothing if you go 

back to bad habits come February.

The same can be said for efforts in company wellbeing. 

This reminds me of team building weekends from 

yesteryear – enforced corporate fun dressed up in 

wellington boots and whimsey. The day itself may be a 

good laugh for the many in attendance, but ultimately, it’s 

back to work the next day, often to the same old same 

old.

Effective wellbeing efforts must be long-term and 

consistent. They must be accessible to all, and they must 

directly contribute to the physical and mental health of all 

who wish to take part, today, tomorrow, forever.

The Great Gong 
Wall of Kyan and 
other experiments 
in wellness

Introducing Kyan Wellness Week

Part of finding what fits is trying new things, and this was 

the purpose of our recent ‘Kyan Wellness Week’ – a 

week dedicated to feeling good and thinking good about 

ourselves. This came out of the annual team survey 

we did back in the summer where it was clear that 

some of the team were feeling mentally challenged and 

malnourished by the impact of hybrid working.

I also believe that even though we have become more 

comfortable and open about talking about our mental 

health challenges, there is still some way to go, and the 

Wellness Week was a way for us to be proactively upfront 

about this and look at some strategies and practices that 

could hopefully benefit everyone in the team, not just for 

the week, but for the future.

We set up a programme across the week, with each 

morning starting with a communal Zoom-based physical 

activity to bring members of the team together and try 

out some movements to free us from our desk-based 

lethargy. We had Jac Wynn-Williams taking us through 

some desk based stretches, one morning we had Mark 

Shayler running a Qi Gong session which was a first for 

most of the team and I even did a yoga sun salutation 

class.

A dog walking lunch, a cycle to work day, a walking 

meeting day and a lunchtime run were some of the other 

physical and in-person events we organised but as a 

hybrid working team. It was also important to ensure there 

was a balance of online happenings that would appeal to 

our more remote players.

Finding serenity in sound

One of my highlights of the Kyan Wellness Week was 

the sound bathing session. A tribe of sonic shamans 

came into Kyan HQ and arranged a set of huge gongs, 

for a group of us, to lay down in front of, and become 

immersed in the sonorous flux of the crystalline heart of 

the universe.

It was my first official sound bath (if you forget standing 

in front of bass bins in fields in the early 90s) and I 

didn’t really know what to expect. Some of the team had 

experienced them before and had talked about the sense 

of release, the tears, the visuals, the uber chill and so it 

was with some excitement that I lay down in front of the 

Great Gong Wall of Kyan and closed my eyes.

Then it was done and I’d felt like I’d been bathing in an 

orangey tidal sea of sonic static that tumbled and rolled 

me, and transported me to a timeless present where I 

could feel my alpha brain waves start to thrum. I emerged 

from the cosmic washing machine, feeling lighter, brighter 

and somehow cleaner. I slept a full ten hours that night. 

No tears though.

Sleep, read and doodle

Michael Hogg’s Sleep Lecture talk on how to be better 

at sleep was excellent and we all picked up tips on how 

to minimise the distraction from our tech when needing 

to sleep, as was the Mental Health talk by Claire and 

Michael. We also enjoyed a book sharing session where 

we discussed books that had a positive effect on our 

wellbeing and that had shaped us for the better. My 

reading list has just grown significantly.

Helen’s creative lunch, where we took the time to draw 

Zentangles as a way to create a sense of calm and 

mindful flow, was also very enjoyable and I’ve practised 

the art several times since.

Be experimental

It’s hard to find something that appeals to everyone and 

some activities were quite experimental, more a way for 

us to try a few different routes and help us to continue the 

conversation around how it’s so important to feel good 

at work and beyond especially in a more remote working 

world.

It is important for us all to find new ways to balance the 

tensions and pressures of working in a technology agency 

and I’m hopeful of two things. Firstly, that we can embed 

some of these wellness activities into everyday life at Kyan, 

and secondly, that we can put on another Wellness Week 

and bring new activities into the fold. I, for one, am already 

looking forward to the next swelling of the sonic surf.



I like Scrum. As a framework it supports ‘the doers’, 

which in my opinion, leads to better products. But I 

still come up against the same questions from clients, 

questions such as, “when will it be ready?” – which 

is of course valid. Scrum’s answer to this is velocity, 

which in its simplest form is the average throughput 

across multiple Sprints. 

As devices and connections become more and more This 

is where I start wanting a bit more out of Scrum to help 

with those situations. I had been reading about various 

hybrids such as Scrumban, which smooshes together 

parts of Scrum and Kanban. But for me this feels like 

a case of ‘Scrum but’ – the age-old practice of not 

committing to a framework because it doesn’t suit you, 

therefore distilling the benefits of the framework. 

So I was interested to get a spot on one of Scrum.org’s 

courses, Scrum with Kanban. There’s a lot of importance 

placed upon the ‘with’ here. Unlike a hybrid framework, 

Going with the flow: 
When Scrum meets Kanban

CHRIS CANNACOTT 
HEAD OF PRODUCTION

Scrum with Kanban uses Scrum as the framework, so 

all the Events, Artefacts and Roles are adhered to. The 

Kanban elements introduced are complementary to that, 

rather than picking and choosing from both. 

As someone whose role it is to introduce new ways of 

working, I feel that adding complementary practices to a 

framework a team is already using is more effective and 

less disruptive.

On another Scrum course, the trainer told me a story 

about a stakeholder asking when a piece of work would 

be done by. His answer was to tell the stakeholder, “I’ll tell 

you next Sprint”. His justification for this being that Scrum 

isn’t about precise planning. The Project Manager in me 

felt that this wasn’t a good enough answer and I know a 

client would not be happy if I deflected their question in 

such a way.

And this is where the metrics introduced in Scrum with 

Kanban really piqued my interest.

Know the flow to go with the flow

Kanban is centred around the notion of moving value 

through a system. This is called Flow. Scrum’s pillars are 

transparency, inspection and adaption – essentially a 

feedback loop in which information and improvements 

are identified, translated and actioned. When Kanban 

metrics are applied to this feedback loop it means focus is 

given to improving the Scrum pillars.

Flow is is tracked using four basic metrics:

• Work in Progress (WiP)

• Cycle Time

• Work Age Item

• Throughput

Work in Progress (WiP)

Work in Progress (WiP) is pieces of work that have been 

started but not yet finished. Kanban actively works on 

the premise that the team limits how much work can be 

active at any one point, which is achieved by placing WiP 

limits on the stages of your workflow. 

Work can only be pulled into the next step when the 

WiP limit allows. This makes the team work collectively 

to enable the work to move through the system and 

not overload any one stage. This in turn helps identify 

bottlenecks which the team can address.

Cycle Time

The point an item enters the workflow, to the point it 

leaves it, is known as the Cycle Time. In Kanban we track 

how long this cycle takes for each item.

Because software development is a complex process, we 

cannot give certainties. But what cycle time does enable 

us to do is build a picture of all the historical items we 

have delivered and use this to manage expectations. 

Work Age Item

When an item has been started, we track it. Work Age 

Item is simply how long an item has been in the workflow. 

Therefore this only applies to items that haven’t been 

finished.

It gives a current picture that we can use to help manage 

the work in flight. Combined with Cycle Time, we can start 

to question why something isn’t moving through as quickly 

as our data tells us it can.

Throughput

Cycle Time and Work Age Item look at individual 

items, whereas WiP and Throughput look at our items 

collectively.

Throughput is how many items we complete in a given 

period of time. It’s pretty similar to Velocity in that respect. 

So this is easily applied in a Scrum scenario as our unit of 

time could be our Sprint. 

Kanban Practices: the secret sauce

The secret sauce is combining these four metrics to 

actively manage the work in progress and manage 

stakeholder expectations. To be able to do this, you need 

to define and visualise your workflow. This is a practice 

already employed by Scrum teams, so not a new concept.

Once you can see the work, you can manage it. 

As set out, Kanban expects the team to set WiP limits on 

each step of the workflow which creates the pull system. 

Active management places emphasis on the team to 

collectively move items through the workflow. Therefore 

if a WiP limit is reached on one (or many) of the steps 

then the team tries to find ways to move the items. For 

example, that could be helping test items rather than 

starting development of new ones.

Constantly reaching WiP limits also alludes to an 

imbalance in the number of items being started versus the 

number you’re able to finish. Here, the team should look 

at their WiP limits and workflow and make adjustments 

so that the bottlenecks are reduced and work coming in 

matches work going out.

The age of items in flight is also an indicator for the team 

to act on something. Items should not be left to age 

unnecessarily, and the team should monitor this on  

a daily basis. 

How long will it take?

The last element I want to share is the Service Level 

Expectation (SLE). This is the use of cycle time to establish 

a forecast for how long something will take. It’s made up 

of two parts: a number of elapsed days and a probability 

linked to that time. For example, 85% of the time an item 

should be finished in eight days or less.

So now that question of “how long will it take?” has a 

standard answer I can use, albeit with a carefully placed 

“... should”.



Once again, we visited the always excellent Web 

Summit Lisbon, an annual technology conference 

described by the New York Times as “a grand conclave 

of the tech industry’s high priests.” 

Web Summit, for us, represents two clear opportunities. 

Firstly, a chance to sharpen up our understanding of 

emerging technologies, and secondly, the ability to bring 

new ideas and alternative ways of thinking and working 

back to the wider Kyan team. So let’s get straight into it. 

Here’s Chris, Nick, Rebecca and Tom with their highlights 

from this year’s trip.

Chris Cannacott, Head of Production
Favourite talk 

I enjoyed the discussion on ‘Is your tech stack killing 

your productivity?’ with Yuhki Yamashita (CPO at Figma) 

and Arvind Jain (CEO at Glean). It really highlighted the 

need for company-wide decisions on your productivity 

tech stack to reduce ‘toggle tax’ and make your working 

practices as effortless as possible.

Web Summit summarised: 
What we learnt in Lisbon

AMY JOHNSTONE — MARKETING MANAGER

Biggest takeaway

It might be obvious, but I’ve come to realise that we’re all 

in the same boat when it comes to remote/hybrid working. 

There wasn’t anyone at the conference with a big idea 

that we haven’t thought about. So it’s refreshing to hear 

that others in the space, even those lauded for their ways 

of working, are facing the very same challenges we are.

Random fact

Rhino horn is the most expensive commodity on the 

black market. Oh, a tech-based fact? You toggle between 

software 1,200 times a day!

Nick Linnell, Head of Engineering
Favourite talk 

For pure entertainment value it was ‘The future of crypto: 

What’s next for this craze?’ with Molly White (creator at 

Web3 is Going Just Great), Ben McKenzie (actor and 

journalist at Slate) and Charles Hoskinson (founder at 

Cardano). We got to see the passion Charles has for the 

crypto community and the good he believes it can do, 

whilst Ben and Molly put up valiant counter arguments. 

You couldn’t help but come away thinking it really is time 

for the crypto world to be taken more seriously.

Biggest takeaway

Probably NFTs and what they will really be used for. It was 

great to hear William Quigley (co-founder & CEO at WAX) 

and Pierre-Nicolas Hurstel (co-founder & CEO at Arianee) 

talk about their real world utility rather than just as an 

exclusive avatar image.

Random fact

Imperva CEO Pam Murphy talked about the prevalence 

of ‘bad’ bots on the internet and how of the 220 million 

users on Twitter, only about 500,000 accounts have 

actually been verified as real.

Rebecca Brennan, COO
Favourite talk 

‘To infinity and beyond: Best use cases in Web3.’  As 

a pragmatist, I wanted to be better able to advise 

clients how Web3 could change their businesses in 

the real world. So this panel debate was my favourite 

talk, including c-level representation from Unstoppable 

Domains, RLY Network Association and Serotonin, and 

hosted by a senior reporter from Digiday.

Biggest takeaway

Web3 is being adopted quicker than web 2.0. Every 

company will end up a Web3 company, it’s just a matter 

of when. Web3 will involve the whole company, not just a 

department, so we need to be interdisciplinary businesses. 

Web3 is still about what the customer wants, not the 

technology, so how useful is the jargon, really? Let’s focus 

on the customer need. 

Random fact

The term ‘Web3’ was coined by Polkadot founder and 

Ethereum co-founder Gavin Wood in 2014, referring to 

a “decentralised online ecosystem based on blockchain”, 

but it didn’t gain popularity until 2021.

Tom Marshall, Head of Technology
Favourite talk 

It feels we might be living through a watershed moment 

for generative artificial intelligence, with AI tools having 

conversations, drawing images and even creating videos 

– all from simple text prompts.

With that in mind, hearing the father of modern linguistics, 

Noam Chomsky, discuss its limitations with AI scientist 

Gary Marcus was fascinating. As far as they’re concerned 

GPT-3 is a useful tool, but they were pretty disparaging 

about its scientific impact, as well as the limitations and 

biases of its statistical-based model.

I like hearing both sides of an argument, so having spent 

four days hearing how AI was ready to change the world, 

it was great to hear some contrast on what it’s not ready 

to do. At least not yet, anyway.

Biggest takeaway

On the more practical side of things, hearing Vercel’s 

Guillermo Rauch discuss how edge computing is bringing 

near-static performance to dynamically generated web 

content is something I’m very excited about, particularly 

given our fondness at Kyan for Next.js.

Random fact

There’s some debate on the exact figure, but it’s generally 

agreed that NFT market trading volumes have fallen 

between 97-99% from their peak.

“It feels we might be living 
through a watershed moment 
for generative artificial 
intelligence, with AI tools 
having conversations, drawing 
images and even creating 
videos – all from simple text 
prompts.”



We are delighted and super proud to announce that 

Kyan is now B Corp certified, with an impact score of 

89.5. We thought we’d take this opportunity to talk a 

bit about what B Corp means to us, why we did it and 

how the journey was for us, and also to share some 

lessons we learned along the way.

What is B Corp?

We first became aware of B Corp when it came to the 

UK in 2015, and back then we identified it as a different 

type of certification – something apart from the regular 

box ticking exercises that business certifications normally 

seem to be. Rather,  it was a complete sustainable 

business development framework based on values 

that chimed with our own; to do right by our team and 

customers, to be involved in the local community, to look 

after the environment, and to be a successful, profitable 

business. Or ‘people, planet, profit’ as B Corp summarise 

it in the famous ‘triple bottom line’.

It also seemed like a massive task—a huge mountain to 

climb—and consequently we parked it in the “too diffi-

cult/too busy” box. With hindsight, that was a misstep and 

I wish we had taken the plunge back then.

Seize the moment

The fact is there is no better time to start the journey 

towards becoming a more sustainable business than right 

now. Following the same notion that the best time to plant 

a tree was fifteen years ago, and the second best time 

is now, there is no reason to put off becoming a B Corp, 

because you can do it at your own pace.

For us, becoming a B Corp has been a long journey. 

Overall, it has taken around two years, but that was largely 

by design. True, there is a long waiting time to get certified 

at the moment due to the backlog caused by the sheer 

number of companies currently in the queue. But also 

we strongly believed that we would get a better result by 

taking our time.

GAVIN SHINFIELD — CHIEF SUSTAINABILITY OFFICER

A key Kyan moment: 
Becoming a Certified B 
Corporation

First, we spoke to our B Corp friends. Ryan O’Keefe and 

the team at Jago were really helpful in getting us started.

By following a longer timeline we were able to work the 

framework into our whole business ethos. Working from 

the inside out we first looked to engage the team and get 

all of our stakeholders on board before engaging with 

our suppliers, the local community, and eventually our 

customers as well. In essence, we are communicating to 

everyone involved in our business why we were going on 

the B Corp journey and what it means to us.

We followed the classic route for stakeholder engagement 

when embedding B Corp into the heart of company 

culture here at Kyan. First get buy-in and appoint a 

champion at the highest decision making level possible, 

then engage the team on the journey and importance. 

Once embedded you can then start looking outwards to 

your suppliers and clients.

What has B Corp ever done for us?

So what difference has becoming a B Corp made to 

Kyan? This is hard to measure, because the process is 

built around incremental improvements over time, but I’ll 

try to list some of the highlights here.

Governance

B Corp needs engagement from all parts of the business, 

but you really do need a champion at the upper level of 

governance to drive it forward or at least be on side to 

push through some of the more fundamental aspects, not 

least incorporating upholding the B Corp ethos into your 

written Articles of Association. 

Over the period we were going though our verification it 

was agreed by the board that sustainability needed such a 

leader at Kyan, and so I was honoured to take on the title 

of Chief Sustainability Officer, or CSO. This is something 

that is quite unusual for a business of 50 or so people, 

but we felt it was important enough of an issue to get 

recognition at c-suite level.

Workers

For a service based company like ours, looking after our 

team has always been top of the agenda. We already 

offered above average levels of pay, holiday and benefits, 

but B Corp encouraged us to take this even further and 

go the extra mile. Consequently, we offer enhanced ben-

efits such as free healthcare and dental plans, as well as 

increased flexibility in terms of hours and work location.



Environment

We’ve really taken control of our carbon footprint. We’ve 

been measuring it for a few years now, but the goal-set-

ting encouraged by B Corp has meant that we take it 

much more seriously and measure it more accurately. We 

use Green Element’s ‘Compare Your Footprint’ calculator, 

an action which has subsequently allowed us to set goals 

around accounting for our entire historic carbon since 

2003 and, looking forward, to set science-based targets 

for becoming a carbon Net Zero organisation.

Community

We have also started to properly measure the make-up 

of our team, to measure our diversity in terms of ethnicity, 

privilege, neuro-diversity and gender, and to prioritise 

working on this to become the most diverse and inclusive 

environment we can be. We base our drive for diversity 

not only on our core values, but on the understanding that 

the more diverse we are as a team, the better deci-

sions we will make – as a social unit and as a creative 

company.

As part of this drive to prove ourselves to be an equitable 

company, we calculated our gender pay gap and came 

out with a result of parity in pay (0.3% in favour of female 

workers).

The process also encouraged us to formalise something 

we have been meaning to do for a long time and set up 

a proper staff volunteer program. We have always offered 

pro-bono and preferential rates for charities and good 

causes, and supported our team’s individual volunteering 

efforts. But this year we put in place a paid volunteering 

program where staff members can take time from their 

work schedule to join our team volunteer days, or to 

volunteer for a good cause of their choice.

Customers

B Corp encouraged us to look closer at our rates of cus-

tomer satisfaction and how we communicate success in 

this area, internally and externally. But really, the benefits 

of becoming a B Corp and our engagement with our cus-

tomers starts now. By going through the B Corp process 

we now feel vindicated and informed enough to engage 

with our customers on matters of environment and social 

matters, and we’re looking forward to engaging with our 

clients on this basis and to helping them become more 

sustainable in their business operations.

Fitter, stronger, more transparent

If anyone asks what the most time-consuming part of 

becoming certified is, I always say that it’s the amount 

of policy writing required. At Kyan, we always thought of 

ourselves as a light touch, low paperwork organisation, 

but becoming a B Corp requires a rethink, and our hand-

book is now in a much, much better place. I now see the 

value in having a policy for pretty much every aspect of 

our business and its operations. It has made us fitter and 

stronger as a business and ready for the most onerous of 

procurement departments and processes.

Spread the word

One of the key tenets of B Corp is to celebrate and 

communicate our progress and successes in becoming 

a more sustainable business. One of the most visible 

examples of this is the production of an annual Impact 

Report, which we produced for the first time in 2021. We 

have already had the report referenced as a touch point 

by clients, prospects and prospective team members as a 

reason they got in touch. It’s a great way of communicat-

ing your ethics and successes to the outside world, as is 

the B Corp programme itself.

Overall, becoming a B Corp has made us look at our 

purpose, our ethics, our operations, our policies … in fact, 

all aspects of our business, top to tail. By going through 

the process we are a fitter, more rigorous, more intentional 

business, and if you choose B Corp for your development 

framework you could be too.

B Corp — better together

If you’d like to know more about becoming B Corp 

certified or just want to hear a bit more about our journey, 

then please don’t hesitate to connect with me and we 

can have a chat about it. It’s part of my role as CSO and 

my duty as a B Corp member to advise and offer help to 

other companies interested in the movement, and I’d love 

to hear about your story and why B Corp could be right 

for you and your company.

“...the best time to 
plant a tree was fifteen 
years ago, and the 
second best time is 
now.”



This post describes how you can use both semantic-re-

lease and Github Actions to package and attach to a 

release a new version of your product — automatically 

and based on your commit messages. For the purpose of 

this demo, we are packaging a very simple zip file with a 

single txt file inside, but hopefully you get the idea.

These are the concepts I will demonstrate in the demo:

1. Running your tests in CI

2. Determining whether CI needs to package a new 

release

3. Setting up the correct repo permissions

4. Using a build script to create your new package 

using version and release notes from  

semantic-release

5. Generating a new Release with your package 

attached

6. Committing any changed files during packaging 

back into the repo

I’ve also create a demo project for the purpose of this 

post: https://github.com/whomwah/demo-semantic-re-

lease-gh-actions

During the post we’ll take a look at the various files in this 

repo and talk about what they do, and how you could 

change them to suit your project.

Running your tests in CI

This first concept is something you probably do on all 

your projects (you have tests right?) and that is run your 

tests suite. In the context of semantic-release it doesn’t 

matter what tech you are using here. Just because 

semantic-release is a JavaScript project, it doesn’t mean 

you’re limited to JavaScript projects.

So in the case of this demo we just have a very simple 

mod.ts file and a supporting mod.test.ts which we want 

our CI to run and pass before we build anything. We also 

a have a .github/workflows/tests.yml action file. This will 

simply run our tests for this project in Github. We are us-

ing Deno to run our tests as it’s not only a great tool, but 

is a very easy way to run specs on TypeScript files without 

having to pull in a build system.

DUNCAN ROBERTSON — SOFTWARE ENGINEER

Using Semantic Release 
and Github Actions to 
build releases

Determining whether CI needs to package 
a new release

Once your tests have run, we then need to know whether 

we should start a new release. If we’re just running the 

tests in a PR branch for example we don’t. This is where 

our .github/workflows/package.yml file kicks in.

...

on:

  workflow_run:

    workflows: [Tests]

    types:

      - completed

  release:

    if: ${{ github.ref_name == ‘main’ && github.event.

workflow_run.conclusion == ‘success’ }}

    runs-on: ubuntu-latest

    steps:

...

Firstly you can see the workflow_run section. Here we 

are referencing our Tests workflow which runs the tests. 

This is basically saying “run this workflow once the Tests 

workflow has completed”. The next part is making sure 

that we only run the steps in the workflow if we are cur-

rently on the main branch and also that the conclusion of 

the previous workflow was a success, ie: the tests passed.

Setting up the correct repo permissions

Before we get any further into the package workflow, we 

need to first make sure our repo has the correct permis-

sion in order to be able to run the workflow completely. 

At the start of each workflow run, GitHub automatically 

creates a unique GITHUB_TOKEN secret to use in your 

workflow. You can use the GITHUB_TOKEN to authen-

ticate in a workflow run. This is great but unfortunately 

the token does not have enough permissions to be able 

to create a new commit, which we will need to do in our 

demo because we are changing the VERSION file in the 

root. We want to commit this updated file as part of the 

release process. In order have enough permission for this 

we need to create a new ENV to use.

Firstly we visit https://github.com/settings/tokens and 

create a new access token. When creating the token we 

need to make sure that all the scopes in the repo section 

are ticked. Once we have created the token, make sure it 

is visible to copy as you will need it for the next bit. Now 

visit https://github.com/<your_repo>/settings/secrets/

actions where you will create a new secret. We’ll call 

this secret GH_AUTH_TOKEN and the value will be the 

access token you created before that. The workflow will 

now be able to access this value via  

secrets.GH_AUTH_TOKEN.

Using a build script to create your new 
package

In this demo, we are using a build script to create our final 

release asset. We do a couple of interesting things for the 

purpose of the demo which you will find in the comments 

of the build file. The important thing is though that we are 

passing the build script the version of the next deployable 

version and also any release notes that were gleaned 

from the commits that triggered that new release.

Generating a new Release with your pack-
age attached

Now we have created our new release package, we want 

to trigger semantic-release to do it’s stuff. Let’s go back 

to our .github/workflows/package.yml file.

...

steps:

  - name: Checkout

    uses: actions/checkout@v3

    with:

      fetch-depth: 0

      token: ${{ secrets.GH_AUTH_TOKEN }}

  - name: Setup Node.js

    uses: actions/setup-node@v3

    with:

      node-version: 16

...



This first section installs the action dependencies we 

need. Ie: We need to install NodeJS in order to be able to 

install semantic-release and run it.

The next section does all the magic.

...

  - name: Setup package.json

    run: echo ‘{“name”:”demo”, “devDependencies”:{“@

semantic-release/git”:”^10.0.1”,”@semantic-release/

exec”:”^6.0.3”,”semantic-release”:”^19.0.5”}}’ > 

package.json

  - name: Install dependencies

    run: npm install

  - name: Release

    run: npx semantic-release

    env:

      GH_TOKEN: ${{ secrets.GH_AUTH_TOKEN }}

      GITHUB_TOKEN: ${{ secrets.GITHUB_TOKEN }}

...

Firstly, we generate a package.json file inline for the 

project. It contains all the dependencies we need in 

order to run semantic-release for this demo. We use @

semantic-release/git and @semantic-release/exec to 

both commit our changes back to our repo and also to 

run our build script. You can then see that npm install 

is then run which will install all these dependencies. The 

final step than actually runs semantic-release which will 

generate the new release for us if required by our commit 

messages.

So let’s go through the .releaserc file and explain what’s 

going on. It’s this file that will be picked up when npx 

semantic-release is called.

This first section basically says only run this if we are on 

the main branch. We do this check in our Github Action 

too so this is just a double check.

{

  “branches”: [

    “main”

  ],

  ....

}

This next section uses the built in commit-analyzer and 

release-notes-generator plugins which are the ones 

that check your commit messages and see if any of them 

mean a new release should be created. The final section 

that calls @semantic-release/exec is the important one. 

It’s this command that calls our build script and passed 

it the new version we’re building and any release notes 

we have.

{

  ...

  “plugins”: [

    “@semantic-release/commit-analyzer”,

    “@semantic-release/release-notes-generator”,

    [

      “@semantic-release/exec”,

      {

        “prepareCmd”: “./bin/build_release ${nextRe-

lease.version} \”${nextRelease.notes}\””

      }

    ],

  ]

  ...

}

Next we attach our built package to the new release we 

are creating by pointing the file/s we want to attach. See 

we can use the nextRelease.version to argument the text.

...

[

  “@semantic-release/github”,

  {

    “assets”: [

      {

        “path”: “releases/*.zip”,

        “label”: “Our Demo Package (${nextRelease.

version})”

      }

    ]

  }

],

...

Committing any changed files during 
packaging back into the repo

During our build step, you know that we made a change 

the to the local VERSION file in our repo? That change 

was simply to show how you can make change to files in 

your repo as part of the package workflow. This final step 

in process will actually commit that change back into the 

repo.

...

  [

    “@semantic-release/git”,

    {

      “assets”: [

        “VERSION”

      ],

      “message”: “chore(release): ${nextRelease.version} 

[skip ci]\n\n${nextRelease.notes}”

    }

  ]

...

You can see an example of that commit in the demo 

project github.com/whomwah/demo-semantic-re-

lease-gh-actions/commit/19bde86d89c871ef4e08d8f-

882ba757d84f174aa.

Finished

So that’s a run through of building and packaging new 

release assets. If you look in the releases section for the 

demo repo you can see all the releases created and how 

the zip file we packaged up is attached.



If you’ve enjoyed this book, you’ll love what 
we have in store for 2023 and beyond.

Keep up to date with the Kyan team 
and their journey at kyan.com/news

Follow us on social

kyan 

kyanagency 

kyan

https://linkedin.com/company/kyan
https://instagram.com/kyanagency/
http://twitter.com/kyan

