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Abstract 

Although there has been a great deal of research into Collaborative Information Retrieval (CIR), the 
majority has assumed that team members in a collaborative search team always have the same level 
of unrestricted access to information. However, observations from different domains such as 
healthcare, business, etc. have suggested that collaboration sometimes involves people with differing 
levels of access to information. This type of scenario has been referred to as Multi-Level Collaborative 
Information Retrieval (MLCIR). As well as a support for collaboration, MLCIR has to consider 
information flow, security and shareability between collaborators. Therefore, existing CIR interface 
components, and concepts such as awareness, division of labour and persistence may not be directly 
applicable to MLCIR. To the best of our knowledge, there has not been any systematic evaluations to 
investigate the impact of MLCIR on search outcomes and to provide user-centred design 
recommendations for MLCIR interfaces. To address this gap, a number of evaluation studies were 
conducted throughout the PhD using real-world MLCIR examples as scenarios.  

This thesis highlights four research objectives that were addressed throughout the PhD; these were: 
1) to investigate the impact of different collaborative search strategies and MLCIR scenarios on search 
outcomes using a user simulation approach, 2) to develop a preliminary MLCIR interface and 
investigate the impact of MLCIR scenarios on search outcomes using a user study, 3) to investigate the 
impact of existing CIR concepts on MLCIR search outcomes using a user study, and 4) to develop and 
evaluate a working prototype of an MLCIR interface that supports users for asynchronous 
collaboration. The evaluation studies followed an iterative approach when addressing the objectives. 

The first study was a user simulated study which allowed us to test a large number of variables and 
select a few for further user studies. It was found that when relevance feedback search strategies 
were used, search performance of non-full access outperformed that of full access. This simulated 
study also fulfilled the first research objective. Next, a preliminary user study was conducted using 
variables selected based on the findings of the simulated study. This study uncovered a number of 
interface components, and awareness concepts such as query awareness, result awareness and team 
awareness that could be used to support users in MLCIR scenarios. This user study addressed the 
second research objective. Based on findings from this user study, two further user studies were 
conducted evaluating a number of interface components implemented to support query awareness, 
result awareness and team awareness. Results suggested that having access to query properties and 
result properties in MLCIR scenarios can leverage team members’ search performance. These two user 
studies addressed the third research objective of this PhD. Finally, a working MLCIR interface was built 
based on the findings elicited from our previous user studies. The interface was then evaluated using 
the web and simulated MLCIR tasks. The results showed that blacklisting search terms had a significant 
negative impact on search outcome than blacklisting documents. This study fulfilled the final research 
objective of this PhD. 

All five studies conducted throughout this PhD provided us with an increasing understanding of how 
to develop an MLCIR interface that is usable and helpful for users. As a final product, a working MLCIR 
interface was produced which could provide collaborating users with useful awareness information 
without disclosing any sensitive data. Overall, this thesis provided important new design suggestions 
and showed reusability of CIR components for MLCIR interfaces, something that has never been 
demonstrated before. The interfaces, experimental designs and findings including design suggestions 
that are presented in this thesis serve as novel guidelines for further investigations into MLCIR.  
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Chapter 1: Introduction 

This thesis contributes to the field of Information Retrieval (IR) by investigating the impact of non-
uniform information access during Collaborative Information Retrieval (CIR) and by providing 
important design suggestions to help users in such CIR scenarios. Section 1.1 provides background 
research work on CIR and the motivation for the studies presented in this thesis. Section 1.2 presents 
the main aim and objectives of this research work. A brief explanation of research methodologies used 
to achieve each of the objectives is also provided in Section 1.2. In Section 1.3, the key contributions 
and significance of this research work is highlighted. This chapter ends with Section 1.4 where an 
outline of the structure of this thesis is provided. 

1.1 Background and Motivation 

Until recently, searching for information was often considered a solo activity, but there are many 
situations that call for a group of people with shared information needs to work together to search 
for information (Tamine, Soulier et al. 2016, Tamine, Soulier 2016). This is known as Collaborative 
Information Retrieval, and a great number of researchers from Information Retrieval, Computer-
Supported Cooperative Work (CSCW) and Human-Computer Interaction (HCI) communities have 
investigated it in recent years. An example CIR scenario might be of a couple searching for a restaurant 
for dinner. The couple may, independently or together, search across multiple information sources 
(e.g. webpages), share and discuss their search results with each other, and finally choose a restaurant 
that they both agree on. Thus, unlike traditional IR, CIR is concerned with people who are working 
together often over multiple information seeking sessions, exploring and collecting useful 
information, and collectively making decisions that help them achieve their common information 
needs. 

A great deal of research in CIR e.g. (Halvey, Vallet et al. 2010, Capra, Chen et al. 2012, Morris 2013, 
Shah 2016, Soulier, Tamine et al. 2016, Tamine, Soulier 2016) assumes that team members in a 
collaborative search team have equal and non-restrictive access to information. However, in practice, 
for a number of reasons such as security, privacy, etc., team members may not always have equal 
access to information. For example, as Handel and Wang (2011) outlined, a signal intelligence 
specialist and a human intelligence specialist could be working together to understand a new threat. 
Due to their lack of equal access to underlying information such as intelligence databases, the two 
specialists may have differing knowledge but most importantly, they may not be able to share any or 
part of it between each other. Despite this, the two specialists must somehow work together to 
understand the threat. This type of scenario has been referred to as Multi-Level Collaborative 
Information Retrieval (MLCIR), a term first proposed by Handel and Wang (2011). Day-to-day activities 
such as searching for health information online may also introduce similar problems. De Choudhury 
et al. (2014) surveyed 210 people to find out how they choose between search engines and social 
media to search for health information. They found that people are less likely to share their health-
related information with others on stigmatic conditions. This is closely related to another MLCIR 
example highlighted by Handel and Wang (2011) where an individual with a health issue does not 
want to disclose the entire range of symptoms to other people in a group. Thus, MLCIR can occur not 
just in certain businesses and organisations, but also in our day-to-day information searching activities. 

Some researchers have begun to realise the complexity and difficulty of collaborative search within 
important domains such as healthcare (Karunakaran, Reddy 2012), crisis management (Bjurling, 
Hansen 2010) and legal search (Attfield, Blandford et al. 2010); these researchers discussed how 
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unequal distribution of knowledge and organisational hierarchies could hinder collaboration in the 
respective domains. Handel and Wang (2011) also discussed a number of case studies from several 
domains including healthcare, business and government highlighting problems that emerged due to 
non-uniform access to underlying information. This previous work discussed the difficulties of MLCIR 
based on real-life observations but did not provide a systematic solution to solve the problems with 
MLCIR. Recent paper (Soulier, Tamine 2017) and workshop (Azzopardi, Pickens et al. 2017) in CIR 
domain had also started looking into MLCIR but in depth discussions and solutions were not 
presented. On the contrary, Bergström and Åhlfeldt (2016) reviewed different schemes that enable 
information classification in organisations and discussed different enablers that could be adopted to 
increase the applicability of information classification in organizations. However, this work did not 
provide a solution for users with non-uniform information access in CIR. 

MLCIR is a complex problem and has multifaceted constraints with regards to information accessibility 
and shareability (Handel, Wang 2011). MLCIR in information sensitive domains can be particularly 
difficult to manage as sometimes organisations in such domains do not want any unnecessary 
information contamination or disclosure of sensitive information within or outside of the organisation. 
Thus, sharing information within a group may not always be an option, which is in contrast to 
traditional CIR assumptions. In MLCIR, considerations need to be given to information flow, security 
and shareability between collaborators in addition to the collaboration itself (Handel, Wang 2011). 
Therefore, a number of existing CIR interface components and concepts may be inapplicable to MLCIR 
and may need to be revised. To the best of our knowledge no systematic evaluations have been carried 
out to understand the impacts of MLCIR on search outcomes and to provide design recommendations 
and frameworks for developing MLCIR interfaces. To address this gap, a number of empirical studies 
had been conducted during the PhD. These studies and their findings are presented in Chapters 3, 4, 
5 and 6 of this thesis. 

1.2 Research Aim, Objectives and Methodology 

As noted in Section 1.1, there has not yet been any systematic evaluation to examine the impact of 
MLCIR scenarios and to provide user centred design suggestions for MLCIR interfaces. Some 
researchers (Attfield, Blandford et al. 2010, Bjurling, Hansen 2010, Handel, Wang 2011, Karunakaran, 
Reddy 2012) identified the problems with MLCIR but offered no systematic solutions. Others (Morris, 
Horvitz 2007, Amershi, Morris 2008, Golovchinsky, Adcock et al. 2008, Halvey, Vallet et al. 2010, 
Morris, Lombardo et al. 2010, Mitsui, Shah 2016, Shah 2017) focused on traditional collaborative 
search scenarios which did not involve non-uniform information access. Thus, the main aim of this 
thesis is to obtain a deeper understanding of the impact of MLCIR scenarios by conducting a series of 
systematic evaluations, and to develop interface components that support users in MLCIR scenarios. 
In order to achieve this aim, the following objectives have been identified: 

O1. To investigate the impact of different collaborative search strategies and MLCIR scenarios on 
search outcomes using a user simulation approach 

O2. To develop a preliminary MLCIR interface and investigate the impact of MLCIR scenarios on 
search outcomes using a user study  

O3. To investigate the impact of existing CIR concepts on MLCIR search outcomes using a user 
study 

O4. To develop and evaluate a working prototype of an MLCIR interface that supports users for 
asynchronous collaboration 
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To address O1, a simulated evaluation was conducted to identify the impact of a combination of 
collaborative search strategies and MLCIR scenarios on search outcomes. The collaborative search 
strategies were based on previous research conducted by Joho et al. (2009) and included the following 
strategies: independent search, independent relevance feedback and shared relevance feedback. The 
MLCIR scenarios were devised based on real-life observations highlighted by Handel and Wang (2011). 
The scenarios were: document removal, random term blacklisting, term blacklisting based on the most 
frequent terms in a query pool (i.e. most likely terms for a given search topic) and term blacklisting 
based on the most frequent terms in a collection (see Section 3.2.3 for a detailed explanation of the 
scenarios). Please note that Handel and Wang (2011) did not explicitly present these scenarios; they 
instead presented real-life MLCIR observations, based on which we devised these scenarios. The 
simulation approach was selected due to the amount of variables involved. This approach meant that 
numerous search sessions could be quickly conducted using multiple variables, for example: search 
strategies, MLCIR scenarios, percentage of access, etc., which would have been impossible with a user 
study. Details of this evaluation are discussed in Chapter 3. 

To address O2, a user evaluation was conducted based on the results produced by the simulated 
evaluation. A preliminary collaborative search interface was implemented by using existing CIR 
interface components. 10 pairs of participants evaluated the interface under a number of information 
access scenarios which are: document removal scenario, term blacklisting based on the most frequent 
terms in a query pool (i.e. most likely terms for a given search topic) and full access scenario (i.e. 
control condition: no access restriction for team members). Details of this evaluation are discussed in 
Chapter 4. 

To address O3, two separate user evaluations were conducted. The user evaluation for O2 had 
uncovered a number of awareness concepts that could be applicable for designing MLCIR interfaces, 
these concepts were: query awareness, result awareness and team member awareness. Using this 
finding, three different interfaces were designed, each supporting an awareness concept. The 
interfaces were designed using appropriate components from CIR literature. Result awareness and 
team awareness were investigated together in one evaluation because at the time the evaluations 
was being conducted, not many different interface components were available in CIR that are usable 
in MLCIR for result awareness or team awareness. As for query awareness, query history components 
had been implemented in many different ways in previous CIR systems (Morris, Horvitz 2007, Amershi, 
Morris 2008, Joho, Hannah et al. 2008, Shah 2010, Mitsui, Shah 2016). It is worth mentioning here 
that in the recent years primary focus of many researchers in this area has shifted towards 
understanding users’ search behaviours (Capra, Chen et al. 2013, Chen, Capra et al. 2014, Mitsui, Liu 
et al. 2017), role factor (Tamine, Soulier 2015), and creating CIR models and ranking algorithms 
(Soulier, Shah et al. 2014, Tamine, Soulier 2016, Soulier, Tamine et al. 2016). As such no newer 
interface components for awareness have been proposed in CIR. In both evaluations conducted for 
O3, 10 pairs of participants evaluated the interfaces under a number of information access scenarios 
which were exactly the same as the user evaluation for O2. Details of the two evaluations for O3 are 
discussed in Chapter 5. 

To address O4, a final MLCIR interface was produced by using design suggestions that emanated from 
the outcomes of O2 and O3, and from existing literatures in CIR, e.g. (Freyne, Farzan et al. 2007, 
Morris, Horvitz 2007, Amershi, Morris 2008, González-Ibáñez, Shah 2011, Shah, Marchionini et al. 
2009). This final MLCIR interface was evaluated using 10 pairs of participants and the same 
information access scenarios as the user evaluations for O2 and O3. Evaluation results proved that 
users were able to effectively reformulate their queries, obtain knowledge of their partner’s 
performance, reduce duplicated work and easily review their team’s search results without disclosing 
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any sensitive data, thus achieving the final goal of this PhD. Details of this evaluation are discussed in 
Chapter 6.  

1.3 Key Contributions and Their Significance 

Chapters 3, 4, 5 and 6 present the experimental designs and results of 5 different evaluations that 
were conducted to address a number of objectives as highlighted in Section 1.2. The simulated 
evaluation presented in Chapter 3 is the first known attempt to systematically evaluate the impact of 
MLCIR scenarios and collaborative search strategies. This evaluation highlighted that there is some 
tolerance to removing access from a collection and that there may not always be a negative impact 
on performance. This finding helped narrow down the parameters that could be used to conduct 
further user evaluations. 

The user evaluation presented in Chapter 4 was the first known attempt to investigate the impact of 
CIR components on MLCIR search outcomes. This evaluation provided not only a further 
understanding of the impact of MLCIR scenarios but also a number of concepts and design suggestions 
that could be used to further improve the MLCIR interface.  

The user evaluations presented in Chapter 5 provided an understanding of the impact of query 
awareness, result awareness and team member awareness on MLCIR search outcomes. Besides, these 
evaluations provided important design suggestions to be able to implement a final MLCIR interface. 

The final user evaluation presented in Chapter 6 highlights the first known working MLCIR interface 
which could successfully provide users with information that is important for collaboration such as 
query awareness, result awareness and team awareness without disclosing any sensitive data. 
Specifically, evaluation results demonstrated the performance of the interface across different 
information access scenarios and insights into how different MLCIR scenarios should be supported. In 
addition, the evaluation discovered how each component of the interface was used by users to obtain 
useful information during search sessions.  

1.4 Thesis Structure 

The remainder of the thesis is organised as follows. In Chapter 2, literature review is presented. In this 
chapter, previous research work on IR, IIR, CIR, MLCIR and related evaluation methods are presented. 
Chapters 3, 4, 5 and 6 present details of all 5 evaluations that were conducted throughout the PhD to 
address all the objectives. Chapter 3 presents a simulated evaluation conducted to quantifying the 
impact of non-uniform information access in CIR. This evaluation was conducted to fulfil objective O1 
of this PhD. Findings from this evaluation informed the selection of parameters for further studies. 
Chapter 4 presents a preliminary user study conducted to investigate quantitative and qualitative 
impacts of existing CIR interface components on MLCIR search outcomes. The study was conducted 
to fulfil objective O2 of this PhD. Chapter 5 presents two user studies conducted to investigate the 
effect of different awareness types on MLCIR search outcomes. These awareness types were informed 
by the findings of the user study presented in Chapter 4. The two user studies in Chapter 5 were 
conducted to fulfil objective O3 of this PhD. Chapter 6 presents the first working MLCIR interface that 
supports asynchronous collaboration and evaluation results of the interface. This study was conducted 
to fulfil the final objective O4 of this PhD. Finally, Chapter 7 concludes the thesis by discussing the 
main contributions of the thesis, as well as limitations and future work.   
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Chapter 2: Literature Review 

Chapter 1 stated that the aim of this work is to obtain a deeper understanding of the impact of MLCIR 
scenarios, and to develop interface components that support users in MLCIR scenarios. In this chapter, 
details of previous research work on CIR, MLCIR and related evaluation methods are discussed. In 
Section 2.1, an introduction to IR is presented including some well-known work in this area. Section 0 
presents an introduction to Interactive Information Retrieval (IIR) and related work in the area. In 
Section 2.3, a comparison between single standalone search and collaborative search is discussed. 
Further, relevant research work on CIR is also provided including the dimensions that most CIR systems 
fall into and the existing CIR concepts utilised by some research. In Section 2.4 previous work on MLCIR 
is highlighted. Section 2.5 describes a number of quantitative and qualitative evaluation methods 
utilised by previous research in IR and CIR.  

2.1 Information Retrieval (IR) 

Our everyday life activities often involve searching for information. This process of obtaining 
information resources relevant to an information need from a collection of information resources is 
known as Information Retrieval. Today, the Internet has become a widely-used source of any 
information a person needs, replacing the library as a more convenient research tool (Kowalski 2010). 
An IR system that we are most familiar with is Google. IR systems provide an interface to allow a user 
to input his/her query, transforms it into searchable format, retrieve relevant information and present 
the results. The research area of IR deals with the presentation, storage, organisation of, and access 
to information items by developing and evaluating different IR models and systems.  

Although the field of IR can be dated back to many years, most of the key developments happened 
after 1960. Some of the most notable work were the development of the Cranfield IR system 
evaluation model developed by Cyril Cleverdon at the College of Aeronautics in Cranfield (Cleverdon 
1967) and the SMART system by Gerard Salton at Harvard University and later at Cornell University 
(Salton 1971). The Cranfield tests developed an evaluation methodology for IR systems that is still in 
use today to measure the performance of IR systems. The SMART system allowed researchers in the 
field to experiment with ideas to improve search quality. Another notable work is the introduction of 
Inverse Document Frequency (IDF) weighting scheme in 1972 by Sparck Jones (Sparck Jones 1972). 
The IDF is a statistical interpretation of term specificity which reduces the weight of terms that occur 
frequently in the document set (e.g. “the”) and increases the weight of terms that occur rarely. The 
IDF became a foundation of term weighting and is used in most search engines today, usually as part 
of the term frequency–inverse document frequency (tf-idf) weighting scheme (Maybury 2005). 
Availability of a good evaluation methodology and a system for experimentation allowed rapid 
development in the field, and paved way for many critical developments (Singhal 2001). In the 
following sub-sections, a description of some of the most popular IR models are provided. 

2.1.1. IR Models 
With the rapid development in the field of IR, many retrieval models have been proposed. Three 
classical models in IR are called Boolean, vector space and probabilistic (Baeza-Yates, Ribeiro-Neto 
1999). In the Boolean model, documents and queries are represented as sets of index terms. 
Therefore, the Boolean model is also called set-theoretic model. In the vector space model, 
documents and queries are represented as vectors in a t-dimensional space. Thus, vector space model 
is also called algebraic model. In the probabilistic model, the framework for modelling document and 
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query representations is based on probabilistic theory. In the following sub-sections, each of the 
models are discussed. 

2.1.1.1. Boolean Model 
The Boolean model is a simple retrieval model based on set theory and Boolean algebra. Early IR 
systems were Boolean systems which allowed users to specify their information need using a complex 
combination of Boolean operators such as AND, OR and NOT. As the concept was quite intuitive, the 
Boolean model provides a framework which is easy to grasp by a common user of an IR system. Due 
to its simplicity, the Boolean model received great attention and was adopted by many of the early 
commercial bibliographic systems (Baeza-Yates, Ribeiro-Neto 1999). However, Boolean model has 
major shortcomings. The retrieval decision of the Boolean model is based on a binary principle (i.e., a 
document is predicted to be either relevant or non-relevant) without any notion of document ranking, 
which prevents good retrieval performance. Thus, the Boolean model is in reality much more a data 
retrieval model than an information retrieval model. In addition, although Boolean expressions have 
precise semantics, it is difficult to translate an information need into a Boolean expression.  

2.1.1.2. Vector Space Model 
In the vector space model, terms in queries and documents are assigned non-binary weights (Salton, 
Wong et al. 1975). These term weights are used to compute the similarity between the query vector 
and the document vector. By sorting the retrieved documents in decreasing order of the degree of 
similarity, the vector space model can retrieve the documents which match the query terms only 
partially. The main advantage of the vector space model is that the ranked document result set better 
matches the user information need than the document result set retrieved by the Boolean model. 

2.1.1.3. Probabilistic Model 
The initial idea of probabilistic retrieval was proposed by Maron and Kuhns in 1960 (Maron, Kuhns 
1960). Since then, many probabilistic models have been proposed, each based on a different 
probability estimation technique e.g., (Robertson, Jones 1976, Van Rijsbergen 1986). Known as the 
probabilistic ranking principle (PRP) (Robertson 1977), the probabilistic models are based on the 
general principle that documents in a collection should be ranked by decreasing probability of their 
relevance to a query. The models treat the retrieval process as a probabilistic inference. Similarities 
are computed as probabilities that a document is relevant for a given query. The models often use 
probabilistic theorems such as the Bayes' theorem (Mr. Bayes, Price 1763). As true probabilities are 
not available to an IR system, probabilistic models in IR approximate the probability of relevance of 
documents for a query. This approximation is the key part of the model and it is where most 
probabilistic models differ from one another (Singhal 2001).  

The Boolean, vector space and probabilistic models are three classic IR models and on top of these 
many different models have been proposed e.g., (Salton, Fox et al. 1983, Turtle, Croft 1989). Generally 
due to its weakness, Boolean model has become less popular among researchers, practitioners and 
the Web community where the popularity of the vector model runs high (Baeza-Yates, Ribeiro-Neto 
1999).  

2.2 Interactive Information Retrieval (IIR) 

Most IR systems employ a ranked retrieval model, in which the documents are scored based on their 
relevance to the query. In this model, the system only presents the top-ranked documents to the user. 
Recently, however, researchers have started looking into understanding the role of user in IR. The 
basic assumption behind these efforts is that effective IR systems cannot be designed without some 
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knowledge of how users interact with them (Robins 2000). Therefore, this branch of research that 
studies users in the process of using an IR system is called Interactive Information Retrieval (IIR). 

Kelly (2009) presented the IIR research landscape along a continuum, and identified and related 
different types of studies. On one end of the continuum are system-focused studies that do not look 
at the interaction of users with the system but rather focus on system’s performance. The most 
common examples of these types of studies are those conducted within the context of the TREC and 
those conducted using resources created by TREC (Harman 1993). On the other end of the continuum 
are studies that focus primarily on information-seeking behaviour of users as they interact with the 
system e.g., (Fisher, Julien 2009). The studies on this end of the continuum focus on understanding a 
variety of sources and channels which a person might consult to resolve an information need.  

The studies that fall on the middle of the continuum are evaluations of IIR systems and interfaces 
(Kelly 2009). Many studies that fall on this continuum are lab experiments and use materials from HCI 
and social science literatures such as questionnaires. It is worth mentioning here that not all IIR studies 
are user evaluations. Some researchers (Maxwell, Azzopardi 2016, Azzopardi 2017, Pääkkönen, 
Kekäläinen et al. 2017) have proposed and evaluated simulated evaluation frameworks for IIR 
evaluation. Their purpose was to reduce the cost of IIR evaluations.  

Another type of study on the continuum is log analysis study (Kelly 2009). In such studies, users’ search 
logs are analysed to discover behavioural patterns (Kohavi, Longbotham et al. 2009, Dumais, Jeffries 
et al. 2014). Often, the behaviours of users are compared to a set of users who function as a control 
group. Mouse-click rates are then analysed to see if results produced by one ranking 
technique/interface garner more clicks than results produced by another. 

IIR is a multidisciplinary research field that includes human behaviour elements and requires an 
understanding of how IR systems work. As the amount of resources increase, the process of extracting 
useful information from large electronic resources has become very complex. It is not reasonable to 
expect that people can find and understand information without thinking and investing effort 
(Marchionini 2006). Therefore, it is important to “take a broader perspective of the information 
seeking process to explicitly include users, tasks, and contexts in a dynamic setting.” (Cole, Liu et al. 
2009).  

2.3 Collaborative Information Retrieval (CIR) 

The fields of IR and IIR have focused on improving the systems that could boost an individual’s search 
effectiveness. While this approach has achieved remarkable outcomes as evident by systems, models, 
and literatures, searching for information is still a tough problem that could be effectively solved 
through collaboration. There are many situations that call for individuals with shared information need 
to engage in collaborative information searching activities (Tamine, Soulier et al. 2016, Tamine, Soulier 
2016). For information searching activities that involve gathering a large amount of information, e.g. 
patent searching, troubleshoot information searching, etc., collaboration is an effective means 
compared to individual efforts (Shah 2012, Tamine, Soulier 2016). This is because collaboration gives 
rise to a number of opportunities such as sharing workload, submitting diverse queries, etc. which 
cannot be achieved during individual search. For this reason, an increasing number of people have 
participated in collaborative information searching activities (Spence, Reddy et al. 2005, Morris 2008, 
Morris 2013, Shah 2015). In order to support users in collaborative information searching activities, a 
number of collaborative search systems have been proposed, e.g. (Morris, Horvitz 2007, Amershi, 
Morris 2008, Golovchinsky, Adcock et al. 2008, Halvey, Vallet et al. 2010, Morris, Lombardo et al. 2010, 
Mitsui, Shah 2016, Shah 2017). According to Golovchinsky et al. (2009), most CIR systems can be 
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categorised based on 4 dimensions: intent (explicit or implicit), depth of algorithmic mediation, 
concurrency (synchronous or asynchronous) and location (co-located or remote). These 4 dimensions 
are discussed in the following sub-section. 

2.1.1 Dimensions of Collaboration 
Intent: Explicit vs. Implicit – In explicit collaboration, a searcher’s intention is explicitly to collaborate 
for resolving their shared information need. Collaboration is considered implicit when searchers have 
no intention to collaborate but their behaviour and search results are used by the system to inform 
new search results of other searchers. In implicit collaboration, the results for a person maybe based 
on part of the data acquired from other people who were engaged in a similar task, and the 
participants are not aware of each other. A couple searching for a restaurant together is an example 
of explicit collaboration as they know each other and their intention which is to search for a restaurant. 
Amazon providing recommendations for related items is an example of implicit collaboration because 
users do not explicitly collaborate with each other but their behaviours are used to provide 
recommendations. Table 2.1 outlines some example systems that fall under this dimension. 

Depth of algorithmic mediation – Depth of algorithmic mediation refers to the involvement of highly 
dedicated algorithmic layers. The depth of mediation ranges from purely user interface level to 
algorithmic mediation. In UI-only mediated systems, collaboration is supported only at the user 
interface level whereas algorithmically mediated systems employ an algorithmic layer to present 
results differently to different users or to generally improve search results. Recommender systems, 
including Amazon’s recommendations, are an example of using an algorithmic layer in order to 
present new results. Whereas UI-only mediated systems take advantage of different interface 
components such as messaging, query history, result history, etc. Table 2.1 outlines some example 
systems that fall under this dimension. 

Concurrency: Synchronous vs. Asynchronous – Concurrency of collaboration is asynchronous when a 
search team performs searching at different times whereas synchronous collaboration simply means 
that team members perform searching at the same time. In asynchronous collaboration, only “those 
who search later can benefit from the work of earlier collaborators” (Golovchinsky, Pickens et al. 2009, 
p. 2). An example scenario of asynchronous collaboration would be when a second team member 
contributes to an information seeking project after the first team member had finished searching. 
Asynchronous collaboration is common when team members operate from different time zones. In 
synchronous collaboration, search activities and/or results of other team members may be seen 
instantaneously. Table 2.1 outlines some example systems that fall under this dimension. 

Location: Co-located vs. Distributed – Team members can be co-located or remotely located. In co-
located collaboration, team members may either share a single screen with different input devices, or 
work closely on separate devices. Collaborating in the same room where team members can talk to 
each other would be an example of co-located collaboration. In distributed collaboration, as team 
members are located remotely, they often need additional channels for communication such as text, 
voice or video. Collaboration from different cities (or anywhere that restrict team members from 
discussing their results in person) would be an example of distributed collaboration. Table 2.1 outlines 
some example systems that fall under this dimension. 

Detailed explanations of the following example systems are provided after Table 2.1. 
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Implicit Explicit Synchronous Asynchronous Co-

located 
Distributed Deep 

algorithm 
mediated 

UI-only 
mediated 

Recommender 
systems 

●  ● ● ● ● ●  

I-SPY ●  ● ● ● ● ●  

SearchTogether  ● ● ● ● ●  ● 

VIGOR  ●  ●  ●  ● 

Coagmento  ● ● ● ● ●  ● 

CoSearch  ● ●  ●   ● 

WeSearch  ● ●  ●   ● 

Físchlár-
DiamondTouch 

 ● ●  ●   ● 

Cerchiamo  ● ●  ●  ●  

Table 2.1: Example collaborative search systems with their support for four dimensions of collaboration 

SearchTogether (Morris, Horvitz 2007) allows both synchronous and asynchronous collaboration for 
web search by storing all the actions performed at the end of a search section. It also allows distributed 
(remote) collaboration by providing features such as instant messaging and split search. Therefore, 
SearchTogether allows users to work from different locations while providing an option to instantly 
look at other team members’ results. However, the system was developed as a standalone application 
rather than web-based. Thus, it was not versatile. CoSearch (Amershi, Morris 2008) on the other hand 
is designed for synchronous and co-located web search. It is uniquely aimed to allow collaboration 
over multiple devices such as shared computers and Bluetooth enabled mobile devices. It also allows 
multiple mice in the shared computers enabling tightly-coupled co-located collaboration. However, 
CoSearch does not allow asynchronous and distributed collaborations which means users always have 
to be in the same room at the same time which defeats the purpose of using mobile devices. WeSearch 
(Morris, Lombardo et al. 2010) allows co-located search for up to four people on a tabletop. However, 
this system is restricted to tabletop devices only. Coagmento (González-Ibáñez, Shah 2011) utilises a 
combination of components from SearchTogether and previous research to provide asynchronous, 
remote and co-located collaboration on both computers (as browser plug-ins) and mobile devices. 
Unlike SearchTogether, Coagmento is developed as a browser plugin which makes it very versatile. 
Unlike CoSearch, it allows asynchronous and remote collaborations allowing mobile users to work 
from different places at different time. Coagmento 2.0 (Mitsui, Shah 2016) was recently introduced 
with a number of improvements to the previous version (González-Ibáñez, Shah 2011) including new 
features such as tagging, filtering the tags and searching the tags. Whilst CoSearch, SearchTogether, 
Coagmento and WeSearch support text and web retrieval, there has also been research conducted 
into multimedia CIR. For example, Halvey et al. (2010) developed a collaborative video retrieval system 
called ViGOR, which allows asynchronous and remote collaboration. Smeaton et al. (2007) developed 
a synchronous and co-located video retrieval system for a multi-user, touch sensitive tabletops named 
Físchlár-DiamondTouch. However, like WeSearch, Físchlár-DiamondTouch was restricted to tabletops 
only. These collaborative search systems namely: CoSearch, SearchTogether, Coagmento, WeSearch, 
ViGOR and Físchlár-DiamondTouch support collaboration at the UI level (e.g. chat, result history, query 
history, etc.) hence no dedicated algorithmic layer was present to re-rank the results based on users’ 
role or behaviour. 
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Algorithmic mediation is widely used in recommender systems (e.g. product recommendations at 
Amazon.com) since these systems require a highly dedicated algorithmic layer for processing users’ 
search behaviour in order to weight the new research results for an intended group of users. Such 
systems normally take advantage of highly dedicated algorithms for building a ranking profile and for 
distributing differently ranked results to intended users. I-SPY (Smyth, Balfe et al. 2004) is an example 
of an implicit community-based web search engine which deploys highly dedicated algorithms to take 
advantage of past search behaviours in order to re-rank future search results in a way that recognises 
the implicit preferences of communities of searchers. Cerchiamo (Golovchinsky, Adcock et al. 2008) is 
an explicit synchronous collaborative search system that takes advantage of a complex algorithmic 
layer to leverage different roles within a search team: “miner and prospector” (Pickens, Golovchinsky 
et al. 2008) and then distribute results based on the roles. I-SPY and Cerchiamo are two early examples 
of collaborative search systems that use algorithmic mediation. The difference between the two lies 
in the intent of collaboration (i.e. implicit and explicit). A number of recent work has focused on 
proposing better algorithms and systems. Based on I-SPY, Freyne et al. (2007) implemented a system 
that integrates UI and algorithmic mediation by utilising previous search information to re-rank new 
results, and interactive icons to augment the results. This system cleverly combines searching and 
browsing functionalities providing a unique interface. Based on the approach of user roles in (Pickens, 
Golovchinsky et al. 2008, Golovchinsky, Adcock et al. 2008), Shah et al. (2010) introduced a different 
set of roles: “gatherer and surveyor”, and demonstrated similar effectiveness as “miner and 
prospector” roles. Soulier et al. (2013) introduced an algorithm to re-rank and allocate documents 
towards the most suitable team member in a collaborative search team using a relevance feedback 
process. Through a simulated evaluation, Soulier et al. (2013) also showed the effectiveness of their 
algorithm. Following this work, Soulier et al. (2014) proposed a number of algorithms that monitor 
users’ actions and automatically suggest appropriate roles to optimise CIR performance.  

As such, many different collaborative search systems and role-based algorithms have been proposed. 
However, in the recent years primary focus of many researchers in this area has shifted towards 
understanding users’ search behaviours (Capra, Chen et al. 2013, Chen, Capra et al. 2014, Mitsui, Liu 
et al. 2017), role factor (Tamine, Soulier 2015) and creating CIR models and role-based algorithms 
(Soulier, Shah et al. 2014, Tamine, Soulier 2016, Soulier, Tamine et al. 2016). No recent work on the 
UI aspect of CIR have been found. 

2.1.2 CIR Concepts 
While all of the collaborative information search systems can be categorised based on the four 
dimensions discussed in Section 2.1.1, a number of concepts have been suggested to be able to use in 
the development of collaborative search systems. These concepts are: 1) awareness, 2) division of 
labour and 3) persistence (Morris 2007). Some previous research work followed these three concepts 
for their collaborative search system implementations, e.g., (Morris, Horvitz 2007, Halvey, Vallet et al. 
2010, Morris, Lombardo et al. 2010). The three concepts are explained in the following subsections. 

2.1.2.1. Awareness 
One of the concepts devised by Morris (2007) for collaborative search is awareness which represents 
awareness of the activities of team members. Providing awareness of team members’ search 
processes and findings can allow collaboration by reducing overhead involved in explicitly asking other 
team members to provide information (Morris, Horvitz 2007). Awareness of other team members’ 
activities could also reduce unintended duplication of effort. Morris noted that awareness is important 
for both synchronous and asynchronous collaboration settings and that CIR systems should provide 
the following awareness information: keyword awareness, visitation awareness, markup, direct 
communication channel and attribution.  



11 
 

Keyword awareness – Also known as query awareness, this is one of the most commonly seen features 
amongst CIR systems (Morris, Horvitz 2007, Amershi, Morris 2008, Joho, Hannah et al. 2008, González-
Ibáñez, Shah 2011). Keyword awareness is usually provided by displaying a list of search queries 
submitted by team members, often referred to as query history component (see Figure 2.1).  

Visitation awareness – This informs team members which search results have already been seen by 
the team. Visitation awareness helps team members reduce duplicated efforts by allowing them to 
skip search results that are already seen. To provide visitation awareness, search results that have 
been seen need to be marked somehow. This is where markups are used. Markups could be used not 
just for visitation, but also for providing additional information such as relevance, bookmark, 
comment, rating, etc. Example interface components are highlighted in Figure 2.2. 

Direct communication channel – This allows team members to communicate with each other in real-
time and to actively obtain further awareness information. Morris (2007) argued that whilst a number 
of different communication methods are available, e.g. phones, instant messaging, email, etc., they 
are unintegrated and cumbersome to use during collaborative search. Thus, Morris suggested 
integrating a direct communication channel into CIR systems. To date, the majority of research work 
in CIR has used instant messaging components as a direct communication channel (Morris, Horvitz 
2007, Amershi, Morris 2008, González-Ibáñez, Shah 2011, Joho, Hannah et al. 2008). 

Attribution – This informs team members the actions of their teammates such as who submitted a 
particular query, who viewed a particular result, etc. This also allows team members to identify their 
actions from the rest of the team. Markups are often used to label each team member. Some used 
different colours and names to identify each team member (Amershi, Morris 2008, González-Ibáñez, 
Shah 2011) whilst others used colours, names and profile pictures (Morris, Horvitz 2007). Attribution 
awareness is often incorporated with either keyword awareness or visitation awareness (see Figure 
2.1 and Figure 2.2). 

Figure 2.1 and Figure 2.2 show various components that were proposed by previous literatures to 
support query awareness, result awareness and team awareness during collaborative search. In 
CoSearch (Amershi, Morris 2008), individual team members are identified with a different colour and 
their name. The colours are reflected in query history. SearchTogether (Morris, Horvitz 2007) groups 
queries under each team member’s profile picture and their name. Coagmento (Shah, Marchionini 
2010) identifies individual team member with a different colour and their name.  

  
 

CoSearch (Amershi, Morris 
2008) 

SearchTogether 
(Morris, Horvitz 2007) 

Coagmento (Shah, Marchionini 2010) 

Figure 2.1: Query history components with additional supports for keyword awareness and attribution awareness. 

Coagmento and SearchTogether provide result history and result summary components respectively.  
Both present users with visitation awareness and attribution awareness. In Coagmento, individual 
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team members’ result history is identified with their name. SearchTogether uses profile picture to 
identify individual team member’s result history. 

  

Coagmento (Shah, Marchionini 
2010) 

SearchTogether (Morris, Horvitz 
2007) 

Figure 2.2: Coagmento’s result history and SearchTogether’s result summary components 

2.1.2.2. Division of labour 
Morris (2007) stated that a common problem in the majority of collaborative search projects is 
repetition of work which hinders the benefits of collaboration. Division of labour in collaborative 
search helps avoid duplicated efforts of team members. For example, team members can agree to 
look at different sub-topics to reduce the chance of duplicated efforts. The workload is further reduced 
if the system supports an automatic division of labour. Therefore, Morris suggested that CIR systems 
should provide certain mechanisms that allow collaborative search without repetition of work. 
According to Morris, the mechanisms should support: close and loose coupling, divide and conquer 
and assignment. 

Close and loose coupling – Close coupling collaboration represents a search method where team 
members see the same search results on their displays. This method could be helpful for assisting 
novice searchers, but may sometimes hinder collaborative search effectiveness since team members 
are dependent on each other (Morris 2007). Loose coupling collaboration represents a search method 
where team members submit queries and judge results on their separate systems regardless of their 
teammates’ current actions. Morris suggested that an ideal CIR system should support both methods. 

Divide and conquer – This is a mechanism where instead of team members deciding who must judge 
which search results, the system automatically routes different search results towards different team 
members. This mechanism can help team members reduce the overhead of labour assignment. Morris 
(2007) provided a number of examples that a system can use to implement this mechanism. These 
include dividing search results based on their odd and even rankings, different search engines and 
different information sources. On this note, other researchers such as Pickens et al. (2008) and Shah 
et al. (2010) have developed a number of algorithms that can automatically divide search results into 
different team members. Soulier et al. (2014) developed algorithms that monitor users’ actions in 
collaborative search and automatically suggest appropriate roles to optimise performance.  

Assignment – Although automatic role assignment could help reduce the overhead of labour division, 
sometimes there may be team members who are more experienced in particular topics than the other. 
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Assignment is an option that allows team members to manually assign certain search results to others. 
This option is particularly useful when team members have different expertise from each other.  

2.1.2.3. Persistence 
Persistence of data is a concept that allows both synchronous and asynchronous collaboration in 
general by keeping all the data produced during search sessions. In the case of asynchronous 
collaboration, team members can revisit previous search sessions at a later time or share a summary 
of search results. For example, when a team member logs in, he/she can see what other team 
members accomplished while he/she was offline, and have access to his/her search context to 
continue. Morris (2007) devised the following methods for implementing persistence of data: “topic” 
model, implicit capture, capture both process and products of search and summarisation.  

“Topic” model – This is an action of saving search session data related to a particular topic. It is 
particularly useful to re-find previous search sessions. Morris argued that the history functions that 
exist in most browsers and search engines are not organised and integrated well, and that it is difficult 
for users to re-find search results based on a particular topic. 

Implicit capture – In addition to allowing users to manually save search data, the system must have a 
function that captures and saves all relevant search data without users’ effort. Since search processes 
are prone to interruption, it is important for users to be able to resume from where they left or to be 
able to revert back to a previous stage. Recommender systems implicitly capture user search data and 
uses it later to weight search results.   

Capture both process and products of search – This is a function of saving not just search results and 
queries but also the process/path that was undertaken in order to obtain a particular result. While 
search products such as results and queries are key data of a search session, search process provides 
an understanding of the search session for other team members who resume later.  

Summarisation – This is an option that provides the ability to create summary views of a previous 
search session. Morris argued that while it is important to provide detailed information to the team 
members who resume a search session later, sometimes a large amount of data could be 
overwhelming, distracting or even irrelevant to certain users who only wish to understand the results. 

These are the three CIR concepts devised by Morris based on a survey collected from 204 knowledge 
workers. Using their findings, Morris continued to develop a number of collaborative search systems 
including SearchTogether and WeSearch. A collaborative video search system, ViGOR, was also 
designed using these concepts. Awareness concept contains components such as query awareness, 
visitation awareness, mark-up awareness, direct communication and attribution awareness. However, 
not all these components may be inapplicable for MLCIR. For example, according to Handel and Wang 
(2011) direct communication is impossible during MLCIR scenarios. Similarly, in terms of division of 
labour, components such as close coupling, and divide and conquer may be inapplicable for MLCIR. 
Persistence is particularly important when designing a system that supports asynchronous 
collaboration. Every component in persistence seems useful for MLCIR. This concept (persistence) was 
particularly used as a guideline when designing the MLCIR system presented in Chapter 6 which was 
designed to support asynchronous collaboration.   
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2.4 Multi-Level Collaborative Information Retrieval 

(MLCIR) 

As discussed in Chapter 1, a common assumption in CIR is that every team member in a collaborative 
search team has equal access to underlying information. However, some analysis (Attfield, Blandford 
et al. 2010, Bjurling, Hansen 2010, Handel, Wang 2011, Karunakaran, Reddy 2012) has shown that this 
may not always be the case due to security, privacy concerns, etc. Despite having unequal access to 
information, collaborative information searching activities have to be carried out to achieve outcomes 
(Handel, Wang 2011).  

Handel and Wang coined the term MLCIR and presented a number of case studies and examples from 
healthcare, business, legal and government domains. In addition to Handel and Wang, other 
researchers (e.g. Attfield et al. (2010), Bjurling and Hansen (2010), and Karunakaran and Reddy (2012)) 
have also studied difficulties and complexities that arise in legal, government and healthcare domains. 
Attfield et al. (2010) presented a case study of a large London law firm, and discussed difficulties and 
complexities that may arise in current awareness networks, and provided interface design 
suggestions. Bjurling and Hansen (2010) observed a Swedish crisis management system and discussed 
inefficiencies in the collaborative network due to different interpretations and sharing of information. 
Karunakaran and Reddy (2012) described a number of case studies in the healthcare domain, and 
discussed frequent occurrences of non-uniform knowledge distribution and miscommunication. 
Bergström and Åhlfeldt (2016) reviewed different schemes that enable information classification in 
organisations and discussed different enablers that could be adopted to increase the applicability of 
information classification in organizations. However, these research studies did not provide solutions 
for MLCIR. Recent paper (Soulier, Tamine 2017) and workshop (Azzopardi, Pickens et al. 2017) in CIR 
domain had also started looking into MLCIR but in depth discussions and solutions were not 
presented. Handel and Wang specifically discussed problems with MLCIR in domains such as 
healthcare, business and government, etc., and suggested a number of design considerations for 
MLCIR systems. However, these suggestions were based on experience and observations of Handel 
and Wang within Boeing rather than an empirical study. As such, previous work on MLCIR discussed 
problems but failed to provide empirical evaluations of the impact of MLCIR on search outcomes, and 
solutions based on user-centred design approach. To address this gap, a number of empirical 
evaluations including design interviews were conducted throughout the PhD. Chapter 3 presents a 
simulated evaluation conducted to investigate the impact of MLCIR scenarios on search outcomes. 
Chapter 4 presents the first user evaluation conducted to investigate the impact of MLCIR scenarios 
on quantitative and qualitative outcomes and to find initial design recommendations for MLCIR. 
Chapter 5 presents two user studies conducted to investigate the effect of different awareness types 
on MLCIR search outcomes. Chapter 6 presents the first working MLCIR interface that supports 
asynchronous collaboration, and evaluation results of the interface. 

In a separate thread of research, researchers such as Pickens et al. (2008), Shah et al. (2010), Soulier 
et al. (2014), Tamine and Soulier (2015), etc. have begun to focus on different user roles within 
collaborative search teams and implemented algorithms to support different user roles, which were 
somewhat similar to MLCIR. Pickens et al. (2008) developed algorithms to support different roles: 
“miner and prospector” for collaborative search. Following this, Shah et al. (2010) further developed 
algorithms to support “gatherer and surveyor” roles for collaborative search. These research studies 
(Pickens, Golovchinsky et al. 2008, Shah, Pickens et al. 2010) showed that supporting two different 
roles in CIR (i.e. miner and prospector, gatherer and surveyor, etc.) allowed team members to find 
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more relevant information in an efficient and effective way. Soulier et al. (2014) proposed different 
algorithms that monitor users’ actions in collaborative search and automatically suggest appropriate 
roles to optimise performance. Tamine and Soulier (2015) recently conducted a user study to 
understand the impact of role assignment into CIR and found that roles limited the precision of the 
search results, demonstrating that roles may sometimes negate search performance. Nevertheless, 
the primary focus of these researchers (Pickens, Golovchinsky et al. 2008, Shah, Pickens et al. 2010, 
Soulier, Shah et al. 2014, Tamine, Soulier 2015) has been on the division of labour aspect of CIR. 
Although some might argue that division of labour and MLCIR are similar, MLCIR is concerned with 
information security, flow, accessibility and shareability between collaborators (Handel, Wang 2011) 
rather than distributing workload between team members. 

Before this research began, no systematic evaluations had been conducted to examine the impact of 
MLCIR scenarios and to provide user centred design suggestions for MLCIR interfaces. Previous work 
on MLCIR (Attfield, Blandford et al. 2010, Bjurling, Hansen 2010, Handel, Wang 2011, Karunakaran, 
Reddy 2012) discussed problems but failed to provide solutions based on user-centred design 
approach. Besides, the differences between CIR and MLCIR assumptions mean that many of the 
existing CIR interface components and concepts may be directly inapplicable and need to be revised 
for MLCIR. To address these gaps and to fulfil four research objectives of this PhD presented in Section 
1.2, a number of studies were conducted. Details of these studies, conducted to address research 
objectives O1 to O4, are presented in chapters 3 to 6 respectively. 

2.5 Evaluation of Information Retrieval Systems 

2.5.1. Evaluation Procedure 
The performance of most IR systems is evaluated using a procedure called the Cranfield evaluation 
model (Cleverdon, Keen 1966) (also known as batch-mode evaluation or system-oriented evaluation). 
It is based on the prototypical evaluation model devised by Cyril W. Cleverdon at Cranfield University 
in the 1960s. The model evaluates IR systems with a test collection for multiple times. A test collection 
contains a document collection, a set of topics (i.e. a set of statements of information need) against 
the document collection, and manually labelled relevance judgements (also known as qrel) that 
indicate the relevance relations between the topics and the documents. To evaluate an IR system, the 
model requires the system to retrieve documents from the document collection for each topic in the 
topic set. Next, an evaluation metric is applied to compare the retrieved documents list and the 
relevance judgment for each topic. The per-topic scores across the topic set are then aggregated to 
be the effectiveness score for this IR system. This model has been used in large-scale IR evaluation 
efforts such as the Text Retrieval Conference (TREC) (Harman 1993). TREC is a series of IR evaluation 
conferences sponsored by various US Government agencies, co-sponsored by NIST, which aims at 
encouraging research in IR for large-scale evaluations. With a number of text collections and search 
topics available under TREC, performance of IR models and systems could be quickly evaluated. TREC 
has also branched IR into related but important fields such as information filtering, retrieval of spoken 
information, retrieval of non-English language, user interactions with a retrieval system, and so on.  

TREC collections and topics provide a laboratory environment that does not change. Therefore, search 
performance of an IR system or model could be easily evaluated, and compared against other available 
IR systems or models. However, this approach is focused on system performance and ignores the user 
aspect of evaluation. In a number of studies presented in this thesis, the TREC HARD 2005 (Allan 2005) 
collection and topics were mainly used. To focus on the user aspect of evaluation, qualitative methods 
such as questionnaire and design interviews were also utilised (see Section 2.5.3). 
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2.5.2. Evaluation Metrics 
Some of the most common evaluation metrics used to evaluate IR systems are: recall, precision and f-
measure. Recall is the number of true positive documents amongst all the documents judged by users 
divided by the number of relevant documents in the qrel. Precision is the number of true positive 
documents amongst all the documents judged by the users divided by the number of all of the 
documents that are judged by users as relevant. F-measure is a harmonic mean of recall and precision 

which is represented by the formula: !	.		$%&'()(*+	.		%&',--
($%&'()(*+	/	%&',--)

. F-measure value ranges from 0 to 1 where 0 

being the worst and 1 being the best.  

Although these metrics have mainly been used to evaluate IR systems, they have also been used to 
evaluate CIR systems (Shah, González-Ibáñez 2011). Shah and González-Ibáñez (2011) proposed a 
number of CIR evaluation metrics. These are: coverage, relevant coverage, unique coverage and 
unique relevant coverage. Coverage is the number of distinct documents discovered by team members 
during a task. Relevant coverage is the number of documents in the coverage that intersects with qrel. 
Unique coverage is the number of distinct documents discovered by team members only in a given 
scenario and not in any others. Unique relevant coverage is the total number of documents in the 
unique coverage that intersects with qrel.  

In addition, Soulier et al. (2014) used a query log analysis method to evaluate their CIR model. The 
metrics include: number of queries, average query length, query success, number of viewed documents 
and number of viewed documents by query. Number of queries is the total number of queries 
submitted by team members during a task. Average query length is the average number of words 
within the total queries submitted by team members during a task. Query success is the number of 
true positive documents divided by the total queries submitted by team members during a task. 
Number of viewed documents is the number of documents viewed by team members during a task.  
Number of viewed documents by query is the number of viewed documents divided by the total 
queries submitted by team members during a task. 

These metrics provide an understanding of search performance, collection coverage and query 
submissions during search sessions. Thus, they are mostly used to compare search performance 
between search systems, strategies or scenarios. All of these evaluation metrics were used in the 
studies presented in this thesis. However, these metrics are not designed to provide an understanding 
of users’ perspective and feedback. To capture those, qualitative methods were employed and they 
are discussed in Section 2.5.3. 

2.5.3. Evaluating Interactive Systems 
A few previous work described guidelines to evaluate IIR systems (Tague 1981, Tague-Sutcliffe 1992, 
Borlund 2003). Tague-Sutcliffe (1992) presented guidelines about many aspects of evaluation 
including key measures and general study design. Borlund (2003) developed a framework for IIR 
evaluation providing guidelines for more realistic evaluation including, most notably, the simulated 
work task.  

For many years, these previous work were some of the only guidelines that existed about the IIR 
evaluation method (Kelly, Sugimoto 2013). However, recent evaluations had started using different 
user-centric methods, including those from HCI: questionnaires, opened-ended questions, user 
interaction analysis, and so on (Hopfgartner, Vallet et al. 2008, Kelly, Arguello et al. 2015). 

Some studies in CIR have also used qualitative methods including surveys, questionnaires, open-ended 
questions and user interaction analysis. For example, Spence et al. (2005) and Morris (2008, 2013) 
used surveys to understand collaborative search practices amongst academic researchers and general 
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public respectively. Morris and Horvitz (2007) and Amershi and Morris (2008) used a series of 
questionnaire and analysed participants’ system usage patterns. Joho et al. (2008), and Shah and 
Marchionini (2010) used a series of questionnaires and open-ended questions. To understand 
participants’ perceptions of search tasks, search performance and interface components, Joho et al. 
(2008) used a series of questions represented in a 7-point Likert scale. As such, different methods have 
been used in previous user evaluations to better understand users’ perceptions, interaction with the 
system, etc.  

A mixed of various methods were used in the user studies presented in this thesis. These include: 
questionnaires such as 5-point Likert scales to assess participants’ perception of search tasks, search 
performance and interface components (see Appendix C for full sets of questions), NASA Task Load 
Index (Hart, Staveland 1988) (see Appendix D) and System Usability Scale (Brooke 1996) (see Appendix 
F). In addition to these questionnaires, design interviews were also conducted in all of the user studies. 
During the interviews, pairs of participants were asked a series of open ended questions which were 
designed to understand in detail how each interface component impacted the participants’ search 
sessions and how the components could be improved (see Appendix E for full sets of interview 
questions). A combination of such methods allowed us to obtain a better understanding of users’ 
perceptions, interaction with the systems and design suggestions.  
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Chapter 3: Quantifying the Impact of Non-

Uniform Information Access in CIR 

In this chapter, details of a user simulated evaluation are presented. This evaluation was conducted 
to quantify the impact of non-uniform information access in CIR, which contributes towards choosing 
variables for use in future experiments and towards fulfilling one of the research objectives presented 
in Section 1.2: 

O1. To investigate the impact of different collaborative search strategies and MLCIR scenarios on 
search outcomes using a user simulation approach 

The remainder of this chapter is organised as follows. In Section 3.1, the research aims and questions 
that were put forward to fulfil the research objective are described in detail. The experimental setup 
is presented in Section 3.2, which outlines all the materials used to conduct the evaluation. Section 3.3 
outlines the results of the evaluation and provides discussion alongside the results. Finally, Section 3.4 
concludes this chapter by summarising the main findings and contributions of the evaluation.  

This work has been published in ACM SIGIR 2015 conference which had the acceptance rate of 31.3%. 

3.1 Research Aim and Questions 

As presented in Section 2.4, some researchers (Attfield, Blandford et al. 2010, Bjurling, Hansen 2010, 
Handel, Wang 2011, Karunakaran, Reddy 2012) discussed the problems with having restricted or non-
uniform access to information within organisations, but did not provide any solutions that are based 
on an empirical study. To address this gap, a systematic simulated evaluation was conducted 
investigating the impact of non-uniform information access within teams of searchers. The simulation 
approach was chosen because there were a number of variables to be tested which would demand a 
huge amount of resources if human participants were used. Findings from this simulation helped 
reduce and choose variables for future studies with human participants. Ultimately the aim of this 
evaluation was to investigate the impact of non-uniform information access on CIR outcomes within 
different collaborative search strategies. There were three main research questions that were put 
forward to fulfil the research objective, O1 (see Section 1.2): 

O1.RQ1: What is the impact of non-uniform information access on CIR outcomes? 
O1.RQ2: Do different types of non-uniformity have different impacts on CIR outcomes? 
O1.RQ3: Are there scenarios where non-uniform access may be beneficial to CIR outcomes?  

3.2 Experimental Setup 

Simulated evaluation has been a popular approach in both IR (White, Ruthven et al. 2005, Azzopardi, 
Järvelin et al. 2011, Maxwell, Azzopardi 2016) and CIR (Foley, Smeaton 2009, Joho, Hannah et al. 2009, 
Shah, Pickens et al. 2010, Soulier, Tamine et al. 2014) as it allows to conduct the experiments without 
demanding many resources. Joho et al. (2009) conducted a simulated evaluation to understand the 
impact of different collaborative search strategies on recall using TREC HARD 2005 (Allan 2005) 
collection and search topics. A similar approach to Joho et al.’s simulated evaluation was used to 
conduct the simulated evaluation presented in this chapter because similar experimental materials 
were used. Details of the experimental setup are discussed in the following sub-sections. 
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3.2.1 Document Collection and Search Topics 
In their simulation, Joho et al. (2009) used TREC HARD 2005 (Allan 2005) collection and search topics. 
The AQUAINT corpus1 was the standard document collection for TREC HARD 2005 and contains a total 
of 1,033,461 documents (about 3 GB) of newswire text data written in English that were acquired from 
three news services: The Xinhua News Service (People's Republic of China), the New York Times News 
Service and the Associated Press Worldstream News Service. The track also had a total of 50 topics2 
that were used to judge against the documents in the AQUAINT corpus. Joho et al. (2009) selected 13 
out of 50 topics which had a similar number of relevant documents in the qrel. They also generated a 
pool of queries for the 13 topics through a user study (Joho, Hannah et al. 2008). Since it is generated 
by users, the query pool contains a list of most likely queries for each of the 13 topics. We were 
provided with this query pool and it has a total of 1157 queries across the 13 topics and each query 
contains up to 9 terms. This query pool was used to formulate a non-uniform information access 
scenario by blacklisting the most likely search terms from the collection (see Section 3.2.3 for details). 
This was the reason for using the same collection and topics as Joho et al.’s (2009) simulation. 

A summary of the 13 topics are presented in Table 3.1; detailed contents of the topics can be found 
in Appendix H 

Topic ID Title 
303 Hubble telescope achievements 
344 abuses of e-mail 
363 transportation tunnel disasters 
367 piracy 
383 mental illness drugs 
393 mercy killing 
397 automobile recalls 
439 inventions, scientific discoveries 
448 ship losses 
625 arrests bombing WTC 
651 U.S. ethnic population 
658 teenage pregnancy 
689 family-planning aid 

Table 3.1: Summary of the 13 topics 

Each topic has a unique number, title, description and narrative; all were presented to study 
participants. For example, topic number 397 contains:  

Title: automobile recalls 

Description: Identify documents that discuss the reasons for automobile recalls. 

Narrative: A relevant document will specify major or minor reasons for automobile recalls by car 
manufacturers.  Documents that discuss truck recalls are not relevant. 

3.2.2 Collaborative Search Strategies 
Joho et al. (2009) devised a total of 8 collaborative search strategies for their simulated evaluation, 
which were:  

                                                             
1 https://catalog.ldc.upenn.edu/LDC2002T31 
2 http://trec.nist.gov/data/hard/05/05.50.topics.txt 
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1. Team members perform search independently 
2. Strategy 1 with unjudged documents only 
3. Strategy 2 with independent relevance feedback 
4. Strategy 3 with shared relevance feedback  
5. Team submits the same queries and divides the results with round-robin  
6. Strategy 5 with clustering for result division  
7. Strategy 4 and 5 combined (Shared relevance feedback on round-robin division) 
8. Strategy 4 and 6 combined (Shared relevance feedback on clustering division) 

Amongst the 8 collaborative search strategies devised by Joho et al. (2009), 3 strategies were selected 
for the evaluation presented in this chapter, these were: 

1. Independent Search (IS): team members judged documents independently without 
any interaction between each other, and had their results merged at the end of each 
search session.  

2. Independent Relevance Feedback (IRF): same as (1) but query expansion was 
performed based on individual team member’s independent relevance feedback and 
then the expanded queries were resubmitted independently to the system. The 
assumption here was that team members did not share any knowledge on relevancy 
of the documents. 

3. Shared Relevance Feedback (SRF): same as (2) but the query expansion was 
performed based on the relevance feedback of both members. Thus, the assumption 
here was that team members shared knowledge on relevancy of the documents. 

In both IRF and SRF strategies, when a query was submitted, an expended query was generated based 
on judged relevant documents. When the submitted query terms were not found in the expanded 
queries, they were added. Otherwise, the highest weight to the submitted query terms was given in 
the expanded query before resubmission to the system. This ensured that submitted query terms 
were emphasised in expanded queries. This method was the same as (Joho, Hannah et al. 2009). 
According to Joho et al. (2009), the IS strategy is the most basic and simplest search strategy whereas 
IRF and SRF were the most effective. The IS strategy served as a baseline to compare directly against 
the IRF and SRF strategies in terms of search performance, collection coverage, etc. The rest of the 
strategies from (Joho, Hannah et al. 2009) were not selected for the simulation presented in this 
chapter because their performance laid between IS, and IRF and SRF.  

Joho et al. (2009) simulated teams of searchers (of variable size from 2 to 5). For the evaluation 
presented in this chapter, a pair of team members (i.e. 2 searchers) were simulated rather than varying 
team sizes. This reduced complexity when focusing on different search strategies, information access 
scenarios and access within the team. Besides, pairs of searchers were the most commonly used in 
previous CIR evaluations (Morris, Horvitz 2007, Pickens, Golovchinsky et al. 2008, Shah, Marchionini 
2010, Shah, González-Ibáñez 2011). The simulated team members collaborated using 3 different 
search strategies for 4 different information access scenarios (see Section 3.2.3). 
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3.2.3 Information Access Scenarios and Access Combinations 
Code Information Access Scenario 
DR Document removal 
TR-R Term blacklisting – remove access to random terms from the collection 

TR-D 
Term blacklisting – remove access to terms based on their frequency in document 
collection 

TR-Q Term blacklisting - remove access to terms based on their frequency in query pool 
Table 3.2: Non-uniform Information access scenarios 

Four non-uniform information access scenarios were devised based on MLCIR examples highlighted 
by Handel and Wang (2011). These scenarios were 1) document removal (DR in Table 3.2), 2) random 
term blacklisting (TR-R in Table 3.2), 3) term blacklisting based on the most frequent terms in the 
collection (TR-D in Table 3.2), and 4) term blacklisting based on the most frequent terms in a query 
pool (TR-Q in Table 3.2). The DR scenario represents the case where access to documents in the 
collection is removed for some team members. For instance, such a scenario may occur when team 
members have access to different databases. The TR scenarios (i.e. TR-R, TR-D and TR-Q) represent 
cases where members do not find results if they search using certain blacklisted terms. Such a scenario 
may occur when documents are classified at the paragraph level. In TR-R, a percentage of random 
terms from the AQUAINT corpus were blacklisted so that any documents that contain such terms were 
excluded from search results. In TR-D, a percentage of most frequent terms in the AQUAINT corpus 
were blacklisted. In TR-Q, a percentage of most frequent terms in the query pool (Joho, Hannah et al. 
2009) were blacklisted from the AQUAINT corpus. It is worth mentioning here that these four 
scenarios were devised by considering every possible case of non-uniform information access found 
specifically during collaborative search (Handel, Wang 2011). Each organisation may have a different 
method to enforce information restriction. For example, Bergström and Åhlfeldt (2016) reviewed 
different schemes that enable information classification in organisations and discussed different 
enablers that could be adopted to increase the applicability of information classification in 
organizations. Perhaps certain scenarios may be more probable in real-life than the rests but this 
simulation was designed to test an exhaustive list of non-uniform information access scenarios found 
specifically during collaborative search. 

In all four scenarios, the assumption was that each of the two team members have access to more or 
less parts of the collection compared with their partner. For example, in one case, a team member 
may be able to access only 10% of the collection while his/her partner can access 40% of the collection. 
For the DR scenario, indexing began with a random selection of 10% of the documents from the 
collection. Then an iterative process was adopted where the percentage of documents indexed was 
increased by 10% until 100% of the collection had been indexed. This resulted in 10 different indexes 
for each person and 55 possible access combinations of indexes for two people (i.e. combinations of 
10%-10%, 10%-20%, 10%-30%, 10%-40%; up to 100%-100%). This approach meant that effects of non-
uniform information access on search outcome could be observed through a gradual change in access 
to the collection (i.e. from 10% access to 100% access). For the TR-R scenario, a list of all the terms 
was initially extracted from the collection. Indexes were then iteratively created as in the DR scenario 
by leaving out a percentage of random terms from the list, starting from 10% until 90% of the terms 
were removed from the collection. This also resulted in 55 possible combinations of indexes for two 
individuals. The scenarios TR-D and TR-Q took a more systematic approach to blacklisting. Frequency 
of each term in both collection and query pool were first analysed. Indexes were then created 
following the same iterative approach as the TR-R scenario, but terms were removed based on their 
frequencies in the collection and in the query pool for the TR-D and TR-Q scenarios respectively. 
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Therefore, for TR-D the first 10% removed were the most frequent terms in the collection whereas for 
TR-Q those were the most frequent terms in the query pool. In all scenarios, there were 10 different 
indexes for each team member which made 55 different access combinations for both team members. 
The indexes in TR-Q were of different size to DR, TR-R and TR-D because in DR, TR-R and TR-D every 
term and document could be theoretically excluded from the collection whereas for TR-Q this was 
dependent on the query pool.  

3.2.4 User Simulated Search  

 

Figure 3.1: Overview of the search process 

The purpose of this user simulated search was to obtain search outcomes within various conditions, 
which would have been impossible with real users. Figure 3.1 highlights an overview of the search 
process. The assumption was that a team of two users searched through the collection (i.e. AQUAINT 
corpus) under differing access and limitation using three different collaboration strategies. The 
Inverted File indexing method (Baeza-Yates, Ribeiro-Neto 1999) was used to index the collection, and 
Okapi BM25 (Robertson, Walker et al. 1995) to rank search results, all of which were performed using 
the Terrier libraries (Ounis, Amati et al. 2006).  

Steps of the simulation were carried out based on the approach of Joho et al. (2009) and were as 
follows. For each search topic, individual simulated team members submitted a random query that 
belongs to the given topic from the query pool. To simulate an actual user’s judgement, the top 20 
search results of individual team members were selected for each query submission. Individual team 
members searched 20 iterations per topic (i.e. 20 queries per each team member). Thus, individual 
team members judged a maximum of 400 documents per topic (i.e. 20 documents x 20 iterations), 
with the team judging a maximum of 800 documents per topic. Search sessions were repeated 10 
times in order to reduce randomness and inconsistencies during the search sessions. There were also 
55 access combinations (indexes) in each information access scenario. Taking this into account, there 
were a total of 1,716,000 searches performed by each simulated user (i.e. 13 topics x 20 iterations x 
55 access combinations x 4 information access scenarios x 3 search strategies x 10 runs). 

3.2.5 Evaluation Metrics 
The following evaluation metrics were used (see Section 2.5.2 for definitions):  

• recall,  
• precision and  
• f-measure  
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• coverage,  
• relevant coverage,  
• unique coverage and  
• unique relevant coverage  

3.3 Results 

Using the SPSS Statistics software, comparisons were made between the 55 access combinations 
within the information access scenarios and search strategies. Comparisons between 55 access 
combinations mean that there was a total of 1485 hypotheses (e.g. 1) 10%-10% vs 10%-20%, 2) 10%-
10% vs 10%-30%, 3) 10%-10% vs 10%-40%, etc.). As the data was not normally distributed, Friedman 
test (Friedman 1937) was used for statistical testing. The results showed that there was a statistically 
significant difference between the access combinations in every case. Post hoc analysis with Wilcoxon 
signed-rank test (Wilcoxon 1945) was conducted with a Bonferroni correction (Dunn 1961) applied, 
resulting in a significance level set at α = 0.05/1485 = 0.00003367. The Bonferroni correction controls 
the type-1 error rate (i.e. the likelihood of incorrectly rejecting a null hypothesis), a common error 
during multiple comparisons. Detailed results of the pairwise comparisons are presented in the 
following sub-sections. 

3.3.1 Search Performance 
Table 3.3 highlights statistical analysis results of the search performance metrics: recall, precision and 
f-measure. In the table, the “@highest” row displays the highest performing access combination and 
its value for each metric. The “@100-100” row displays the value at full access for each metric. As seen 
in Table 3.3, when the IS strategy was employed, all of the search performance metrics obtained the 
highest at and around full access (e.g. 100-90 & 100-100). Interestingly, when the relevance feedback 
strategies (IRF & SRF) were employed, the values reached the highest at non-full access (mostly at 90-
90) for all 4 scenarios (DR, TR-R, TR-D & TR-Q) (see Table 3.3). To provide an overview, f-measure 
comparisons between the access combinations are provided in Figure 3.2, Figure 3.3 and Figure 3.4. 
F-measure is used here as it represents a harmonic mean of both recall and precision values. Notice 
in Figure 3.2 search performance gradually decreases as the team’s collective access is reduced. 
Where as in Figure 3.3 and Figure 3.4, search performance tops around 90-90 and remains unchanged 
for most access combinations. This finding suggests that there is some tolerance to removing access 
from the collection, and while it was expected that there would be a decrease in search performance 
when access was reduced, the results indicated otherwise. Generally, it seems that the relevance 
feedback strategies were able to tolerate the negative effect of non-uniform information access better 
than the IS strategy. This may in part be because the relevance feedback strategies ensured that parts 
of the collection which might otherwise be ignored due to overlap in retrieved documents were now 
examined. This suggests that non-uniform information access may not have a negative impact on 
search performance especially when relevance feedback strategies are employed, addressing the first 
research question O1.RQ1 of this evaluation: “What is the impact of non-uniform information access 
on CIR outcomes?” (see Section 3.1). According to Joho et al. (2009), the IS strategy was the most basic 
and had the lowest performance whereas IRF and SRF were the most effective and had the highest 
performance. Thus, our finding was in line with that of Joho et al. (2009). 

  



24 
 

  Recall Precision F-measure 

Independent Search Strategy (IS) 

DR 
@highest 0.0859 (100-90) 0.2459 (100-90) 0.1270 (100-90) 

@100-100 0.0829 0.23898 0.1227 

TR-R 
@highest 0.0813 (100-100) 0.2349 (100-100) 0.1204 (100-100) 

@100-100 - - - 

TR-D 
@highest 0.0818 (100-100) 0.2446 (100-20) 0.1210 (100-100) 

@100-100 - 0.2353 - 

TR-Q 
@highest 0.0830 (100-100) 0.2389 (100-100) 0.1228 (100-100) 

@100-100 - - - 

Independent Relevance Feedback Strategy (IRF) 

DR 
@highest 0.1210 (90-90)* 0.3576 (90-90)* 0.1802 (90-90)* 

@100-100 0.0383 0.1302 0.0604 

TR-R 
@highest 0.1110 (90-90)* 0.3273 (90-90)* 0.1653 (90-90)* 

@100-100 0.0376 0.1266 0.0588 

TR-D 
@highest 0.1241 (90-90)* 0.3931 (90-90)* 0.1878 (90-90)* 

@100-100 0.0370 0.1244 0.0572 

TR-Q 
@highest 0.0904 (90-90)* 0.2711 (90-90)* 0.1350 (90-90)* 

@100-100 0.0376 0.1295 0.0580 

Shared Relevance Feedback Strategy (SRF) 

DR 
@highest 0.1001 (90-30)* 0.3317 (80-70)* 0.1502 (90-30)* 

@100-100 0.0325 0.1756 0.0548 

TR-R 
@highest 0.0836 (90-90)* 0.4197 (90-90)* 0.1391 (90-90)* 

@100-100 0.0324 0.1748 0.0554 

TR-D 
@highest 0.1006 (90-90)* 0.5208 (90-90)* 0.1683 (90-90)* 

@100-100 0.0323 0.1745 0.0544 

TR-Q 
@highest 0.0762 (100-90)* 0.3570 (90-90)* 0.1173 (100-90)* 

@100-100 0.0324 0.1748 0.0551 

Table 3.3: Search performance metric comparisons. @highest = values at highest performing access combination. @100-100 
= values at full access combination. * = significantly different from the value at full access (i.e. p < 0.00003367) 
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Figure 3.2: Comparison of mean f-measure values between 4 information access scenarios within the Independent Search 
Strategy 

 

Figure 3.3: Comparison of mean f-measure values between 4 information access scenarios within the Independent Relevance 
Feedback Strategy 

 

Figure 3.4: Comparison of mean f-measure values between 4 information access scenarios within the Shared Relevance 
Feedback Strategy 
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Table 3.4 outlines the access combinations that were not significantly different from their respective 
highest performing access combination. Note that highest performance was not achieved by full 
access combination in most cases. Table 3.4 also highlights the lowest possible access a team can 
tolerate before having a significant negative impact on search performance. Many of the access 
combinations had comparable search performance to the highest performing access combination 
regardless of users’ unequal and/or low access to the collection (e.g. 80-40, 70-50, etc.). This finding 
partly addressed the third research question O1.RQ3: “Are there scenarios where non-uniform access 
may be beneficial to CIR outcomes?” (see Section 3.1). Moreover, the statistical analysis results, as 
shown in Table 3.4, suggest that depending on the type of information access scenario and search 
strategy being utilised, the access combination outputs were different, and thus resulted in different 
outcomes, addressing the second research question O1.RQ2: “Do different types of non-uniformity 
have different impacts on CIR outcomes?” (see Section 3.1). 

  Recall Precision F-measure 
Independent Search Strategy 

DR 90-80,90-90,100-
80,100-100 90-90,100-80,100-100 90-90,100-80, 100-100 

TR-R 90-90,100-90 90-90,100-10,100-60,100-90 90-90,100-60,100-90 
TR-D 100-90 100-10,100-30,100-100 100-90 
TR-Q 90-90,100-90 90-90,100-90 90-90,100-90 
Independent Relevance Feedback Strategy 

DR 

50-50,60-50,70-50,70-
70,80-50,80-60,80-
70,80-80,90-40,90-
50,90-60,90-70,90-80 

50-50,60-50,80-50,80-70,80-
80,90-50,90-60,90-70,90-80 

50-50,60-50,70-50,80-50,80-
60,80-70,80-80,90-40,90-50,90-
60,90-70,90-80 

TR-R 80-60,80-70,80-80,90-
60,90-70,90-80 

60-60,80-60,80-70,80-80,90-
60,90-70,90-80 

80-60,80-70,80-80,90-60,90-
70,90-80 

TR-D 90-80 90-10,90-20,90-80 90-80 

TR-Q 70-70,80-70,80-80,90-
70,90-80 

70-70,80-70,80-80,90-70,90-
80 70-70,80-70,80-80,90-70,90-80 

Shared Relevance Feedback Strategy 

DR 

50-20,50-30,50-50,60-
30,70-10,70-20,70-
30,70-40,70-50,80-
10,80-20,80-30,80-
40,80-50,90-20,90-40 

50-40,50-50,60-30,60-40,60-
50,60-60,70-40,70-50,70-
60,70-70,80-30,80-40,80-
50,80-60,80-80,90-30,90-
40,90-50,90-60,90-70,90-
80,90-90 

50-20,50-30,50-40,50-50,60-
30,60-40,60-50,70-20,70-30,70-
40,70-50,80-10,80-20,80-30,80-
40,80-50,80-60,80-70,90-20,90-
40,90-50,90-60 

TR-R 

60-30,60-50,70-50,70-
70,80-50,80-70,80-
80,90-30,90-50,90-
70,90-80,100-70,100-
90 

80-70,90-70 70-70,80-70,80-80,90-50,90-
70,90-80 

TR-D 90-30,90-40,90-50,90-
60,90-70,90-80,100-90 None 90-70,90-80 

TR-Q 
70-70,80-70,80-80,90-
70,90-80,90-90,100-
70,100-80 

70-70,80-70,80-80,90-70,90-
80 

70-70,80-60,80-70,80-80,90-
60,90-70,90-80,90-90,100-
70,100-80 

Table 3.4: Access combinations that were not significantly different from their respective highest performing access 
combination (see Table 3.3 for highest performing access combinations). 
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3.3.2 Collection Coverage 
Statistical analysis results showed that a number of access combinations with a diverse access level 
(e.g. 100-10) had comparable coverage to the highest performing access combination for the 
document removing scenario (DR) within all 3 search strategies. These access combinations were: 50-
10, 60-10, 70-10, 80-10, 80-20, 90-10, 90-20, 100-10, 100-20 and 100-30. It appears that regardless of 
the search strategy, reducing access to documents for one member of the team means that a different 
member can make judgements about different parts of the collection thereby covering similar amount 
of documents as they would in the highest performing access combinations. This finding is in contrast 
to term blacklisting scenarios (TR-R, TR-D and TR-Q) in which most combinations that are not 
significantly different from the highest performing access combination represent the case where both 
team members had a higher access to the collection (e.g. 60-60, 100-80, etc.). Table 3.5 highlights 
collection coverage metric values at highest performing access combination and at full access. In the 
table, the “@highest” row displays the highest performing access combination and its value for each 
metric. The “@100-100” row displays the value at full access for each metric. Looking at coverage in 
Table 3.5, the fact that the highest values were obtained at non-full access again indicates that there 
may not always be a negative impact on performance when access has been reduced, addressing the 
third research question O1.RQ3 of this evaluation (see Section 3.1). In addition, similar to search 
performance, statistical analysis results of coverage also showed that the resulting access 
combinations were different depending on the type of access scenario and search strategy being 
utilised which addresses the second research question O1.RQ2.  

In terms of relevant coverage, Table 3.5 indicates that when the IS strategy was utilised, the highest 
values were obtained at full access (100-100) for all of the term blacklisting scenarios (TR-R, TR-D and 
TR-Q). However, statistical test results also indicated that there were non-full-access combinations 
where relevant coverage was as high as the full access. Besides, it also showed that the resulting access 
combinations and their outcomes were different depending on the type of access scenario and search 
strategy being utilised, again addressing the second research question O1.RQ2. With respect to unique 
coverage for DR, it can be seen in Table 3.5 that across all search strategies the access combination 
with the lowest access had the highest unique coverage (10-10), which was opposite to TR-D where 
the full access had the highest unique coverage. In addition, it is interesting to note that for all 4 
information access scenarios the SRF strategy was able to obtain very high unique coverage in all 
access combinations compared to the other two strategies. Statistical analysis results showed that for 
the TR-R scenario, when the IS and IRF strategies were utilised, many of the access combinations 
ranging from 20-10 to 100-100 showed no significant difference from the highest performing access 
combinations (i.e. 50-40 and 10-10 respectively). A similar outcome was also found for the TR-Q 
scenario, but across all 3 search strategies. Unique relevant coverage in Table 3.5 shows that for all 
scenarios (other than for TR-D with the IS strategy), the highest values were not obtained at full access. 
However, it appears that reducing access to the collection has little or no effect in terms of unique 
relevant coverage as statistical test results indicated that for almost every access scenario and search 
strategy, none of the access combinations showed any significant difference from the highest 
performing access combinations. 
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 Coverage Relevant  
Coverage 

Unique  
Coverage 

Unique Relevant Coverage 

Independent Search 

DR 
@highest 365.7769 (100-10)* 44.6461 (100-80)* 8.4923 (10-10)* 0.0923 (80-20) 

@100-100 297.7461 42.0769 2.0307 0.0461 

TR-R 
@highest 355.7153 (80-80)* 42.1615 (100-100) 14.7615 (50-40)* 0.1923 (80-70) 

@100-100 296.2615 - 0.3769 0.0 

TR-D 
@highest 304.2384 (100-90) 42.4769 (100-100) 9.8846 (100-100) 0.1615 (100-100) 

@100-100 297.9615 - - - 

TR-Q 
@highest 418.6461 (90-60)* 42.4307 (100-100) 4.8461 (10-10) 0.1153 (100-30) 

@100-100 296.1538 - 1.8923 0.0538 

Independent Relevance Feedback 

DR 
@highest 349.2769 (100-80)* 48.3769 (90-60)* 81.5231 (10-10)* 0.3923 (10-10)* 

@100-100 290.8846 19.4846 12.4615 0.0 

TR-R 
@highest 349.8692 (100-50)* 47.5231 (90-80)* 12.5923 (10-10) 0.3 (90-60)* 

@100-100 292.4385 19.0538 7.9692 0.0 

TR-D 
@highest 326.6077 (100-90)* 42.7538 (90-80)* 17.138 (100-100) 0.2231 (90-90) 

@100-100 277.8692 18.2769 - 0.0846 

TR-Q 
@highest 407.6769 (100-60)* 40.3308 (90-90)* 8.7231 (100-100) 0.0846 (100-80) 

@100-100 281.6154 18.6 - 0.0615 

Shared Relevance Feedback 

DR 
@highest 353.6153 (100-10)* 43.5 (90-40)* 133.361 (10-10)* 0.7923 (10-10)* 

@100-100 244.5308 17.1 58.6692 0.0385 

TR-R 
@highest 361.1615 (100-40)* 41.4308 (100-90)* 74.7538 (40-40)* 1.2462 (80-20) 

@100-100 241.3 17.2385 42.777 0.0769 

TR-D 
@highest 304.0615 (100-90)* 43.1615 (100-90)* 67.276 (100-100) 1.2692 (100-90)* 

@100-100 242.5308 17.0231 - 0.2769 

TR-Q 
@highest 387.4077 (100-30)* 40.1077 (100-90)* 47.7692 (100-10) 0.4308 (100-90) 

@100-100 249.3769 17.1308 45.7692 0.3077 

Table 3.5: Collection coverage metric values. @highest = values at highest performing access combination. @100-100 = values 
at full access combination. * = significantly different from the value at full access (i.e. p < 0.00003367).  
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3.4 Discussion 

In relation to O1.RQ1, it was found that when relevance feedback search strategies were employed, 
non-uniform information access had very little impact on CIR outcomes. This finding was in line with 
Joho el al.’s simulation (Joho, Hannah et al. 2009). In addition, it was also found that in some cases, 
one member of the team having a high level of access could compensate for the other team member 
with lower access. The results also highlighted that there is some tolerance to removing access from 
the collection and that there may not always be a negative impact on search performance. This finding 
was later used in a number of user studies conducted after this simulated evaluation, these are 
presented in chapters 4 and 5.  

In relation to O1.RQ2, it was found that depending on the type of information access scenario and 
search strategy, access combinations yield different outcomes. Removing access to documents and 
term blacklisting had different impacts in terms of coverage: for the document removal scenario, 
coverage remained stable where at least one team member had high access, whereas for the term 
blacklisting scenarios both members needed high access to retain high coverage.  

In relation to O1.RQ3, it was found that in some scenarios, performance was even increased due to 
non-uniformity. This may in part be because non-uniformity ensured that parts of the collection which 
might otherwise be ignored due to overlap in retrieved documents were now examined. Thus, for the 
TREC HARD 2005 (Allan 2005) collection, there can be some benefits to non-uniform access depending 
on the search task.  

This simulated evaluation was conducted using four non-uniform information access scenarios: DR, 
TR-R, TR-D and TR-Q (see Section 3.2.3), three collaborative search strategies (Joho, Hannah et al. 
2009) (see Section 3.2.2): independent search, independent relevance feedback and shared relevant 
feedback. The findings produced from this evaluation were important for conducting further studies 
with human participants. Most importantly, the results highlighted a critical point for each information 
access scenario where search performance significantly drops compared to having full access. This 
paved the way for selecting variables in further studies, specifically which access combination to use 
for each information access scenario. 

However, this evaluation had a few limitations. First, due to the simulation approach, qualitative data 
such as users’ feedback could not be captured. Second, humans may behave in a way that could not 
be easily simulated, e.g., compensating for each other during collaborative search sessions. It was 
therefore necessary to conduct user studies. Third, since this evaluation used TREC HARD 2005 
collection (Allan 2005) and its test topics, perhaps the results could be slightly different for another 
document collection. However, the TREC HARD 2005 collection and topics are well established and 
have been utilised widely for various CIR evaluations (Joho, Hannah et al. 2008, Joho, Hannah et al. 
2009, Capra, Chen et al. 2012).  

3.5 Chapter Summary 

This chapter presented a simulated evaluation conducted to quantifying the impact of non-uniform 
information access in CIR. This evaluation was conducted to fulfil one of the objectives identified for 
this PhD, and it was: 

O1. To investigate the impact of different collaborative search strategies and MLCIR scenarios on 
search outcomes using a user simulation approach 
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While a great deal of research has focused on traditional CIR, only a few researchers considered non-
uniform information access aspect of CIR, e.g. (Handel, Wang 2011, Bjurling, Hansen 2010). Those 
researchers who focused on non-uniform information access in CIR discussed the problems but did 
not provide solutions based on empirical studies. The evaluation presented in this chapter was the 
first attempt to quantify the impact of non-uniform information access on CIR outcomes. It was 
conducted using four non-uniform information access scenarios: DR, TR-R, TR-D and TR-Q (see Section 
3.2.3), and three established collaborative search strategies (Joho, Hannah et al. 2009) (see Section 
3.2.2): independent search, independent relevance feedback and shared relevant feedback. Findings 
from this evaluation paved the way to conduct further studies.  

In the next chapter, Chapter 4, the first user evaluation in the domain of MLCIR is presented. In it, 
users evaluated a simple collaborative search interface under different information access scenarios. 
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Chapter 4: Preliminary Investigation of 

Interface Components for Supporting 

MLCIR 

This chapter presents a user study conducted using the parameters informed by the simulated 
evaluation (see Chapter 3) in order to investigate interface components which support MLCIR. This 
user study contributes towards the understanding of existing CIR interfaces components that are 
applicable for MLCIR systems, and towards fulfilling one of the research objectives presented in 
Section 1.2: 

O2. To develop a preliminary MLCIR interface and investigate the impact of MLCIR scenarios 
on search outcomes using a user study 

The reminder of this chapter is organised as follow. Section 5.1 describes in detail the research aims 
and questions of the preliminary user study. Detailed description of a collaborative search interface 
designed for the study is presented in Section 4.2. The experimental setup provided in Section 4.3 
outlines all the materials used in order to conduct the study. Results of the study are outlined in 
Section 4.4 and are discussed in detail in Section 4.5 including design recommendations. Finally, this 
chapter concludes with Section 5.6 which summarises the main findings and contributions of the 
study.  

This work has been published in ACM CHIIR 2017 conference which had the acceptance rate of 42%. 

4.1 Research Aims and Questions 

The simulated evaluation presented in Chapter 3 indicated a number of access combinations where 
search performance began to deteriorate significantly in comparison to the full access combination. 
These access combinations were selected to be used in up-coming investigations (see Section 4.3.2 
for details). This chapter presents a preliminary user study which investigated possible CIR interface 
components that are applicable for MLCIR interfaces. The aim of the user study presented in this 
chapter was to understand quantitative and qualitative impacts of existing CIR interface components 
on MLCIR search outcomes, which fulfils the research objective O2 (see Section 1.2). The research 
questions being addressed by this user study were: 

O2.RQ1: What are the effects of non-uniform information access scenarios on collaborative 
search outcomes? 

O2.RQ2: What are the effects of non-uniform information access scenarios on individual 
search outcomes? 

O2.RQ3: How can MLCIR interfaces be designed so that they are usable and useful for the 
end users? 

4.2 Interface Description 

Although there had been a great deal of research into CIR, there were no user-centred design 
recommendations relating to MLCIR. Thus, a relatively simple collaborative search system was 
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designed which allowed a pair of users to search for and judge documents synchronously. This system 
formed a starting point to be able to empirically evaluate non-uniform information access in CIR which 
had not been evaluated before. Shah et al. (2009) suggested that in order to ensure successful 
collaboration, CIR systems must have an effective method of communication, an ability to see 
everyone's actions, a way to distribute tasks and aggregate information, and a mechanism to record 
user interactions, processes, and results. However, as highlighted by Handel and Wang (2011), users 
in MLCIR scenarios may not be able to discuss search strategies, documents they can/cannot access, 
or even the results found. To that end, for this study a system was implemented which would not 
allow direct communication and sharing of results, but would offer an ability to see the query history 
of the team and documents viewed or judged by the team (see Figure 4.1). The system was 
implemented using the Google Web toolkit3 and the Terrier libraries (Ounis, Amati et al. 2006). The 
system consists of 3 main components: 

Search component (Figure 4.1(1)): The search component contains: query-box (Figure 4.1(a)), search 
button (Figure 4.1(b)), result-list (Figure 4.1(c)) and result-detail (Figure 4.1(d)). The search component 
is the main part of the search system; it allows users to enter queries and results are displayed in the 
result panels. A number of sample search results are presented in the result-list panel (Figure 4.1(c)). 
Clicking on any row in the result-list panel displays full text of the respective document in the result-
detail panel below (Figure 4.1(d)) where users can mark the document as relevant, or un-do the 
relevant marking. The system ensured that only the documents that are not blocked or the documents 
that do not contain blacklisted terms appeared in the search results. 

Query history component (Figure 4.1(2)): This is provided to enable the participants to gain an 
awareness of the queries issued by the team. It was believed that a query history component may be 
suitable for non-uniform access scenarios since it provides users with query awareness without the 
need for direct communication. A list of sample queries entered by the team is shown in Figure 4.1(2). 
Queries are displayed in the same way to both team members. There is no information contamination 
because if the person with lower access submits a blacklisted term, (s)he will not receive any results, 
and it will not be clear whether this is due to blacklisting or because there are no relevant documents 
in the collection for that particular query. This is in line with an MLCIR case that was highlighted by 
Handel and Wang (2011). Some previous CIR systems, e.g. (Shah, Marchionini et al. 2009, Joho, 
Hannah et al. 2008, Morris, Horvitz 2007), also utilised a query history component successfully. 

Viewed/Relevant component (Figure 4.1(3)): This is provided to allow the participants to gain 
awareness of the documents in their search results that are judged as relevant and/or viewed by the 
team. Similar to the query history component, this component allows users to obtain awareness of 
the documents viewed and judged by the team without the need for direct communication. Once a 
team member views a document (i.e. by clicking a row in the result-list (Figure 4.1(c))), it is marked as 
viewed and denoted with the “Viewed” label in the result-list (Figure 4.1(f)). If the document is marked 
as relevant by the team member, it is then denoted with the “Relevant” label (Figure 4.1(e)). Thus, 
both team members are able to see whether certain documents in their respective result-lists have 
been viewed or judged as relevant by the team. Previous CIR systems, e.g. (Joho, Hannah et al. 2008, 
Shah, Marchionini et al. 2009), also utilised similar components successfully. 

                                                             
3 http://gwtproject.org  
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Figure 4.1: Search system utilised for the preliminary user study: 1) search component, 2) query history component, 3) 
viewed/relevant component, a) query-box, b) search-button, c) result-list pane, d) result-detail panel, e) relevant label and f) 
viewed label 

4.3 Experimental Setup 

The user study presented in this chapter utilised a number of findings discovered in the simulated 
evaluation presented in Chapter 3. The same document collection as the simulated evaluation was re-
used (i.e. AQUAINT collection). Search topics, information access scenarios and access combinations, 
however, were refined. Details are discussed in the following sub-sections. 

4.3.1 Document Collection and Search Topics 
Similar to the simulated evaluation presented in Chapter 3, the TREC HARD 2005 (Allan 2005) test 
collection (i.e. AQUAINT corpus) was used. The simulated evaluation used 13 of the TREC HARD 2005 
topics similar to the approach of Joho et al. (2008) (see Section 3.2.1) (Detailed contents of the 13 
topics can be found in Appendix H). For the user study presented in this chapter, 10 out of the 13 
topics were selected, dropping 3 topics where users performed poorly according to Joho et al. (2009). 
A summary of the 10 topics is presented in Table 4.1. During the evaluation, topics were randomly 
picked from the 10 candidate topics and presented to the participants for each search session (see 
Section 4.3.4 for the study procedure).  

  



34 
 

Topic ID Title 
303 Hubble telescope achievements 
363 transportation tunnel disasters 
383 mental illness drugs 
393 mercy killing 
397 automobile recalls 
448 ship losses 
625 arrests bombing WTC 
651 U.S. ethnic population 
658 teenage pregnancy 
689 family-planning aid 

Table 4.1: Summary of the 10 candidate topics 

4.3.2 Information Access Scenarios and Access Combinations 
For the simulated evaluation presented in Chapter 3, four non-uniform information access scenarios 
were devised based on Handel and Wang’s (2011) observations of MLCIR. These 4 scenarios were 1) 
document removal, 2) random term blacklisting, 3) term blacklisting based on the most frequent terms 
in a query pool, and 4) term blacklisting based on the most frequent terms in the collection. For the 
study presented in this chapter, 2 out of the 4 scenarios were selected. These 2 scenarios were: 1) 
document removal and 2) term blacklisting based on the most frequent terms in a query pool (i.e. the 
most likely search terms) (see Table 4.2). It would have been extremely expensive to run all 4 scenarios 
(plus a control scenario) in the user study. It was believed that the 2 scenarios selected for this study 
were most probable in real life because access to information could most likely be denied at the 
document level or by using most likely search terms for a certain document. In addition to these 2 
non-uniform information access scenarios, a full access scenario was also added which served as a 
control scenario and represented the case where both team members have equal and unrestricted 
access to the collection. This scenario was considered as an upper bound to compare search 
performance with the 2 non-uniform access scenarios and is the norm for most CIR evaluation (Joho, 
Hannah et al. 2008, Joho, Hannah et al. 2009, Shah, González-Ibáñez 2011). During the study, pairs of 
participants were presented with all 3 information access scenarios (see Table 4.2). To avoid order 
effects, the order in which the scenarios were presented was rotated using a Latin Square 
counterbalancing measure (see Appendix G1). 

Code Information access scenario Access combination 

DR Document removal: remove access to documents from 
collection  

100%-60% 

TR Term blacklisting: remove access to most frequent terms 
in query pool  

100%-70% 

FA Full access  100%-100% 

Table 4.2: Information access scenarios and access combinations 

For each of the two non-uniform information access scenarios (i.e. DR and TR in Table 4.2), the 
simulated evaluation presented in Chapter 3 devised 55 combinations of access for a pair of simulated 
users with access level to the collection ranging from 10% up to 100% e.g. 10%-10%, 20%-10%, 20%-
20%, 30%-10%..., and 100%-100%. Based on the findings from the simulated evaluation, an access 
combination was selected for each of the non-uniform access scenarios, where search performance 
began to deteriorate significantly in comparison to the full access combination; these access 
combinations were: 100%-60% for document removal scenario and 100%-70% for the term 
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blacklisting scenario. Thus, for the document removal scenario (i.e. DR in Table 4.2), while full access 
to the collection (i.e. 100%) was available for one team member, 40% of the documents in the 
collection were randomly removed for the other. In other words, for the second team member, the 
index was created using 60% of randomly selected documents from the collection (i.e. 620077 
documents), at which point search performance significantly deteriorated according to the simulated 
evaluation presented in Chapter 3. For the term blacklisting scenario (i.e. TR in Table 4.2), while full 
access (i.e. 100%) was available for one team member, 30% of the most frequent terms in the query 
pool were blacklisted for the other (thus represented as 70% in Table 4.2) which means the latter team 
member did not find results if (s)he submits those blacklisted terms. Please note that although it is 
represented as 70%, team members in the TR scenario had access to any terms from the collection 
except for the blacklisted ones. One average, there were about 4 blacklisted terms per topic. For the 
full access scenario (i.e. FA in Table 4.2), full access was available for both participants. To avoid order 
effects, full access and non-full access between a pair of team members were rotated for the non-
uniform access scenarios (see Appendix G1). In other words, each team member had a chance to 
experience having full access and non-full access once each in the 2 non-uniform access scenarios. 

4.3.3 Participants 
A total of twenty participants (ten pairs) were recruited for this study from personal contacts, research 
group and university contacts. This participant pool size is similar to previous experiments in CIR 
(Pickens, Golovchinsky et al. 2008, Morris, Horvitz 2007, Freyne, Farzan et al. 2007, Joho, Hannah et 
al. 2008). Participants were assigned partners for the study based on their available timeslots. There 
were 9 females and 11 males. The average age of participants was 28 (σ = 4.6), ranging from 22 to 44. 
Of the twenty participants, 3 used search systems for more than 20 hours per week, 5 between 16 to 
20 hours, 5 between 11 to 15 hours, 2 between 6 to 10 hours and 5 less than 6 hours. 14 of the 
participants reported that they had been involved in a collaborative search at least once. The majority 
of their collaborative search experiences consisted of working together either with friends, colleagues 
or a partner mainly using Google, Google Scholar or Google Maps. Each participant received a £10 
Amazon voucher for participation. 

4.3.4 Study Procedure 
 

 

Figure 4.2: Study procedure 
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Figure 4.2 highlights the steps involved in the user study presented in this chapter. Before the study 
began, an email containing an information sheet and a link to a demographic questionnaire was sent 
to individual participants (see Appendix A1 for an information sheet and consent form; see Appendix 
B for the full set of demographic questionnaire). The participants were instructed to complete the 
questionnaire prior to arriving for the study.  

When a pair of participants arrived for the study, they were welcomed, asked to sign a consent form 
and given a demonstration of the search system. Participants were informed about the information 
access scenarios but were not told which team member had more (or less) access, nor the order of 
the information access scenarios presented. They were also instructed not to communicate with each 
other during the study and to pretend that they were in different rooms. This was to restrain 
discussion of results and search strategies which could violate the evaluation of MLCIR scenarios. In 
practice users in MLCIR may not be able to discuss search strategies, documents they can/cannot 
access or even the results found (Handel, Wang 2011). The seating position for a pair of participants 
is highlighted in Figure 4.3. A similar setting had been used in previous CIR evaluations (Morris, Horvitz 
2007, Shah, González-Ibáñez 2011, Joho, Hannah et al. 2008). Participants were also informed that 
their goal for each task was to find as many relevant documents as possible for their team. Since team 
members in MLCIR examples are unaware of their access, limitation and information shareability, it 
was believed that this strategy was appropriate. The participants were then given a few minutes to 
practice searching with the search system.  

 

 
Figure 4.3: Seating position for a pair of participants 

After practicing with the system, to begin a search session for the first information access scenario, 
both participants were provided with the same search task that was randomly selected from the 10 
candidate topics (see Table 4.1 for topics). They were allocated 2 minutes to read and familiarise 
themselves with the task. Participants then performed the search synchronously for a maximum of 15 
minutes using different computers in the same room facing opposite directions. This step was 
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followed by a post-task questionnaire. The questionnaire was designed to assess individual 
participants’ perception of the tasks, search performance and interface components (see Table 4.3 for 
summarised questions and Appendix C1 for a full set of questionnaire). Once the participants 
completed the post-task questionnaire, the scenario was changed and the participants were provided 
with a new randomly selected search task (see Appendix G1 for a full list of rotation). The participants 
remained seated in the same place. The same steps were repeated for the remaining scenarios (see 
Figure 4.2). A number of previous research in CIR, e.g. (Joho, Hannah et al. 2008, Pickens, Golovchinsky 
et al. 2008, Shah, González-Ibáñez 2011, Morris, Horvitz 2007), used a similar procedure successfully. 
When all 3 scenarios were completed, a design interview was conducted with both participants. They 
were briefly reminded about the non-uniform information access scenarios before asking interview 
questions. A detailed explanation of the design interview is presented in Section 4.3.6 and a full set of 
questions can be found in Appendix E1. The total length of the study for a pair of participants was 1 
hour and 40 minutes. 

4.3.5 Evaluation Metrics 
The search system recorded a log of the participants’ interactions with the system. This log was used 
to calculate a number of evaluation metrics in order to compare teams’ search outcomes between the 
information access scenarios (i.e. DR, TR and FA), and to compare individuals’ search outcomes 
between full access and non-full access within the DR and TR scenarios. The evaluation metrics used 
were (see Section 2.5.2 for definition):  

• recall,  
• precision, 
• f-measure,  
• coverage,  
• relevant coverage,  
• unique coverage, 
• unique relevant coverage,  
• number of queries and  
• query length 

In addition, post-task questionnaires were administered to assess individual participants’ perception 
of the tasks, search performance and interface components (see Table 4.3 for summarised questions; 
see Appendix C1 for a full set of post-task questionnaire). The questionnaire was in the form of 5-point 
Likert scales and the answers ranged from 1 (strongly disagree) to 3 (neither) to 5 (strongly agree), 
and was based on a number of similar research studies (Freyne, Farzan et al. 2007, Joho, Hannah et 
al. 2008). Questions Q1-Q3 measured participants’ perceptions of search tasks. Q4 - Q8 measured 
participants’ perceptions of search performance. Questions Q9-Q11 measured participants’ 
perceptions of certain interface components of the system used in this study (see Section 4.2).  
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Q1 The description and narrative of this task were easy to understand. 

Q2 The topic of this task is very interesting. 

Q3 I was quite familiar with the topic of this task. 

Q4 I am satisfied with the documents obtained for my queries for this task. 

Q5 I found a lot of relevant documents in the result for this task. 

Q6 I am confident with the documents I judged for this task. 

Q7 I think I judged more documents than my partner for this task. 

Q8 I think my team did a great job in judging documents for this task. 

Q9 I think the ‘query history’ component increased my performance for this task. 

Q10 
I think being able to know the documents that have already been viewed increased 
my performance for this task. 

Q11 
I think being able to know the documents that have already been judged increased 
my performance for this task. 

Table 4.3: Post-task questionnaire questions. Q1-Q3 = assessment of search tasks. Q4-Q8 = assessment of search 
performance. Q9-Q11 = assessment of interface components. 

4.3.6 Design Interview 
Although a number of design considerations were proposed for MLCIR based on observations (Handel, 
Wang 2011), none were based on a user-centred design evaluation. Therefore, in order to obtain the 
participants’ feedback about the search system, and to provide design recommendations for future 
development of systems that support users in MLCIR scenarios, a design interview was conducted with 
pairs of participants after the search sessions. The design interview was divided into two sections (see 
Appendix E1 for a full set of questions). In the first section, the pairs were asked a series of questions 
related to their experience with the current search system. The pairs were asked in what way each 
component (e.g. search component) was easy and difficult to interact with, in what way each 
component increased or decreased their collaboration capabilities, and how each component could 
be improved (see Figure 4.1 for the components). In the second section, the pairs were asked to 
suggest new components and/or functions that could be added to the current search system in order 
to improve their collaboration capabilities under non-uniform access. They were also provided with 
screenshots of the current system and empty sheets of paper to annotate and sketch their design 
ideas. Throughout the interview, the researcher took notes of participants’ responses, and also 
recorded their responses on an audio recorder, which was later transcribed for analysis.  

4.4 Results 

Using the SPSS Statistics software, collaborative search outcomes were compared between the 
information access scenarios (i.e. DR, TR & FA) and individual search outcomes between full access 
and non-full access within the DR and TR scenarios. To compare between the information access 
scenarios, a one-way repeated measures ANOVA (Gueorguieva, Krystal 2004) was used for normally 
distributed data, and Friedman (Friedman 1937) and Wilcoxon Sign-Rank (Wilcoxon 1945) tests for 
non-normally distributed data since the participants within each group were subjected to all three 
information access scenarios (i.e. data was paired). To compare between full access and non-full 
access, as data was unpaired, one-way between groups ANOVA (Fisher 1919) was used for normally 
distributed data, and Mann-Whitney U test (Mann, Whitney 1947) for non-normally distributed data.  
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4.4.1 Search Performance 
Recall, precision and f-measure were not significantly different between teams within 3 the 
information access scenarios (O2.RQ1) or between individuals with within the DR and TR scenarios 
(O2.RQ2). A summary is given in Figure 4.4. It appears that the non-uniform information access 
scenarios used in this study did not have a negative impact on search performance. This was not 
expected since the simulated evaluation presented in Chapter 3 showed a negative impact on search 
performance for the same access combinations. This is further discussed in Section 4.5. It was also 
found that despite the low recall, participants were able to judge the documents accurately hence the 
precision was high in most cases (see Figure 4.4). To understand the best possible recall that the 
participants could have achieved, further analysis was made using a new metric calculated as relevant 
coverage divided by the number of relevant documents in the qrel for a given task. As shown in Figure 
4.4, the distribution between recall and best possible recall was close to each other, demonstrating 
the participants’ high judgement accuracy again.  

 

Figure 4.4: Search performance metrics between individuals within the DR and TR scenarios. 

4.4.2 Query Submission 
Number of queries and query length (Soulier, Shah et al. 2014) showed that in terms of query 
submission there was no significant difference between teams within the information access scenarios 
(O2.RQ1) or between individuals within the DR and TR scenarios (O2.RQ2). This suggests that the 
participants submitted a similar number of queries and average query words across all search sessions 
(see Figure 4.5). To understand this further, term diversity and term overlap were analysed for the 
individuals within the DR and TR scenarios, and average blacklisted terms was analysed for the 
individuals within the TR scenario. Term diversity is the number of terms submitted by individuals in a 
particular access (e.g. full access within the TR scenario). In contrast, term overlap is the number of 
terms submitted by individuals in both full access and non-full access. Average blacklisted terms is the 
average number of terms submitted by individuals that intersect with the blacklisted terms. In general, 
the participants submitted twice as many diverse terms as overlapping ones (see Figure 4.5) 
suggesting that the participants actively tried to avoid duplicated work. Looking at query length and 
average blacklisted terms, it was found that roughly 20% of the submitted terms were blacklisted. 
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Figure 4.5: Query submission metrics between individual within the DR and TR scenarios 

4.4.3 Collection Coverage 
For coverage, relevant coverage, unique coverage and unique relevant coverage (Shah, González-
Ibáñez 2011) no significant difference was found between the information access scenarios (O2.RQ1) 
and between individuals with full access and non-full access within DR and TR (O2.RQ2) (see Figure 
4.6 for result summary). This again suggests that the non-uniform information access scenarios used 
in this study did not have a negative impact on collection coverage.  

 

Figure 4.6: Collection coverage metrics between individuals within the DR and TR scenarios. 

Coverage and unique coverage were similar in all cases suggesting that the participants mostly looked 
at the new documents that were not already viewed. Relevant coverage and unique relevant coverage 
were also similar because of the way they were calculated. Looking at the ratio between coverage and 
relevant coverage, it was found that only about 18% of all the documents viewed by participants were 
actually relevant. Further, the number of relevant documents marked by the participants was analysed 
and results showed that it was very similar to the number of relevant coverage (see Figure 4.6). Since 



41 
 

the precision was high (see Figure 4.4), it can be concluded that the participants judged the documents 
quite accurately. 

4.4.4 Participants’ Perceptions 
Participants’ perceptions were captured using the post-task questionnaire. Statistical analysis results 
showed that none of the questions had significantly different scores between the information access 
scenarios (O2.RQ1) and between individuals with full access and non-full access within the DR and TR 
scenarios (O2.RQ2). Looking at the results from Table 4.4 and Table 4.5, it was found that participants 
generally thought the search tasks were easy to understand (Q1) and interesting (Q2). Participants 
neither agreed nor disagreed with the questions regarding task familiarity (Q3), result satisfaction (Q4) 
and perception of judging more documents than partner (Q7). Question regarding relevant documents 
found (Q5) had relatively low score. This may partly be because the candidate topics utilised only have 
86 to 152 relevant documents out of over a million documents in the AQUAINT corpus (Joho, Hannah 
et al. 2009). Participants were generally confident with the documents they judged (Q6) and thought 
that their teams performed well in judging documents (Q8). The scores for query history (Q9) and 
viewed/relevant components (Q10 & Q11) were generally high. 

  
Q1 Q2 Q3 Q4 Q5 Q6 Q7 Q8 Q9 Q10 Q11 

DR 

Mean 4.3 3.6 2.8 3 2.3 3.7 3 3.4 3.7 4 4 

S.D 0.9 0.9 1.4 1.3 1.2 0.9 1.5 0.9 0.8 0.9 0.8 

Median 4 4 3 3 2 3.5 3 3 4 4 4 

TR 

Mean 4.6 4 3.4 3.1 3 3.6 3.1 3.6 3.7 4 4.1 

S.D 0.5 1 1.4 1.4 1.7 1.4 1.1 0.9 1.2 0.8 0.9 

Median 5 4 3.5 4 3 4 3 4 4 4 4 

FA 

Mean 4.3 3.5 3 2.8 2.7 3.8 2.9 3.4 3.5 4.1 4.2 

S.D 1.1 1.2 1.5 1.3 1.3 1.2 1 1 0.8 0.8 0.9 

Median 5 4 3.5 3 2.5 4 3 4 4 4 4 

Table 4.4: Mean, standard deviation (S.D) and median of post-task questionnaire result between the 3 information access 
scenarios (see Table 4.3 for the questions). 1 = strongly disagree, 3 = neither, 5 = strongly agree. Q1 to Q3 = assessment of 
search tasks. Q4 to Q8 = assessment of search performance. Q9 to Q11 = assessment of interface components. 
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Q1 Q2 Q3 Q4 Q5 Q6 Q7 Q8 Q9 Q10 Q11 

DR 

Full 

Mean 4.5 3.4 3 3.2 2.4 3.8 3.3 3.1 3.8 4.1 3.9 

S.D 0.5 1.1 1.4 1.3 1.4 0.8 1.6 1 0.6 0.7 0.6 

Median 4.5 3.5 3.5 3 2 4 3 3 4 4 4 

Non-full 

Mean 4 3.7 2.6 2.7 2.2 3.5 2.6 3.6 3.5 3.9 4 

S.D 1.1 0.8 1.4 1.3 1.1 1 1.3 0.7 1 1 0.9 

Median 4 4 2.5 2.5 2 3 3 3.5 4 4 4 

TR 

Full 

Mean 4.5 3.9 3.3 2.5 2.5 3.3 2.7 3.5 3.3 3.9 4.1 

S.D 0.5 1 1.3 1.6 1.7 1.7 1.3 0.9 1.5 1 1.3 

Median 4.5 4 4 2 2 4 2.5 3.5 2.5 4 4.5 

Non-full 

Mean 4.7 4.1 3.4 3.6 3.5 3.8 3.4 3.7 4 4 4 

S.D 0.5 1 1.5 1 1.7 1 1 1 0.7 0.5 0.5 

Median 5 4 3 4 4 4 3.5 4 4 4 4 

Table 4.5: Mean, standard deviation (S.D) and median of post-task questionnaire result between individuals with full access 
and non-full access (see Table 4.3 for the questions). 1 = strongly disagree, 3 = neither, 5 = strongly agree. Q1 to Q3 = 
assessment of search tasks. Q4 to Q8 = assessment of search performance. Q9 to Q11 = assessment of interface components. 

4.4.5 Design Interview 
The design interview was conducted to answer the third research question of this chapter: “O2.RQ3: 
How can MLCIR interfaces be designed so that they are usable and useful for the end users?”. Pairs of 
participants were asked open-ended questions related to their experience with each interface 
component and how they wish to modify the components to improve their collaboration capabilities 
under non-uniform access. A thematic analysis (Braun, Clarke 2006) of the transcribed data resulted 
in 4 main themes: search component, team member awareness, query awareness and result 
awareness. These themes are presented in detail in the following sub-sections. Overall, 15 design 
suggestions were obtained from the participants: 2 suggestions for search components, 4 suggestions 
regarding team member awareness, 5 suggestions regarding query awareness and 4 suggestions 
regarding result awareness. Figure 4.7 highlights overall design suggestions made by the participants 
for each theme on top of the system presented in this chapter (see Section 4.2).  
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Figure 4.7: Overall design suggestions made by participants for the system presented in this chapter (see Section 4.2) 

4.4.5.1 Search Component 
With regards to the search components, 6 (30%) of the participants suggested adding options to be 
able to narrow down search results and/or to manipulate the queries. For example, one participant 
said, “I’d also like a function to narrow down the results, like from 1000 documents to 500 
documents.” (P11). Another participant mentioned, “I think it’d be great if you could specify 
exclusion/inclusion criteria in a query, like what keyword to include and what keyword to exclude.” 
(P12). In order to narrow down the search results, adding a filter function such as filter by date, etc. 
could be considered. For the latter, allowing the use of inclusion/exclusion keywords such as AND, OR, 
etc. could be considered. Although these components are not new for IR and CIR systems, they could 
be as effectively used in MLCIR systems too. However, to be able to take advantage of these functions, 
users may require certain expertise or training. 

4.4.5.2 Team Member Awareness 
It appears that users in MLCIR could benefit from being able to easily identify team members and their 
actions. For the query history component, 12 (60%) of the participants suggested differentiating 
queries submitted by each person either with different colours (7 participants) or by separating them 
into a different list (5 participants). For the viewed/relevant component, 13 (65%) of the participants 
suggested differentiating documents viewed/judged by each person. Amongst them, 5 participants 
suggested the use of a different colour for each person and 2 participants suggested the use of text 
such as “by A” or “by B” whilst 4 participants suggested the use of both approaches and 2 suggested 
no particular approach. One of the participants who suggested both approaches commented: “When 
there's more than two people, using names instead of colour would be much better.” (P19). A previous 
collaborative search system, CoSearch (Amershi, Morris 2008)  and Coagmento (González-Ibáñez, 
Shah 2011) used both colours and names to identify each person. SearchTogether (Morris, Horvitz 
2007) used profile pictures and names for the same purpose. These components can be seen in Figure 
2.1. It seems that MLCIR systems could also adopt a similar approach (e.g. using names and colours) 
to provide team member awareness. However, the use of profile pictures, as seen in SearchTogether, 
may be avoid as they could become small and difficult to identify. 
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4.4.5.3 Query Awareness 
11 (55%) participants mentioned that being aware of their partners’ queries had given them an idea 
of what might be a good new query. One participant explained: “I didn’t know much about [a topic], 
so I looked at [partner's] search history and tried to search for similar keywords.” (P17). This means 
that query awareness could help users share their expertise without the necessity to disclose sensitive 
information. Participants also suggested a number of improvements regarding query awareness. 5 
(25%) of the participants suggested that the query history component should display the number of 
viewed and relevant documents found for a particular query. In addition to this, 2 (10%) of the 
participants added that effectiveness of a query could be displayed using “hot and cold icons” next to 
the queries in the query history component (see Figure 4.8 for an illustration by a participant).  

 

Figure 4.8: Illustration of hot and cold icons in the query history component (P1) 

Such icons may help to identify the effectiveness of a query quickly. Moreover, displaying the time 
spent on an individual query was suggested by 8 (40%) of the participants. For example, one 
participant explained: “The time you spent on the query is an indication of how successful your query 
is.” (P13). While this explanation is correct to some extent, the time spent alone cannot always 
indicate the success of a query. In practice, a combination of different query properties should be 
used. Displaying query popularity (i.e. the number of times a query has been used) was also suggested 
by 2 (10%) of the participants. In addition, one of the participants suggested adding a function to sort 
the query history according to time issued and also according to the effectiveness. Overall, query 
properties such as query effectiveness, query popularity and time spent on query, as well as a query 
sorting function maybe important for users to able to obtain better query awareness and to work 
effectively in non-uniform access scenarios. Query properties had not been implemented in the 
previous collaborative search systems. Freyne et al. (2007), however, used different icons to display 
result properties in their system (see Figure 4.9). The “community icon” (first icon from left) represents 
the percentage of times a result has been selected. The “related icon” (second from left) represents 
the number of other queries that have led to the selection of the result. The “recency icon”: (third 
from left) indicates the last time the result was encountered by users. The “footprints icon” (fourth 
from left) indicates the browsing popularity of the result. The “annotation icon” (fifth from left) 
indicates the presence of annotations by community members. Query properties (i.e. effectiveness, 
popularity, time spent) can also be implemented in a similar approach. 
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Figure 4.9: A system developed by Freyne et al. (2007) used different icons to display result properties. 

4.4.5.4 Result Awareness 
3 (15%) of the participants mentioned that being aware of their partners’ judged documents could 
help them double-check whether the documents are actually relevant. In addition, 2 (10%) other 
participants noted that being aware of their partners’ judged documents could give them an idea of 
what might be a related new query. One participant explained: “...if I know that this document is 
relevant, then I can read it and can go on to another keyword which is related to that document.” 
(P18). Therefore, similar to query awareness, being aware of a partner’s judged documents could help 
users share their expertise without the necessity to disclose sensitive information. Participants also 
suggested a number of improvements with regards to results awareness. 9 (45%) of the participants 
thought that their viewed and/or judged documents should be easily accessible. 3 (15%) of the 
participants suggested displaying a list of relevant documents whereas 6 (30%) other participants 
suggested displaying two different lists for both viewed and relevant documents. Moreover, it was 
suggested by 6 (30%) of the participants that the results should also be sortable based on their viewed 
and relevant properties. In addition, 4 (20%) of the participants suggested adding a favourite function 
that would allow them to keep the documents they want to read later. Previous collaborative search 
systems such as Coagmento and SearchTogether kept a separate list of previously seen and judged 
results (see Figure 2.2) so that a summary of search session history could be reviewed. MLCIR systems 
could adopt a similar function to provide users with a summary of search session history. However, it 
is important to ensure that the system does not reveal the results that are blocked or the results that 
contains blocked terms. 

4.5 Discussion 

In relation to the first research question presented in this chapter (O2.RQ1): “What are the effects of 
non-uniform information access scenarios on collaborative search outcomes?” it was found that 
neither of the two non-uniform access scenarios investigated in this study had a significant negative 
impact on search performance or collection coverage. While one might expect a decrease in search 
performance and collection coverage for non-uniform access scenarios compared to full access 
scenario, the performance was unchanged. This is different from the findings discovered in the 
simulated evaluation presented in Chapter 3 where search performance deteriorated significantly at 
the access combinations 100%-60% for the document removal scenario (DR) and 100%-70% for the 
term blacklisting scenario (TR). This difference could be because human participants were used in this 
study, and humans can compensate for each other in ways that cannot be easily simulated.  

In relation to the second research question presented in this chapter (O2.RQ2): “What are the effects 
of non-uniform information access scenarios on individual search outcomes?” it was found that the 
individuals with non-full access performed as well as those with full access for both DR and TR 



46 
 

scenarios. It appears that even removing 40% of the documents from the collection (i.e. for DR) and 
removing 30% of the most likely search terms (i.e. for TR) did not have a negative impact on 
individuals’ search outcomes. In terms of query submission, individual participants submitted a similar 
number of queries and average words. It appears that since the participants were unaware of their 
access, they carried on regardless.  

In relation to the third research question presented in this chapter (O2.RQ3): “How can MLCIR 
interfaces be designed so that they are usable and useful for the end users?” findings from the design 
interview are discussed in the following. In general, the findings 1) confirm the potential of the 
application of some existing CIR design suggestions to MLCIR, and 2) provide important new design 
suggestions for MLCIR systems. Awareness (more specifically team awareness, query awareness and 
result awareness) seems to play a potentially large role in MLCIR systems, perhaps because being 
aware of team members, their queries and their judged documents could help users share their 
expertise without disclosing sensitive information. This shows that whilst awareness has been an 
important concept in CIR (Shah, Marchionini 2010), it may be applicable in MLCIR too. However, MLCIR 
systems must ensure that providing awareness for users does not compromise any sensitive 
information. With this in mind, potential interface components for MLCIR systems are discussed in the 
followings. MLCIR systems could provide query properties such as effectiveness, popularity and time 
spent, and also allow for sorting of queries according to their properties. It was believed that these 
query properties could be implemented by adding different icons and a tooltip function in the query 
history component. Although a query properties component has not been implemented before, 
Freyne et al. (2007) used different icons and tooltips to show result properties in an attempt to 
integrate search and browsing functionality. It has also been shown that looking at high-quality query 
examples can help users create queries that are highly effective (Harvey, Hauff et al. 2015). Whilst 
icons could provide quick access to query properties, the tooltip function could provide further 
information such as number of viewed/relevant documents, number of times submitted, etc. Handel 
and Wang (2011) highlighted that MLCIR could impact negatively on collaboration since team 
members are unaware of individual’s access limitation. To address this, it was believed MLCIR systems 
could display each team member’s blacklisted keywords to those with higher access where 
appropriate. Thus, team members with higher access can compensate for those with lower access. In 
addition, like certain CIR systems (Morris, Horvitz 2007, González-Ibáñez, Shah 2011), it was believed 
MLCIR systems could provide easy access to a list of viewed/judged documents of team members. 
This can be implemented by adding separate lists for viewed and judged documents. However, the 
system must ensure that these lists do not accidently disclose unnecessary information by regularly 
checking for blacklisted terms and/or documents for every team member. The systems could also 
allow sorting of search results by means of their viewed and relevant properties. Moreover, during 
the search, it is important for users to be able to easily identify each team member’s role and their 
actions. Thus, individual team members could be differentiated using different colours and names 
similar to (Amershi, Morris 2008, Morris, Horvitz 2007). 

The study and findings presented in this chapter contributed to both HCI and IR communities. From 
HCI point of view, the findings provided important design recommendations to assist with the future 
development of systems that better support users in MLCIR scenarios. A better understanding of users 
in MLCIR was achieved by using questionnaires and design interviews which are the state-of-the-art 
research tools in HCI. From IR point of view, a better understanding of search outcomes was achieved 
by using the state-of-the-art IR and CIR evaluation metrics such as recall, precision and f-measure, 
coverage, unique coverage, etc. The use of HCI and IR approaches allowed us to better understand 
search outcomes as well as design considerations for MLCIR, which could not have been achieved by 
a simulated evaluation or by using either HCI or IR approach alone.  
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However, this user study had certain limitations. To investigate, for the first time, the effect of MLCIR 
scenarios in a user study, a relatively simple interface had to be design. The interface had basic 
functionalities to allow a pair of users to search for and judge documents synchronously. For this 
reason, some of the design suggestions obtained for this interface repeated what had previously been 
proposed for CIR system. However, this interface served as a starting point to investigate the impact 
of MLCIR scenarios, and the findings confirmed the potential applicability of some existing CIR 
interface components for MLCIR, and also highlighted a number of important design suggestions for 
improvement. 

4.6 Chapter Summary 

This chapter presented a preliminary user study conducted to investigate quantitative and qualitative 
impacts of existing CIR interface components on MLCIR search outcomes. The study was undertaken 
to fulfil one of the objectives identified for this PhD (see Section 1.2), which was: 

O2: To develop a preliminary MLCIR interface and investigate the impact of MLCIR scenarios on 
search outcomes using a user study 

The study utilised two non-uniform access scenarios (document access removing and search term 
blacklisting) and one full access scenario. The two non-uniform access scenarios were initially 
highlighted by Handel and Wang (2011) and were also tested in the previous simulated study as 
presented in Chapter 3. A simple collaborative search system was also developed using Google Web 
Toolkit and the Terrier libraries (Ounis, Amati et al. 2006). Pairs of participants evaluated system under 
the three information access scenarios. Collaborative search outcomes were compared between the 
information access scenarios, and individual search outcomes were compared between full access and 
non-full access within the two non-uniform information access scenarios. Overall, findings from the 
study suggested that removing 40% of the documents from the collection or removing 30% of the 
most likely search terms did not have a negative impact on search outcomes.  

Design recommendations were also discussed for the development of new interface components that 
support MLCIR, based on the feedback from design interviews. Findings from the design interview 
suggested that being aware of team members’ submitted queries and as well as viewed and judged 
documents (i.e. of allowed documents) could help users share their expertise without disclosing 
sensitive information. Also, suggestions were provided such that MLCIR systems must be aware of 
each user’s role, action, access and limitation, and must ensure that providing awareness for users 
does not compromise any sensitive information.  

While different interface components had been proposed for CIR, the nuanced differences with MLCIR 
meant more research was required for these components to be applicable in all collaborative search 
scenarios, not just when access to information is equal amongst a team of searchers. The findings 
presented in this chapter laid the groundwork for more research into MLCIR, which was initially laid 
out by Handel and Wang (2011), by 1) by providing a better understanding of MLCIR scenarios, 2) by 
confirming the potential for application of some existing CIR components, an important contribution 
in itself; and 3) by providing new suggestions for developing MLCIR systems. 

The elicited design recommendations from this study were tested through further user studies, in 
particular focusing on query awareness, result awareness and team awareness. These studies are 
discussed in the next chapter, Chapter 5.  
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Chapter 5: Investigating the Impact of 

Supporting CIR Awareness Concepts on 

MLCIR 

In this chapter, two user studies conducted to investigate the impact of supporting CIR awareness 
concepts on MLCIR are described. These studies contribute towards fulfilling one of the research 
objectives presented in Section 1.2: 

O3: To investigate the impact of existing CIR concepts on MLCIR search outcomes using a user 
study 

The remainder of this chapter is organised as follow. Section 5.1 describes in detail the research aims 
and questions of both user studies. The experimental setup is presented in Section 5.2 which explains 
all the materials used in order to conduct both user studies. Section 5.3 presents in detail specific 
study materials used and results obtain in the first study. Similarly, in Section 5.4 detailed study 
materials used and results obtained in the second study. In Section 5.5, results from both user studies 
are discussed, providing design recommendations for MLCIR systems. This chapter concludes with 
Section 5.6 which summarises the main findings and contributions of both studies. 

This work has been accepted by Elsevier IP&M journal which has the impact factor of 2.391 (2016). 

5.1 Research Aims and Questions 

The user study presented in Chapter 4 indicated three awareness types that are applicable for MLCIR 
interfaces; these are query awareness, result awareness and team awareness. This chapter presents 
two separate user studies where the impact of different awareness types on MLCIR were investigated 
using a number of different interfaces and a similar experimental design as our previous user study 
(see Chapter 4). In the first study presented in this chapter, the impact of query awareness was 
investigated. In the second study, the impact of result awareness and team awareness were 
investigated. Result awareness and team awareness were investigated as one study because at the 
time the study was being conducted, not many different interface components were available for 
either in CIR literature. For query awareness, however, various components had been proposed 
(Morris, Horvitz 2007, Amershi, Morris 2008, Joho, Hannah et al. 2008, Shah 2010). Besides, 
preliminary user study presented in Chapter 4 did not suggest as many changes for result awareness 
and team awareness compared to query awareness. Thus, the main difference between the two 
studies was the interfaces, and the type of awareness that they support. The aim of the two user 
studies was to investigate the impact of query awareness, result awareness and team awareness on 
MLCIR outcomes, and to provide design recommendations to help develop new MLCIR interfaces. 
Each study had four main research questions that were put forward to fulfil the research objective, 
O3 (see Section 1.2). The research questions for the first study were: 

O3.S1-RQ1: How does support for query awareness impact collaborative search outcomes in 
MLCIR? 

O3.S1-RQ2: How does support for query awareness impact individual search outcomes in 
MLCIR? 



49 
 

O3.S1-RQ3: How does support for query awareness impact users' search experience? 
O3.S1-RQ4: How can query awareness be better provided in MLCIR? 

The research questions for the second study were: 

O3.S2-RQ1: How does support for result awareness and team awareness impact collaborative 
search outcomes in MLCIR? 

O3.S2-RQ2: How does support for result awareness and team awareness impact individual 
search outcomes in MLCIR? 

O3.S2-RQ3: How does support for result awareness and team awareness impact users' search 
experience? 

O3.S2-RQ4: How can result awareness and team awareness be better provided in MLCIR? 

5.2 Experimental Setup 

Most of the materials used for both studies were the same as the previous user study presented in 
Chapter 4. These include: document collection (i.e. AQUAINT corpus, see Section 4.3.1), search topics 
(i.e. 10 TREC topics, see Section 4.3.1), information access scenarios and access combinations (see 
4.3.2). For that reason, they are not re-presented in this chapter. A new set of indexes was created for 
each study using the same procedure as the user study presented in Chapter 4 (see Section 4.3.2). This 
means for the document removal scenario, one team member had full access to the collection while 
the other had access to 60% of the documents in the collection. Similarly, for the term blacklisting 
scenario, one team member had full access to the collection while the other had 30% of the most 
frequent terms in the query pool blacklisted. The study procedure used for both studies are presented 
in the following sub-section (Section 5.2.1). 

5.2.1. Study Procedure 
Figure 5.1 highlights an overview of the study procedure. Following the same procedure as the user 
study presented in Chapter 4 (see Section 4.3.4), a total of 20 participants (10 pairs) were recruited 
for each study from personal contacts, research group and university contacts. Participants were 
assigned partners based on their available timeslots. After partners were assigned, each participant 
was sent an email containing an information sheet, a consent form and a link to demographic 
questionnaire (see Appendices A2 and A3 for information sheets and consent forms; see Appendix B 
for the full set of demographic questionnaire). The participants were instructed to complete the 
questionnaire prior to arriving for the study.  

 

Figure 5.1: Study procedure for a pair of participants 
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Once a pair of participants arrived for the study, they were welcomed and the study was briefly 
explained. They were also instructed not to communicate during the search sessions. The participants 
were then told that their goal was to find as many relevant documents as possible for a given task 
within 15 minutes. They were informed of non-uniform access but were neither informed of the order 
of scenarios being presented nor which team member had more (or less) access to the collection than 
the other. Not informing the participants which team member had more (or less) access reduced the 
possibility of a bias when answering one of the post-task questionnaire questions which assessed the 
participants’ perception of their access level relative to their partner (see Q1 of Table 5.3 and Table 
5.7). The participants were explained as follow: 

“In some scenarios, one of you will have less access to the results than the other. What that 
means is if you are the one with less access, it is likely that some of your search keywords will 
give you very little or no results. In that case, maybe try using different keywords.” 

Next, the participants were provided with a short demonstration of an interface using a search task 
which was randomly selected from the 10 candidate topics. The researcher explained in detail each 
component of the interface to both participants. To ensure consistency, the components were 
explained from left to right and from top to bottom of the interface. The participants were then given 
a few minutes to practice with the interface and the selected task. Using the same task, the 
participants then searched for a maximum of 15 minutes in the same room using separate computers 
facing opposite directions (see Figure 4.3). To simulate remote collaboration participants were 
instructed to pretend that they were in different places. After 15 minutes, each participant was 
provided with a post-task questionnaire which was designed to obtain subjective assessments of 
individual participant’s perception of their access level, search task, search performance and certain 
interface components (see Table 5.3 and Table 5.7 for summarised questions and Appendices C2 and 
C3 for full sets of questionnaire that were used in both studies). The participants were given 3 minutes 
to complete the questionnaire. Once completed, they were given up to 5 minutes to rest in order to 
reduce any fatigue effects. The scenario, task and interface were then changed and the participants 
were provided with a demonstration of a new interface using a new task. After practicing with the 
new interface, the participants performed another search session for a maximum of 15 minutes. The 
rest of the steps for this search session were as presented in Figure 5.1. Steps 3 to 5 in Figure 5.1 were 
repeated for the remaining scenario and interface. After all 3 search iterations were completed, a 
design interview was conducted with the pair of participants. A detailed explanation of the design 
interviews for both studies is presented in Sections 5.3.4 and 5.4.4 respectively and the full sets of 
questions can be found in Appendices E2 and E3. The total length of each study for a pair of 
participants was 1 hour and 50 minutes. 

Table 5.1 shows an example rotation of the scenarios, access combinations and interfaces for one pair 
of participants (see Appendices G2 and G3 for a full list). The scenarios and interfaces were both 
rotated using a Latin-square counterbalancing measure whereas the access combinations between a 
pair of participants were rotated every time a scenario/interface was changed.  

Pair ID Scenario Access combination (participants A-B) Interface Type 

1 

Document removal 100%-60% 1 

Term blacklisting 70%-100% 2 

Full access 100%-100% 3 

Table 5.1: An example rotation of the scenarios, access combinations and interfaces for one pair of participants 



51 
 

5.3 Study 1: Impact of Query Awareness on MLCIR 

Study 1 of this chapter (query awareness study) was conducted to address the following research 
questions:  

O3.S1-RQ1: How does support for query awareness impact collaborative search outcomes in 
MLCIR? 

O3.S1-RQ2: How does support for query awareness impact individual search outcomes in 
MLCIR? 

O3.S1-RQ3: How does support for query awareness impact users' search experience? 
O3.S1-RQ4: How can query awareness be better provided in MLCIR? 

The following sub-sections present the specific study materials used and results obtained in study 1 
of this chapter (query awareness study). 

5.3.1 Participants 
A total of 20 participants were recruited for the study through the university contacts. The participants 
were randomly assigned into pairs to form 10 groups. Each participant received a £10 Amazon 
voucher; they were informed of this while being recruited. 5 females and 15 males participated in the 
study. The average age of the participants was 28.2 (σ = 6.6) ranging from 18 to 44 years old. All of the 
participants were students; they were studying in a number of different subject areas including life 
science, engineering, computer science, etc. Amongst the 20 participants, 5 reported that they usually 
spend 6 to 10 hours per week using search engines, 6 reported 11 to 15 hours per week, 3 reported 
16 to 20 hours per week, and 6 reported more than 20 hours per week. 10 of the participants reported 
that they had taken part in a collaborative information search at least once, using either Google or 
Google Scholar. 

5.3.2 Interfaces  
For this study, three different collaborative search interfaces were developed with varying support for 
query awareness. The interfaces were designed based on the findings obtained from the user study 
presented in Chapter 4 (see Section 4.4.5 for the findings). All three interfaces allowed a pair of users 
to judge search results synchronously. Each interface was designed to display a team’s shared query 
history in a different way (see Figure 5.3). The interfaces were implemented using Google Web Toolkit4 
and the Terrier libraries (Ounis, Amati et al. 2006). During the study, participants were presented with 
a different interface in each access scenario as highlighted in Table 5.1. Details of the interfaces are 
explained in the following sub-sections. 

5.3.2.1 Baseline Interface (Baseline) 
The baseline interface is the same as the interface used in the previous user study presented in 
Chapter 4. The baseline interface contains three main components:  

1. search component,  
2. query history component and  
3. viewed/judged component.  

Figure 5.2 highlights the baseline interface. A full explanation of the interface can be found in Section 
4.2, hence it is not re-presented in this section. 

                                                             
4 http://www.gwtproject.org 
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Figure 5.2: Baseline interface: 1) search component, 2) query history component, 3) viewed/relevant component, a) query-
box, b) search-button, c) result-list pane, d) result-detail panel, e) relevant label and f) viewed label 

5.3.2.2 Interface with Icons (IWI) 
The query history component of the interface with icons (IWI) interface adds three different query 
property icons in addition to the query history component of the Baseline interface. Design 
recommendations for this component were obtained from the user study presented in Chapter 4 (see 
Section 4.4.5.3 for details). This query history component is shown in Figure 5.3(2) where a number of 
example queries are displayed together with their property icons. Figure 5.3(c) represents the query 
effectiveness property, Figure 5.3(d) represents the query popularity property, and Figure 5.3(e) 
represents the time spent on query property. Query effectiveness property is measured the number 
of relevant documents found for a particular query. Query popularity property is measured by the 
number of times a particular query is used by the team. Time spent on query property is measured by 
the duration spent on a particular query before a new query is issued. The icons appear with varying 
levels of filling to represent the levels of effectiveness, popularity and time spent relative to the rest 
of the queries throughout an entire search session. A simple mouse over on each icon reveals its detail 
as shown in Figure 5.3(f, g, h). A similar approach has also been utilised in a system implemented by 
Freyne et al. (2007) where icons augmented results-related properties, e.g. result popularity. Unlike 
the approach of Freyne et al. (2007), the icons in the IWI interface augmented queries. 
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Figure 5.3: Search interface with various query history components: 1) query history component of the Baseline Interface, 2) 
query history component of the Interface with Icons, 3) query history component of the Interface with Icons and Sorting, 4) 
search interface, a) team members, b) queries, c) query effectiveness icons, d) query popularity icons, e) time spent on query 
icons, f) tooltip of the query effectiveness icons, g) tooltip of the query popularity icons, h) tooltip of the time spent on query 
icons, i) dropdown-list with three different sort criteria, j) search component, k) viewed/relevant component 

5.3.2.3 Interface with Icons and Sorting (IWIS) 
The query history component of the interface with icons and sorting (IWIS) interface adds a sort 
function in addition to the query history component of the IWI interface. Design recommendations 
for this component were obtained from the user study presented in Chapter 4 (see Section 4.4.5.3 for 
details). This query history component is shown in Figure 5.3(3) where a number of example queries 
are displayed together with their property icons, and a dropdown-list with three different sort criteria 
(i.e. Figure 5.3(i)). The sort criteria allow sorting of query history according to their properties: query 
effectiveness, query popularity and time spent on a query.  

5.3.3 Evaluation Metrics 
A log of participants’ interaction with each of the interfaces was recorded. Table 5.2 highlights all the 
quantitative evaluation metrics analysed for each interface (see Section 2.5.2 for definition). To be 
able to analyse the participants’ usage of the interface components, a number of interaction metrics 
were used, these include the number of clicks on query history for all the interfaces. For the IWI and 
IWIS interfaces, the duration spent (hovering mouse) on icons was also analysed. In addition, for the 
IWIS interface, the number of times query history was sorted was analysed.  
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Evaluation metrics Interfaces  

Recall Baseline, IWI, IWIS 

Precision Baseline, IWI, IWIS 

F-measure Baseline, IWI, IWIS 

Coverage Baseline, IWI, IWIS 

Relevant coverage Baseline, IWI, IWIS 

Unique coverage Baseline, IWI, IWIS 

Unique relevant coverage Baseline, IWI, IWIS 

Number of queries Baseline, IWI, IWIS 

Query length Baseline, IWI, IWIS 

Query success Baseline, IWI, IWIS 

Number of viewed documents Baseline, IWI, IWIS 

Number of viewed documents by query Baseline, IWI, IWIS 

Number of clicks on query history Baseline, IWI, IWIS 

Duration spent on icons IWI, IWIS 

Number of times query history was sorted IWIS 

Table 5.2: Quantitative evaluation metrics measured in different interfaces 

A post-task questionnaire provided at the end of each search session was used to obtain subjective 
assessments of individual participant’s perception of their access, search tasks, search performance 
and interface components (see Table 5.3 for summarised questions; see Appendix C2 for a full set of 
post-task questionnaire). The questionnaire was in the form of 5-point Likert scales and the answers 
ranged from 1 (strongly disagree) to 3 (neither) to 5 (strongly agree). The first question of the post-
task questionnaire (Q1) captured participants’ perception of their access-level relative to their 
partner. Q2 to Q4 captured participants’ perceptions of search tasks. Q5 to Q8 captured participants’ 
perceptions of search performance. Q9 to Q11 captured participants’ perceptions of query property 
icons. Q12 captured participants’ perceptions of query sort function. Q2 to Q12 were based on an 
evaluation conducted by Joho et al. (2008). (Please note that for the Baseline interface, only Q1 to Q8 
were presented to the participants whereas for the IWI interface, Q1 to Q11 were presented. For IWIS, 
all 12 questions were presented).  
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 Questions Interfaces 
Q1  I think I had higher access than my partner. Baseline, IWI, IWIS 
Q2  The instruction of this task is easy to understand. Baseline, IWI, IWIS 
Q3  The topic of this task is interesting. Baseline, IWI, IWIS 
Q4  I was familiar with the topic of this task. Baseline, IWI, IWIS 
Q5  I am satisfied with the documents obtained for my queries 

for this task. 
Baseline, IWI, IWIS 

Q6  I am confident with the documents I judged for this task. Baseline, IWI, IWIS 
Q7  I think my team found a lot of relevant documents for this 

task. 
Baseline, IWI, IWIS 

Q8  I think I found more relevant documents than my partner for 
this task. 

Baseline, IWI, IWIS 

Q9  The ‘query effectiveness’ (QE) icons were helpful for this 
task. 

IWI, IWIS 

Q10  The ‘query popularity’ (QP) icons were helpful for this task. IWI, IWIS 
Q11  The ‘time spent on query’ (TS) icons were helpful for this 

task. 
IWI, IWIS 

Q12 The ability to sort query history was helpful for this task. IWIS 
Table 5.3: Questions of the post-task questionnaire. Q1 = assessment of participants’ access. Q2 to Q4 = assessment of search 
task. Q5 to Q8 = assessment of search performance. Q9 to Q11 = assessment of query property icons. Q12 = assessment of 
query sort function 

5.3.4 Design Interview 
The purpose of the design interview was to understand in what way each of the query awareness 
components affected participants during the search sessions. The design interview also captured 
suggestions, related to query awareness, from participants so that the interface components could be 
improved for MLCIR. The interview was conducted with pairs of participants after evaluation. The 
interview consisted of two sections. In section 1, pairs of participants were asked a series of questions 
related to each of the query awareness components (i.e. in what way each component affected their 
search, and in what way each component could be redesigned and improved). In section 2, the pairs 
were asked to suggest new components and/or functionalities in order to improve query awareness. 
During the interview, participants were also provided with printouts of interface components, and 
empty sheets of paper where they could sketch or annotate their ideas. Throughout the interview, 
participants’ responses were recorded on an audio recorder, which were later transcribed for analysis. 
The transcripts were analysed using the Constant Comparative Method (CCM) (Glaser, Strauss et al. 
1968), a data analysis method for the Grounded Theory approach. 

5.3.5 Results 
Comparisons were made between the three interfaces within each scenario and within the full access 
and non-full access of the non-uniform access scenarios. A one-way ANOVA (Fisher 1919) was used 
for normally distributed data and a Kruskal-Wallis H test (Kruskal, Wallis 1952) was used for non-
normally distributed data. Prior to one-way ANOVA, Levene's test (Levene 1960) was carried out in 
order to check for homogeneity of variance. If homogeneity of variances assumption was violated, a 
Welch ANOVA (Welch 1947) was employed instead of one-way ANOVA. Welch ANOVA is an 
alternative analysis of variance method to one-way ANOVA, and is used when homogeneity of 
variances assumption is violated. As for post-hoc analysis, for normally distributed data, if the 
homogeneity of variances assumption was violated, Games-Howell test was used (Laerd Statistics 
2013). Otherwise, a Tukey test was used. For non-normally distributed data, the default post-hoc test 



56 
 

of SPSS for Kruskal-Wallis H test: Dunn-Bonferroni post-hoc test was used which is based on Dunn’s 
(1964) work (IBM 2014). The independent variables were the interfaces, which means impact of the 
interfaces on collaborative search outcomes (e.g. Baseline vs. IWI vs. IWIS within the document 
removal scenario) and on individual search outcomes (e.g. Baseline vs. IWI vs. IWIS of individuals with 
non-full access within the document removal scenario) were analysed. The dependent variables 
included all evaluation metrics presented in Table 5.2 (except for number of times query history was 
sorted) and all questions from the post-task evaluation questionnaire presented in Table 5.3 (except 
for Q12). In the following sub-sections, detailed results of the statistical analysis and design interview 
are presented.  

5.3.5.1 Search Performance 
Results of recall, precision and f-measure indicated that there was no significant difference in search 
performance between the three interfaces for the document removal and term blacklisting scenarios 
(O3.S1-RQ1, see Section 5.1). However, for the full access scenario, results indicated that precision 
was significantly different between the interfaces (Welch’s F(2, 3.51) = 15.1, p = 0.019). As shown in 
Table 5.4, the Baseline interface had the highest precision whereas the IWI interface had the lowest. 
However, post-hoc analysis, using the Games-Howell test with Bonferroni correction, revealed that 
precision was not statistically different between the interfaces (O3.S1-RQ1). Recall and f-measure for 
the full access scenario had no significant difference between the three interfaces (O3.S1-RQ1). For 
full access and non-full access within document removal and term blacklisting scenarios, there was no 
significant difference in recall, precision and f-measure between the three interfaces (O3.S1-RQ2). 
Mean values of all search performance metrics are presented in Appendix I1, Table I.1. 

  Full access scenario 

  Baseline IWI IWIS 

Precision Mean 
S.D 
Median 

0.708 
0.190 
0.750 

0.050 
0.050 
0.052 

0.385 
0.359 
0.395 

Query success Mean 
S.D 
Median 

1.036 
0.142 
1.090 

0.030 
0.026 
0.045 

0.231 
0.234 
0.237 

No. of viewed documents by query Mean 
S.D 
Median 

6.821 
1.877 
6.714 

3.045 
0.433 
3.090 

2.354 
1.397 
2.102 

Table 5.4: Comparison between the interfaces for the Full Access scenario (O3.S1-RQ1). Bold = statistically different pairs (i.e. 
p ≤ .05). S.D = standard deviation. 

5.3.5.2 Query Submission and Documents Viewed 
Results showed that for the document removal and term blacklisting scenarios (both collaboratively 
(O3.S1-RQ1) and individually (O3.S1-RQ2)), there was no significant difference between the three 
interfaces in terms of number of queries, average query length, query success, number of viewed 
documents and number of viewed documents by query. For the full access scenario, however, results 
indicated that query success and number of viewed documents by query were significantly different 
between the interfaces (χ2(2) = 6.587, p = 0.037 & ANOVA F(2,7) = 9.85, p = 0.009 respectively). As 
shown in Table 5.4, the Baseline interface had the highest query success and number of viewed 
documents by query. Post-hoc analysis using Dunn-Bonferroni test revealed that the Baseline interface 
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had significantly better query success than the IWI interface (adjusted p = 0.036), as well as 
significantly higher number of viewed documents by query than the IWIS interface (adjusted p = 0.027) 
(O3.S1-RQ1). These results assure that the participants submitted similar amount of queries between 
the three interfaces for all scenarios. They, however, had the least query success within the IWI 
interface and read the lowest number of documents within the IWIS interface for the full access 
scenario. Mean values of all query submission and documents viewed metrics are presented in 
Appendix I1, Table I.1. 

5.3.5.3 Collection Coverage 
Results showed that for all cases (both collaboratively (O3.S1-RQ1) and individually (O3.S1-RQ2)), 
there was no significant difference between the interfaces in terms of coverage, relevant coverage, 
unique coverage and unique relevant coverage. This suggests that the participants had similar 
collection coverage outcomes between the three interfaces for all scenarios. Mean values of all 
collection coverage metrics are presented in Appendix I1, Table I.1. 

5.3.5.4 Usage 
The log also recorded usage of each interface such as: number of clicks on query history, duration spent 
on icons and number of times query history was sorted. Results indicated that in all cases (both 
collaboratively (O3.S1-RQ1) and individually (O3.S1-RQ2)), number of clicks on query history was not 
significantly different between the three interfaces. Similarly, duration spent on icons was not 
statistically different between IWI and IWIS. Thus, the participants used the common components 
between the three interfaces in a similar manner. No pairwise comparisons were made for number of 
times query history was sorted since sorting is present only in IWIS. Mean values of all interface usage 
metrics are presented in Appendix I1, Table I.1. 

5.3.5.5 Participants’ Perceptions 

Participants’ perceptions were captured using the post-task questionnaire (see Table 5.3 for 
questions). Results indicated that for the document removal and term blacklisting scenarios (both 
collaboratively (O3.S1-RQ1) and individually (O3.S1-RQ2)), all questions had no significantly different 
answers between the interfaces. However, for the full access scenario, the results indicated that 
answers for perception of higher access (Q1: χ2(2) = 6.61, p = 0.037), result satisfaction (Q5: χ2(2) = 
7.68, p = 0.021), confidence in judgement (Q6: χ2(2) = 6.07, p = 0.048) and perception of team 
performance (Q7: χ2(2) = 9.6, p = 0.008) were significantly different (O3.S1-RQ1). As shown in Table 
5.5, the IWI interface had the highest perception of higher access (Q1) whereas the Baseline interface 
had the highest result satisfaction (Q5), confidence in judgement (Q6) and perception of team 
performance (Q7). Post-hoc analysis using Dunn-Bonferroni test revealed that the IWI interface had 
significantly higher perception of higher access (Q1) than the IWIS interface (adjusted p = 0.041). The 
Baseline interface had significantly higher result satisfaction (Q5), confidence in judgement (Q6) and 
perception of team performance (Q7) than the IWIS interface (adjusted p = 0.017, 0.043 & 0.021 
respectively). Besides, the Baseline interface had significantly higher perception of team performance 
(Q7) than the IWI interface (adjusted p = 0.019). A full set of results for all the questions is provided in 
Appendix I1, Table I.2. 
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full access scenario 

  Baseline IWI IWIS 

Q1 
Mean 
S.D 
Median 

3.7 
0.5 

4 

4 
0.6 

4 

2.8 
1 
3 

Q5 
Mean 
S.D 
Median 

4.2 
0.8 

4 

3.2 
1.2 
3.5 

2.5 
1.1 

3 

Q6 
Mean 
S.D 
Median 

4.3 
0.5 

4 

3.8 
0.8 

4 

3.1 
1.1 

3 

Q7 
Mean 
S.D 
Median 

4.2 
0.8 

4 

2.5 
0.8 

3 

2.6 
0.9 

3 

Table 5.5: Comparison between the interfaces for the Full Access scenario (O3.S1-RQ1).  (see Table 5.3 for questions). 1 = 
strongly disagree, 3 = neither, 5 = strongly agree. Bold or underlined = statistically different pairs (i.e. p ≤ .05). S.D = standard 
deviation 

5.3.5.6 Design Interview 
Analysis resulted in 3 main themes: knowledge of partner’s performance, knowledge of better queries, 
and improvements (addressing the research questions: O3.S1-RQ3 & O3.S1-RQ4). Details of these 
themes are presented in the following sub-sections. 

5.3.5.6.1 Knowledge of partner’s performance 
It appears that certain properties of a query can help users obtain knowledge of their team members’ 
search performance without sharing any documents. 6 (30%) of the participants reported that just by 
using the time spent on query property, they were able to tell that their partners were finding relevant 
documents. For example, P19 reported, “TS is better than the rest of the icons. If I or [my partner] is 
spending a long time on a query, it is because we found something useful.” On the other hand, 2 other 
participants (10%) reported that the query effectiveness property helped them understand their 
partners’ performance. P3 explained, “May be [partner] found relevant results, but I could go further 
and see if there is something more relevant because there is like 1000 documents.” This implies that 
the participant could focus on a particular query as his/her partner had found relevant documents for 
that query. In addition, 1 participant (5%) reported that the time spent on query and query 
effectiveness properties, when combined, were most helpful for this particular case. For example, the 
participant explained: “I can see how much time my partner has spent on this query and check QE to 
see if my partner has found relevant documents.” (P16). 

5.3.5.6.2 Knowledge of better queries 
It was found that the query effectiveness and query popularity properties helped the participants 
improve their queries. This indicates that the query effectiveness and query popularity properties can 
help users obtain knowledge of better queries without sharing any documents. 14 (70%) of the 
participants reported that the query effectiveness property was most helpful for improving their 
queries. As one of the participants explained, “The first thing I looked at when I searched. This (query 
effectiveness) gave me an idea of what other terms to use.” (P6). On the other hand, 4 (20%) of the 
participants reported that query popularity property was most helpful. For example, one of the 
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participants made the following comment: “It (query popularity) helps me find more results because 
I know this query is popular.” (P20). 

5.3.5.6.3 Improvements 
This section presents participants’ suggestions to improve the query awareness components. Detailed 
discussion of the findings from the design interview can be found in Section 5.5.4. 

Regarding query property icons, 10 (50%) of the participants suggested displaying the actual numbers 
(i.e. number of relevant documents, number of times submitted and time spent) on the respective 
icons instead of the current tooltip function. It appears that displaying the numbers on icons could 
allow users to quickly identify query properties. In addition, the use of different colours (e.g. red and 
green) was also suggested in the place of fill-up by 7 participants (35%). Colours such as red and green 
are commonly associated with opposite variations by many of us e.g. bad and good, stop and go, etc. 
Therefore, a number of different colours may be used in the place of low, median and high fill-up 
levels (e.g. red, yellow and green).  

On the other hand, 8 participants (40%) reported that having to check each of the query properties 
was a visually demanding and time consuming task. In order to address this issue, a balanced query 
score can be suggested that accounts for all three query properties. While it is based on the model of 
f-measure, the balanced query score can be interpreted as an average of the three query properties, 
where the higher the score reaches the better the query is. The balanced score of a query 𝑆𝑐𝑜𝑟𝑒6 can 
be calculated as: 

𝑆𝑐𝑜𝑟𝑒67
8𝑅6 × 𝑇6< + 𝑃6
𝑅6 + 𝑇6 + 𝑃6

 

where 𝑅6  is the number of relevant documents found for query q,  𝑇6  the duration spent on query q, 
and 𝑃6 the number of times query q has been submitted. This single score can then be displayed in 
the place of the current query property icons. The single score can also be augmented with different 
colours (as discussed earlier), and a tooltip function to display details of the three query properties.  
In the future, the effect of this balanced query score on users’ effort should be investigated to be able 
to confirm or improve its effectiveness. 

Regarding the query sort function, 6 participants (30%) reported that the current design was confusing 
and/or involves quite a lot of steps. To improve it, participants suggested a sort function that is similar 
to sorting tables by clicking on column headers.  

In the next section, the experimental setup and findings of Study 2 (result awareness and team 
awareness study) are presented. 
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5.4 Study 2: Impact of Result Awareness and Team 

Awareness on MLCIR 

Study 2 of this chapter (result awareness and team awareness study) was conducted to address the 
following research questions:  

O3.S2-RQ1: How does support for result awareness and team awareness impact collaborative 
search outcomes in MLCIR? 

O3.S2-RQ2: How does support for result awareness and team awareness impact individual 
search outcomes in MLCIR? 

O3.S2-RQ3: How does support for result awareness and team awareness impact users' search 
experience? 

O3.S2-RQ4: How can result awareness and team awareness be better provided in MLCIR? 

The following sub-sections present the specific study materials used and results obtained in study 2 
of this chapter (result awareness and team awareness study). 

5.4.1 Participants 
A new set of 20 participants were recruited for this study. The participants were randomly assigned 
into pairs. Each participant received a £10 Amazon voucher; they were informed of this while being 
recruited. There were 7 females and 13 male participants. The average age of the participants was 
29.8 (σ = 5.97) ranging from 22 to 47 years old. All of the participants were students. They were 
studying in a number of different subject areas including marine engineering, life science, computer 
science and business. Of 20 participants, 1 reported that he/she usually spend less than 6 hours per 
week using search engines, 5 reported 6 to 10 hours per week, 2 reported 11 to 15 hours per week, 5 
reported 16 to 20 hours per week and 7 reported more than 20 hours per week. 16 participants 
reported that they had taken part in a collaborative search at least once using tool such as Google, 
Facebook, phone, email and university library systems. 

5.4.2 Interfaces 
Three different collaborative search interfaces were used for this study; these are: baseline interface, 
result awareness interface and team awareness interface. The interfaces were designed based on the 
findings obtained from the user study presented in Chapter 4 (see Section 4.4.5 for the findings). The 
interfaces were implemented using Google Web Toolkit5 and the Terrier libraries (Ounis, Amati et al. 
2006). During the study, participants were presented with a different interface in each access scenario 
as previously highlighted in Table 5.1. Details of the interfaces are explained in the following sub-
sections. During the study, the three interfaces were counterbalanced using a Latin-square 
counterbalancing measure.  

5.4.2.1 Baseline Interface (Baseline) 
The baseline interface is exactly the same as the interface used in the previous user study presented 
in Chapter 4. It contains three main components:  

1. search component,  
2. query history component and  
3. viewed/judged component.  

                                                             
5 http://gwtproject.org 
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A full explanation of the interface can be found in Section 4.2, hence it is not re-presented in this 
section. 

5.4.2.2 Result Awareness Interface (RA) 
Figure 5.4 highlights components of the result awareness interface. The documents viewed and/or 
marked as relevant by users are kept in two separate lists (i.e. “Viewed documents” list and “Relevant 
documents” list) as shown in Figure 5.4 (1). Documents can also be bookmarked by clicking on the 
“Bookmark” button (i.e. Figure 5.4 (a)). The documents that are bookmarked by both users are kept 
in the “Bookmarked documents” (i.e. Figure 5.4 (2)). These three lists can be seen as a history of 
viewed, relevant and bookmarked documents. Each user can only see documents that they have 
access to, or documents that do not contain blacklisted keywords for them. Clicking on a document in 
any list displays the full contents of the respective document as shown in Figure 5.5. A result 
recommendation component was also considered as it was successfully used by other researchers 
(Morris, Horvitz 2007, Shah 2010). However, given that users in MLCIR scenarios may be unaware of 
their access limitation, as well as other team members’, result recommendation could be misleading.  

Search results can be sorted by using the dropdown list as shown in Figure 5.4 (3). The sorting criteria 
are default, viewed, and relevant. In Figure 5.4, the results are sorted by a “viewed” criteria. Previous 
research in CIR has utilised approaches such as re-ranking results based on previous search 
information (Freyne, Farzan et al. 2007) and re-ranking results based on user roles (Shah, Pickens et 
al. 2010). However, unlike these approaches, the sort function in Figure 5.4 is explicit (i.e. triggered by 
users) and utilises viewed/relevant properties of the documents. 

 

Figure 5.4: Result awareness interface: 1) viewed and relevant documents lists, 2) bookmarked documents list, 3) result 
sorting function, and a) bookmark button 
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Figure 5.5: Result awareness interface 2: full contents of a document are displayed once it is clicked in any of the lists (i.e. 
“Viewed documents”, “Relevant documents” and “Bookmarked documents” lists) 

5.4.2.3 Team Awareness Interface (TA) 
Figure 5.6 highlights components of the team awareness interface. As shown in Figure 5.6 (a), query 
histories are displayed in two separate lists and are differentiated by different colours according to 
team members. For the viewed/judged component, team members who viewed and judged 
documents are differentiated using their respective colours and initials (see Figure 5.6 (b)). A CIR 
system: CoSearch (2008) successfully utilised different colours and names to highlight different users 
in both query history and search result. 

 

Figure 5.6:  Team awareness interface: a) query history component, and b) viewed/relevant component with initials of "Me" 
and "Partner" 
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5.4.3 Evaluation Metrics  
Table 5.6 highlights all the quantitative evaluation metrics analysed for each interface (see Section 
2.5.2 for definition).  

Evaluation metrics Interfaces 

Recall Baseline, RA, TA 

Precision Baseline, RA, TA 

F-measure Baseline, RA, TA 

Coverage Baseline, RA, TA 

Relevant coverage Baseline, RA, TA 

Unique coverage Baseline, RA, TA 

Unique relevant coverage Baseline, RA, TA 

Number of queries Baseline, RA, TA 

Average query length Baseline, RA, TA 

Query success Baseline, RA, TA 

Number of viewed documents Baseline, RA, TA 

Number of viewed documents by query Baseline, RA, TA 

Number of clicks on query history Baseline, RA, TA 

Number of times results were sorted RA 

Number of clicks on viewed documents list RA 

Number of clicks on relevant documents list RA 

Number of clicks on bookmarked documents list RA 

Number of clicks on bookmark button RA 

Table 5.6: Quantitative evaluation metrics measured in different interfaces 

A post-task questionnaire was provided at the end of each search session. The aim of the 
questionnaire was to capture subjective assessments of individual participant’s perception of their 
access, search tasks, search performance and interface components (see Table 5.7 for summarised 
questions; see Appendix C3 for a full set of post-task questionnaire). The first question (Q1) captured 
participants’ perception of their access-level relative to their partner, Q2 to Q4 captured their 
perception of search tasks, Q5 to Q8 captured their perception of search performance. Q9 to Q12 
were presented to the participants only in the RA interface and captured participants’ perception of 
the RA interface components. Similarly, Q13 to Q16 were presented only in the TA interface and 
captured participants’ perception of the TA interface components.  
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 Questions Interfaces 

Q1  I think I had higher access than my partner. Baseline, RA, TA 

Q2  The instruction of this task is easy to understand. Baseline, RA, TA 

Q3  The topic of this task is interesting. Baseline, RA, TA 

Q4  I was familiar with the topic of this task. Baseline, RA, TA 

Q5  I am satisfied with the documents obtained for my queries for this 
task. 

Baseline, RA, TA 

Q6  I am confident with the documents I judged for this task. Baseline, RA, TA 

Q7  I think my team found a lot of relevant documents for this task. Baseline, RA, TA 

Q8  I think I found more relevant documents than my partner for this 
task. 

Baseline, RA, TA 

Q9  The result-sort function was helpful. RA 

Q10  Having a list of viewed documents was helpful. RA 

Q11  Having a list of relevant documents was helpful. RA 

Q12 The bookmark function was helpful. RA 

Q13 Having different colours for me and my partner in query history was 
helpful. 

TA 

Q14 Having separated lists of query history for me and my partner was 
helpful. 

TA 

Q15 Having different colours for me and my partner for viewed/relevant 
documents was helpful. 

TA 

Q16 Having initials for me and my partner for viewed/relevant 
documents was helpful. 

TA 

Table 5.7: Questions of the post-task questionnaire. Q1 = assessment of participants’ access. Q2 to Q4 = assessment of search 
task. Q5 to Q8 = assessment of search performance. Q9 to Q12 = assessment of result awareness interface. Q13 to Q16 = 
assessment of team awareness interface. 

5.4.4 Design Interview 
The design interview in this study aimed to capture qualitative feedback related to result awareness 
and team awareness interfaces. The interview was conducted with pairs of participants after 
evaluation. The interview comprised three sections: in section 1, the participant pairs were asked 
questions related to each of the result awareness components. In section 2, the pairs were asked 
questions related to each of the team awareness components. The questions asked in sections 1 and 
2 include: in what way each component affected their search, and in what way each component could 
be redesigned and improved. In section 3, the pairs were asked to suggest new components and/or 
functionalities in order to improve result awareness and team awareness. Participants were provided 
with printouts of interface components, and empty sheets of paper where they could sketch or 
annotate their ideas. Participants’ responses were recorded on an audio recorder. The responses were 
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later transcribed and analysed using the CCM (Glaser, Strauss et al. 1968), a data analysis method for 
the Grounded Theory approach.  

5.4.5 Results 
Pairwise comparisons were made between the three interfaces (i.e. baseline vs. result awareness vs. 
team awareness) within each scenario, as well as within the full access and non-full access of the non-
uniform access scenarios. The same statistical tests as study 1 (query awareness study) (see Section 
5.3.5) were used; these are: One-way ANOVA (Fisher 1919) and Kruskal-Wallis H (Kruskal, Wallis 1952) 
tests. Detailed results of the statistical analysis and design interview are presented in the following 
sub-sections. 

5.4.5.1 Search Performance 
Comparisons of recall, precision and f-measure between the interfaces (i.e. Baseline, RA & TA) showed 
no significant difference within the scenarios (O3.S2-RQ1, see Section 5.1).  However, there was a 
significant difference between the interfaces within the full access of term blacklisting scenario in 
terms of precision (χ2(2) = 6.635, p=0.036). As shown in Table 5.8, post-hoc analysis using Dunn-
Bonferroni test revealed that the RA interface has significantly higher precision than the Baseline 
interface (adjusted p = 0.045) (O3.S2-RQ2). Mean values of all search performance metrics are 
presented in Appendix I1, Table I.3. 

  Full access of term blacklisting scenario 

  Baseline RA TA 

Precision Mean 
S.D 
Median 

0.0 
0.0 
0.0 

0.73 
0.39 
0.88 

0.21 
0.37 

0.0 

Table 5.8: Comparison between the interfaces within the full access of the term blacklisting scenario (O3.S2-RQ2). Bold = 
statistically different pair (i.e. p ≤ .05). S.D = standard deviation 

5.4.5.2 Query Submission and Documents Viewed 
Results showed that for all cases (both collaboratively (O3.S2-RQ1) and individually (O3.S2-RQ2)), 
there was no significant difference between the interfaces in terms of query submission and 
documents viewed, measured by: number of queries, average query length, query success, number of 
viewed documents and number of viewed documents by query. This suggests that the amount of 
queries submitted and documents read was similar between the three interfaces for all scenarios, 
assuring that input from the participants was the same between the interfaces. Mean values of all 
query submission and documents viewed metrics are presented in Appendix I1, Table I.3.  

5.4.5.3 Collection Coverage 
No significant difference was found between the interfaces for all cases (both collaboratively (O3.S2-
RQ1) and individually (O3.S2-RQ2)) in terms of collection coverage, measured by: coverage, relevant 
coverage, unique coverage and unique relevant coverage. Again, this suggests that the participants 
had similar collection coverage outcomes between the three interfaces for all scenarios. Mean values 
of all collection coverage metrics are presented in Appendix I1, Table I.3. 

5.4.5.4 Usage 
Usage of the interfaces was measured by metrics: number of clicks on query history, number of times 
results were sorted, number of clicks on viewed documents list, number of clicks on relevant documents 
list, the number of clicks on bookmarked documents list, and the number of clicks on bookmark button. 
No significant difference was found between the interfaces for all cases in terms of number of clicks 
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on query history (O3.S2-RQ1 and O3.S2-RQ2). It means the usage of the three interfaces was the same 
for all the scenarios. No pairwise comparisons were made for the rest of the usage metrics since they 
were measured only in the RA interface. Mean values of all interface usage metrics can be found in 
Appendix I1, Table I.3. 

5.4.5.5 Participants’ Perceptions 
Statistical analysis results showed that the questionnaires (Q1 to Q8) had no significant different 
answers between the interfaces within all three scenarios (O3.S2-RQ1). For individuals with full access 
of term blacklisting scenario, however, the results indicated that scores for tasks’ easiness to 
understand (Q2: χ2(2)=6.644, p=0.036) and tasks familiarity (Q4: χ2(2)=7.094, p=0.029) were 
significantly different (O3.S2-RQ2). As shown in Table 5.9, the RA interface had the highest scores in 
both Q2 (adjusted p=0.032) and Q4 (adjusted p=0.025). A full set of results for all the questions is 
provided in Appendix I1, Table I.4. 

  

  

Full access of term blacklisting scenario 

 Baseline RA TA 

Q2 

Mean 3.33 5.00 4.33 

S.D 1.15 0.00 0.58 

Median 4.00 5.00 4.00 

Q4 

Mean 3.33 4.50 1.67 

S.D 0.58 0.58 1.15 

Median 3.00 4.50 1.00 

Table 5.9: Comparison between the interfaces within the full access of the term blacklisting scenario (O3.S2-RQ2) (see Table 
5.7 for questions). 1 = strongly disagree, 3 = neither, 5 = strongly agree. Bold = statistically different pair (i.e. p ≤ .05). S.D = 
standard deviation 

5.4.5.6 Design Interview 
The analysis of design interview responses resulted in 3 main themes: knowledge of better queries 
and results, reducing visual load and improvements (addressing the research questions: O3.S2-RQ3 & 
O3.S2-RQ4, see Section 5.1). Details of these themes are presented in the following sub-sections. 

5.4.5.6.1 Knowledge of better queries and results 
Based on the interview results, it was found that having access to a history of viewed, relevant and 
bookmarked documents helped the participants produce better queries. This in turn led the 
participants to finding more related results for their search topics. While all 20 participants provided 
positive remarks for having access to a result history, 8 participants (40%) explicitly described their 
experience where they obtained better queries and search results through the result history. For 
example, one participant mentioned: “When I was searching through, once I couldn’t find [results], I 
was able to go back and re-read [result history], and then looked for the keywords.” (P11). Another 
participant mentioned: “I read our previous relevant documents and based on that, I found other 
similar documents as well.” (P13). This finding indicates that having access to a history of intersecting 
viewed, relevant and bookmarked documents can help users in MLCIR scenarios to share their 
expertise without the necessity to disclose sensitive information. 
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5.4.5.6.2 Reducing visual load 
Although participants liked having access to result history, the result awareness interface was 
criticised for its complex design. For example, one participant described: “It’s very clunky, it almost 
kind of distracts you from what you are doing, so maybe having an option to click [the result history] 
and maybe just have less information.” (P19). When presented with the team awareness interface, all 
20 participants (100%) noted that they preferred the simple design of team awareness interface 
although the two interfaces were designed to serve different purposes. It is possible that in the result 
awareness interface, participants felt overwhelmed by a large amount of information being presented 
without much team information. With respect to the team awareness interface, one participant 
explained: “It was good to reduce the visual load. It gave most instantaneous impression of what’s 
going on. The colour coding makes it stands out even more.” (P2). Thus, obtaining a balance between 
different awareness kinds may be crucial for MLCIR systems since too much information means more 
cognitive load for users and could also lead to an unintended disclosure of sensitive information. 

5.4.5.6.3 Improvements 
This section presents participants’ suggestions to improve the result awareness and team 
components. Detailed discussion of the findings from the design interview can be found in Section 
5.5.4. 

With regard to the result awareness interface, 6 participants (30%) suggested displaying the person 
viewed, judged or bookmarked the documents in the respective components. For example, one 
participant explained: “Maybe if the ‘partner and me’ [identification] function, if that was included 
here, that would make this more efficient.” (P11). In addition, 4 participants (20%) suggested 
displaying the query terms that were used to obtain the documents displayed in the viewed, relevant 
and bookmarked lists. One participant clarified: “For example, if you show the keyword that my 
partner used to [obtain] relevant documents, I might be able to use it because I know this keyword is 
leading [my partner] to find this relevant document.” (P1). On the other hand, 8 (40%) of the 
participants thought that the viewed, relevant and bookmarked lists were taking an unnecessarily 
large amount of space. Therefore, they suggested that users should be able to hide the lists if they 
wish to. One participant said: “I think users should be able to hide [the lists]. If someone wants to see 
it, they can expand it.” (P5). Finally, 10 participants (50%) suggested that the result sorting function 
should also allow criteria such as: sort by person, sort by popularity, sort by bookmark and sort by 
date. For example, one participant explained: “The way sort would have been important to me is if 
there was a way I could sort those [results] based on popularity, date, etc.” (P2). 

With regard to the team awareness interface, 5 participants (25%) suggested that the query history 
could also display total results returned, number of viewed documents and number of relevant 
documents for each query. Some of these suggestions had already been implemented and 
investigated in study 1 (query awareness study). 8 (40%) of the participants raised a concern regarding 
viewed/relevant component of the team awareness interface, in which one participant said: “When 
you have many people, I don’t know how you could fit initials into the columns” (P20). For this 
particular scenario, the same 8 participants also provided suggestions such as: to “use the first two 
initials instead of just one” (P15), and to “distinguish me and the other people” (P3). 
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5.5 Discussion for Study 1 and Study 2 

5.5.1 Awareness vs. Collaborative Search Outcomes 
In relation to the first research question for study 1 (query awareness study) (O3.S1-RQ1): “How does 
support for query awareness impact collaborative search outcomes in MLCIR?”, it was found that 
within the full access scenario, the baseline interface had significantly higher query success than the 
interface with icons (IWI) and a significantly higher number of viewed documents by query than the 
interface with icons & sorting (IWIS). In terms of participants’ perception, within the full access 
scenario, participants had significantly more positive perception of their access in the IWI interface 
condition than they did in the IWIS interface condition. For the same scenario (i.e. full access), in terms 
of result satisfaction and confidence in judgement, the baseline interface had significantly higher score 
than the IWIS interface. Besides, participants’ perception of team performance was significantly 
higher in the baseline interface condition than both IWI and IWIS conditions for the full access 
scenario. These findings suggest that all three interfaces (i.e. Baseline, IWI & IWIS) had similar search 
performance and collection coverage within the three access scenarios. In relation to the first research 
question for study 2 (result awareness and team awareness study) (O3.S2-RQ1): “How does support 
for result awareness and team awareness impact collaborative search outcomes in MLCIR?”, the 
results again suggested that there were no significantly different collaborative search outcomes 
between the interfaces (i.e. Baseline, result awareness (RA) & team awareness (TA)). Thus, current 
awareness interfaces did not have considerable improvements over the baseline interface in terms of 
collaborative search outcomes. Comparisons between the IWI, IWIS, RA and TA interfaces were made 
to find out whether certain awareness type helps most in terms of collaborative search outcomes. 
None of the three awareness types significantly outperformed each other. Next, the impact on 
individual search outcomes is discussed. 

5.5.2 Awareness vs. Individual Search Outcomes 
In relation to the second research question for study 1 (query awareness study) (O3.S1-RQ2): “How 
does support for query awareness impact individual search outcomes in MLCIR?”, the results showed 
that there were no significantly different outcomes between the interfaces (i.e. Baseline, IWI & IWIS) 
within full access and non-full access of both document removal and term blacklisting scenarios. In 
relation to the second research question for study 2 (result awareness and team awareness study)  
(O3.S2-RQ2): “How does support for result awareness and team awareness impact individual search 
outcomes in MLCIR?”, results showed that for individuals with full access of the term blacklisting 
scenario, the RA interface had significantly higher precision compared to the baseline interface This 
could be related to the high scores on tasks’ easiness to understand and tasks familiarity (see Table 
5.9). Comparisons between the IWI, IWIS, RA and TA interfaces showed that none of the three 
awareness types significantly outperformed each other in terms of individual search outcomes. In 
almost every case, the awareness interfaces did not outperform the baseline interface. This is possibly 
due to the simplicity of the awareness interfaces utilised. Nevertheless, these interfaces formed a 
starting point for further investigations on MLCIR, and these findings meant that there is room for 
improvement of the interfaces. In the following sections, the impact of the interfaces on users’ search 
experience and design recommendations for further improvements are discussed. 

5.5.3 Impact on Users’ Search Experience 
In relation to the third research question for study 1 (query awareness study) (O3.S1-RQ3): “How does 
support for query awareness impact users' search experience?”, it was found that time spent on query 
and query effectiveness properties helped users obtain knowledge of their team members’ search 
performance. Using these properties, information about users’ search performance can be exchanged 
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without disclosing any sensitive data. It was also found that query effectiveness and query popularity 
properties helped users obtain knowledge of better queries, allowing them to improve their own 
queries. Thus, these properties could be used to provide an implicit suggestion for better queries 
without disclosing any sensitive data. Besides, as Harvey et al. (2015) found, looking at high-quality 
query examples can help users create queries that are highly effective. While the majority of the 
participants thought that query property icons were helpful during the search sessions, some reported 
that query sort function was not as useful as the icons themselves. Due to the small team size and the 
short duration of time allowed for each task (i.e. 15 minutes), it is possible that most participants did 
not need to use the sort function as much.  

In relation to the third research question for study 2 (result awareness and team awareness study) 
(O3.S2-RQ3): “How does support for result awareness and team awareness impact users' search 
experience?”, result awareness and team awareness are discussed separately. With regard to result 
awareness, it was found that having access to a history of intersecting viewed, relevant and 
bookmarked documents helped users to obtain knowledge of better possible queries. The participants 
also described a number of examples where they actually found better results after looking into the 
history of documents. Therefore, similar to the query properties, the history of intersecting 
documents could help users work together without disclosing any sensitive data. As for team 
awareness, it was found that users in MLCIR scenarios must be able to easily identify different actions 
of different team members. Since being aware of team members also mean being aware of their roles 
and shareable and non-shareable information, it is important for users to have a clear view of team 
members’ information and actions. In addition, as Handel and Wang (2011) suggested, MLCIR systems 
should be “conceptually easier for users to understand and use” (pp. 5). 

5.5.4 Design Recommendations 
In relation to the fourth research question for study 1 (query awareness study) (O3.S1-RQ4): “How 
can query awareness be better provided for MLCIR?” and the fourth research question for study 2 
(result awareness and team awareness study) (O3.S2-RQ4): “How can result awareness and team 
awareness be better provided for MLCIR?”, design recommendations are discussed based on the 
findings from the design interviews. Note that many of the interface components evaluated in both 
studies were based on previous CIR systems. While such components have been evaluated multiple 
times from CIR point of view, the studies presented in this thesis were aimed at supporting MLCIR 
scenarios. Awareness plays an important role in CIR systems. However, when designing MLCIR 
systems, one must pay great attention not to overwhelm users with too much information since this 
could lead to information overload and in the worst cases, unintended disclosure of sensitive 
information. Keeping an interface as simple as possible whilst providing controlled awareness 
information, is important for developing easy-to-use MLCIR systems. That being said, in terms of query 
awareness, query property icons could display actual numbers instead of a tooltip function. Also 
instead of fill-up, the icons could use a number of different colours such as red, yellow and green. To 
make query property icons simpler, it is also possible to combine all the properties into a single 
balanced score. This score can then be augmented with different colours and/or a tooltip function to 
display details of the properties. In terms of the query sort function, instead of using a dropdown list, 
sorting could be allowed using column headers. For accessibility, the query history component could 
be collapsible and expandable. In terms of result awareness, the result sorting function must provide 
not only widely used sort criteria such as: date, relevancy, etc., but also other criteria such as: 
popularity, person, etc. that are specific to collaborative scenarios. To integrate result awareness with 
query awareness and team awareness, the history of viewed, relevant and bookmarked documents 
could display the search terms used for each document, and the person who viewed, judged or 
bookmarked each document. In order to reduce complexity, this could be implemented using a tooltip 
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function. For accessibility, the history of viewed, relevant and bookmarked documents must also be 
collapsible and expandable. In terms of team awareness, a summary of team members’ information 
such as their roles and contact could be displayed in both query history and viewed/judged document 
components. Such information could be used by users to identify other team members and their roles 
easily. This can be implemented using a tooltip function. The tooltip function can also greatly benefit 
larger groups. A participant explained: “When you have many people, I don’t know how you could fit 
initials into the columns…Maybe just show a couple dot dot dot and when you hover, you get a full 
list” (P20).  

This chapter presents the first known attempt to investigate the effect of different awareness types 
on MLCIR. The two studies presented in this chapter were conducted using a number of different 
interfaces and three different information access scenarios that had emerged from previous studies 
presented in Chapters 3 and 4. The first user study presented in this chapter investigated query 
awareness, and the second user study investigated result awareness and team awareness. The three 
interfaces for study 1 (query awareness study) were: 1) baseline interface, 2) interface with icons to 
illustrate query properties, and 3) interface that combined those icons with a query sorting function; 
each interface provided team’s shared query history in a different way. The three interfaces for study 
2 (result awareness and team awareness study) were: 1) baseline interface which is the same as study 
1, 2) result awareness interface and 3) team awareness interface. Retrieval evaluations and design 
interviews were conducted using pairs of participants. The two studies contributed to the IR 
community by providing a better understanding of how awareness impacts users’ search outcomes 
and search experience in MLCIR. On top of this, design suggestions were provided discussing how 
MLCIR components could be designed to support awareness for users.  

The main findings were that query properties such as time spent on query, query popularity and query 
effectiveness provided users with information about team members’ search performance and an 
implicit suggestion for better queries without disclosing any sensitive data. Similarly, result awareness 
such as having access to a history of intersecting viewed, relevant and bookmarked documents had 
the same positive effect as query awareness. In terms of team awareness, being able to easily identify 
different actions of different team members in the simplest form was preferred by users. An ideal 
MLCIR system could integrate all these three awareness types and provide a seamless collaborative 
search experience for users. However, it is important not to overload users with too much information 
because this could hinder users’ performance and/or unintended disclosure of sensitive information. 
Therefore, MLCIR systems must be simple, while providing useful awareness information to users. 

5.6 Chapter Summary 

This chapter presented two user studies conducted to investigate the effect of different awareness 
types on MLCIR search outcomes. Both studies were undertaken to fulfil one of the objectives 
identified for this PhD (see Section 1.2), and it was: 

O3: To investigate the impact of existing CIR concepts on MLCIR search outcomes using a user 
study 

In the first user study, the impacts of query awareness were investigated, and in the second user study 
the impacts of result awareness and team awareness were investigated. In both studies, retrieval 
evaluations and design interviews were conducted using pairs of participants. Based on the feedback 
from the design interviews, a number of findings with regard to users’ search experience in MLCIR 
were presented. It was found that query awareness, especially query properties such as time spent on 
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query, query popularity and query effectiveness provided users with information about team 
members’ search performance and an implicit suggestion for better queries without disclosing any 
sensitive data. Similarly, it was found that having access to a history of intersecting viewed, relevant 
and bookmarked documents had the same positive effect as query awareness. In terms of team 
awareness, being able to easily identify different actions of different team members in the simplest 
form was preferred by users. 

Finally, a number of design suggestions were provided in terms of query awareness, result awareness 
and team awareness. In general, an ideal MLCIR system could integrate all these three awareness 
types and provide a seamless collaborative search experience for users. However, it is important not 
to overload users with too much information because this could hinder users’ performance and/or 
unintended disclosure of sensitive information. Therefore, MLCIR systems must be simple, while 
providing useful awareness information to users. 

Based on the findings of both studies presented in this chapter, a final MLCIR interface was developed, 
which is presented in Chapter 6 together with evaluation and results. 
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Chapter 6: An Interface for Supporting 

Asynchronous MLCIR 

This chapter presents a user study conducted to evaluate an interface that was designed for 
supporting asynchronous MLCIR. This user study contributes towards producing a working prototype 
of an MLCIR interface which is the final research objective of this PhD as presented in Section 1.2: 

O4: To develop and evaluate a working prototype of an MLCIR interface that supports users for 
asynchronous collaboration 

The reminder of this chapter is organised as follow. Section 6.1 describes in detail the research aims 
and questions of the user study. In Section 6.2, a detailed description of the MLCIR interface and its 
example usage scenario are presented. The experimental setup provided in Section 6.3 outlines all the 
materials used for the study. Results of the study are presented in Section 6.4 and are discussed in 
detail in Section 6.5 including design recommendations. Finally, this chapter concludes with Section 
6.6 where the main findings and contributions of the study are highlighted. 

This work has been published in ACM CHIIR 2017 conference which had the acceptance rate of 42%. 

6.1 Research Aims and Questions 

A number of user studies conducted throughout the PhD as presented in Chapters 4 and 5 had 
established a number of concepts and interface components for building a working MLCIR interface. 
After re-evaluating real-world MLCIR examples discussed by Handel and Wang (2011), it was apparent 
that MLCIR scenarios involve explicit and remote collaborations. In terms of concurrency, since the 
majority of MLCIR examples (Attfield, Blandford et al. 2010, Bjurling, Hansen 2010, Handel, Wang 
2011, Karunakaran, Reddy 2012) involve asynchronous collaboration, the final interface presented in 
this chapter was designed to support asynchronous MLCIR. The aim of the study presented in this 
chapter was to evaluate the final interface using real-world search tasks on the Web, which fulfils the 
final research objective O4 (see Section 1.2). The research questions being addressed by this user 
study were: 

O4.RQ1: How does support for CIR concepts impact search outcomes in MLCIR scenarios? 
O4.RQ2: How does support for CIR concepts impact user perception in MLCIR scenarios? 
O4.RQ3: How are the interface components that support CIR concepts used by participants 

on MLCIR? 
O4.RQ4: What is the overall utility of the interface and how can the design of the interface 

be improved for MLCIR? 

6.2 MLCIR Interface 

6.2.1 Interface Description 
Figure 6.3 highlights the MLCIR interface that was evaluated in the study presented in this chapter. 
The interface was implemented using Google Web Toolkit6 and Bing search API7. The interface contains 
                                                             
6 http://www.gwtproject.org 
7 https://datamarket.azure.com/dataset/bing/search 
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3 main components: search (Figure 6.3 (2)), query history (Figure 6.3 (1)) and result history (Figure 6.3 
(3)). Rationale for these components emerged from a series of user studies presented in Chapters 4 
and 5.  

The search component (i.e. Figure 6.3 (2)) contains a search box and search button (i.e. Figure 6.3 (g)), 
a toolbar (i.e. Figure 6.3 (h)), a result sort function (i.e. Figure 6.3 (j)), and a result area with viewed, 
relevant and bookmarked labels (i.e. Figure 6.3 (i)). Results were fetched using the Bing search API in 
JSON format. The interface ensures that the webpages that are blocked or the webpages that contain 
blacklisted terms (see Section 6.3.1 for the blacklisting scenario) do not appear in the search results 
of team members who do not have full access to information. Clicking on a search result opens up a 
new tab within the browser window to display the full webpage (see Figure 6.1).  

 

Figure 6.1: Full webpages are displayed in new tabs 

The clicked result is then highlighted and marked as “viewed” (i.e. Figure 6.3 (i)). Users can then mark 
the page as relevant and/or bookmark the page if relevancy is uncertain, using the toolbar (i.e. Figure 
6.3 (h)). The respective buttons in the toolbar can be clicked again to undo relevant or bookmark. 
Results can be sorted by using the result sort function (i.e. Figure 6.3 (j)) which allows sorting by a 
number of criteria: default, viewed, relevant and bookmarked. Under each result (i.e. Figure 6.3 (i)), 
users can see whether a particular result has been viewed, marked as relevant and/or bookmarked; 
these result properties are identified by team members’ name and colour. A similar approach was 
used in SearchTogether (Morris, Horvitz 2007), where team members and result properties were 
identified with profile pictures and icons respectively as shown in Figure 6.2. Although the use of 
pictures and icons may seem visually appealing, it was believed that spelling out the result properties 
and team members’ name could make them clearer and easier to identify. 

 

Figure 6.2: Result section of SearchTogether (Morris, Horvitz 2007) 

The query history component (i.e. Figure 6.3 (1)) contains a history of team’s search queries (i.e. Figure 
6.3 (a)), query properties (i.e. Figure 6.3 (b, c, d, e)) and a sort function (i.e. Figure 6.3 (f)). Queries 
between a pair of users are separated using different boxes, names and colours as shown in Figure 6.3 
(a). The approach of identifying team members with different colours and names has been used in 
previous collaborative search systems: CoSearch (Amershi, Morris 2008) and Coagmento (González-
Ibáñez, Shah 2011). Both team members can see every query submitted by the team and can simply 
click the queries to re-submit. The search component then checks for blocked webpages and 
blacklisted terms before displaying the results. Query properties namely: number of viewed 
documents/webpages (VD), number of relevant documents/webpages (RD), number of bookmarked 
documents/webpages (BD) and time spent on query (TS) are displayed next to each query as shown 
in Figure 6.3 (b, c, d, e) respectively. A CIR system implemented by Freyne et al (2007) augmented 
search result properties such as: popularity, time spent, etc. next to each search result. Unlike Freyne 
et al.’s (2007) interface, our interface augments query properties instead of result properties. Query 
history can be sorted based on query properties by using the toggle buttons as shown in Figure 6.3 (f). 



74 
 

The result history component (i.e. Figure 6.3 (3)) contains a history of viewed, relevant and 
bookmarked results separated into different tabs. The tabs display titles of the respective webpages 
(i.e. Figure 6.3 (k)) together with relevant and bookmark toggle buttons (i.e. Figure 6.3 (l)). A mouse 
hover on any of the title in the result history displays a tooltip with the related query that was used to 
obtain the respective webpage. Clicking on the title opens up a new tab within the same browser 
window to display the full webpage (see Figure 6.1). The relevant and bookmark toggle buttons (i.e. 
Figure 6.3 (l)) have the same functionality as those from the toolbar (i.e. Figure 6.3 (h)). The interface 
ensures that the webpages that are blocked or the webpages that contain blacklisted terms do not 
appear in the result history of team members who do not have full access to information. 

 

Figure 6.3: The interface utilised in the study: 1) query history component, 2) search component, 3) result history component, 
a) query, b) number of viewed documents/webpages, c) number of relevant documents/webpages, d) number of bookmarked 
documents/webpages, e) time spent on query, f) query sort function, g) search box and button, h) toolbar, i) viewed, relevant, 
bookmarked labels, j) result sort function, k) titles of saved webpages, l) relevant and bookmark toggle buttons. 

6.2.2 Example Usage Scenario 
This example is based on an MLCIR scenario postulated by Handel and Wang (Handel, Wang 2011), 
and involves a pair of users, a company employee and a customer, working together to troubleshoot 
a problem. The customer has access to the company’s website whereas the employee has access to 
the website and the internal database. Depending on the type of results e.g. those that contain 
information about other customers, the employee may not be able to share certain results with the 
customer. Using our MLCIR interface, the customer starts his/her search session as s/he normally 
would to find troubleshooting documents across the company’s website. The customer may not find 
any relevant information because of their access level, bad search queries or information overloading. 
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The customer finishes the search session after a while. The employee later browses the customer’s 
previous search session and continues searching. The employee looks at the customer’s query history 
and sees an overview of how many different results were seen, marked as relevant and bookmarked, 
and how long the customer spent on each query. If, for instance, the customer spent a long time in a 
particularly set of queries and viewed relatively higher number of results but did not find any relevant 
ones, the employee may be able to look further into such queries and help the customer find relevant 
results. Similarly, using the result history component, the employee may decide to look at the relevant 
and bookmarked results and help the customer find similar results. The employee may find both 
overlapping and different results from the customer. The results that are marked as “viewed” only 
may be skipped and the results they are also marked as “relevant” or “bookmarked” may be reviewed. 
The employee may also find the results that contain sensitive information, but may or may not notice 
it and continues his/her search session anyway. Luckily, the backend of the interface scans through 
every result and ensures that the results that contain sensitive information (i.e. blacklisted words) or 
the results that exist only in the internal database (i.e. blacklisted documents) are not displayed in the 
customer’s side. This way, the employee can help the customer find the relevant results without the 
overhead of inadvertently disclosing sensitive information. The search sessions are saved to allow 
asynchronous collaboration, thus both the customer and the employee can resume their search 
session at any time. The customer may later review the employee’s search session, reformulate 
his/her previous queries and find relevant results in the website this time. Throughout this scenario, 
the customer and the employee did not need to discuss their access and limitation, their results or 
even their search queries. This is in line with a number of MLCIR cases discussed by Handel and Wang 
(2011). 

6.3 Experimental Setup 

The user study presented in this chapter adopted a number of study materials used in the previous 
studies presented in Chapter 3, 4 and 5. Details are discussed in the following sub-sections. 

6.3.1 Participants 
20 participants (10 pairs) were recruited from personal contacts, research group and university 
contacts for this study. This participant pool size is similar to previous experiments in CIR (Pickens, 
Golovchinsky et al. 2008, Morris, Horvitz 2007, Freyne, Farzan et al. 2007, Joho, Hannah et al. 2008), 
and previous user studies presented in Chapters 4 and 5. Participants were assigned partners for the 
study based on their availability. 8 pairs of the participants knew each other prior to the study and 
signed up together. Each participant received a £10 Amazon voucher on completion of the study; they 
were informed of this while being recruited. 8 females and 12 males participated in the study. The 
average age of the participants was 26.9 (S.D ± 4.08), ranging from 19 to 33. Of all participants, 1 
reported spending less than 6 hours per week using search engines, 3 reported 6 to 10 hours per week, 
1 reported 11 to 15 hours per week, 4 reported 16 to 20 hours per week and 11 reported more than 
20 hours per week. 15 participants reported that they had taken part in a collaborative search at least 
once using search systems like Google, Bing and Google Scholar, and tools such as social media and 
phones to share information.  

6.3.2 Information Access Scenarios 
Three information access scenarios were used for this study, which were the same as those presented 
in Chapters 4 and 5. Thus, there were two non-uniform information access scenarios (document 
removal and term blacklisting) and one full access scenario (see Table 6.1). In the document removal 
scenario, access to documents is removed for one team member of a pair (e.g., when team members 
have access to different databases (Handel, Wang 2011)). In the term blacklisting scenario, most likely 
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search terms are blacklisted for one team member of a pair so that the team member does not find 
results if s/he submits the blacklisted search terms (e.g., when documents are classified at the 
paragraph level (Handel, Wang 2011)). The full access scenario represents the case where all team 
members have equal and unrestricted access to all documents/results. During the evaluation, pairs of 
participants performed search in all 3 information access scenarios. To avoid order effects, the order 
in which the information access scenarios are presented was rotated using Latin square 
counterbalancing (see Appendix G4). 

Prior to the study, a total of 6 participants (4 from the ITT8 research group) were asked to provide at 
least 20 queries for each of the three search tasks devised for this study (see Section 6.3.3 for tasks). 
This generated a pool of the most likely queries for each task with 85 to 97 unique terms per task. 
Next, all the queries from this query pool were submitted to the Bing Search API9. A random set of 25 
results were then selected from the top 50 for each task. For the document removal scenario (i.e. DR 
in Table 6.1), this set of 25 results was used to block the results for one member of a search team 
(teams were pairs). For the term blacklisting scenario (i.e. TR in Table 6.1), the top 10 most frequent 
terms in the query pool for each task was used to blacklist the queries for one member of a search 
team. Thus, in the TR scenario all the webpages that contain any of the blacklisted terms were blocked 
for one of the team members. To the best of our knowledge, no previous research studies have 
provided guidelines for the DR and TR scenarios based on the web. It was believed that this approach 
of selecting the documents and terms for DR and TR was moderate, and served as a starting point. 
Each non-uniform access scenario had a team member with less access (i.e. either blacklisted terms 
or blacklisted results) and the other team member with full access. Access within a pair of participants 
was rotated so that each participant had a chance to experience having full access and non-full access 
in either the DR or TR scenario (see Appendix G4).  

Code Access Scenario Access removed for a member 

DR 
Document removal 
scenario 

Random 25 out of top 50 most likely result 
removed 

TR Term blacklisting scenario  Top 10 most likely terms removed 
FA Full access scenario - 

Table 6.1: Information access scenarios utilised in this study 

6.3.3 Search Tasks 
Using the method of Borlund (2003), three simulated tasks were created based on the real-life MLCIR 
examples highlighted by Handel and Wang (2011). The three tasks were about: 1) cyber-attack, 2) 
crime investigation and 3) new robotic technology. Detailed descriptions of the tasks can be found in 
Table 6.2, Table 6.3 and Table 6.4. The tasks also informed the participants to find as many relevant 
documents as possible for their team. Since team members in MLCIR scenarios are unaware of their 
access, limitation and information shareability (2011), it was believed that this strategy was 
appropriate.  

  

                                                             
8 http://ittgroup.org 
9 https://datamarket.azure.com/dataset/bing/search 
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Cyber-Attack 

You are a central intelligence agent working with a national security agent to understand 
cyber-attacks, that were targeted at the US government facilities (including websites 
and computers), by the Anonymous hacktivists within the last 10 years. Thus, you and 
your partner need to search through any available documents to be able to analyse the 
attacks. However, you will be searching at a different time from your partner (i.e. before 
or after your partner). You and your partner may or may not have equal access to 
underlying information. 

What to do: 

Search and visit any documents you think are relevant. Once you find an interesting 
document, either mark it as relevant or bookmark it if you are unsure at the moment. 
Your main goal is to find as many relevant documents as possible. Your work must help 
your partner to continue searching. 

What to search for: 

You should search for the following information: what were the reasons for the attacks 
in the last 10 years and how the US government responded to the attacks. 

Table 6.2: Example search task 1 

 

Crime Investigation 

You are a federal agent working with a central intelligence agent to investigate crimes 
committed by officers from the New York City Police Department within the last 2 years. 
Thus, you and your partner need to search through any available documents to 
investigate the crimes. However, you will be searching at a different time from your 
partner (i.e. before or after your partner). You and your partner may or may not have 
equal access to underlying information. 

 
What to do: 

Search and visit any documents you think are relevant. Once you find an interesting 
document, either mark it as relevant or bookmark it if you are unsure at the moment. 
Your main goal is to find as many relevant documents as possible. Your work must help 
your partner to continue searching.  

 
What to search for: 

You should search for the following information: what kinds of crimes were committed 
by the officers within the last 2 years and what kinds of punishments were given. 

Table 6.3: Example search task 2 
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New robotic technology 

Your employer has asked you to report about new advancements in robotic technology 
that Google has made within the last 5 years. As a company that plans to collaborate 
with Google’s robotics division, your employer needs to know details about Google’s 
robotics division. A managerial level employee from Google’s robotics division has 
agreed to help you find necessary information from their internal as well as their 
external sources. You and this employee from Google’s robotics division (your partner) 
need to search through any available documents to find necessary information. 
However, you will be searching at a different time from your partner (i.e. before or after 
your partner). You and your partner may or may not have equal access to underlying 
information. 

 
What to do: 

Search and visit any documents you think are relevant. Once you find an interesting 
document, either mark it as relevant or bookmark it if you are unsure at the moment. 
Your main goal is to find as many relevant documents as possible. Your work must help 
your partner to continue searching. 

 
What to search for: 

You should search for the following information: what kinds of advancements Google 
has made in robotic technology within the last 5 years and what plans Google has 
made for the future.  

Table 6.4: Example search task 3 

During the evaluation, participants performed all three search tasks. Tasks and information access 
scenarios were rotated between a pair of participants to simulate asynchronous collaboration. 
Specifically, both participants started with different tasks and information access scenarios (i.e. 
without partner's query and search history), and later continued searching the remaining tasks and 
information access scenarios following their partner’s previous search session. Table 6.5 highlights 
one complete rotation of the scenarios, tasks, search type and access type for 3 pairs of the 
participants (see Appendix G4 for details).  

  Participant A Participant B 

Group Scenario Task id Search type Access Scenario Task id Search type Access 

1 

DR 1 Start Full FA 3 Start full 

TR 2 Start non-full DR 1 Continue non-full 

FA 3 Continue Full TR 2 Continue full 

2 

TR 3 Start full DR 2 Start full 

FA 1 Start full TR 3 Continue non-full 

DR 2 Continue non-full FA 1 Continue full 

3 

FA 2 Start full TR 1 Start full 

DR 3 Start full FA 2 Continue full 

TR 1 Continue non-full DR 3 Continue non-full 
Table 6.5: One complete rotation of the scenarios, tasks, search type and access for 3 pairs of participants 
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6.3.4 Study Procedure 
Once the participants signed up to participate in the study, they were assigned into pairs based on 
their availability. Once a pair of participants was assigned into an appropriate timeslot, an email 
containing an information sheet, a consent form and a demographic questionnaire was sent to each 
of them (see Appendix A4 for an information sheet and consent form; see Appendix B for the full set 
of demographic questionnaire). Prior to arriving for the study, the participants were asked to read the 
information sheet, sign the consent form and send back a digital copy, and then complete the 
demographic questionnaire.  

Upon arrival participants were welcomed, and introduced if they did not know each other prior to the 
study. The participants were then informed of the information access scenarios, search tasks and 
interface. They were not told which team member had more (or less) access to underlying 
information, nor the order of the information access scenarios presented. This was to eliminate the 
possibility of any bias that could occur when answering post-task questionnaires. For the rest of the 
procedure, a similar approach to previous research studies was followed (Joho, Hannah et al. 2008, 
Pickens, Golovchinsky et al. 2008, Morris, Horvitz 2007, Shah, González-Ibáñez 2011). The participants 
were provided with a short demonstration of the interface and were allowed a maximum of 5 minutes 
to practice using the search system. The participants were then placed in the same room in front of 
two separate computers facing away from each other. The seating position for a pair of participants is 
highlighted in Figure 4.3. The participants were instructed not to communicate directly and to pretend 
that they were not in the same room.  

If the participants did not have any questions, each was provided with a search task (see Section 6.3.3 
for the tasks). To simulate asynchronous collaboration, both participants started with different search 
tasks and information access scenarios, and later continued the previous search sessions of each 
other. A maximum of 3 minutes was allocated to read their respective search task. A copy of the task 
was provided to both participants throughout the search session so that they can refer to the task if 
necessary. A maximum of 15 minutes was allocated to search for each task. Upon completion of each 
task, each participant was provided with a post-task questionnaire. A maximum of 3 minutes was 
allocated to complete the questionnaire. The questionnaire included a NASA TLX questionnaire (Hart, 
Staveland 1988) (see Appendix D for details), and 3 additional 5-point Likert scale questions to assess 
participants’ 1) perception of their access level, 2) interest in the task and 3) familiarity with the task 
(see Appendix C4 for details). Once participants completed the post-task questionnaire, they repeated 
the same steps for the remaining 2 search sessions using different information access scenarios and 
search tasks (see Appendix G4 for a full list of rotation). Upon completion of all 3 search sessions, each 
participant was provided with a System Usability Scale (Brooke 1996) (see Appendix F for details). A 
maximum of 2 minutes was allocated to answer the SUS questionnaire. Finally, a design interview was 
conducted with both participants. Detailed explanation of the design interview is presented in Section 
6.3.6 and a full set of questions can be found in Appendix E4. During the interview, the researcher 
asked a series of open ended questions and took notes of participants’ responses. The responses were 
also recorded on an audio recorder, which were later transcribed for analysis. The participants were 
also provided with printouts of the interview questions and interface components, as well as empty 
sheets of paper so that the participants could reference, annotate and sketch while answering the 
questions. The total length of the study for a pair of participants was 1 hour and 30 minutes.  
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6.3.5 Evaluation Metrics 
The evaluation metrics used to answer the first research question (O4.RQ1) were as follows (see 
Section 2.5.2 for definition):  

• recall,  
• precision,  
• f-measure,  
• coverage,  
• relevant coverage,  
• unique coverage, 
• unique relevant coverage,  
• number of queries and  
• average query length.  

NASA Task Load Index (Hart, Staveland 1988) and three addition questions (1. perception of access, 2. 
interest in the task and 3. familiarly with the task) were used to answer the second research question 
(O4.RQ2). Feedback from design interview and System Usability Scale (Brooke 1996) were used to 
answer the third (O4.RQ3) and fourth (O4.RQ4) research questions. 

6.3.6 Design Interview 
The design interview consisted of three sections. In section 1, participant pairs were asked a series of 
questions related to the query history component. In section 2, the pairs were asked a series of 
questions related to the search component. In section 3, the pairs were asked a series of questions 
related to the result history component. In all three sections, the pairs were asked in what way the 
component impacted their search sessions, which parts of the components were most/least useful 
and in what way the component could be improved (see Appendix E4 for a full set of questions). 
Participants’ responses were analysed using the Constant Comparative Method (Glaser, Strauss et al. 
1968), a data analysis method for the Grounded Theory approach. 

6.4 Results 

Using the SPSS Statistics software, comparisons were carried out between the three information 
access scenarios and between individuals with full access and non-full access within the document 
removal and term blacklisting scenarios. Dependent variables included all the metrics presented in 
Section 6.3.5. For comparison between the information access scenarios, since data was paired, one-
way repeated measures ANOVA (Gueorguieva, Krystal 2004) was used for normally distributed data 
and Friedman (Friedman 1937) and Wilcoxon Sign-Rank (Wilcoxon 1945) tests were used for non-
normally distributed data. For comparison between individuals with full and non-full access within the 
DR and TR scenarios, since data was unpaired, one-way between groups ANOVA (Fisher 1919) was 
used for normally distributed data and Mann-Whitney U test (Mann, Whitney 1947) was used to non-
normally distributed data. Results are presented in the following sub-sections.  

6.4.1 Search Performance 
Statistical analysis showed that recall, precision and f-measure values differed significantly between 
the information access scenarios (F(2,18) = 24.56, p<0.0005, F(2,18) = 15.31, p<0.0005 and F(2,18) = 
24.22, p<0.0005 respectively). Post hoc analysis, using a Bonferroni corrected alpha, showed that the 
term blacklisting (TR) scenario had significantly lower recall, precision and f-measure than both 
document removal (DR) scenario (p=0.001, p=0.001 and p<0.0005 respectively) and full access (FA) 
scenario (p<0.0005, p=0.001 and p<0.0005 respectively) (see Table 6.6). There was no significant 
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difference between the DR and FA scenarios. Looking at individual search performance for the DR 
scenario, no significant performance difference was found between individuals with full access and 
non-full access. However, for the TR scenario, individuals with full access had significantly higher recall 
(F(1, 11.307) = 10.952, p = 0.007), precision (F(1, 12.23) = 13.287, p = 0.003) and f-measure (F(1, 
11.572) = 12.886, p = 0.004) than individuals with non-full access (see Table 6.6). It appears that the 
TR scenario (i.e. blacklisting 10 most likely terms) had a significant negative impact on search 
performance than the DR scenario (i.e. removing random 25 out of top 50 most likely results). 
Surprisingly, individuals with full access in the TR scenario had less than half recall, precision and f-
measure than those with full access in the DR scenario (see Table 6.6). While one would expect similar 
search performance between individuals with full access within the TR and DR scenarios, it appears 
that those with full access within the TR scenario were negatively influenced by their partner with 
non-full access. 

    DR TR FA 
DR TR 

Full Non-full Full Non-full 

recall 
Mean 0.226 0.068 0.232 0.125 0.129 0.059 0.018 
S.D 0.095 0.034 0.068 0.058 0.071 0.037 0.013 
Median 0.216 0.065 0.232 0.124 0.141 0.059 0.016 

precision 
Mean 0.186 0.030 0.203 0.198 0.176 0.053 0.016 
S.D 0.078 0.014 0.088 0.091 0.099 0.030 0.013 
Median 0.165 0.032 0.208 0.187 0.174 0.060 0.015 

f-measure 
Mean 0.197 0.040 0.204 0.150 0.143 0.053 0.016 
S.D 0.073 0.017 0.060 0.070 0.071 0.031 0.012 
Median 0.172 0.044 0.210 0.148 0.137 0.065 0.015 

Table 6.6: Search performance metrics comparison between the information access scenarios, and between full and non-full 
access within TR. Bold and underline = statistically different pairs (i.e. p ≤ .05). S.D = standard deviation. 

6.4.2 Coverage 
The three information access scenarios had significantly different coverage (F(2,18) = 14.53, 
p<0.0005), relevant coverage (F(2,18) = 18.91, p<0.0005), unique coverage (F(2,18) = 14.6, p<0.0005) 
and unique relevant coverage (F(2,18) = 18.78, p<0.0005). Post hoc analysis with a Bonferroni 
correction showed that the term blacklisting (TR) scenario had significantly higher coverage and 
unique coverage than the document removal (DR) scenario (p=0.01 and p=0.01 respectively) and the 
full access (FA) scenario (p=0.002 and p=0.002 respectively) (see Table 6.7). It appears that blacklisting 
search terms forced the participants to discover a great number of diverse results. In terms of relevant 
coverage and unique relevant coverage, the TR scenario had significantly lower values in comparison 
with both DR (p<0.0005 and p<0.0005 respectively) and FA (p=0.001 and p=0.001 respectively) 
scenarios (see Table 6.7). Thus, in terms of discovering relevant results, teams within the TR scenario 
performed badly which confirms the findings presented in Section 6.4.1. Looking at individuals’ 
coverage for the TR scenario, individuals with full access had significantly better relevant coverage 
(F(1, 12.2) = 8.53, p=0.013) and unique relevant coverage (U = 14.5, p=0.006) than those with non-full 
access (see Table 6.7). For the DR scenario, no significant difference was found between full and non-
full access. Interestingly, individuals with full access within the TR scenario had almost double the 
coverage and unique coverage than those with full access within the DR scenario (see Table 6.7). In 
contrast for relevant coverage and unique relevant coverage, the opposite effect was found; this 
phenomenon was also discovered for recall, precision and f-measure. This shows the influence of the 
poorly performing partner on a team. 
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    DR TR FA 
DR TR 

Full 
Non-
full 

Full Non-full 

coverage 
Mean 128.500 236.900 137.700 66.500 69.700 117.600 136.800 
S.D 36.136 85.448 69.746 19.873 36.670 54.923 65.824 
Median 124.500 210.500 114.000 67.500 70.000 91.500 104.500 

relevant 
coverage 

Mean 23.200 6.800 24.000 13.100 12.900 5.800 1.900 
S.D 10.130 3.584 8.206 7.078 7.218 3.882 1.663 
Median 18.500 7.000 26.000 11.500 11.500 6.000 1.500 

unique 
coverage 

Mean 128.100 236.500 137.500 58.800 62.000 100.100 119.300 
S.D 36.260 85.373 69.535 22.968 32.653 45.369 62.118 
Median 124.500 210.500 113.500 61.000 58.500 84.000 97.500 

unique relevant 
coverage 

Mean 23.200 6.800 24.100 10.300 10.100 4.900 1.000 
S.D 10.130 3.584 8.399 7.088 6.315 3.247 1.333 
Median 18.500 7.000 26.000 7.500 10.000 5.500 0.500 

Table 6.7: Coverage metrics comparison between the information access scenarios, and between full and non-full access 
within TR. Bold and underline = statistically different pairs (i.e. p ≤ .05). S.D = standard deviation. 

6.4.3 Query Submission 

    DR TR FA 
DR TR 

Full 
Non-
full 

Full 
Non-
full 

number of 
queries 

Mean 11.100 26.600 10.700 6.100 5.200 11.300 17.800 
S.D 4.677 6.293 5.100 3.213 2.394 3.945 5.613 
Median 9.500 25.500 10.500 5.000 5.000 10.000 16.500 

term diversity  
(words that are unique  
in a given access) 

Mean -   - -  9.600 7.900 8.500 14.500 
S.D -  -  -  6.398 5.216 5.339 6.433 
Median -  -  -  9.000 7.500 8.000 13.500 

Table 6.8: Query submission metrics comparison between the information access scenarios, and between full and non-full 
access within TR. Bold and underline = statistically different pairs (i.e. p ≤ .05). S.D = standard deviation. 

Participants submitted a significantly higher number of queries in the TR scenario in comparison with 
both DR (z = -2.803, p=0.005) and FA (z = -2.82, p=0.005) scenarios (see Table 6.8). Individuals with 
non-full access in the TR scenario submitted a significantly higher number of queries (F(1, 18) = 8.98, 
p=0.008) than those with full access (see Table 6.8). Average query length was not different between 
the information access scenarios nor between individuals. Individuals with full access within the TR 
scenario submitted almost double the amount of queries than those with full access within the DR 
scenario. It was observed that blacklisting search terms for one team member resulted in both team 
members submitting a large amount of queries, thereby also discovering more results as presented in 
section 6.4.2. To understand search term diversity between individuals, further analysis was 
conducted for the number of unique terms submitted by individuals in a given access (e.g. full access 
within the document removal scenario) and not in the other. Term diversity was significantly higher 
for individuals with non-full access than those with full access within the TR scenario (see Table 6.8). 
No significant difference was found between full and non-full access for the DR scenario. 

6.4.4 Participants’ Perceptions 
Participants’ perceptions were measured using the NASA TLX and three additional 5-point Likert scale 
questions which assessed 1) perception of access, 2) interest in the task and 3) familiarly with the task. 
Statistical analysis showed significant differences between the information access scenarios for 3 of 
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the NASA TLX scale questions: performance (χ2(2) = 16.64, p<0.0005), effort (F(2,38) = 8.01, p=0.001) 
and frustration (F(2,38) = 10.94, p<0.0005). Post hoc analysis using Bonferroni correction showed that 
performance score for the term blacklisting (TR) scenario was significantly lower than the document 
removal (DR) scenario (z = -3.705, p<0.0005) and the full access (FA) scenario (z = -3.124, p=0.002) (see 
Table 6.9).  The performance score of individuals with full access and non-full access also showed that 
it was lower for those with non-full access (U = 21.5, p=0.03). Unsurprisingly, the scores for effort and 
frustration were significantly higher for the TR scenario in comparison with the DR scenario (p=0.014 
and p=0.001 respectively) and the FA scenario (p=0.015 and p=0.005 respectively). However, no 
significant difference was found for the effort and frustration scores between individuals. Statistical 
analysis also showed that one of the 3 additional questions: perception of access was statistically 
different between the information access scenarios (χ2(2) = 7.03, p=0.03). Post hoc analysis using 
Bonferroni correction showed that the FA scenario had a significantly higher score than the TR 
scenario (z = -2.726, p=0.006) (see Table 6.9). Interestingly, looking at individuals with full access and 
non-full access, it was found that the perception of access score was higher for individuals with non-
full access than those with full access within the DR scenario (F(1, 18) = 6, p=0.025) (see Table 6.9); no 
significant difference was found within the TR scenario. 

    DR TR FA 
DR TR 

Full Non-full Full Non-full 

performance 
Mean 7.750 14.950 8.900 7.900 7.600 12.600 17.300 
S.D 4.363 4.763 5.330 4.122 4.812 5.060 3.164 
Median 7.000 16.000 9.000 8.500 7.000 12.000 17.500 

effort 
Mean 9.750 13.500 9.900 9.900 9.600 13.600 13.400 
S.D 3.972 2.782 4.471 3.071 4.881 2.591 3.098 
Median 10.000 13.000 11.000 10.000 10.500 13.500 13.000 

frustration 
Mean 7.200 12.250 7.900 6.800 7.600 10.800 13.700 
S.D 4.851 5.169 5.119 4.614 5.296 3.853 6.075 
Median 6.500 12.000 7.000 5.000 8.500 11.000 16.500 

perception of access 
Mean 3.000 2.250 3.350 2.500 3.500 2.300 2.200 
S.D 1.026 1.209 0.988 0.972 0.850 1.252 1.229 
Median 3.000 2.000 3.000 3.000 3.500 2.000 2.000 

Table 6.9: Participants’ perception metrics comparison between the information access scenarios and between full and non-
full access within DR and TR. Bold and underline = statistically different pairs (i.e. p ≤ .05). S.D = standard deviation. For 
performance, effort and frustration, the lower the better. For perception of access, 0 = strongly disagree and 5 = strong agree 
to the statement of having higher access than partner. 

To obtain a usability rating of the interface, the System Usability Scale (SUS) was administered after 
the participants had completed all the search sessions. The average SUS score of the interface across 
all the participants was 70.75 (SD ±15.793) which is above average (68 being the average (Brooke 
2013)). 

6.4.5 Design Interview 
Analysis of design interview transcripts using Constant Comparative Method (Glaser, Strauss et al. 
1968) resulted in 5 main themes: query reformulation, knowledge of partner’s performance, reducing 
duplicated work, reviewing search results and improvements. Details of these themes are presented 
in the following sub-sections.  

6.4.5.1 Query Reformulation 
It was found that the query history and result history components were used by most participants to 
reformulate their queries. 15 (75%) of the participants reported that they used the query history 
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component. For example, one participant explained: “When I got stuck was when I really looked at 
what my partner has searched. Looking at my partner’s queries helped me overcome not being able 
to find anything” (P8). The same 15 participants also mentioned that they used a combination of at 
least two of the four query properties (i.e. number of viewed results, relevant results and bookmarked 
results, and time spent) to determine a useful query. 4 (20%) of the participants reported that they 
also used the relevant results from the result history component for query formulation. For example, 
one participant mentioned: “[The relevant tab] is very similar to how the query history affected my 
search. This came in handy if I was struggling to find the results.” (P15).  

6.4.5.2 Knowledge of Partner’s performance 
It appears that the query properties in the history component were able to provide the participants 
with an overview of their partner’s search performance. 14 (70%) of the participants explained that 
they mostly used the number of viewed results, relevant results and time spent to check search 
performance of their partner. That way, they were able to focus on a certain direction of search. For 
example, one participant explained: “I could find out how many relevant results [my partner] found 
and how long [my partner] spent on a particular search word. So I can either try to avoid it or go 
deeper into it.” (P12) 

6.4.5.3 Reducing Duplicated Work 
It appears that being able to see whether a search result was seen, marked as relevant and/or 
bookmarked by a partner helped reduce duplicated work. 16 (80%) of the participants reported that 
they skipped the results that were only marked as ‘viewed’ and not as ‘relevant’ and/or ‘bookmarked’. 
For example, one participant mentioned: “The ‘viewed’ labels helped me. And just being able to see 
it at a glance that my partner has looked that these webpages already and if it says “viewed” not 
relevant, not bookmarked, I wouldn’t really bother to look at it.” (P7). This is most likely because the 
participants believed that a particular result is unimportant if their partner had looked at it but did not 
mark it as relevant or did not bookmark it. 

6.4.5.4 Reviewing Search Results 
Having access to a persistent result history gave the participants an overview of their search session 
and allowed them to refine search results. 15 (75%) of the participants reported using the result 
history to review their team’s search results either to confirm or to explore further. For example, one 
participant noted: “…like you can look back through what you have searched and decide if you now 
want to make something relevant or now you want to bookmark something.” (P8). It should be noted, 
though, that the result history displayed only the results that were neither blacklisted nor contained 
blacklisted terms.  

6.5 Discussion 

In relation to the first research question presented in this chapter (O4.RQ1): “How does support for 
CIR concepts impact search outcomes in MLCIR scenarios?”, it was found that the term blacklisting 
scenario had a significant negative impact on team search performance compared to the document 
removal and full access scenarios. Teams within the document removal scenario performed as well as 
those within the full access scenario. It means that our interface can close the performance gap for 
the document removal scenario, but not for the term blacklisting scenario at current 
removal/blacklisting level (i.e. top 10 most likely terms). It was also found that in the term blacklisting 
scenario, users submitted a large amount of diverse queries compared to the rest of the information 
access scenarios. This in turn led to discovering a large amount of diverse results. For recall-oriented 
search tasks, discovering a large amount of diverse results could be considered a good thing. However, 
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in our case it was observed that the individuals whose search terms were blacklisted had a negative 
influence on their partner who had full access. Because of this, individuals with full access within the 
term blacklisting scenario performed poorly compared to those with full access within the document 
removal scenario. Arguably, being aware of their partner’s search queries and results may have caused 
the individuals with full access to hinder their search performance. 

In relation to the second research question presented in this chapter (O4.RQ2): “How does support 
for CIR concepts impact user perception in MLCIR scenarios?”, it was found that the participants had 
significantly negative reaction to the questions assessing their performance, effort and frustration for 
the term blacklisting scenario in comparison with the document removal and full access scenarios. 
This is related to a finding discussed for the first research question (O4.RQ1). Due to the negative 
impact of the term blacklisting scenario on search performance, it appears that the participants had 
to put more effort to find relevant results and hence were more frustrated. Surprisingly, it was found 
that the individuals with non-full access within the document removal scenario thought they had 
higher access than those with full access. This concludes that users’ perception of access and 
performance are not affected by our document removal scenario. 

In relation to the third research question presented in this chapter (O4.RQ3): “How are the interface 
components that support CIR concepts used by participants on MLCIR?”, findings from the design 
interview are discussed. First, it was found that the query history and result history components were 
used by participants to reformulate their search queries. For the query history component, it was 
found that the query properties (i.e. number of viewed results, relevant results and bookmarked 
results, and time spent) played an important role since most participants mentioned that they used 
the properties to determine a useful query. For the result history, relevant results were used in query 
formulation perhaps because the participants believed that relevant results contain keywords that are 
related to the search topic. Second, it was found that the query properties in the query history 
component were used by participants to understand search performance of their partner. 
Understanding partner’s performance enabled the participants to focus on a certain direction of 
search. Third, it was found that understanding the search results that were viewed, marked as relevant 
and bookmarked allowed the participants to reduce duplicated work. In the MLCIR interface 
presented in this chapter, a number of labels were used to show this information in the search results 
(e.g. see Figure 6.3 (j)). Fourth, it was found that the participants used the result history component 
to review and refine their team’s search results. Note that the findings discussed for this research 
question are not the explicit findings for asynchronous MLCIR only. A number of research papers in 
CIR e.g. (Shah, Marchionini 2010, Morris, Horvitz 2007, Joho, Hannah et al. 2008) have used similar 
interface components and presented similar findings. Yet due to the differences between CIR and 
MLCIR, not every CIR finding could be directly applied to MLCIR. Our findings here confirm reusability 
and demonstrate broader applicability of some of the previously proposed CIR components for 
designing MLCIR systems. To understand whether the participants used our interface differently 
between traditional CIR and MLCIR conditions, further analysis was carried out for the number of clicks 
on queries in the query history component, number of times the query history was sorted, number of 
times results were sorted, and number of clicks on results in the result history component. No 
differences were found between traditional CIR and MLCIR conditions.  

In relation to the fourth research question presented in this chapter (O4.RQ4): “What is the overall 
utility of the interface and how can the design of the interface be improved for MLCIR?”, the overall 
SUS score of the interface was 70.75, which is above average (68 being the average (Brooke 2013)). 
For the second part of the research question, findings from the design interview are discussed. One 
participant suggested linking the query properties and the result history so that one can, for instance, 
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click on the number of relevant documents query property (Figure 6.3 (d)) to see what these 
documents are as in the result history (Figure 6.3 (l)). 6 (30%) of the participants suggested adding a 
comment function for search results. For example, a participant described: “Instead of me going back 
reading through the whole page, my partner can just say what I need to look here. So, for example, 
once I bookmark a page, there should be a popup where I can type in.” (P7). A similar component has 
been used in SearchTogether (Morris, Horvitz 2007), where it is referred to as “page-specific 
metadata”. 2 (10%) of the participants suggested that the partner’s query history and result history 
should be displayed above self’s query history and result history. This is because during search 
sessions, users are more likely to be interested in their partner’s query and result histories rather than 
theirs. 

This chapter demonstrated an evaluation of the first known interface to support asynchronous 
collaboration in MLCR scenarios. The interface and findings presented in this chapter contributed to 
the IR and HCI communities in a number of ways. The interface itself was a contribution to IR and HCI. 
It was evaluated using state-of-the-art evaluation methods from both IR and HCI. The interface 
showed how query awareness, result awareness and team awareness could be implemented to build 
a system that support users in MLCIR scenarios, a contribution to HCI on its own. Evaluation results 
had shown that the term blacklisting scenario had significantly negative impact on team search 
performance compared to the rest two scenarios. Within the term blacklisting scenario, team 
members whose search terms were blacklisted had a negative influence on their partner who had full 
access leading both team members towards negative search performance. For the document removal 
scenario, the interface performed as well as for the full access scenario, demonstrating that it is 
possible to close the performance gap when a search team does not have equal access to information. 
These findings again contribute to the IR community by serving as the guidelines for further 
investigations into MLCIR.  

However, this study had certain limitations. First, while the results indicated that the document 
removal scenario had comparable search performance and collection coverage, it could be due to the 
amount of documents that were blocked (i.e. removing random 25 out of top 50 most likely results). 
Perhaps blocking more documents may observe a different finding. However, since no previous 
guidelines existed prior to this study, this approach was thought to be appropriate. Second, since the 
search sessions were performed across the open web and no qrel was available, it was not possible to 
calculate the evaluation metrics as precisely as using a document collection. However, the method 
used in this study had successfully been used by pervious research studies (Shah, González-Ibáñez 
2011, Soulier, Shah et al. 2014). 

6.6 Chapter Summary 

This chapter presented the first working MLCIR interface that supports asynchronous collaboration. 
The interface was evaluated using two non-uniform access scenarios (document access removing and 
search term blacklisting) and one full access scenario. The study was undertaken to fulfil the final 
research objective identified for this PhD (see Section 1.2), which was: 

O4: To develop and evaluate a working prototype of an MLCIR interface that supports users for 
asynchronous collaboration 

Pairs of participants used the interface across the three information access scenarios and tasks, and 
evaluated the interface. A number of evaluation metrics were used including CIR evaluation metrics 
(Shah, González-Ibáñez 2011, Soulier, Shah et al. 2014), NASA Task Load Index (Hart, Staveland 1988) 
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and System Usability Scale (Brooke 1996). Design interviews were also conducted post evaluation to 
understand the participants’ experience during search sessions and to obtain design suggestions for 
further improvement of the interface. Evaluation results showed that the term blacklisting scenario 
had significantly negative impact on team search performance compared to the rest two scenarios. 
Within the term blacklisting scenario, team members whose search terms were blacklisted had a 
negative influence on their partner who had full access leading both team members towards negative 
search performance. For the document removal scenario, the interface performed as well as for the 
full access scenario, demonstrating that it is possible to close the performance gap when a search 
team does not have equal access to information. Overall participants rated the usability of the 
interface as above average. Findings from the design interview showed that using different 
components of the interface, participants were able to effectively reformulate their queries, obtain 
knowledge of their partner’s performance, reduce duplicated work and easily review their team’s 
search results. A number of design suggestions were also discussed in order to help improve the design 
of the current interface.   
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Chapter 7: Thesis Conclusion 

This chapter presents the main contributions of this work to the fields of HCI and IR (see Section 7.1). 
It then describes the limitations of this research and highlights opportunities for future work in this 
area (see Section 7.2).  

7.1 Main Contributions 

This thesis makes a number of important contributions to the fields of HCI and IR. Firstly, based on a 
number of real-world MLCIR examples highlighted by Handel and Wang (2011), a set of possible MLCIR 
(non-uniform information access) scenarios were devised that will be available for other researchers 
to use in future evaluations, which itself is a contribution to IR. The non-uniform information access 
scenarios that were initially devised included: 1) document removal, 2) random term blacklisting, 3) 
term blacklisting based on the most frequent terms in a query pool, and 4) term blacklisting based on 
the most frequent terms in the collection. The document removal scenario represents the case where 
access to documents is removed for some team members. Such a scenario may occur when team 
members have access to different databases. The term blacklisting scenarios represent cases where 
members do not find results if they search using certain blacklisted terms. Such a scenario may occur 
when documents are classified at the paragraph level. In addition, for each of the four non-uniform 
information access scenarios, we formulated a total of 55 possible access combinations for a pair of 
users representing various access levels between a pair of users.  

To understand how each access combination had an effect on search performance, a simulated 
evaluation was conducted using all the access combinations, non-uniform information access 
scenarios, and a number of collaborative search strategies devised by Joho et al. (2009) (see Chapter 
3). The research questions addressed by this evaluation were:  

O1.RQ1: What is the impact of non-uniform information access on CIR outcomes? 
O1.RQ2: Do different types of non-uniformity have different impacts on CIR outcomes? 
O1.RQ3: Are there scenarios where non-uniform access may be beneficial to CIR outcomes?  

This simulated evaluation contributed greatly to IR by providing a better understanding on the impact 
of non-uniform information access scenarios. The most important contribution of this simulated 
evaluation to IR was that it informed a critical point for each information access scenario where search 
performance significantly drops compared to having full access. This allowed us to select an access 
combination for each of the non-uniform information access scenarios opening up a roadmap for 
further user studies presented in Chapters 4, 5 and 6 of this thesis. 

The first user study conducted afterwards (see Chapter 4) utilised a number of findings from the 
simulated evaluation to select variables which included two non-uniform access scenarios and an 
access combination associated with each scenario. The two non-uniform access scenarios selected 
were: 1) document removal and 2) term blacklisting based on the most frequent terms in a query pool. 
The research questions addressed by this user study were: 

O2.RQ1: What are the effects of non-uniform information access scenarios on collaborative 
search outcomes? 

O2.RQ2: What are the effects of non-uniform information access scenarios on individual 
search outcomes? 
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O2.RQ3: How can MLCIR interfaces be designed so that they are usable and useful for the 
end users? 

A simple collaborative search system was developed which acted as a starting point for investigating 
possible interface components and concepts that could be used for MLCIR system development. 
Findings from this study provided a better understanding of how human participants performed under 
the non-uniform information access scenarios, such findings could not have been provided by a 
simulated evaluation. Part of the findings contributed to HCI by suggesting awareness concepts (query 
awareness, result awareness and team awareness) that could be used to build MLCIR interfaces. The 
findings also contributed to IR by providing an understanding of the impact of non-uniform 
information access scenarios on both collaborative and individual search outcomes. 

The second and third user studies (see Chapter 5) utilised findings from the first user study including 
the three awareness concepts and interface component suggestions associated with them. The 
research questions addressed by study 1 were: 

O3.S1-RQ1: How does support for query awareness impact collaborative search outcomes in 
MLCIR? 

O3.S1-RQ2: How does support for query awareness impact individual search outcomes in 
MLCIR? 

O3.S1-RQ3: How does support for query awareness impact users' search experience? 
O3.S1-RQ4: How can query awareness be better provided in MLCIR? 

The research questions addressed by study 2 were: 

O3.S2-RQ1: How does support for result awareness and team awareness impact collaborative 
search outcomes in MLCIR? 

O3.S2-RQ2: How does support for result awareness and team awareness impact individual 
search outcomes in MLCIR? 

O3.S2-RQ3: How does support for result awareness and team awareness impact users' search 
experience? 

O3.S2-RQ4: How can result awareness and team awareness be better provided in MLCIR? 

Both studies used two non-uniform access scenarios and an access combination associated with each 
scenario that were informed by the simulated evaluation. A number of different interfaces were 
developed with differing supports for query awareness, result awareness and team awareness. The 
interfaces were evaluated under the different information access scenarios. This study contributed to 
the IR community by informing upon how each of the awareness concepts impact collaborative and 
individual search outcomes. It also contributed to the HCI community by providing further design 
suggestions for each of the awareness concepts.  

The fourth and final user study (see Chapter 6) utilised findings from the awareness study (Chapter 5) 
in order to build a final MLCIR interface that supports asynchronous collaboration. The research 
questions addressed by this user study were: 

O4.RQ1: How does support for CIR concepts impact search outcomes in MLCIR scenarios? 
O4.RQ2: How does support for CIR concepts impact user perception in MLCIR scenarios? 
O4.RQ3: How are the interface components that support CIR concepts used by participants 

on MLCIR? 
O4.RQ4: What is the overall utility of the interface and how can the design of the interface 

be improved for MLCIR? 
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The previous four studies conducted to this point as presented in Chapters 3, 4 and 5 utilised the 
AQUAINT corpus as an information source and a selection of TREC HARD 2005 search topics. To break 
out of this offline lab setting, the Web was used as the information source. Further, using the methods 
suggested by Borlund (2003), three simulated tasks were created based on the real-life MLCIR 
examples highlighted by Handel and Wang (2011). The three tasks were on the following topics: 1) 
cyber-attack, 2) crime investigation and 3) new robotic technology (see Section 6.3.3 for details). The 
MLCIR interface was evaluated under the same information access scenarios as our previous user 
studies (presented in Chapters 4 and 5). This study contributed to the HCI and IR communities by 
confirming that the three awareness concepts could be used for the development of MLCIR systems. 
The final MLCIR interface developed and evaluated in this study acts as a great example for further 
research into MLCIR. This in turn is a great contribution to both HCI and IR. We demonstrated that 
users were able to reformulate their queries, obtain knowledge of their partner’s performance, reduce 
duplicated work and easily review their team’s search results by using different components of our 
MLCIR interface. 

In this thesis, we provided important new design suggestions and concepts for MLCIR, and showed 
the CIR components that are usable for MLCIR interfaces, something that has never been 
demonstrated before. We also devised novel experimental designs which can be used by other 
researchers to evaluate MLCIR systems; these include information access scenarios, access 
combinations and search tasks. It is hoped that the interfaces themselves, the experimental designs 
and the findings including design suggestions that are presented in this thesis serve as novel guidelines 
for further investigations into MLCIR. 

7.2 Limitations and Future Work 

While this work presented comprehensive studies to 1) obtain a better understanding of MLCIR 
scenarios, 2) provide design suggestions for the development of MLCIR interfaces and 3) build a 
working MLCIR interface, each study conducted had certain limitations. This section discusses the 
limitations experienced during each of the studies conducted throughout the PhD. This section also 
highlights possible future work following the studies conducted for this PhD. 

The simulated evaluation (see Chapter 3) enabled us to quantify the impact of non-uniform 
information access on collaborative search outcomes. Using a simulation approach meant that a large 
number of variables could be tested quickly without the overhead of intensive resources as a user 
study. This in turn restricted us from gathering qualitative data. In addition, humans can behave in a 
way that could not be easily simulated, e.g., compensating for each other during collaborative search 
sessions. Next, whilst utilising the TREC HARD 2005 collection (Allan 2005) and its test topics allowed 
us to perform a controlled evaluation, perhaps our evaluation results could be slightly different for 
another document collection. However, the TREC HARD 2005 collection and topics are well 
established and have been utilised widely for various CIR evaluations (Joho, Hannah et al. 2008, Joho, 
Hannah et al. 2009, Capra, Chen et al. 2012). 

The preliminary user study (see Chapter 4) enabled us to obtain a better understanding of the impact 
of non-uniform information access on both collaborative and individual search outcomes. Although 
there has been a great deal of research into CIR, there were no clear user-centred design 
recommendations emanating from any MLCIR studies that we were aware of. Thus, the design of our 
initial system was relatively simple and had basic functionalities to allow a pair of users to search for 
and judge documents synchronously. For this reason, some of the design suggestions we obtained for 
this system repeated what had previously been proposed for CIR system. However, our interface 
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served as a starting point to investigate the impact of MLCIR scenarios. Our findings confirmed the 
potential applicability of some existing CIR interface components for MLCIR, and also highlighted a 
number of important design suggestions for improvement. 

The final user study presented in Chapter 6 evaluated a final MLCIR system for this PhD. While our 
results indicated that the document removal scenario had comparable search performance and 
collection coverage (see Sections 6.4.1 and 6.4.2), it could be due to the amount of documents that 
were blocked (i.e. removing random 25 out of top 50 most likely results). Perhaps blocking more 
documents may observe a different finding. However, since no previous guidelines existed prior to our 
study, we believed that this approach was appropriate. Since the search sessions were performed 
across the open web and there was no qrel, it was not possible to calculate the evaluation metrics as 
precisely as using a document collection. However, the method used in this study had successfully 
been used by pervious research studies (Shah, González-Ibáñez 2011, Soulier, Shah et al. 2014). 

20 participants were recruited in each of the user studies presented in Chapters 4, 5 and 6. This was 
due to limited resources allocated for each study. Online surveys or questionnaires were inapplicable 
for our user studies as the studies required a laboratory environment where the participants could be 
closely monitored. However quite a number of studies in the related field had used a similar  (or even 
less) participant size (Smyth, Balfe et al. 2004, Pickens, Golovchinsky et al. 2008, Shah, Pickens et al. 
2010, Soulier, Shah et al. 2014). Therefore, it was believed that our studies had a reasonable sample 
size.  

Despite the limitations, a series of studies conducted in this PhD has produced a number of 
contributions to both IR and HCI communities as discussed in 7.1. The work presented in this thesis 
has opened up different routes to investigate further into MLCIR. Future studies should focus on 
providing a new and better framework of concepts and interface components that can be used to 
implement new MLCIR systems. There may be many more non-uniform information access scenarios 
than those devised in this work. Such scenarios need to be explored and studied further. As 
information access, flow and restriction may differ from one organisation to another, it may be 
difficult to produce a comprehensive one-size-fit-all system for multiple domains. This should be 
explored further and perhaps tailor MLCIR systems for individual domains. The use of AI to either 
redistribute the results or to automatically block sensitive data may also be investigated further. 
Blocking sensitive information manually is an expensive task if documents are changing frequently. In 
such cases, AI may become a desirable option. The use of AI may open up even more interesting paths 
to follow. It is hoped that the materials presented in this thesis serve as novel guidelines for such 
investigations. 

 

 

  



92 
 

References 

Allan, J., 2005. HARD Track Overview in TREC 2005: High Accuracy Retrieval from Documents. In 
Proceedings of the Fourteenth Text REtrieval Conference (TREC 2005) (pp. 51-68). NIST.  

Amershi, S. and Morris, M.R., 2008, April. CoSearch: a system for co-located collaborative web 
search. In Proceedings of the SIGCHI Conference on Human Factors in Computing Systems (pp. 1647-
1656). ACM. 

Attfield, S., Blandford, A. and Makri, S., 2010. Social and interactional practices for disseminating 
current awareness information in an organisational setting. Information processing & management, 
46(6), pp.632-645. 

Azzopardi, L., 2017, March. Building cost-benefit models of information interactions. In Proceedings 
of the 2017 Conference on Conference Human Information Interaction and Retrieval (pp. 425-428). 
ACM. 

Azzopardi, L., Järvelin, K., Kamps, J. and Smucker, M.D., 2011, January. Report on the SIGIR 2010 
workshop on the simulation of interaction. In ACM SIGIR Forum (Vol. 44, No. 2, pp. 35-47). ACM. 

Azzopardi, L., Pickens, J., Shah, C., Soulier, L. and Tamine, L., 2017, March. Second International 
Workshop On the Evaluation of Collaborative Information Seeking and Retrieval (Ecol'17). In 
Proceedings of the 2017 Conference on Conference Human Information Interaction and Retrieval (pp. 
429-431). ACM. 

Baeza-Yates, R. and Ribeiro-Neto, B., 1999. Modern information retrieval (Vol. 463). New York: ACM 
press. 

Bergström, E. and Åhlfeldt, R.M., 2015, October. Information Classification Enablers. In International 
Symposium on Foundations and Practice of Security (pp. 268-276). Springer International Publishing. 

Bjurling, B. and Hansen, P., 2010, May. Contracts for information sharing in collaborative networks. 
In Proc. 7th Int’l Conf. Information Systems Crisis Response and Management. 

Borlund, P., 2003. The IIR evaluation model: a framework for evaluation of interactive information 
retrieval systems. Information Research. An International Electronic Journal, 8(3). 

Braun, V. and Clarke, V., 2006. Using thematic analysis in psychology. Qualitative research in 
psychology, 3(2), pp.77-101. 

Brooke, J., 2013. SUS: a retrospective. Journal of usability studies, 8(2), pp.29-40. 

Brooke, J., 1996. SUS-A quick and dirty usability scale. Usability evaluation in industry, 189(194), 
pp.4-7. 

Capra, R., Chen, A.T., Hawthorne, K., Arguello, J., Shaw, L. and Marchionini, G., 2012. Design and 
evaluation of a system to support collaborative search. Proceedings of the American Society for 
Information Science and Technology, 49(1), pp.1-10. 

Capra, R., Chen, A.T., McArthur, E. and Davis, N., 2013. Searcher actions and strategies in 
asynchronous collaborative search. Proceedings of the Association for Information Science and 
Technology, 50(1), pp.1-10. 



93 
 

Chen, A.T., Capra, R. and Wu, W.C., 2014. An investigation of the effects of awareness and task 
orientation on collaborative search. Proceedings of the Association for Information Science and 
Technology, 51(1), pp.1-10. 

Cleverdon, C., 1967, June. The Cranfield tests on index language devices. In Aslib proceedings (Vol. 
19, No. 6, pp. 173-194). MCB UP Ltd. 

Cleverdon, C.W. and Keen, M., 1966. Aslib Cranfield research project-Factors determining the 
performance of indexing systems; Volume 2, Test results. 

Cole, M., Liu, J., Belkin, N.J., Bierig, R., Gwizdka, J., Liu, C., Zhang, J. and Zhang, X., 2009. Usefulness 
as the criterion for evaluation of interactive information retrieval. Proc. HCIR, pp.1-4. 

De Choudhury, M., Morris, M.R. and White, R.W., 2014, April. Seeking and sharing health 
information online: Comparing search engines and social media. In Proceedings of the 32nd annual 
ACM conference on Human factors in computing systems (pp. 1365-1376). ACM. 

Dumais, S., Jeffries, R., Russell, D.M., Tang, D. and Teevan, J., 2014. Understanding user behavior 
through log data and analysis. In Ways of Knowing in HCI (pp. 349-372). Springer New York. 

Dunn, O.J., 1964. Multiple comparisons using rank sums. Technometrics, 6(3), pp.241-252. 

Dunn, O.J., 1961. Multiple comparisons among means. Journal of the American Statistical 
Association, 56(293), pp.52-64. 

Fisher, K.E. and Julien, H., 2009. Information behavior. Annual review of information science and 
technology, 43(1), pp.1-73. 

Fisher, R.A., 1919. XV.—The correlation between relatives on the supposition of Mendelian 
inheritance. Earth and Environmental Science Transactions of the Royal Society of Edinburgh, 52(2), 
pp.399-433. 

Foley, C. and Smeaton, A.F., 2009, April. Synchronous Collaborative Information Retrieval: 
Techniques and Evaluation. In Ecir (Vol. 9, pp. 42-53). 

Freyne, J., Farzan, R., Brusilovsky, P., Smyth, B. and Coyle, M., 2007, January. Collecting community 
wisdom: integrating social search & social navigation. In Proceedings of the 12th international 
conference on Intelligent user interfaces (pp. 52-61). ACM. 

Friedman, M., 1937. The use of ranks to avoid the assumption of normality implicit in the analysis of 
variance. Journal of the american statistical association, 32(200), pp.675-701. 

Glaser, B.G., Strauss, A.L. and Strutzel, E., 1968. The discovery of grounded theory; strategies for 
qualitative research. Nursing research, 17(4), p.364. 

Golovchinsky, G., Adcock, J., Pickens, J., Qvarfordt, P. and Back, M., 2008. Cerchiamo: a collaborative 
exploratory search tool. Proceedings of Computer Supported Cooperative Work (CSCW), pp.8-12. 

Golovchinsky, G., Pickens, J. and Back, M., 2009. A taxonomy of collaboration in online information 
seeking. arXiv preprint arXiv:0908.0704. 

González-Ibáñez, R. and Shah, C., 2011. Coagmento: A system for supporting collaborative 
information seeking. proceedings of the American Society for Information Science and Technology, 
48(1), pp.1-4. 



94 
 

Gueorguieva, R. and Krystal, J.H., 2004. Move over anova: progress in analyzing repeated-measures 
data andits reflection in papers published in the archives of general psychiatry. Archives of general 
psychiatry, 61(3), pp.310-317. 

Halvey, M., Vallet, D., Hannah, D., Feng, Y. and Jose, J.M., 2010. An asynchronous collaborative 
search system for online video search. Information processing & management, 46(6), pp.733-748. 

Handel, M.J. and Wang, E.Y., 2011, October. “I can’t tell you what I found:” Problems in Multi-level 
Collaborative Information Retrieval. In Proceedings of the 3rd international workshop on 
Collaborative information retrieval (pp. 1-6). ACM. 

Harman, D., 1993, July. Overview of the first TREC conference. In Proceedings of the 16th annual 
international ACM SIGIR conference on Research and development in information retrieval (pp. 36-
47). ACM. 

Hart, S.G. and Staveland, L.E., 1988. Development of NASA-TLX (Task Load Index): Results of 
empirical and theoretical research. Advances in psychology, 52, pp.139-183. 

Harvey, M., Hauff, C. and Elsweiler, D., 2015, August. Learning by Example: training users with high-
quality query suggestions. In Proceedings of the 38th International ACM SIGIR Conference on 
Research and Development in Information Retrieval (pp. 133-142). ACM. 

Hopfgartner, F., Vallet, D., Halvey, M. and Jose, J., 2008, October. Search trails using user feedback to 
improve video search. In Proceedings of the 16th ACM international conference on Multimedia (pp. 
339-348). ACM. 

IBM, 2014. IBM Post hoc comparisons for the Kruskal-Wallis test - United Kingdom [viewed 
5/2/2016]. Available: http://www-01.ibm.com/support/docview.wss?uid=swg21477370. 

Joho, H., Hannah, D. and Jose, J.M., 2009, April. Revisiting IR techniques for collaborative search 
strategies. In European Conference on Information Retrieval (pp. 66-77). Springer Berlin Heidelberg. 

Joho, H., Hannah, D. and Jose, J.M., 2008, October. Comparing collaborative and independent search 
in a recall-oriented task. In Proceedings of the second international symposium on Information 
interaction in context (pp. 89-96). ACM. 

Karunakaran, A. and Reddy, M., 2012, October. The role of narratives in collaborative information 
seeking. In Proceedings of the 17th ACM international conference on Supporting group work (pp. 
273-276). ACM. 

Kelly, D., 2009. Methods for evaluating interactive information retrieval systems with users. 
Foundations and Trends® in Information Retrieval, 3(1–2), pp.1-224. 

Kelly, D., Arguello, J., Edwards, A. and Wu, W.C., 2015, September. Development and evaluation of 
search tasks for IIR experiments using a cognitive complexity framework. In Proceedings of the 2015 
International Conference on The Theory of Information Retrieval (pp. 101-110). ACM. 

Kelly, D. and Sugimoto, C.R., 2013. A systematic review of interactive information retrieval 
evaluation studies, 1967–2006. Journal of the Association for Information Science and Technology, 
64(4), pp.745-770. 

Kohavi, R., Longbotham, R., Sommerfield, D. and Henne, R.M., 2009. Controlled experiments on the 
web: survey and practical guide. Data mining and knowledge discovery, 18(1), pp.140-181. 



95 
 

Kowalski, G., 2010. Information retrieval architecture and algorithms. Springer Science & Business 
Media. 

Kruskal, W.H. and Wallis, W.A., 1952. Use of ranks in one-criterion variance analysis. Journal of the 
American statistical Association, 47(260), pp.583-621. 

LAERD STATISTICS, 2013-last update, One-way ANOVA in SPSS Statistics. Available: 
https://statistics.laerd.com/spss-tutorials/one-way-anova-using-spss-statistics.php [08/09, 2017]. 

Levene, H., 1960. Robust tests for equality of variances. Contributions to probability and statistics, 1, 
pp.278-292. 

Mann, H.B. and Whitney, D.R., 1947. On a test of whether one of two random variables is 
stochastically larger than the other. The annals of mathematical statistics, pp.50-60. 

Marchionini, G., 2006. Toward human-computer information retrieval. Bulletin of the Association for 
Information Science and Technology, 32(5), pp.20-22. 

Maron, M.E. and Kuhns, J.L., 1960. On relevance, probabilistic indexing and information retrieval. 
Journal of the ACM (JACM), 7(3), pp.216-244. 

Maxwell, D. and Azzopardi, L., 2016, July. Simulating Interactive Information Retrieval: SimIIR: A 
Framework for the Simulation of Interaction. In Proceedings of the 39th International ACM SIGIR 
conference on Research and Development in Information Retrieval (pp. 1141-1144). ACM. 

Maybury, M., 2005. Karen Spärck Jones and Summarization. Charting a New Course: Natural 
Language Processing and Information Retrieval, pp.99-103. 

Mitsui, M., Liu, J., Belkin, N.J. and Shah, C., 2017, August. Predicting Information Seeking Intentions 
from Search Behaviors. In Proceedings of the 40th International ACM SIGIR Conference on Research 
and Development in Information Retrieval (pp. 1121-1124). ACM. 

Mitsui, M. and Shah, C., 2016, June. Coagmento 2.0: A system for capturing individual and group 
information seeking behavior. In Digital Libraries (JCDL), 2016 IEEE/ACM Joint Conference on (pp. 
233-234). IEEE. 

Morris, M.R., 2013, February. Collaborative search revisited. In Proceedings of the 2013 conference 
on Computer supported cooperative work (pp. 1181-1192). ACM. 

Morris, M.R., 2008, April. A survey of collaborative web search practices. In Proceedings of the 
SIGCHI Conference on Human Factors in Computing Systems (pp. 1657-1660). ACM. 

Morris, M.R., 2007, January. Collaborating alone and together: Investigating persistent and multi-
user web search activities. In Proceedings of international ACM SIGIR conference on research and 
development in information retrieval (SIGIR 2007) (pp. 23-27). 

Morris, M.R. and Horvitz, E., 2007, October. SearchTogether: an interface for collaborative web 
search. In Proceedings of the 20th annual ACM symposium on User interface software and 
technology (pp. 3-12). ACM. 

Morris, M.R., Lombardo, J. and Wigdor, D., 2010, February. WeSearch: supporting collaborative 
search and sensemaking on a tabletop display. In Proceedings of the 2010 ACM conference on 
Computer supported cooperative work (pp. 401-410). ACM. 



96 
 

Mr. Bayes and Price, M., 1763. An essay towards solving a problem in the doctrine of chances. by the 
late rev. mr. bayes, frs communicated by mr. price, in a letter to john canton, amfrs. Philosophical 
Transactions (1683-1775), pp.370-418. 

Ounis, I., Amati, G., Plachouras, V., He, B., Macdonald, C. and Lioma, C., 2006, August. Terrier: A high 
performance and scalable information retrieval platform. In Proceedings of the OSIR Workshop (pp. 
18-25). 

Pääkkönen, T., Kekäläinen, J., Keskustalo, H., Azzopardi, L., Maxwell, D. and Järvelin, K., 2017. 
Validating simulated interaction for retrieval evaluation. Information Retrieval Journal, pp.1-25. 

Pickens, J., Golovchinsky, G., Shah, C., Qvarfordt, P. and Back, M., 2008, July. Algorithmic mediation 
for collaborative exploratory search. In Proceedings of the 31st annual international ACM SIGIR 
conference on Research and development in information retrieval (pp. 315-322). ACM. 

Robertson, S.E., 1977. The probability ranking principle in IR. Journal of documentation, 33(4), 
pp.294-304. 

Robertson, S.E. and Jones, K.S., 1976. Relevance weighting of search terms. Journal of the 
Association for Information Science and Technology, 27(3), pp.129-146. 

Robertson, S.E., Walker, S., Jones, S., Hancock-Beaulieu, M.M. and Gatford, M., 1995. Okapi at TREC-
3. Nist Special Publication Sp, 109, p.109. 

Robins, D., 2000. Interactive information retrieval: Context and basic notions. InformingSciJ, 3, 
pp.57-62. 

Salton, G., 1971. The SMART retrieval system—experiments in automatic document processing. 

Salton, G., Fox, E.A. and Wu, H., 1983. Extended Boolean information retrieval. Communications of 
the ACM, 26(11), pp.1022-1036. 

Salton, G., Wong, A. and Yang, C.S., 1975. A vector space model for automatic indexing. 
Communications of the ACM, 18(11), pp.613-620. 

Shah, C., 2015. Collaborative Information Seeking: From ‘What?’ and ‘Why?’ to ‘How?’ and ‘So 
What?’. In Collaborative Information Seeking (pp. 3-16). Springer International Publishing. 

Shah, C., 2012. Collaborative information seeking: The art and science of making the whole greater 
than the sum of all (Vol. 34). Springer Science & Business Media. 

Shah, C., 2010. Coagmento-a collaborative information seeking, synthesis and sense-making 
framework. Integrated demo at CSCW, pp.6-11. 

Shah, C. and González-Ibáñez, R., 2011, July. Evaluating the synergic effect of collaboration in 
information seeking. In Proceedings of the 34th international ACM SIGIR conference on Research and 
development in Information Retrieval (pp. 913-922). ACM. 

Shah, C. and Marchionini, G., 2010. Awareness in collaborative information seeking. Journal of the 
American Society for Information Science and Technology, 61(10), pp.1970-1986. 

Shah, C., Marchionini, G. and Kelly, D., 2009, April. Learning design principles for a collaborative 
information seeking system. In CHI'09 Extended Abstracts on Human Factors in Computing Systems 
(pp. 3419-3424). ACM. 



97 
 

Shah, C., Pickens, J. and Golovchinsky, G., 2010. Role-based results redistribution for collaborative 
information retrieval. Information processing & management, 46(6), pp.773-781. 

Shah, C., 2017. Social Information Seeking: Leveraging the Wisdom of the Crowd (Vol. 38). Springer. 

Shah, C., 2016. The blind leading the blind: Impromptu leaderships influenced by awareness in 
collaborative search. Aslib Journal of Information Management, 68(2), pp.212-226. 

Singhal, A., 2001. Modern information retrieval: A brief overview. IEEE Data Eng. Bull., 24(4), pp.35-
43. 

Smeaton, A.F., Lee, H., Foley, C. and McGivney, S., 2007. Collaborative video searching on a tabletop. 
Multimedia Systems, 12(4-5), pp.375-391. 

Smyth, B., Balfe, E., Freyne, J., Briggs, P., Coyle, M. and Boydell, O., 2004. Exploiting query repetition 
and regularity in an adaptive community-based web search engine. User Modeling and User-
Adapted Interaction, 14(5), pp.383-423. 

Soulier, L., Shah, C. and Tamine, L., 2014, July. User-driven system-mediated collaborative 
information retrieval. In Proceedings of the 37th international ACM SIGIR conference on Research & 
development in information retrieval (pp. 485-494). ACM. 

Soulier, L. and Tamine, L., 2017. On the collaboration support in Information Retrieval. ACM 
Computing Surveys. 

Soulier, L., Tamine, L. and Bahsoun, W., 2014. On domain expertise-based roles in collaborative 
information retrieval. Information Processing & Management, 50(5), pp.752-774. 

Soulier, L., Tamine, L. and Bahsoun, W., 2013, December. A collaborative document ranking model 
for a multi-faceted search. In Asia Information Retrieval Symposium (pp. 109-120). Springer Berlin 
Heidelberg. 

Soulier, L., Tamine, L. and Shah, C., 2016. MineRank: Leveraging users’ latent roles for unsupervised 
collaborative information retrieval. Information Processing & Management, 52(6), pp.1122-1141. 

Sparck Jones, K., 1972. A statistical interpretation of term specificity and its application in retrieval. 
Journal of documentation, 28(1), pp.11-21. 

Spence, P.R., Reddy, M.C. and Hall, R., 2005, November. A survey of collaborative information 
seeking practices of academic researchers. In Proceedings of the 2005 international ACM SIGGROUP 
conference on Supporting group work (pp. 85-88). ACM. 

Tague, J.M., 1981. The pragmatics of information retrieval experimentation. Information retrieval 
experiment, pp.59-102. 

Tague-Sutcliffe, J., 1992. The pragmatics of information retrieval experimentation, revisited. 
Information Processing & Management, 28(4), pp.467-490. 

Tamine, L. and Soulier, L., 2016, March. Collaborative Information Retrieval: Concepts, Models and 
Evaluation. In European Conference on Information Retrieval (pp. 885-888). Springer International 
Publishing. 

Tamine, L. and Soulier, L., 2015, October. Understanding the impact of the role factor in 
collaborative information retrieval. In Proceedings of the 24th ACM International on Conference on 
Information and Knowledge Management (pp. 43-52). ACM. 



98 
 

Tamine, L., Soulier, L., Ben Jabeur, L., Amblard, F., Hanachi, C., Hubert, G. and Roth, C., 2016, July. 
Social media-based collaborative information access: Analysis of online crisis-related twitter 
conversations. In Proceedings of the 27th ACM Conference on Hypertext and Social Media (pp. 159-
168). ACM. 

Turtle, H. and Croft, W.B., 1989, December. Inference networks for document retrieval. In 
Proceedings of the 13th annual international ACM SIGIR conference on Research and development in 
information retrieval (pp. 1-24). ACM. 

Van Rijsbergen, C.J., 1986. A non-classical logic for information retrieval. The computer journal, 
29(6), pp.481-485. 

Welch, B.L., 1947. The generalization of `student's' problem when several different population 
variances are involved. Biometrika, 34(1/2), pp.28-35. 

White, R.W., Ruthven, I., Jose, J.M. and Van Rijsbergen, C.J., 2005. Evaluating implicit feedback 
models using searcher simulations. ACM Transactions on Information Systems (TOIS), 23(3), pp.325-
361. 

Wilcoxon, F., 1945. Individual comparisons by ranking methods. Biometrics bulletin, 1(6), pp.80-83. 

 

  



99 
 

Appendix A: Information Sheet and Consent 

Form  

A1: Preliminary Investigation of Interface Components for 

Supporting MLCIR (see Chapter 4) 

Study Title 

A User Study to Investigate the Interface Components for Supporting Multi-Level Collaborative 
Information Retrieval 

Invitation Paragraph 

You are being invited to take part in a research study. Before you decide whether to participate, it is 
important for you to understand why the research is being done and what it will involve.  Please take 
time to read the following information carefully.  Ask questions if anything is not clear or if you would 
like more information.  Take time to decide whether or not you wish to take part. Thank you for your 
time. 

What is involved?  

If you agree to take part in this user study, you and a pre-assigned partner will be asked to search for a 
number of documents and judge their relevance, using 2 separate computers. Once the study begins, 
both you and your partner will be given a search task based on which both of you will spend a maximum 
of 15 minutes searching for documents and marking the relevant documents amongst them. You will 
then receive a short post-task questionnaire to complete. You will repeat this 3 times in total, with a 
new task each time. During the study, you may or may not have the same level of access to the 
collection of documents as your partner, and while you may be able to find a number of documents for 
a given task, your partner may not be able to find any; and vice versa. DO NOT communicate with your 
partner until all the 3 sessions are completed.  

Once all the sessions are completed, a short interview will be conducted where you and your partner 
will be asked a series of questions related to your experience with the current system, and those related 
to your opinions about new interface components. This interview will last for a maximum of 30 minutes. 
The whole study should last around 1 hour and 40 minutes. 

Anonymity and Confidentiality 

All information collected about you during the course of the study will be anonymised and used only 
for research purposes and to write academic paper(s). All data collected will be held in a secure and 
safe manner in accordance with the Data Protection Act 1998, and will only be accessible by the main 
researcher Mr. Nyi Nyi Htun and the academic supervisors Prof. Lynne Baillie and Dr. Martin Halvey. 

Right to Withdraw 

You have the right to withdraw from this study at any time if you so wish without penalty.   
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Contact Information 

Mr. Nyi Nyi Htun (PhD student) 

Glasgow Caledonian University 

70, Cowcaddens Road, G4 0BA. 

Email: nyinyi.htun@gcu.ac.uk 

 

 

Prof. Lynne Baillie (PhD supervisor) 

Glasgow Caledonian University 

70, Cowcaddens Road, G4 0BA. 

Email: l.baillie@gcu.ac.uk 

Dr. Martin Halvey (PhD supervisor) 

University of Strathclyde 

16, Richmond Street, Glasgow G1 1XQ. 

Email: martin.halvey@strath.ac.uk 

 

Consent 

I have read and understand the procedures involved in this study; and I am happy to take part. 

Name of Participant Date Signature 

 _______________________ _____________________ ____________________ 

 

Name of Researcher Date Signature 

 _______________________           _____________________              ____________________ 

Results from this study will be published as part of conference and journal submissions. If you would 
like to receive a copy once they have been published, please provide your email address: 

_________________________________________________________ 

 

 

Note by researcher: 

 

Team ID/participant ID:___________/___________ 

 

Participants knew each other: Yes/No 
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A2: Investigating the Impact of Supporting Query 

Awareness on MLCIR (see Section 5.3) 

Study Title 

Understanding the Effect of Supporting Query Awareness on Multi-Level Collaborative Information 
Retrieval 

Invitation Paragraph 

You are being invited to take part in a research study. Before you decide whether to participate, it is 
important for you to understand why the research is being done and what it will involve.  Please take 
time to read the following information carefully.  Ask questions if anything is not clear or if you would 
like more information.  Take time to decide whether or not you wish to take part. Thank you for your 
time. 

What is involved?  

If you agree to take part in this user study, you and a pre-assigned partner will be asked to search for a 
number of documents and judge their relevance, using 2 separate computers. Once the study begins, 
both you and your partner will be given a search task based on which both of you will spend a maximum 
of 15 minutes searching for documents and marking the relevant documents amongst them. You will 
then receive a short post-task questionnaire to complete. You will repeat this 3 times in total, with a 
new task each time. During the study, you may or may not have the same level of access to the 
collection of documents as your partner, and while you may be able to find a number of documents for 
a given task, your partner may not be able to find any; and vice versa. DO NOT communicate with your 
partner until all the 3 sessions are completed. Your goal, throughout the search sessions, is to find as 
many relevant documents as possible using the interface components provided. 

Once all the sessions are completed, a short design interview will be conducted where you and your 
partner will be asked a series of questions related to your experiences regarding some interface 
components. After that, you will be asked to suggest for improvements.  This interview will last for a 
maximum of 20 minutes.  

The whole study should last around 1 hour and 40 minutes. 

Anonymity and Confidentiality 

All information collected about you during the course of the study will be anonymised and used only 
for research purposes and to write academic paper(s). All data collected will be held in a secure and 
safe manner in accordance with the Data Protection Act 1998, and will only be accessible by the 
researchers: Mr. Nyi Nyi Htun, Dr. Martin Halvey, Prof. Lynne Baillie and Dr. Andrew Crossan. 

Right to Withdraw 

You have the right to withdraw from this study at any time if you so wish without penalty.  
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Contact Information 

Mr. Nyi Nyi Htun (PhD student) 

Glasgow Caledonian University 

70, Cowcaddens Road, G4 0BA. 

Email: nyinyi.htun@gcu.ac.uk 

 

Dr. Martin Halvey 

University of Strathclyde 

16, Richmond Street, Glasgow G1 1XQ. 

Email: martin.halvey@strath.ac.uk 

Prof. Lynne Baillie 

Heriot-Watt University 

Edinburgh Campus, Edinburgh EH14 4AS. 

Email: l.baillie@hw.ac.uk 

Dr. Andrew Crossan 

Glasgow Caledonian University 

70, Cowcaddens Road, G4 0BA. 

Email: andrew.crossan@gcu.ac.uk 

 

Consent 

I have read and understand the procedures involved in this study; and I am happy to take part. 

Name of Participant Date Signature 

 _______________________ _____________________ ____________________ 

 

Name of Researcher Date Signature 

 _______________________           _____________________              ____________________ 

Results from this study will be published as part of conference and journal submissions. If you would 
like to receive a copy once the results have been published, please provide your email address: 

_________________________________________________________ 

 

 

Note by researcher: 

 

Team ID/participant ID:___________/___________ 

 

Participants knew each other: Yes/No 
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A3: Investigating the Impact of Supporting Result 

Awareness and Team Awareness on MLCIR (see Section 

5.4) 

Study Title 

Understanding the Effect of Result Awareness and Team Awareness on Multi-Level Collaborative 
Information Retrieval 

Invitation Paragraph 

You are being invited to take part in a research study. Before you decide whether to participate, it is 
important for you to understand why the research is being done and what it will involve.  Please take 
time to read the following information carefully.  Ask questions if anything is not clear or if you would 
like more information.  Take time to decide whether or not you wish to take part. Thank you for your 
time. 

What is involved?  

If you agree to take part in this user study, you and a pre-assigned partner will be asked to search for a 
number of documents and judge their relevance, using 2 separate computers. Once the study begins, 
both you and your partner will be given a search task based on which both of you will spend a maximum 
of 15 minutes searching for documents and marking the relevant documents amongst them. You will 
then receive a short post-task questionnaire to complete. You will repeat this 3 times in total, with a 
new task each time. During the study, while you may be able to find a number of documents for a given 
task, your partner may not be able to find any; and vice versa. Your goal, throughout the search 
sessions, is to find as many relevant documents as possible using the interface components provided. 
DO NOT communicate with your partner until all the 3 search tasks are completed.  

Once all the sessions are completed, a short design interview will be conducted where you and your 
partner will be asked a series of questions related to your experiences regarding some interface 
components. After that, you will be asked to suggest improvements or changes to the interface 
components. This interview will last for a maximum of 20 minutes.  

The whole study will last for a maximum of 1 hour and 50 minutes. 

Anonymity and Confidentiality 

All information collected about you during the course of the study will be anonymised and used only 
for research purposes and to write academic paper(s). All data collected will be held in a secure and 
safe manner in accordance with the Data Protection Act 1998, and will only be accessible by the 
researchers: Mr. Nyi Nyi Htun, Dr. Martin Halvey, Prof. Lynne Baillie and Dr. Andrew Crossan. 

Right to Withdraw 

You have the right to withdraw from this study at any time if you so wish without penalty.  
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Contact Information 

Mr. Nyi Nyi Htun (PhD student) 

Glasgow Caledonian University 

70, Cowcaddens Road, G4 0BA. 

Email: nyinyi.htun@gcu.ac.uk 

 

Dr. Martin Halvey 

University of Strathclyde 

16, Richmond Street, Glasgow G1 1XQ. 

Email: martin.halvey@strath.ac.uk 

Prof. Lynne Baillie 

Heriot-Watt University 

Edinburgh Campus, Edinburgh EH14 4AS. 

Email: l.baillie@hw.ac.uk 

Dr. Andrew Crossan 

Glasgow Caledonian University 

70, Cowcaddens Road, G4 0BA. 

Email: andrew.crossan@gcu.ac.uk 

 

Consent 

I have read and understand the procedures involved in this study; and I am happy to take part. 

Name of Participant Date Signature 

 _______________________ _____________________ ____________________ 

 

Name of Researcher Date Signature 

 _______________________           _____________________              ____________________ 

Results from this study will be published as part of conference and journal submissions. If you would 
like to receive a copy once the results have been published, please provide your email address: 

_________________________________________________________ 

 

 

Note by researcher: 

 

Team ID/participant ID:___________/___________ 

 

Participants knew each other: Yes/No 
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A4: Evaluating an Interface for Supporting Asynchronous 

MLCIR (see Chapter 6) 

Study Title 

An Interface for Supporting Asynchronous Multi-Level Collaborative Information Retrieval  

Invitation Paragraph 

You are being invited to take part in a research study. Before you decide whether to participate, it is 
important for you to understand why the research is being done and what it will involve.  Please take 
time to read the following information carefully.  Ask questions if anything is not clear or if you would 
like more information.  Take time to decide whether or not you wish to take part. Thank you for your 
time. 

What is involved?  

If you agree to take part in this user study, you and a pre-assigned partner will be asked to 
asynchronously search for a number of documents and judge their relevance using 2 separate 
computers. Once the study begins, both you and your partner will be given different search tasks based 
on which both of you will spend a maximum of 15 minutes searching for documents and marking the 
relevant documents amongst them. You will then receive a short post-task questionnaire to complete. 
You will repeat this search session 3 times in total, with a new task each time. During the study, while 
you may be able to find a number of documents for a given task, your partner may not be able to find 
any; and vice versa. Your goal throughout the search sessions is to find as many relevant documents as 
possible using the interface components provided. DO NOT communicate with your partner until all the 
3 search sessions are completed.  

Once all the sessions are completed, you will complete a short post-evaluation questionnaire, followed 
by a design interview where you and your partner will be asked a series of questions related to your 
experiences regarding some interface components. After that, you will be asked to suggest 
improvements or changes to the interface components. This interview will last for a maximum of 20 
minutes.  

The whole study will last for a maximum of 90 minutes. 

Anonymity and Confidentiality 

All information collected about you during the course of the study will be anonymised and used only 
for research purposes and to write academic paper(s). All data collected will be held in a secure and 
safe manner in accordance with the Data Protection Act 1998, and will only be accessible by the 
researchers: Mr. Nyi Nyi Htun, Dr. Martin Halvey, Prof. Lynne Baillie and Dr. Andrew Crossan. 

Right to Withdraw 

You have the right to withdraw from this study at any time if you so wish without penalty.  
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Contact Information 

Mr. Nyi Nyi Htun (PhD student) 

Glasgow Caledonian University 

70, Cowcaddens Road, G4 0BA. 

Email: nyinyi.htun@gcu.ac.uk 

 

Dr. Martin Halvey 

University of Strathclyde 

16, Richmond Street, Glasgow G1 1XQ. 

Email: martin.halvey@strath.ac.uk 

Prof. Lynne Baillie 

Heriot-Watt University 

Edinburgh Campus, Edinburgh EH14 4AS. 

Email: l.baillie@hw.ac.uk 

Dr. Andrew Crossan 

Glasgow Caledonian University 

70, Cowcaddens Road, G4 0BA. 

Email: andrew.crossan@gcu.ac.uk 

 

Consent 

I have read and understand the procedures involved in this study; and I am happy to take part. 

Name of Participant Date Signature 

 _______________________ _____________________ ____________________ 

 

Name of Researcher Date Signature 

 _______________________           _____________________              ____________________ 

Results from this study will be published as part of conference and journal submissions. If you would 
like to receive a copy once the results have been published, please provide your email address: 

_________________________________________________________ 

 

 

Note by researcher: 

 

Team ID/participant ID:___________/___________ 

 

Participants knew each other: Yes/No 
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Appendix B: Demographic Questionnaire  

Note: Demographic questionnaire for each user study was created in Google Form10 and was sent to 
individual participants together with a document containing related information sheet and consent 
form (see Appendix A). The participants were required to complete the questionnaire prior to 
arriving for the study. The following is the demographic questionnaire used throughout the user 
studies presented in chapters 4, 5 and 6. 

Demographic questionnaire  
All data collected will be held in a secure and safe manner.  

* Required  

1. Last name (capitalised) *  

---------------------------- 

 

2. Age *  

---------------------------- 

 

3. Gender *  

Mark only one oval.  

Male 

Female  

 

4. Occupation *  

---------------------------- 

 

5. How often do you use search engines? (e.g. Google, Yahoo, library search 
system, etc.)*  

Mark only one oval.  

Less than 6 hours per week  

6-10 hours per week  

11-15 hours per week  

16-20 hours per week  

More than 20 hours per week  

 

                                                             
10 https://www.google.co.uk/forms/about/ 
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6. Have you ever worked together with someone to search for information? (e.g. 
finding a hotel, a restaurant, work-related information, etc.) *  

Mark only one oval.  

Yes: Continue to question 7.  

No: Submit the form.  

 

7. What was the purpose of the search? *  

-------------------------------------------------------- 

-------------------------------------------------------- 

-------------------------------------------------------- 

-------------------------------------------------------- 

 

8. With whom? (i.e. relation) *  

-------------------------------------------------------- 

-------------------------------------------------------- 

-------------------------------------------------------- 

-------------------------------------------------------- 

 

9. How many people were involved? *  

---------------------------- 

 

10. What tool(s) did you use? * 

-------------------------------------------------------- 

-------------------------------------------------------- 

-------------------------------------------------------- 

-------------------------------------------------------- 
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Appendix C: Post-Task Questionnaires 

C1: Preliminary Investigation of Interface Components for 

Supporting MLCIR (see Chapter 4) 

Please answer the following questions based on your experience during this task.   

1. The description and narrative of this task were easy to understand. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

 

2. The topic of this task is very interesting. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

 

3. I was quite familiar with the topic of this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

 

4. I am satisfied with the documents obtained for my queries for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

 

5. I found a lot of relevant documents in the result for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 
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6. I am confident with the documents I judged for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

 

7. I think I judged more documents than my partner for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

 

8. I think my team did a great job in judging documents for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

 

9. I think the ‘query history’ component increased my performance for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

 

10. I think being able to know the documents that have already been viewed increased 
my performance for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

 

11. I think being able to know the documents that have already been judged increased 
my performance for this task.  
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☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 
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C2: Investigating the Impact of Supporting Query 

Awareness on MLCIR (see Section 5.3) 

Note: The first question of the following questionnaires was designed to capture participants’ 
perception on whether they had higher access than their partner. Questions 2 to 4 were designed to 
capture participants’ perceptions of search tasks. Questions 5 to 8 were designed to capture 
participants’ perceptions of search performance. Questions 9 to 12 were designed to capture 
participants’ perceptions of certain interface components. 

Baseline Interface (see Section 5.3.2.1) 
Please answer the following questions based on your experience during this task.   

1. I think I had higher access than my partner. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

2. The instruction of this task is easy to understand. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

3. The topic of this task is interesting. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

4. I was familiar with the topic of this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

5. I am satisfied with the documents obtained for my queries for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

     

6. I am confident with the documents I judged for this task. 
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☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

7. I think my team found a lot of relevant documents for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

8. I think I found more relevant documents than my partner for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

 

  



114 
 

Interface with Icons (IWI) (see Section 5.3.2.2) 
Please answer the following questions based on your experience during this task.   

1. I think I had higher access than my partner. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

2. The instruction of this task is easy to understand. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

3. The topic of this task is interesting. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

4. I was familiar with the topic of this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

5. I am satisfied with the documents obtained for my queries for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

     

6. I am confident with the documents I judged for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

7. I think my team found a lot of relevant documents for this task. 

☐ ☐ ☐ ☐ ☐ 
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Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

8. I think I found more relevant documents than my partner for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

9. The query-effectiveness (QE) icons were helpful for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

10. The query-popularity (QP) icons were helpful for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

11. The time-spent-on-query (TS) icons were helpful for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

 

  



116 
 

Interface with Icons and Sorting (IWIS) (see Section 5.3.2.3) 
Please answer the following questions based on your experience during this task.   

1. I think I had higher access than my partner. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

2. The instruction of this task is easy to understand. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

3. The topic of this task is interesting. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

4. I was familiar with the topic of this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

5. I am satisfied with the documents obtained for my queries for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

     

6. I am confident with the documents I judged for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

7. I think my team found a lot of relevant documents for this task. 

☐ ☐ ☐ ☐ ☐ 
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Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

8. I think I found more relevant documents than my partner for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

9. The query-effectiveness (QE) icons were helpful for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

10. The query-popularity (QP) icons were helpful for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

11. The time-spent-on-query (TS) icons were helpful for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

12. The ability to sort query history was helpful for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 
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C3: Investigating the Impact of Supporting Result 

Awareness and Team Awareness on MLCIR (see Section 

5.4) 

Baseline Interface (see Section 5.4.2.1) 
Note: The first question of the following questionnaire was designed to capture participants’ 
perception on whether they had higher access than their partner. Questions 2 to 4 were designed to 
capture participants’ perceptions of search tasks. Questions 5 to 8 were designed to capture 
participants’ perceptions of search performance. 

Please answer the following questions based on your experience during this task.   

1. I think I had higher access than my partner. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

2. The instruction of this task is easy to understand. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

3. The topic of this task is interesting. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

4. I was familiar with the topic of this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

5. I am satisfied with the documents obtained for my queries for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 
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6. I am confident with the documents I judged for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

7. I think my team found a lot of relevant documents for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

8. I think I found more relevant documents than my partner for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 
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Interface with Result Awareness (RA) (see Section 5.4.2.2) 
Note: Questions 1 to 8 were the same as the Baseline interface. The last 4 questions (i.e. 9 to 12) 
were designed to capture participants’ perceptions of the interface components related to result 
awareness. 

Please answer the following questions based on your experience during this task.   

1. I think I had higher access than my partner. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

2. The instruction of this task is easy to understand. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

3. The topic of this task is interesting. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

4. I was familiar with the topic of this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

5. I am satisfied with the documents obtained for my queries for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

     

6. I am confident with the documents I judged for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

7. I think my team found a lot of relevant documents for this task. 
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☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

8. I think I found more relevant documents than my partner for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

9. The result-sort function was helpful. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

 
10. Having a list of viewed documents was helpful. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

11. Having a list of relevant documents was helpful. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

12. The bookmark function was helpful. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 
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Interface with Team Awareness (TA) (see Section 5.4.2.3) 
Note: Questions 1 to 8 were the same as the Baseline interface. The last 4 questions (i.e. 9 to 12) 
were designed to capture participants’ perceptions of the interface components related to team 
awareness. 

Please answer the following questions based on your experience during this task.   

1. I think I had higher access than my partner. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

2. The instruction of this task is easy to understand. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

3. The topic of this task is interesting. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

4. I was familiar with the topic of this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

5. I am satisfied with the documents obtained for my queries for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

     

6. I am confident with the documents I judged for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

7. I think my team found a lot of relevant documents for this task. 
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☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

8. I think I found more relevant documents than my partner for this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

9. Having different colours for me and my partner in query history was helpful. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

10. Having separated lists of query history for me and my partner was helpful. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

11. Having different colours for me and my partner for viewed/relevant documents was 
helpful. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

12. Having initials for me and my partner for viewed/relevant documents was helpful. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 
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C4: Evaluating an Interface for Supporting Asynchronous 

MLCIR (see Chapter 6) 

Note: Together with the following 3 questions, NASA Task Load Index (TLX) was also administered 
for this particular study. Details of NASA TLX questions are presented in Appendix D. 

Please select the correct option. 
 

1. I think I had higher access than my partner in this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

2. The topic of this task is interesting. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 

3. I was familiar with the topic of this task. 

☐ ☐ ☐ ☐ ☐ 

Strongly Disagree Somewhat 
Disagree 

Neither Disagree 
nor Agree 

Somewhat Agree     Strongly Agree 
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Appendix D: NASA Task Load Index (TLX) 

Please select the correct option. 
 
MENTAL DEMAND: How mentally demanding was the task? 

 
         Low                                                                                           High 
 

PHYSICAL DEMAND: How physically demanding was the task? 

 
         Low                                                                                           High 
 

TEMPORAL DEMAND: How hurried or rushed was the pace of the task? 

 
         Low                                                                                           High 
 

PERFORMANCE: How successful were you in accomplishing what you were asked to do? 

 
         Low                                                                                           High 
 
EFFORT: How hard did you have to work to accomplish your level of performance? 

 
         Low                                                                                           High 
 

FRUSTRATION: How insecure, discouraged, irritated, stressed, and annoyed were you? 

 
         Low                                                                                           High 
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Appendix E: Design Interview Questions 

Note: Team members’ responses to any of the design interview questions were recorded on an 
audio recorder and were also noted below each question. If the answers of team members were 
different, they were asked to answer one after another. Team members were identified using their 
participant numbers. 

E1: Preliminary Investigation of Interface Components for 

Supporting MLCIR (see Chapter 4) 

Section 1: Please use the print-out of the current search system provided, and answer the 
following questions based on your experience from this study.  

 

Current search system utilised in this study 

  

1 
 

2 
3 
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Questions 

Search Component (i.e. 1 in the figure) 

1. In what ways was this component easy to interact with? 
 

2. In what ways was this component difficult to interact with? 
 

3. In what ways could this component be redesigned and improved? (Please 
annotate the figure and/or sketch your ideas in the empty space below.) 
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Query History Component (i.e. 2 in the figure) 

1. In what ways was this component easy to interact with? 
  

2. In what ways was this component difficult to interact with? 
 

3. In what ways did this component increase your team’s collaboration 
capabilities? Please provide examples. 

 
 

4. In what ways did this component decrease your team’s collaboration 
capabilities? Please provide examples. 

 

 

5. In what ways could this component be redesigned and improved? (Please 
annotate the figure and/or sketch your ideas in the empty space below.) 
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Viewed/Relevant Component (i.e. 3 in the figure) 

1. In what ways was this component easy to interact with?  
 

2. In what ways was this component difficult to interact with? 
 

3. In what ways did this component increase your team’s collaboration 
capabilities? Please provide examples. 

 
 

4. In what ways did this component decrease your team’s collaboration 
capabilities? Please provide examples. 

 

 

5. In what ways could this component be redesigned and improved? (Please 
annotate the figure and/or sketch your ideas in the empty space below.) 
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Section 2: Please think of any new components and/or functions that can be added to the 
current search system in order to improve your team’s collaboration capabilities.  

• Describe what they are and why you think they are suitable. (Use the empty 
space below and extra sheets provided to sketch your ideal components and/or 
functions.) 
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E2: Investigating the Impact of Supporting Query 

Awareness on MLCIR (see Section 5.3) 

Section 1: Please use the print-out of the search interface provided, and answer the 
following questions based on your experience from this study.  

 

Interface components 
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Questions 

§ Query effectiveness (i.e. a in the figure) 
1. How did this component affect your search? 

 

2. In what ways could this component be redesigned and improved? (Please annotate the 
figure and/or sketch your ideas in the empty space below.) 

 

 

 

 

 

 

 

 

§  Query popularity (i.e. b in the figure) 
1. How did this component affect your search? 

 

2. In what ways could this component be redesigned and improved? (Please annotate the 
figure and/or sketch your ideas in the empty space below.) 
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§ Time spent on query (i.e. c in the figure) 
1. How did this component affect your search? 

 

2. In what ways could this component be redesigned and improved? (Please annotate the 
figure and/or sketch your ideas in the empty space below.) 

 

 

 

 

 

 

 

 

§ Query sorting (i.e. d in the figure) 
1. How did this component affect your search? 

 

2. In what ways could this component be redesigned and improved? (Please annotate the 
figure and/or sketch your ideas in the empty space below.) 
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Section 2: Please think of any new components and/or functions that can be added in order 
to better provide your team’s queries.  

• Describe what they are and why you think they are suitable. (Use the empty space below 
and extra sheets provided to sketch your ideal components and/or functions.) 
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E3: Investigating the Impact of Supporting Result 

Awareness and Team Awareness on MLCIR (see Section 

5.4) 

Section 1: Please use the print-out of the search interfaces provided, and answer the 
following questions based on your experience from this study.  

Interface 1 (result awareness) 

 

Interface 1 (result awareness) 
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Questions for interface 1 (result awareness) 

Viewed documents list (i.e. a in the interface 1) 

3. In what way did this component affect your search? 
 

4. In what ways could this component be redesigned and improved? (Please annotate the 
figure and/or sketch your ideas in the empty space below.) 

 

 

 

 

 

 

 

 

Relevant documents list (i.e. b in the interface 1) 

3. In what way did this component affect your search? 
 

4. In what ways could this component be redesigned and improved? (Please annotate the 
figure and/or sketch your ideas in the empty space below.) 
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Bookmarking (i.e. c in the interface 1) 

3. In what way did this component affect your search? 
 

4. In what ways could this component be redesigned and improved? (Please annotate the 
figure and/or sketch your ideas in the empty space below.) 

 

 

 

 

 

 

 

 

Result sorting (i.e. d in the interface 1) 

3. In what way did this component affect your search? 
 

4. In what ways could this component be redesigned and improved? (Please annotate the 
figure and/or sketch your ideas in the empty space below.) 
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Interface 2 (team awareness) 

 

Interface 2 (team awareness) 
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Questions for interface 2 (team awareness) 

Query history (i.e. a in the interface 2) 

1. In what way did having separate lists of query history affect your search? 
 

2. In what way did having different colours affect your search? 
 

3. In what ways could this component be redesigned and improved? (Please annotate the 
figure and/or sketch your ideas in the empty space below.) 

 

 

 

 

 

 

Viewed/relevant component (i.e. b in the interface 2) 

1. In what way did having different colours affect your search? 
 

2. In what way did having initials affect your search? 
 

3. In what ways could this component be redesigned and improved? (Please annotate the 
figure and/or sketch your ideas in the empty space below.) 
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Section 2: Please think of any new components and/or functions that can be added in order 
to improve your result awareness and team awareness.  

• Describe what they are and why you think they are suitable. (Use the empty space below 
and extra sheets provided to sketch your ideal components and/or functions.) 
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E4: Evaluating an Interface for Supporting Asynchronous 

MLCIR (see Chapter 6) 

Section 1: Please use the print-out of the interface component provided, and answer the 
following questions.  

Query history component 

 

Question 1:  Overall, in what way did this component impact your search? 

 

 

Question 2:  Which part(s) of this component was/were most useful for you? 

 

 

Question 3:  Which part(s) of this component was/were least useful for you? 

 

 

Question 4: In what ways would you like to improve this component? (Please annotate the 
figure and/or sketch your ideas in the empty space below.) 
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Section 2: Please use the print-out of the interface component provided, and answer the 
following questions. 

Search component 

 

Question 1:  Overall, in what way did this component impact your search? 

 

 

Question 2:  Which part(s) of this component was/were most useful for you? 

 

 

Question 3:  Which part(s) of this component was/were least useful for you? 

 

 

Question 4: In what ways would you like to improve this component? (Please annotate the 
figure and/or sketch your ideas in the empty space below.) 
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Section 3: Please use the print-out of the interface component provided, and answer the 
following questions based on your experience from this study. 

Result history component 

 

Question 1:  Overall, in what way did this component impact your search? 

 

 

Question 2:  Which part(s) of this component was/were most useful for you? 

 

 

Question 3:  Which part(s) of this component was/were least useful for you? 

 

 

Question 4: In what ways would you like to improve this component? (Please annotate the 
figure and/or sketch your ideas in the empty space below.) 
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Appendix F: System Usability Scale (SUS) 

Please select the correct options. 
 
 Strongly  

disagree 

Strongly  

agree 

1. I think that I would like to use this system 
frequently 

 

 

2. I found the system unnecessarily complex 

 

3. I thought the system was easy to use  

 

4. I think that I would need the support of a 
technical person to be able to use this system 

 

5. I found the various functions in this system 
were well integrated 

 

6. I thought there was too much inconsistency in 
this system 

7. I would imagine that most people would learn 
to use this system very quickly 

 

8. I found the system very cumbersome to use 

 

9. I felt very confident using the system 

 

10. I needed to learn a lot of things before I 
could get going with this system 

 

 

1 2 3 4 5

1 2 3 4 5

1 2 3 4 5

1 2 3 4 5

1 2 3 4 5

1 2 3 4 5

1 2 3 4 5

1 2 3 4 5

1 2 3 4 5

1 2 3 4 5
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Appendix G: Counterbalanced Evaluation 

Orders 

G1: Preliminary Investigation of Interface Components for 

Supporting MLCIR (see Chapter 4) 

Participant group Scenario Access combination 

1 Document Removal 100-60 

  Term Blacklisting 70-100 

  Full Access 100-100 

      

2 Term Blacklisting 100-70 

  Full Access 100-100 

  Document Removal 60-100 

      

3 Full Access 100-100 

  Document Removal 100-60 

  Term Blacklisting 70-100 

      

4 Document Removal 60-100 

  Term Blacklisting 100-70 

  Full Access 100-100 

      

5 Term Blacklisting 70-100 

  Full Access 100-100 

  Document Removal 100-60 

      

6 Full Access 100-100 

  Document Removal 60-100 
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Participant group Scenario Access combination 

  Term Blacklisting 100-70 

      

7 Document Removal 100-60 

  Term Blacklisting 70-100 

  Full Access 100-100 

      

8 Term Blacklisting 100-70 

  Full Access 100-100 

  Document Removal 60-100 

      

9 Full Access 100-100 

  Document Removal 100-60 

  Term Blacklisting 70-100 

      

10 Document Removal 60-100 

  Term Blacklisting 100-70 

  Full Access 100-100 

Table G.1: A complete rotation of information access scenarios and access combinations for 10 pairs of participants 
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G2: Investigating the Impact of Supporting Query 

Awareness on MLCIR (see Section 5.3) 

Participant group Scenario Access combination Interface 

1 Document Removal 100-60 baseline 

  Term Blacklisting 70-100 icons 

  Full Access 100-100 icons+sorting 

        

2 Term Blacklisting 100-70 icons+sorting 

  Full Access 100-100 baseline 

  Document Removal 60-100 icons  

        

3 Full Access 100-100 icons 

  Document Removal 100-60 icons+sorting 

  Term Blacklisting 70-100 baseline 

        

4 Document Removal 60-100 baseline 

  Term Blacklisting 100-70 icons 

  Full Access 100-100 icons+sorting 

        

5 Term Blacklisting 70-100 icons+sorting 

  Full Access 100-100 baseline 

  Document Removal 100-60 icons  

        

6 Full Access 100-100 icons 

  Document Removal 60-100 icons+sorting 

  Term Blacklisting 100-70 baseline 

        

7 Document Removal 100-60 baseline 

  Term Blacklisting 70-100 icons 
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Participant group Scenario Access combination Interface 

  Full Access 100-100 icons+sorting 

        

8 Term Blacklisting 100-70 icons+sorting 

  Full Access 100-100 baseline 

  Document Removal 60-100 icons  

        

9 Full Access 100-100 icons 

  Document Removal 100-60 icons+sorting 

  Term Blacklisting 70-100 baseline 

        

10 Document Removal 60-100 baseline 

  Term Blacklisting 100-70 icons 

  Full Access 100-100 icons+sorting 

Table G.2: A complete rotation of information access scenarios, access combinations and interfaces for 10 pairs of 
participants 
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G3: Investigating the Impact of Supporting Result 

Awareness and Team Awareness on MLCIR (see Section 

5.4) 

Participant group Scenario Access combination Search interface 

1 Document Removal 100-60 baseline 

  Term Blacklisting 70-100 resultawareness 

  Full Access 100-100 teamawareness 

        

2 Term Blacklisting 100-70 teamawareness 

  Full Access 100-100 baseline 

  Document Removal 60-100 resultawareness 

        

3 Full Access 100-100 resultawareness 

  Document Removal 100-60 teamawareness 

  Term Blacklisting 70-100 baseline 

        

4 Document Removal 60-100 baseline 

  Term Blacklisting 100-70 resultawareness 

  Full Access 100-100 teamawareness 

        

5 Term Blacklisting 70-100 teamawareness 

  Full Access 100-100 baseline 

  Document Removal 100-60 resultawareness 

        

6 Full Access 100-100 resultawareness 

  Document Removal 60-100 teamawareness 

  Term Blacklisting 100-70 baseline 
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Participant group Scenario Access combination Search interface 

7 Document Removal 100-60 baseline 

  Term Blacklisting 70-100 resultawareness 

  Full Access 100-100 teamawareness 

        

8 Term Blacklisting 100-70 teamawareness 

  Full Access 100-100 baseline 

  Document Removal 60-100 resultawareness 

        

9 Full Access 100-100 resultawareness 

  Document Removal 100-60 teamawareness 

  Term Blacklisting 70-100 baseline 

        

10 Document Removal 60-100 baseline 

  Term Blacklisting 100-70 resultawareness 

  Full Access 100-100 teamawareness 

Table G.3: A complete rotation of information access scenarios, access combinations and interfaces for 10 pairs of 
participants 
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G4: Evaluating an Interface for Supporting Asynchronous 

MLCIR (see Chapter 6) 

  Participant A Participant B 

Group Scenario Task id Search type Access Scenario Task id Search type Access 

1 

Document 
Removal 1 Start Full Full Access 3 Start full 

Term 
Blacklisting 2 Start non-full Document 

Removal 1 Continue non-full 

Full Access 3 Continue Full Term 
Blacklisting 2 Continue full 

                  

2 

Term 
Blacklisting 3 Start full Document 

Removal 2 Start full 

Full Access 1 Start full Term 
Blacklisting 3 Continue non-full 

Document 
Removal 2 Continue non-full Full Access 1 Continue full 

                  

3 

Full Access 2 Start full Term 
Blacklisting 1 Start full 

Document 
Removal 3 Start full Full Access 2 Continue full 

Term 
Blacklisting 1 Continue non-full Document 

Removal 3 Continue non-full 

                  

4 

Document 
Removal 1 Start full Full Access 3 Start full 

Term 
Blacklisting 2 Start non-full Document 

Removal 1 Continue non-full 

Full Access 3 Continue full Term 
Blacklisting 2 Continue full 

                  

5 

Term 
Blacklisting 3 Start full Document 

Removal 2 Start full 

Full Access 1 Start full Term 
Blacklisting 3 Continue non-full 

Document 
Removal 2 Continue non-full Full Access 1 Continue full 

                  

6 

Full Access 2 Start full Term 
Blacklisting 1 Start full 

Document 
Removal 3 Start full Full Access 2 Continue full 

Term 
Blacklisting 1 Continue non-full Document 

Removal 3 Continue non-full 

                  

7 

Document 
Removal 1 Start full Full Access 3 Start full 

Term 
Blacklisting 2 Start non-full Document 

Removal 1 Continue non-full 

Full Access 3 Continue full Term 
Blacklisting 2 Continue full 
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  Participant A Participant B 

Group Scenario Task id Search type Access Scenario Task id Search type Access 

8 

Term 
Blacklisting 3 Start full Document 

Removal 2 Start full 

Full Access 1 Start full Term 
Blacklisting 3 Continue non-full 

Document 
Removal 2 Continue non-full Full Access 1 Continue full 

                  

9 

Full Access 2 Start full Term 
Blacklisting 1 Start full 

Document 
Removal 3 Start full Full Access 2 Continue full 

Term 
Blacklisting 1 Continue non-full Document 

Removal 3 Continue non-full 

                  

10 

Document 
Removal 1 Start full Full Access 3 Start full 

Term 
Blacklisting 2 Start non-full Document 

Removal 1 Continue non-full 

Full Access 3 Continue full Term 
Blacklisting 2 Continue full 

Table G.4: A complete rotation of information access scenarios, search task, search type and information access type for 10 
pairs of participants 
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Appendix H: 13 of the TREC 2005 Topics 

Number: 303 

Title: Hubble Telescope Achievements 

Description: Identify positive accomplishments of the Hubble telescope since it 
was launched in 1991. 

Narrative: Documents are relevant that show the Hubble telescope has produced 
new data, better quality data than previously available, data that has increased 
human knowledge of the universe, or data that has led to disproving previously 
existing theories or hypotheses.  Documents limited to the shortcomings of the 
telescope would be irrelevant. Details of repairs or modifications to the telescope 
without reference to positive achievements would not be relevant. 

 

Number: 344 

Title: Abuses of E-Mail 

Description: The availability of E-mail to many people through their job or school 
affiliation has allowed for many efficiencies in communications but also has 
provided the opportunity for abuses.  What steps have been taken world-wide by 
those bearing the cost of E-mail to prevent excesses? 

Narrative: To be relevant, a document will concern dissatisfaction by an entity 
paying for the cost of electronic mail.  Particularly sought are items which relate 
to system users (such as employees) who abuse the system by engaging in 
communications of the type not related to the payer's desired use of the system. 

 

Number: 363 

Title: transportation tunnel disasters 

Description: What disasters have occurred in tunnels used for transportation? 

Narrative: A relevant document identifies a disaster in a tunnel used for trains, 
motor vehicles, or people.  Wind tunnels and tunnels used for wiring, sewage, 
water, oil, etc. are not relevant.  The cause of the problem may be fire, 
earthquake, flood, or explosion and can be accidental or planned.  Documents 
that discuss tunnel disasters occurring during construction of a tunnel are relevant 
if lives were threatened. 

 

Number: 367 

Title: piracy 
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Description: What modern instances have there been of old fashioned piracy, the 
boarding or taking control of boats? 

Narrative: Documents discussing piracy on any body of water are relevant.  
Documents discussing the legal taking of ships or their contents by a national 
authority are non-relevant.  Clashes between fishing vessels over fishing are not 
relevant, unless one vessel is boarded. 

 

Number: 383 

Title: mental illness drugs 

Description: Identify drugs used in the treatment of mental illness. 

Narrative: A relevant document will include the name of a specific or generic type 
of drug.  Generalities are not relevant. 

 

Number: 393 

Title: mercy killing 

Description: Identify documents that discuss mercy killings. 

 

Narrative: All individual cases of mercy killing are relevant, except that "letters to 
the editor" mentioning cases are not relevant. The removal of life support systems 
is relevant.  A general mention or description of a case without specifics, such as 
victim's name are not relevant.  Cases determined to be a murder-suicide are not 
relevant. 

 

Number: 397 

Title: automobile recalls 

Description: Identify documents that discuss the reasons for automobile recalls. 

Narrative: A relevant document will specify major or minor reasons for 
automobile recalls by car manufacturers.  Documents that discuss truck recalls are 
not relevant. 

 

Number: 439 

Title: inventions, scientific discoveries 

Description: What new inventions or scientific discoveries have been made? 

Narrative: The word "new" in the description is defined as occurring in the 1990s.  
Documents that indicate a "recent" invention or scientific discovery are 
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considered relevant. Discoveries made in astronomy or any scientific discoveries 
that are not patentable are not relevant. 

 

Number: 448 

Title: ship losses 

Description: Identify instances in which weather was a main or contributing factor 
in the loss of a ship at sea.  

Narrative: Any ship loss due to weather is relevant, either in international or 
coastal waters. 

 

Number: 625 

Title: arrests bombing WTC 

Description: Identify documents that provide information on the arrest and/or 
conviction of the bombers of the World Trade Center (WTC) in February 1993. 

Narrative: A relevant document must contain information about an arrest or 
conviction related to the bombing.  Simple claims of involvement are not relevant. 

 

Number: 651 

Title: U.S. ethnic population 

Description: How is the ethnic make-up of the U.S. population changing? 

Narrative: Documents must indicate a shift in the ethnic make-up of the U.S. 
population. 

 

Number: 658 

Title: teenage pregnancy 

Description: Find documents that discuss teenage pregnancy in the United States: 
the birth rate for teenage mothers, causes and results of teenage pregnancies, 
and steps taken to reduce the number of teenage pregnancies. 

Narrative: Relevant documents will discuss teenage pregnancy in the United 
States. Also relevant is information on teenage abortions. 

 

Number: 689 

Title: family-planning aid 
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Description: To which countries does the U.S. provide aid to support family 
planning, and for which countries has the U.S. refused or limited support? 

Narrative: Relevant documents indicate where U.S. aid supports family planning 
or where such aid has been denied. Discussions of why aid for family planning has 
been refused are also relevant.  Documents that mention U.S. aid to countries, 
but not specifically for family planning are not relevant. Descriptions of funds for 
family planning in the U.S. itself are not relevant. 
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Appendix I: Results 

I1: Extra results from Chapter 5 (Investigating the Impact 

of Supporting CIR Awareness Concepts on MLCIR) 

I.1.1. Study 1 (query awareness study) 

  DR TR FA 

DR TR 

Full 
Non-
full 

Full 
Non-
full 

recall 

Baseline 0.03 0.02 0.08 0.01 0.02 0.01 0.01 

IWI 0.07 0.04 0.01 0.03 0.04 0.03 0.02 

IWIS 0.07 0.01 0.04 0.04 0.02 0.01 0.00 

precision 

Baseline 0.26 0.47 0.71 0.05 0.24 0.18 0.42 

IWI 0.48 0.40 0.05 0.47 0.48 0.33 0.35 

IWIS 0.46 0.25 0.39 0.29 0.55 0.37 0.00 

f-measure 

Baseline 0.06 0.04 0.15 0.01 0.04 0.03 0.02 

IWI 0.11 0.08 0.01 0.06 0.07 0.05 0.03 

IWIS 0.11 0.02 0.07 0.07 0.04 0.02 0.00 

no. of 
queries 

Baseline 12 17 8.67 4.25 9 9.67 8.67 

IWI 18.33 17.5 18.33 13.67 7 12.5 6.25 

IWIS 18.67 19 18 11.67 10 10.33 13 

average 
query length 

Baseline 3.39 3.74 2.43 3.49 3.17 3.81 3.87 

IWI 2.48 3.49 2.32 2.47 2.59 3.22 3.9 

IWIS 3.19 2.95 3.53 3.45 2.74 2.84 3.04 

query 
success 

Baseline 0.37 0.22 1.04 0.25 0.34 0.2 0.16 

IWI 0.68 0.23 0.03 0.58 1.08 0.24 0.19 

IWIS 0.42 0.09 0.23 0.42 0.5 0.23 0 

number of 
viewed 
documents 

Baseline 41 84.33 57.33 21.25 20.75 25.67 59.67 

IWI 41.67 44 55.67 19.67 24.33 18.25 26.75 

IWIS 52.67 48 37.5 35 18.33 33.33 15 

Baseline 6.03 5.82 6.82 6.59 3.43 2.67 10.81 
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  DR TR FA 

DR TR 

Full 
Non-
full 

Full 
Non-
full 

number of 
viewed 
documents 
by query 

IWI 3.18 3.24 3.05 2.37 4.66 2.11 7.81 

IWIS 3.36 2.64 2.35 3.37 2.77 4 1.2 

coverage 

Baseline 733.25 909.33 167.67 562 483.75 615.67 341.67 

IWI 379.67 860 620 213.33 229.33 366 509.5 

IWIS 905 450.67 988.5 329.33 662.33 120.33 343 

relevant 
coverage 

Baseline 13 8.33 25 11.25 7.75 4.67 5 

IWI 28.33 17.5 9.33 19.33 18 13.75 6 

IWIS 26 7 19.75 21.67 9.33 3.67 3.67 

unique 
coverage 

Baseline 712.25 906 167.67 561.25 483.5 615.67 341.67 

IWI 379.67 858.75 612.33 213.33 229.33 365.25 509.25 

IWIS 900.67 450.67 968 329.33 662.33 120.33 343 

unique 
relevant 
coverage 

Baseline 13 8.33 25 11.25 7.75 4.67 5 

IWI 28.33 17.5 9.33 19.33 18 13.75 6 

IWIS 23 7 19.75 21.67 9.33 3.67 3.67 

number of 
clicks on 
query history 

Baseline 2.25 1.33 1 0.25 2 0.67 0.67 

IWI 2.67 2.75 2.67 1.67 1 2.75 0 

IWIS 4 5.67 5.5 2.33 1.67 4 1.67 

time spent 
on icons 
(sec) 

Baseline 0 0 0 0 0 0 0 

IWI 7 14.75 2 1.33 5.67 14 0.75 

IWIS 7 7 19.5 4 3 6.67 0.33 

number of 
clicks on 
result sorting 

Baseline 0 0 0 0 0 0 0 

IWI 0 0 0 0 0 0 0 

IWIS 5.33 0 8.25 4.67 0.67 0 0 

Table I.1: Mean values of search performance, query submission, documents viewed, collection coverage and usage metrics 
for 3 access scenarios, and for full access and non-full access within the document removal and term blacklisting scenarios. 
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  DR TR FA 

Q1 

Baseline 3.38 2.83 3.67 

IWI 3.00 2.63 4.00 

IWIS 3.33 2.50 2.75 

Q2 

Baseline 4.50 4.17 4.17 

IWI 3.83 4.38 4.00 

IWIS 3.83 4.50 4.75 

Q3 

Baseline 4.50 3.83 4.00 

IWI 3.67 3.50 4.50 

IWIS 4.00 3.50 4.25 

Q4 

Baseline 2.75 3.00 3.33 

IWI 3.00 3.38 3.67 

IWIS 3.17 2.00 3.63 

Q5 

Baseline 2.75 2.83 4.17 

IWI 3.33 2.75 3.17 

IWIS 2.50 1.67 2.50 

Q6 

Baseline 3.88 3.33 4.33 

IWI 3.83 3.50 3.83 

IWIS 3.67 3.83 3.13 

Q7 

Baseline 2.50 2.17 4.17 

IWI 3.17 2.88 2.50 

IWIS 2.67 2.50 2.63 

Q8 

Baseline 3.13 2.50 3.00 

IWI 3.33 2.63 3.50 

IWIS 2.83 2.00 2.75 

Q9 

Baseline  -  -  - 

IWI 3.67 4.00 4.17 

IWIS 3.50 3.83 3.75 

Q10 Baseline  -  -  - 
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  DR TR FA 

IWI 3.33 3.75 3.33 

IWIS 2.83 3.17 3.63 

Q11 

Baseline  -  -  - 

IWI 2.83 3.88 3.33 

IWIS 2.83 4.00 3.50 

Q12 

Baseline  -  -  - 

IWI  -  -  - 

IWIS 4.17 3.67 3.38 

Table I.2: Mean values of 3 access scenarios (see Table 5.3 for the questions). 1 = strongly disagree, 3 = neither, 5 = strongly 
agree 

I.1.2. Study 2 (result awareness and team awareness study) 

  DR TR FA 

DR TR 

Full 
Non-
full 

Full 
Non-
full 

recall 

Baseline 0.04 0 0.06 0.01 0.03 0 0 

RA 0.06 0.03 0.01 0.04 0.05 0.02 0.01 

TA 0.04 0.04 0.06 0.01 0.04 0.02 0.02 

precision 

Baseline 0.3 0.13 0.48 0.08 0.34 0 0.22 

RA 0.53 0.73 0.2 0.53 0.54 0.73 0.55 

TA 0.35 0.23 0.64 0.17 0.43 0.21 0.44 

f-measure 

Baseline 0.07 0.01 0.11 0.01 0.06 0 0.01 

RA 0.1 0.05 0.03 0.08 0.08 0.04 0.02 

TA 0.07 0.06 0.1 0.01 0.07 0.04 0.03 

no. of queries 

Baseline 17 18.67 11.67 11 8 12.33 8 

RA 12 21 15.33 7 7 14.5 8.75 

TA 18.33 11.33 16.25 10 10 8.67 5.33 

average query 
length 

Baseline 3.45 4.48 3.71 3.29 3.69 4.55 3.85 

RA 3.23 3.12 3.51 3.52 3.04 2.93 3.27 

TA 4.49 4.42 3.75 3.62 4.71 4.02 5.08 
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  DR TR FA 

DR TR 

Full 
Non-
full 

Full 
Non-
full 

query success 

Baseline 0.28 0.05 0.69 0.09 0.68 0 0.11 

RA 0.81 0.21 0.07 1.89 0.86 0.3 0.21 

TA 0.49 0.51 0.28 0.67 0.52 0.39 0.36 

number of 
viewed 
documents 

Baseline 44.5 52.33 44 26.75 19 33.33 19.67 

RA 35.33 41 63 19.33 17.33 11 30.25 

TA 64.33 75.67 50 12 52.67 48 28.33 

number of 
viewed 
documents by 
query 

Baseline 2.52 4.46 3.89 2.29 2.69 3.92 13.58 

RA 3.55 2.2 3.87 4.99 2.62 1.19 3.44 

TA 5.35 8 3.43 7.68 6.62 6.82 5.17 

coverage 

Baseline 693 954.67 308 225.25 516.5 566 429 

RA 523.33 563.5 537.67 302.33 339.33 389 195 

TA 675.33 543.33 550.75 427 380.67 276.67 282 

relevant 
coverage 

Baseline 19 16 26.67 7 13.75 8 9 

RA 26.33 14.25 23.33 18 18.67 5 10.5 

TA 23.33 13.67 17.75 6.33 19.67 7 7.33 

unique 
coverage 

Baseline 678.75 951.67 283 225.25 516.5 565.33 429 

RA 522.33 563 535 302.33 339.33 389 195 

TA 674.33 518.67 536.5 426.33 380.67 276.67 282 

unique 
relevant 
coverage 

Baseline 19 16 26.33 7 13.75 8 9 

RA 26.33 14.25 23 18 18.67 5 10.5 

TA 23.33 13.67 17.75 6.33 19.67 7 7.33 

number of 
clicks on query 
history 

Baseline 1.5 1.67 1.33 0.75 0.75 1.33 0.33 

RA 2.33 3.75 1.67 0.33 2 2.25 1.5 

TA 2 3.33 10.75 0 2 3 0.33 

number of 
times results 
were sorted 

Baseline 0 0 0 0 0 0 0 

RA 0.33 3.25 1 0.33 0 1 2.25 

TA 0 0 0 0 0 0 0 
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  DR TR FA 

DR TR 

Full 
Non-
full 

Full 
Non-
full 

number of 
clicks on 
viewed 
documents list 

Baseline 0 0 0 0 0 0 0 

RA 0.33 5 0 0.33 0 4.5 0.5 

TA 0 0 0 0 0 0 0 

number of 
clicks on 
relevant 
documents list 

Baseline 0 0 0 0 0 0 0 

RA 1 0.75 0 0 1 0.5 0.25 

TA 0 0 0 0 0 0 0 

number of 
clicks on 
bookmarked 
documents list 

Baseline 0 0 0 0 0 0 0 

RA 0.33 1.75 0 0 0.33 1.75 0 

TA 0 0 0 0 0 0 0 

number of 
clicks on 
bookmark 
button 

Baseline 0 0 0 0 0 0 0 

RA 5.33 2.75 0 4 1.33 1.25 1.5 

TA 0 0 0 0 0 0 0 

Table I.3: Mean values of search performance, query submission, documents viewed, collection coverage and usage metrics 
for 3 access scenarios, and for full access and non-full access within the document removal and term blacklisting scenarios. 

  DR TR FA 

Q1 

Baseline 2.63 2.67 3.17 

RA 2.50 2.63 2.83 

TA 3.17 2.67 3.13 

Q2 

Baseline 4.38 3.83 4.00 

RA 4.50 4.75 4.67 

TA 4.33 4.50 4.50 

Q3 

Baseline 3.38 2.83 3.67 

RA 3.83 4.00 4.00 

TA 2.83 3.67 3.38 

Q4 

Baseline 2.50 3.17 3.17 

RA 3.00 4.13 3.00 

TA 2.33 2.67 2.88 
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  DR TR FA 

Q5 

Baseline 2.38 1.67 3.33 

RA 3.50 2.63 3.17 

TA 2.83 2.83 3.00 

Q6 

Baseline 3.38 2.50 3.67 

RA 3.83 3.75 3.50 

TA 3.33 3.83 3.25 

Q7 

Baseline 2.38 2.50 3.00 

RA 3.00 3.13 3.67 

TA 2.33 3.67 3.25 

Q8 

Baseline 2.25 2.00 2.83 

RA 2.50 2.75 2.83 

TA 3.00 2.50 3.13 

Q9 

Baseline  -  -  - 

RA 4.83 3.50 3.17 

TA  -  -  - 

Q10 

Baseline  -  -  - 

RA 4.67 3.88 4.33 

TA  -  -  - 

Q11 

Baseline  -  -  - 

RA 4.83 4.63 4.33 

TA  -  -  - 

Q12 

Baseline  -  -  - 

RA 4.50 4.25 3.67 

TA  -  -  - 

Q13 

Baseline  -  -  - 

RA  -  -  - 

TA 4.17 4.67 4.50 

Q14 Baseline  -  -  - 
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  DR TR FA 

RA  -  -  - 

TA 4.17 4.17 4.38 

Q15 

Baseline  -  -  - 

RA  -  -  - 

TA 4.50 4.50 4.50 

Q16 

Baseline  -  -  - 

RA  -  -  - 

TA 4.00 4.83 4.00 

Table I.4: Mean values of 3 access scenarios (see Table 5.7 for the questions). 1 = strongly disagree, 3 = neither, 5 = strongly 
agree 

 


