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Published research fi ndings are 
sometimes refuted by subsequent 
evidence, with ensuing confusion 

and disappointment. Refutation and 
controversy is seen across the range of 
research designs, from clinical trials 
and traditional epidemiological studies 
[1–3] to the most modern molecular 
research [4,5]. There is increasing 
concern that in modern research, false 
fi ndings may be the majority or even 
the vast majority of published research 
claims [6–8]. However, this should 
not be surprising. It can be proven 
that most claimed research fi ndings 
are false. Here I will examine the key 

factors that infl uence this problem and 
some corollaries thereof. 

Modeling the Framework for False 
Positive Findings 
Several methodologists have 
pointed out [9–11] that the high 
rate of nonreplication (lack of 
confi rmation) of research discoveries 
is a consequence of the convenient, 
yet ill-founded strategy of claiming 
conclusive research fi ndings solely on 
the basis of a single study assessed by 
formal statistical signifi cance, typically 
for a p-value less than 0.05. Research 
is not most appropriately represented 
and summarized by p-values, but, 
unfortunately, there is a widespread 
notion that medical research articles 

should be interpreted based only on 
p-values. Research fi ndings are defi ned 
here as any relationship reaching 
formal statistical signifi cance, e.g., 
effective interventions, informative 
predictors, risk factors, or associations. 
“Negative” research is also very useful. 
“Negative” is actually a misnomer, and 
the misinterpretation is widespread. 
However, here we will target 
relationships that investigators claim 
exist, rather than null fi ndings. 

As has been shown previously, the 
probability that a research fi nding 
is indeed true depends on the prior 
probability of it being true (before 
doing the study), the statistical power 
of the study, and the level of statistical 
signifi cance [10,11]. Consider a 2 × 2 
table in which research fi ndings are 
compared against the gold standard 
of true relationships in a scientifi c 
fi eld. In a research fi eld both true and 
false hypotheses can be made about 
the presence of relationships. Let R 
be the ratio of the number of “true 
relationships” to “no relationships” 
among those tested in the fi eld. R 

is characteristic of the fi eld and can 
vary a lot depending on whether the 
fi eld targets highly likely relationships 
or searches for only one or a few 
true relationships among thousands 
and millions of hypotheses that may 
be postulated. Let us also consider, 
for computational simplicity, 
circumscribed fi elds where either there 
is only one true relationship (among 
many that can be hypothesized) or 
the power is similar to fi nd any of the 
several existing true relationships. The 
pre-study probability of a relationship 
being true is R⁄(R + 1). The probability 
of a study fi nding a true relationship 
refl ects the power 1 − β (one minus 
the Type II error rate). The probability 
of claiming a relationship when none 
truly exists refl ects the Type I error 
rate, α. Assuming that c relationships 
are being probed in the fi eld, the 
expected values of the 2 × 2 table are 
given in Table 1. After a research 
fi nding has been claimed based on 
achieving formal statistical signifi cance, 
the post-study probability that it is true 
is the positive predictive value, PPV. 
The PPV is also the complementary 
probability of what Wacholder et al. 
have called the false positive report 
probability [10]. According to the 2 
× 2 table, one gets PPV = (1 − β)R⁄(R 
− βR + α). A research fi nding is thus 
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Summary
There is increasing concern that most 

current published research fi ndings are 
false. The probability that a research claim 
is true may depend on study power and 
bias, the number of other studies on the 
same question, and, importantly, the ratio 
of true to no relationships among the 
relationships probed in each scientifi c 
fi eld. In this framework, a research fi nding 
is less likely to be true when the studies 
conducted in a fi eld are smaller; when 
effect sizes are smaller; when there is a 
greater number and lesser preselection 
of tested relationships; where there is 
greater fl exibility in designs, defi nitions, 
outcomes, and analytical modes; when 
there is greater fi nancial and other 
interest and prejudice; and when more 
teams are involved in a scientifi c fi eld 
in chase of statistical signifi cance. 
Simulations show that for most study 
designs and settings, it is more likely for 
a research claim to be false than true. 
Moreover, for many current scientifi c 
fi elds, claimed research fi ndings may 
often be simply accurate measures of the 
prevailing bias. In this essay, I discuss the 
implications of these problems for the 
conduct and interpretation of research.

It can be proven that 
most claimed research 

fi ndings are false.
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in chase of statistical signifi cance. 
Simulations show that for most study 
designs and settings, it is more likely for 
a research claim to be false than true. 
Moreover, for many current scientifi c 
fi elds, claimed research fi ndings may 
often be simply accurate measures of the 
prevailing bias. In this essay, I discuss the 
implications of these problems for the 
conduct and interpretation of research.

It can be proven that 
most claimed research 

fi ndings are false.

• The smaller the studies conducted in a scientific field, the less 
likely the research findings are to be true.  

• The greater the number and the lesser the selection of tested 
relationships in a scientific field, the less likely the research 
findings are to be true.  

• The greater the flexibility in designs, definitions, outcomes, and 
analytical modes in a scientific field, the less likely the research 
findings are to be true.  

• The hotter a scientific field (with more scientific teams involved), 
the less likely the research findings are to be true. 
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What are the problems that big data solves?

It has been claimed and demonstrated that many (and 
possibly most) of the conclusions drawn from biomedi-
cal research are probably false1. A central cause for this 
important problem is that researchers must publish in 
order to succeed, and publishing is a highly competitive 
enterprise, with certain kinds of findings more likely to 
be published than others. Research that produces novel 
results, statistically significant results (that is, typically 
p < 0.05) and seemingly ‘clean’ results is more likely to be 
published2,3. As a consequence, researchers have strong 
incentives to engage in research practices that make 
their findings publishable quickly, even if those prac-
tices reduce the likelihood that the findings reflect a true 
(that is, non-null) effect4. Such practices include using 
flexible study designs and flexible statistical analyses 
and running small studies with low statistical power1,5. 
A simulation of genetic association studies showed 
that a typical dataset would generate at least one false 
positive result almost 97% of the time6, and two efforts 
to replicate promising findings in biomedicine reveal 
replication rates of 25% or less7,8. Given that these pub-
lishing biases are pervasive across scientific practice, it 
is possible that false positives heavily contaminate the 
neuroscience literature as well, and this problem may 
affect at least as much, if not even more so, the most 
prominent journals9,10.

Here, we focus on one major aspect of the problem: 
low statistical power. The relationship between study 
power and the veracity of the resulting finding is 
under-appreciated. Low statistical power (because of 

low sample size of studies, small effects or both) nega-
tively affects the likelihood that a nominally statistically 
significant finding actually reflects a true effect. We dis-
cuss the problems that arise when low-powered research 
designs are pervasive. In general, these problems can be 
divided into two categories. The first concerns prob-
lems that are mathematically expected to arise even if 
the research conducted is otherwise perfect: in other 
words, when there are no biases that tend to create sta-
tistically significant (that is, ‘positive’) results that are 
spurious. The second category concerns problems that 
reflect biases that tend to co-occur with studies of low 
power or that become worse in small, underpowered 
studies. We next empirically show that statistical power 
is typically low in the field of neuroscience by using evi-
dence from a range of subfields within the neuroscience 
literature. We illustrate that low statistical power is an 
endemic problem in neuroscience and discuss the impli-
cations of this for interpreting the results of individual 
studies.

Low power in the absence of other biases
Three main problems contribute to producing unreliable 
findings in studies with low power, even when all other 
research practices are ideal. They are: the low probability of 
finding true effects; the low positive predictive value (PPV; 
see BOX 1 for definitions of key statistical terms) when an 
effect is claimed; and an exaggerated estimate of the mag-
nitude of the effect when a true effect is discovered. Here, 
we discuss these problems in more detail.
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for water maze and radial maze, respectively. Our results 
indicate that the median statistical power for the water 
maze studies and the radial maze studies to detect these 
medium to large effects was 18% and 31%, respectively 
(TABLE 2). The average sample size in these studies was 22 
animals for the water maze and 24 for the radial maze 
experiments. Studies of this size can only detect very 
large effects (d = 1.20 for n = 22, and d = 1.26 for n = 24) 
with 80% power — far larger than those indicated by 
the meta-analyses. These animal model studies were 
therefore severely underpowered to detect the summary 
effects indicated by the meta-analyses. Furthermore, the 
summary effects are likely to be inflated estimates of the 
true effects, given the problems associated with small 
studies described above.

The results described in this section are based on 
only two meta-analyses, and we should be appropriately 
cautious in extrapolating from this limited evidence. 
Nevertheless, it is notable that the results are so con-
sistent with those observed in other fields, such as the 
neuroimaging and neuroscience studies that we have 
described above.

Implications
Implications for the likelihood that a research finding 
reflects a true effect. Our results indicate that the aver-
age statistical power of studies in the field of neurosci-
ence is probably no more than between ~8% and ~31%, 
on the basis of evidence from diverse subfields within 
neuro-science. If the low average power we observed 
across these studies is typical of the neuroscience lit-
erature as a whole, this has profound implications for 
the field. A major implication is that the likelihood that 
any nominally significant finding actually reflects a true 
effect is small. As explained above, the probability that 
a research finding reflects a true effect (PPV) decreases 
as statistical power decreases for any given pre-study 
odds (R) and a fixed type I error level. It is easy to show 
the impact that this is likely to have on the reliability of 
findings. FIGURE 4 shows how the PPV changes for a range 
of values for R and for a range of v alues for the average 
power in a field. For effects that are genuinely non-null, 
FIG. 5 shows the degree to which an effect size estimate 
is likely to be inflated in initial studies — owing to the 
winner’s curse phenomenon — for a range of values for 
statistical power.

 The estimates shown in FIGS 4,5 are likely to be opti-
mistic, however, because they assume that statistical 
power and R are the only considerations in determin-
ing the probability that a research finding reflects a true 
effect. As we have already discussed, several other biases 
are also likely to reduce the probability that a research 
finding reflects a true effect. Moreover, the summary 
effect size estimates that we used to determine the statis-
tical power of individual studies are themselves likely to 
be inflated owing to bias — our excess of significance test 
provided clear evidence for this. Therefore, the average 
statistical power of studies in our analysis may in fact be 
even lower than the 8–31% range we observed.

Ethical implications. Low average power in neuro-
science studies also has ethical implications. In our 
analysis of animal model studies, the average sample 
size of 22 animals for the water maze experiments was 
only sufficient to detect an effect size of d = 1.26 with 

Table 1 (cont.) | Characteristics of included meta-analyses

Study k N Summary effect size Power Refs

Median (range) Cohen’s d OR Random or 
fixed effects

Median 
(range)

Yang 3  0.67 NA  67

Yuan 14  Fixed  

Zafar  1.07* Random  69

Zhang 12  1.27 Random   70

Zhu  Random  71

The choice of fixed or random effects model was made by the original authors of the meta-analysis. k, number of studies; NA, not 
available; OR, odds ratio. * indicates the relative risk.

Figure 3 | Median power of studies included in 
neuroscience meta-analyses. The figure shows a 

histogram of median study power calculated for each of 

the n = 49 meta-analyses included in our analysis, with the 

number of meta-analyses (N) on the left axis and percent 

of meta-analyses (%) on the right axis. There is a clear 

bimodal distribution; n = 15 (31%) of the meta-analyses 

comprised studies with median power of less than 11%, 

whereas n = 7 (14%) comprised studies with high average 

power in excess of 90%. Despite this bimodality, most 

meta-analyses comprised studies with low statistical 

power: n    d ed  st d  er  ess t  
31%. The meta-analyses (n = 7) that comprised studies 

with high average power in excess of 90% had their 

broadly neurological subject matter in common.
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What are the problems that big data solves?

Positive Predictive Value 
(PPV): The probability 
that a positive result is 
true

First, low power, by definition, means that the chance 
of discovering effects that are genuinely true is low. That 
is, low-powered studies produce more false negatives 
than high-powered studies. When studies in a given 
field are designed with a power of 20%, it means that if 
there are 100 genuine non-null effects to be discovered 
in that field, these studies are expected to discover only 
20 of them11.

Second, the lower the power of a study, the lower 
the probability that an observed effect that passes the 
required threshold of claiming its discovery (that is, 
reaching nominal statistical significance, such as p < 0.05) 
actually reflects a true effect1,12. This probability is called 
the PPV of a claimed discovery. The formula linking the 
PPV to power is:
 
 
where (1 − β) is the power, β is the type II error, α is the 
type I error and R is the pre-study odds (that is, the odds 
that a probed effect is indeed non-null among the effects 
being probed). The formula is derived from a simple 
two-by-two table that tabulates the presence and non-
presence of a non-null effect against significant and 
non-significant research findings1. The formula shows 
that, for studies with a given pre-study odds R, the 
lower the power and the higher the type I error, the 
lower the PPV. And for studies with a given pre-study 
odds R and a given type I error (for example, the tra-
ditional p = 0.05 threshold), the lower the power, the 
lower the PPV.

For example, suppose that we work in a scientific field 
in which one in five of the effects we test are expected to 
be truly non-null (that is, R = 1 / (5 – 1) = 0.25) and that we 
claim to have discovered an effect when we reach p < 0.05; 
if our studies have 20% power, then PPV = 0.20 × 0.25 / 
(0.20 × 0.25 + 0.05) = 0.05 / 0.10 = 0.50; that is, only half of 
our claims for discoveries will be correct. If our studies 
have 80% power, then PPV = 0.80 × 0.25 / (0.80 × 0.25 + 
0.05) = 0.20 / 0.25 = 0.80; that is, 80% of our claims for 
discoveries will be correct. 

Third, even when an underpowered study discovers a 
true effect, it is likely that the estimate of the magnitude 
of that effect provided by that study will be exaggerated. 
This effect inflation is often referred to as the ‘winner’s 
curse’13  and is likely to occur whenever claims of discov-
ery are based on thresholds of statistical significance (for 
example, p < 0.05) or other selection filters (for example, 
a Bayes factor better than a given value or a false-discov-
ery rate below a given value). Effect inflation is worst for 
small, low-powered studies, which can only detect effects 
that happen to be large. If, for example, the true effect is 
medium-sized, only those small studies that, by chance, 
overestimate the magnitude of the effect will pass the 
threshold for discovery. To illustrate the winner’s curse, 
suppose that an association truly exists with an effect size 
that is equivalent to an odds ratio of 1.20, and we are try-
ing to discover it by performing a small (that is, under-
powered) study. Suppose also that our study only has the 
power to detect an odds ratio of 1.20 on average 20% of 
the time. The results of any study are subject to sampling 
variation and random error in the measurements of the 
variables and outcomes of interest. Therefore, on aver-
age, our small study will find an odds ratio of 1.20 but, 
because of random errors, our study may in fact find an 
odds ratio smaller than 1.20 (for example, 1.00) or an odds 
ratio larger than 1.20 (for example, 1.60). Odds ratios of 
1.00 or 1.20 will not reach statistical significance because 
of the small sample size. We can only claim the association 
as nominally significant in the third case, where random 

Box 1 | Key statistical terms

CAMARADES
The Collaborative Approach to Meta-Analysis and Review of Animal Data from 
Experimental Studies (CAMARADES) is a collaboration that aims to reduce bias and 
improve the quality of methods and reporting in animal research. To this end, 
CAMARADES provides a resource for data sharing, aims to provide a web-based 
stratified meta-analysis bioinformatics engine and acts as a repository for completed 
reviews.

Effect size
An effect size is a standardized measure that quantifies the size of the difference 
between two groups or the strength of an association between two variables. As 
standardized measures, effect sizes allow estimates from different studies to be 
compared directly and also to be combined in meta-analyses.

Excess significance
Excess significance is the phenomenon whereby the published literature has an 
excess of statistically significant results that are due to biases in reporting. 
Several mechanisms contribute to reporting bias, including study publication bias, 
where the results of statistically non-significant (‘negative’) studies are left 
unpublished; selective outcome reporting bias, where null results are omitted; and 
selective analysis bias, where data are analysed with different methods that favour 
‘positive’ results.

Fixed and random effects
A fixed-effect meta-analysis assumes that the underlying effect is the same (that is, 
fixed) in all studies and that any variation is due to sampling errors. By contrast, a 
random-effect meta-analysis does not require this assumption and allows for 
heterogeneity between studies. A test of heterogeneity in between-study effects is 
often used to test the fixed-effect assumption.

Meta-analysis
Meta-analysis refers to statistical methods for contrasting and combining results from 
different studies to provide more powerful estimates of the true effect size as opposed 
to a less precise effect size derived from a single study.

Positive predictive value
The positive predictive value (PPV) is the probability that a ‘positive’ research finding 
reflects a true effect (that is, the finding is a true positive). This probability of a research 
finding reflecting a true effect depends on the prior probability of it being true (before 
doing the study), the statistical power of the study and the level of statistical 
significance.

Proteus phenomenon
The Proteus phenomenon refers to the situation in which the first published study is 
often the most biased towards an extreme result (the winner’s curse). Subsequent 
replication studies tend to be less biased towards the extreme, often finding evidence 
of smaller effects or even contradicting the findings from the initial study.

Statistical power
The statistical power of a test is the probability that it will correctly reject the null 
hypothesis when the null hypothesis is false (that is, the probability of not committing a 
type II error or making a false negative decision). The probability of committing a type II 
error is referred to as the false negative rate (β), and power is equal to 1 – β.

Winner’s curse
The winner’s curse refers to the phenomenon whereby the ‘lucky’ scientist who makes a 
discovery is cursed by finding an inflated estimate of that effect. The winner’s curse 
occurs when thresholds, such as statistical significance, are used to determine the 
presence of an effect and is most severe when thresholds are stringent and studies are 
too small and thus have low power.
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80% power, and the average sample size of 24 animals 
for the radial maze experiments was only sufficient to 
detect an effect size of d = 1.20. In order to achieve 80% 
power to detect, in a single study, the most probable true 
effects as indicated by the meta-analysis, a sample size 
of 134 animals would be required for the water maze 
experiment (assuming an effect size of d = 0.49) and 
68 animals for the radial maze experiment (assuming 
an effect size of d = 0.69); to achieve 95% power, these 
sample sizes would need to increase to 220 and 112, 
respectively. What is particularly striking, however, is 
the inefficiency of a continued reliance on small sample 
sizes. Despite the apparently large numbers of animals 
required to achieve acceptable statistical power in these 

experiments, the total numbers of animals actually used 
in the studies contributing to the meta-analyses were 
even larger: 420 for the water maze experiments and 
514 for the radial maze experiments.

There is ongoing debate regarding the appropriate 
balance to strike between using as few animals as possi-
ble in experiments and the need to obtain robust, reliable 
findings. We argue that it is important to appreciate the 
waste associated with an underpowered study — even a 
study that achieves only 80% power still presents a 20% 
possibility that the animals have been sacrificed with-
out the study detecting the underlying true effect. If the 
average power in neuroscience animal model studies is 
between 20–30%, as we observed in our analysis above, 
the ethical implications are clear.

Low power therefore has an ethical dimension — 
unreliable research is inefficient and wasteful. This applies 
to both human and animal research. The principles of the 
‘three Rs’ in animal research (reduce, refine and replace)83 
require appropriate experimental design and statistics 
— both too many and too few animals present an issue 
as they reduce the value of research outputs. A require-
ment for sample size and power calculation is included 
in the Animal Research: Reporting In Vivo Experiments 
(ARRIVE) guidelines84, but such calculations require a 
clear appreciation of the expected magnitude of effects 
being sought.

Of course, it is also wasteful to continue data col-
lection once it is clear that the effect being sought does 
not exist or is too small to be of interest. That is, studies 
are not just wasteful when they stop too early, they are 
also wasteful when they stop too late. Planned, sequen-
tial analyses are sometimes used in large clinical trials 
when there is considerable expense or potential harm 
associated with testing participants. Clinical trials may 
be stopped prematurely in the case of serious adverse 
effects, clear beneficial effects (in which case it would be 
unethical to continue to allocate participants to a placebo 
condition) or if the interim effects are so unimpressive 
that any prospect of a positive result with the planned 
sample size is extremely unlikely85. Within a significance 
testing framework, such interim analyses — and the pro-
tocol for stopping — must be planned for the assump-
tions of significance testing to hold. Concerns have been 
raised as to whether stopping trials early is ever justified 
given the tendency for such a practice to produce inflated 
effect size estimates86. Furthermore, the decision process 
around stopping is not often fully disclosed, increasing 
the scope for researcher degrees of freedom86. Alternative 
approaches exist. For example, within a Bayesian frame-
work, one can monitor the Bayes factor and simply stop 
testing when the evidence is conclusive or when resources 

Figure 4 | Positive predictive value as a function of the 
pre-study odds of association for different levels of 
statistical power. The probability that a research finding 
reflects a true effect — also known as the positive 
predictive value (PPV) — depends on both the pre-study 
odds of the effect being true (the ratio R of ‘true effects’ 
over ‘null effects’ in the scientific field) and the study’s 
statistical power. The PPV can be calculated for given 
v es  st t st c  er   β), pre-study odds ratio (R) 

d t e  err r r te α  s  t e r      β] × R) 
  β] × R + α). The median statistical power of studies in 
the neuroscience field is optimistically estimated to be 
bet ee   d  e re str tes   
statistical power consistent with this estimated range 
(that is, between 10% and 30%) detrimentally affects the 
association between the probability that a finding reflects 
a true effect (PPV) and pre-study odds, assuming α = 0.05. 
Compared with conditions of appropriate statistical 

er t t s   t e r b b t  t t  rese rc  d  
reflects a true effect is greatly reduced for 10% and 30% 
power, especially if pre-study odds are low. Notably, in an 
exploratory research field such as much of neuroscience, 
the pre-study odds are often low.

Table 2 | Sample size required to detect sex differences in water maze and radial maze performance

Total animals 
used

Required N per study Typical N per study Detectable effect for typical N

80% power 95% power Mean Median 80% power 95% power

Water maze 420 134 220 22 20 d = 1.26 d = 1.62

Radial maze 514 112 24 20 d = 1.20 d = 1.54

Meta-analysis indicated an effect size of Cohen’s d = 0.49 for water maze studies and d = 0.69 for radial maze studies.

A N A LY S I S

372 | MAY 2013 | VOLUME 14  www.nature.com/reviews/neuro

© 2013 Macmillan Publishers Limited. All rights reserved

Button et al., 2013



poldracklab.org

Small samples = high instability of statistical estimates
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Small samples + significance testing = inflated effect sizes

Big Correlations in Little Studies
Inflated fMRI Correlations Reflect Low Statistical Power—
Commentary on Vul et al. (2009)
Tal Yarkoni

Washington University in St. Louis

ABSTRACT—Vul, Harris, Winkielman, and Pashler (2009,
this issue) argue that correlations in many cognitive neu-
roscience studies are grossly inflated due to a widespread
tendency to use nonindependent analyses. In this article, I
argue that Vul et al.’s primary conclusion is correct, but for
different reasons than they suggest. I demonstrate that the
primary cause of grossly inflated correlations in whole-
brain fMRI analyses is not nonindependence, but the per-
nicious combination of small sample sizes and stringent
alpha-correction levels. Far from defusing Vul et al.’s
conclusions, the simulations presented suggest that the
level of inflation may be even worse than Vul et al.’s em-
pirical analysis would suggest.

Vul, Harris, Winkielman, and Pashler (2009, this issue) argue

that correlations in many cognitive neuroscience studies are
grossly inflated due to a widespread tendency to use what they

refer to as nonindependent analyses. A number of other com-
mentators in this issue have taken issue with this conclusion,
arguing either that nothing is wrong with the correlations fMRI

studies have produced or that if anything is wrong, it’s at least
much less wrong than Vul et al. suppose. In this commentary, I

adopt a different perspective. I argue that Vul et al.’s primary
conclusion—that r values are inflated—is correct, but primarily

for reasons other than those they suggest. Building on recent
work by Yarkoni and Braver (in press), who discussed a number
of conceptual and methodological issues related to the analysis

of individual differences in fMRI studies, I demonstrate that the
primary cause of inflated correlations in whole-brain fMRI an-

alyses is the pernicious combination of small sample sizes and
stringent alpha-correction levels. Far from defusing Vul et al.’s

conclusions, the simulations presented suggest that the level of
inflation may be even worse than Vul et al.’s empirical analysis
would suggest.

NONINDEPENDENT ANALYSIS IS NOT THE
WHOLE STORY

Vul et al. suggest that many cognitive neuroscientists have used
what they term nonindependent analyses to identify correla-

tions: They first identify contiguous voxels that show a strong
association between activation and behavior on the basis of

surpassing some threshold and then conduct a second correla-
tion test on the average of all voxels within the region, reporting
only the latter r value as the final estimate of effect size. Vul et al.
argue that this procedure capitalizes on chance and produces
inflated r values by ‘‘selecting noise that exhibits the effect being
searched for’’ (p. 279). Although this may be true to an extent, it
can also be demonstrated that nonindependent testing isn’t—
and in fact, can’t be—the source of all, or even much of, the

inflation in r values.
To see this, suppose that we decide to test a correlational

hypothesis using what Vul et al. would consider to be an inde-
pendent analysis.We define 10 a priori regions of interest (ROIs)

on the basis of some prior criterion (e.g., anatomy), average all
the voxels within each region, and then correlate the mean level
of activation within each region with behavior. We then report

the resulting r value for all 10 ROIs in our published article. Are
the resulting r values subject to inflation? The intuitive answer is
no, because the procedure used to identify the ROIs is com-
pletely independent of the activation levels observed within
those ROIs. But the truth is that the r values are only unbiased so
long as we ignore any distinction between regions that show a
significant effect and those that don’t. When correlations are

identified on the basis of attaining significance, they are indeed
susceptible to inflation. Indeed, at sample size and p value pa-
rameters typical of fMRI studies, the degree of effect size in-
flation can potentially dwarf that suggested by Vul et al. (cf. their
Fig. 5).

The presence of inflated correlations is readily demonstrated.
Suppose that the actual population-level correlation in our hy-

pothetical study is .4—an effect size that would be considered
very large inmost domains of psychology (cf. Meyer et al., 2001).

Let’s further suppose that there are 20 subjects in our sample
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this issue) argue that correlations in many cognitive neu-
roscience studies are grossly inflated due to a widespread
tendency to use nonindependent analyses. In this article, I
argue that Vul et al.’s primary conclusion is correct, but for
different reasons than they suggest. I demonstrate that the
primary cause of grossly inflated correlations in whole-
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nicious combination of small sample sizes and stringent
alpha-correction levels. Far from defusing Vul et al.’s
conclusions, the simulations presented suggest that the
level of inflation may be even worse than Vul et al.’s em-
pirical analysis would suggest.

Vul, Harris, Winkielman, and Pashler (2009, this issue) argue

that correlations in many cognitive neuroscience studies are
grossly inflated due to a widespread tendency to use what they

refer to as nonindependent analyses. A number of other com-
mentators in this issue have taken issue with this conclusion,
arguing either that nothing is wrong with the correlations fMRI

studies have produced or that if anything is wrong, it’s at least
much less wrong than Vul et al. suppose. In this commentary, I

adopt a different perspective. I argue that Vul et al.’s primary
conclusion—that r values are inflated—is correct, but primarily

for reasons other than those they suggest. Building on recent
work by Yarkoni and Braver (in press), who discussed a number
of conceptual and methodological issues related to the analysis

of individual differences in fMRI studies, I demonstrate that the
primary cause of inflated correlations in whole-brain fMRI an-

alyses is the pernicious combination of small sample sizes and
stringent alpha-correction levels. Far from defusing Vul et al.’s

conclusions, the simulations presented suggest that the level of
inflation may be even worse than Vul et al.’s empirical analysis
would suggest.

NONINDEPENDENT ANALYSIS IS NOT THE
WHOLE STORY

Vul et al. suggest that many cognitive neuroscientists have used
what they term nonindependent analyses to identify correla-

tions: They first identify contiguous voxels that show a strong
association between activation and behavior on the basis of

surpassing some threshold and then conduct a second correla-
tion test on the average of all voxels within the region, reporting
only the latter r value as the final estimate of effect size. Vul et al.
argue that this procedure capitalizes on chance and produces
inflated r values by ‘‘selecting noise that exhibits the effect being
searched for’’ (p. 279). Although this may be true to an extent, it
can also be demonstrated that nonindependent testing isn’t—
and in fact, can’t be—the source of all, or even much of, the

inflation in r values.
To see this, suppose that we decide to test a correlational

hypothesis using what Vul et al. would consider to be an inde-
pendent analysis.We define 10 a priori regions of interest (ROIs)

on the basis of some prior criterion (e.g., anatomy), average all
the voxels within each region, and then correlate the mean level
of activation within each region with behavior. We then report

the resulting r value for all 10 ROIs in our published article. Are
the resulting r values subject to inflation? The intuitive answer is
no, because the procedure used to identify the ROIs is com-
pletely independent of the activation levels observed within
those ROIs. But the truth is that the r values are only unbiased so
long as we ignore any distinction between regions that show a
significant effect and those that don’t. When correlations are

identified on the basis of attaining significance, they are indeed
susceptible to inflation. Indeed, at sample size and p value pa-
rameters typical of fMRI studies, the degree of effect size in-
flation can potentially dwarf that suggested by Vul et al. (cf. their
Fig. 5).

The presence of inflated correlations is readily demonstrated.
Suppose that the actual population-level correlation in our hy-

pothetical study is .4—an effect size that would be considered
very large inmost domains of psychology (cf. Meyer et al., 2001).

Let’s further suppose that there are 20 subjects in our sample
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Third, a believer in big rs needs to explainwhybig rs appear to be
the exclusive province of small-sample studies. Vul et al.’s meta-
analysis demonstrates that correlations >.8 are not rare in fMRI

(see their Fig. 5). But virtually all of the data points come from
studies with sample sizes< 30, and themajority of them come from
studies with samples far smaller than that. To my knowledge, no

fMRI study with 50 ormore subjects has ever reported a correlation
of .8 or greater. If one believes that brain–behavior correlations of

that strength exist in the population, the absence of any large-
sample studies reporting such correlations is inexplicable. As
sample size grows, the variance around the effect size estimate

decreases, providing an increasingly better estimate of the popu-
lation effect. So why wouldn’t we see larger r values in big studies?
In fact, what tends to happen is exactly the opposite: As sample

size grows, effects shrink. Yarkoni and Braver (in press) gave the

example of two recent studies by Gray and colleagues (Gray &
Braver, 2002; Gray et al., 2005). The first study (N5 14) identified
very strong correlations (rs ranging from !.63 to !.84 across

different conditions) between behavioral activation sensitivity (a
personality dimension conceptually related to extraversion) and

anterior cingulate cortex activation during a working memory task
(Gray & Braver, 2002). The second study (N5 53) replicated the

effect, but with a much smaller correlation of !.28 (Gray et al.,
2005). As a study with 53 participants provides much more reli-
able effect size estimates than one with 14 participants, the like-

liest explanation for the discrepancy is that the large rs in the first
study were grossly inflated by the aforementioned combination of

small sample size and stringent alpha thresholds. Indeed, if you
suppose that the real population correlation was in the neighbor-

hood of, say, .3, then even a study with 53 subjects testing at p <
.05 would only have a 59% chance to detect the effect. So, if
anything, Gray et al. may have been lucky to replicate the effect in

their second study.Needless to say, the idea that youmight need50
subjects just to have approximately even odds of detecting an

effectwithin an a prioriROI tested at p< .05maybe a difficult one
to swallow, but it’s far likelier to hold true than the notion that one
can get by with only 12 or 15 subjects.

IMPLICATIONS

Truth be told, it is hard to quantify exactly howmuch of a problem
lack of power is for correlational analyses in fMRI studies, be-

causewe don’t conclusively knowwhat type of effect sizes exist in
the population. But the above considerations suggest that it is
very unlikely that most brain–behavior correlations are stronger

than, say, .5—an effect size that would already seem extremely
large to most behavioral researchers. An fMRI study with 20

subjects would have a 61% chance to detect a .5 correlation even
at a ‘‘liberal’’ threshold of p< .05—not terrible, but certainly not

adequate. But if an investigator decides to conduct a whole-brain
analysis at, say, p< .001, power drops to just 12%. To achieve a
conventionally acceptable level of 80% power, it would take 29

subjects at p < .05 and a full 60 at p < .001.
The implication is that it is almost certain that the vastmajority

of whole-brain correlational analyses (a) identify only a fraction
of the effects that really exist in the population, (b) grossly inflate

the apparent size of those effects that researchers are lucky en-
ough to detect, and (c) promote a deceptive illusion of highly
selective activation. Far from dispelling Vul et al.’s conclusions,

these considerations suggest that mattersmay be evenworse than
Vul et al. suggest. Cognitive neuroscientists don’t just have to

worry about the inflated r values that they do see, they also need
to worry about the many correlations that aren’t detected due to
insufficient power. Consistently running studies that are closer to

0% power than to 80% power is a sure way to ensure a perpetual
state of mixed findings and replication failures.

WHAT TO DO ABOUT IT

Vul et al.’s chief recommendation is that investigators always use
independent analyses. Although this recommendation will help

reduce inflation of correlations to some extent, it doesn’t address
the underlying problem of insufficient power. Yarkoni and
Braver (in press) made a number of suggestions for dealing with

low power and inflated r values. The most obvious, but also most
painful, solution is to increase sample size. Simply put, if the

primary objective of a study is to detect individual differences in
brain activation, a sample size of 20 should be considered flatly
unacceptable. One would need the population correlation to be

.6 in order to have an 80% chance of detecting the effect in the
sample at p< .05; that’s a gamble one should be very hesitant to

take. If one intends to conduct whole-brain analyses, a more
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Fig. 2. Inflation of significant r values as a function of sample size (x axis)
and population effect size (lines). Each point represents the result of
10,000 simulated correlation tests, each conducted at a threshold of p <
.001, reflecting the most commonly used whole-brain threshold. Dashed
lines represent the true correlation size; solid lines represent the mean
observed correlation in the sample for only those tests that produce sig-
nificant results.
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Inconsistenties have been reported with regard to an association
between val66met, a polymorphism on the BDNF gene, and
hippocampal volume. We performed a systematic review and
ameta-analysis to determine themagnitude and direction of this
putative association and estimated the potential influence of
demographic, clinical, and methodological characteristics of
studies. Tests of publication bias and time-related trends were
performed and statistical power of the included studies was
calculated. The literature search for MRI studies on differences
in total hippocampal volume as a function of BDNF val66met
returned 25 records that fulfilled our criteria (total N¼ 3,620).
Meta-analysis showed that carriers of a met allele had lower
hippocampal volumes relative to val/val homozygotes (d¼ 0.13,
P¼ 0.02). Between-study heterogeneity in effect size estimates
was substantial (Q¼ 54.47, P< .001) and this could not be
explained by demographic, clinical, and methodological differ-
ences across studies. Funnel plot inspection and trim-and-fill
estimations suggested evidence for publication bias and effect
sizes decreased substantially over the years (Pearson’s r¼"0.54,
P< .01). All included studies were underpowered. This meta-
analysis shows that carriers of a met allele have lower total
hippocampal volumes relative to val/val homozygotes. However,
effect sizes converged closer to null with virtually each attempt at
replicationandwerebasedonunderpowered studies.Altogether,
this may call into question whether the observed effect is a
genuine biological effect of the met allele or whether it is subject
to a winners curse, with large effect sizes found in a few early
studies and increasingly smaller effect sizes in later studies.
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FIG. 2. Forest plots for random effect meta-analyses on differences in total hippocampal volumes between BDNF val/val homozygotes and
carriers of a met allele. In panel A, the forest plot for the conventional meta-analysis. In panel B, the forest plot for a cumulative meta-analysis
(i.e., a meta-analysis that calculates an aggregated effect size for each study that is added). aPositive effect-sizes favor the hypothesis that
val/val homozygotes have larger hippocampal volumes as compared to carriers of a met allele.
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FIG. 4. Scatter plot showing the relation between year of
publication and standardized Cohen’s d (weighted by the inverse
of the variance) on the association of BDNF val66met and total
hippocampal volume (Pearson’s r¼"0.54, P< 0.01). Dashed
bordered circles indicate studies that included healthy subjects
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diamond depicts the aggregated point estimate (d¼ 0.13,
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Candidate gene associations fail in well-powered GWAS
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Identifying genetic variants influencing human brain structures 
may reveal new biological mechanisms underlying cognition 
and neuropsychiatric illness. The volume of the hippocampus is 
a biomarker of incipient Alzheimer’s disease1,2 and is reduced 
in schizophrenia3, major depression4 and mesial temporal lobe 
epilepsy5. Whereas many brain imaging phenotypes are highly 
heritable6,7, identifying and replicating genetic influences has 
been difficult, as small effects and the high costs of magnetic 
resonance imaging (MRI) have led to underpowered studies. 
Here we report genome-wide association meta-analyses and 
replication for mean bilateral hippocampal, total brain and 
intracranial volumes from a large multinational consortium. 
The intergenic variant rs7294919 was associated with 
hippocampal volume (12q24.22; N  = 21,151; P = 6.70 × 10−16) 
and the expression levels of the positional candidate gene 
TESC in brain tissue. Additionally, rs10784502, located within 
HMGA2, was associated with intracranial volume (12q14.3; 
N  = 15,782; P = 1.12 × 10−12). We also identified a suggestive 
association with total brain volume at rs10494373 within 
DDR2 (1q23.3; N  = 6,500; P = 5.81 × 10−7).

The hippocampal formation is a key brain structure for learning, 
memory8,9 and stress regulation10 and is implicated in many neuro-
psychiatric disorders. Further, overall brain and head sizes are altered 
in many disorders and are significantly correlated with general cogni-
tive ability11–13. Hippocampal, total brain and intracranial volumes 
are highly heritable in non-human primates14,15 and in humans6,7. 
Finding loci that influence these measures may lead to the identifica-
tion of genes underlying susceptibility for neuropsychiatric diseases. 
Here we sought to identify common genetic polymorphisms influ-
encing hippocampal, total brain and intracranial volumes in a large 
multinational consortium.

Our discovery sample comprised 17 cohorts of European ancestry 
from whom genome-wide SNPs and structural MRI data were collected 
(Supplementary Tables 1–3). Unselected population samples and 
case-control studies were included, with cases ascertained for neuro-
psychiatric disorders including depression, anxiety, Alzheimer’s dis-
ease and schizophrenia. To distinguish whether putative effects at these 
loci varied with disease status, analyses were run in the full sample  
(N = 7,795) and in a healthy subsample (N = 5,775). To help disentangle 
overall brain size effects from those specific to hippocampal volume, 
associations were assessed with and without controlling for total brain 
and intracranial volumes (Online Methods). As the initial goal of the 

study was to explore associations with hippocampal volume, total brain 
and intracranial volumes were analyzed in healthy subjects only.

Phenotypes were computed from three-dimensional anatomical  
T1-weighted magnetic resonance images, using validated auto-
mated segmentation programs16–18 (Supplementary Fig. 1 and 
Supplementary Tables 4 and 5). Extensive quality control analysis of 
segmentation was performed on sample outliers; subjects with poorly 
delineated brain volume phenotypes were removed (Supplementary 
Figs. 2–6). The mean bilateral hippocampal volume across the dis-
covery cohorts was 3,917.4 mm3 (s.d. = 441.0 mm3).

Heritability of structural brain phenotypes was estimated in a 
 sample of Australian monozygotic and dizygotic twins and their 
 siblings (Queensland Twin Imaging (QTIM) study; N = 646, including 
ungenotyped participants; age range = 20–30 years) for hippocampal 
volume (h2 = 0.62), total brain volume (h2 = 0.89) and intracranial 
volume (h2 = 0.78). Hippocampal volume was also highly heritable in 
an extended pedigree cohort of Mexican-Americans from the United 
States (Genetics of Brain Structure and Function (GOBS); N = 605; 
age range = 18–85; h2 = 0.74), as were total brain volume (h2 = 0.77) 
and intracranial volume (h2 = 0.84). All heritability estimates were 
highly significant (P < 0.001).

To enable consortium-wide comparison of ancestry and to adjust 
appropriately for population stratification, each site conducted 
multidimensional scaling (MDS) analyses comparing their data 
to the HapMap 3 reference populations (Supplementary Fig. 7).  
All subsequent analyses included the following covariates: sex,  
linear and quadratic effects of age, interactions of sex with age covariates,  
MDS components and dummy covariates for different magnetic 
resonance acquisitions. Analyses were filtered for genotyping and 
imputation quality (Supplementary Fig. 8 and Supplementary  
Table 6); distributions of test statistics were examined at the cohort 
level through Manhattan and quantile-quantile plots (Supplementary 
Figs. 9–24). We conducted fixed-effects meta-analysis with METAL, 
applying genomic control19 (Supplementary Figs. 25–32). For com-
pleteness and to account for heterogeneity across sites, a random- 
effects meta-analysis was also performed20 (Supplementary  
Figs. 33–40). We attempted in silico replication of the top five loci for 
each trait within the combined CHARGE Consortium discovery set 
and 3C replication sample21 (N = 10,779), as well as in two cohorts 
of European ancestry (imputed to the Utah residents of Northern 
and Western European ancestry (CEU) and/or Toscani in Italy (TSI) 
HapMap cohorts; N = 449) and in two additional cohorts (imputed 
to combined CEU and Yoruba in Ibadan, Nigeria (YRI), and to 
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Mexican ancestry in Los Angeles, California 
(MEX); N = 842). We also undertook custom  
 genotyping of the two most promising  
SNPs in two additional samples of European 
ancestry (BIG replication and Trinity College 
Dublin/National University of Ireland, 
Galway (TCD/NUIG); N = 1,286).

In general, previously identified poly-
morphisms associated with hippocampal 
volume showed little association in our meta-
analysis (BDNF, TOMM40, CLU, PICALM, 
ZNF804A, COMT, DISC1, NRG1, DTNBP1; 
Supplementary Table 7), nor did SNPs pre-
viously associated with schizophrenia22 and 
bipolar disorder23 (Supplementary Table 8). 
The most significant SNPs in each analysis 
from the discovery sample (P a 5 × 10−5) 
are listed (Supplementary Tables 9–16). No 
markers reached genome-wide significance 
(P < 1.25 × 10−8; Online Methods) in the dis-
covery sample alone. However, the strongest 
associations for hippocampal and intracranial 
volumes were replicated, yielding results at genome-wide significance 
(Fig. 1 and Table 1; see Supplementary Tables 17–25 for additional 
results and gene-based tests24).

In our discovery sample, two SNPs in the same linkage disequilib-
rium (LD) block showed strong associations with hippocampal volume 
after controlling for intracranial volume (rs7294919 and rs7315280; 
r2 = 0.81, CEU 1000 Genomes Pilot 1). A random-effects analysis of 
the discovery sample, conducted to examine heterogeneity between 
cohorts, reduced significance only slightly for rs7294919 (P = 4.43 ×  
10−7) compared to the primary fixed-effects analysis (P = 2.42 ×  
10−7). The association was consistent, although stronger, in the full 
sample compared to the healthy subset (Fig. 2). Notably, the association 
was robust to the effects of head and brain size (Fig. 2), and the locus 
was not significantly associated with intracranial volume (P = 0.54)  
or total brain volume (P = 0.41). This suggests an effect at the level of 
the hippocampus rather than on brain size in general. The direction of 
the effect was consistent across samples and ages (Fig. 1). Haplotype 
analysis of directly genotyped variants near rs7294919 in two samples 
confirmed that the association was present across the haplotype and 
that the causal variant was well marked by rs7294919 (Supplementary 
Note). rs7294919 was also significantly associated with hippocampal 
volume in the cohorts from the CHARGE Consortium, which are 

composed of elderly subjects. Meta-analysis of the Enhancing Neuro 
Imaging Genetics through Meta-Analysis (ENIGMA) discovery 
and replication samples with those from the CHARGE Consortium 
yielded a highly significant association for rs7294919 (P = 6.70 × 
10−16; N = 21,151).

rs7294919 lies between HRK and FBXW8 (12q24.22; Fig. 1) 
and is not in LD with any SNPs within coding sequences, UTRs or 
splice sites within 500 kb (r2 > 0.4) in the CEU sample from the 
1000 Genomes Project Phase 1. To determine whether the observed 
association is related to a regulatory mechanism, we examined poten-
tial cis effects of this variant on expression levels of genes within a 
1-Mb region. In temporal lobe tissue resected from 71 individuals 
with mesial temporal lobe epilepsy and hippocampal sclerosis in the 
University College London (UCL) epilepsy cohort, we examined 
association between rs4767492 (a proxy for rs7294919, which was 
not directly genotyped; r2 = 0.636 in 1000 Genomes Project Phase 1)  
and expression levels. This analysis suggested an association (P = 
0.006, controlling for age) with expression of the TESC gene, which 
lies 3` to FBXW8 (149 kb; Fig. 3). To corroborate this finding, we 
used the publicly available SNPExpress database (see URLs), which 
includes data on gene expression in post-mortem frontal cortex from 
93 subjects. In this independent sample, expression levels of TESC 
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Figure 1 Association results and meta-analysis 
of effects in individual and combined analyses. 
(a) The strongest association with hippocampal 
volume was found for rs7294919. Fixed-
effects meta-analysis P values are shown41 
after controlling for intracranial volume using 
all subjects in the discovery sample. (b) The 
strongest association with intracranial volume 
was found for rs10784502. Fixed-effects meta-
analysis P values are shown in healthy subjects 
only. (c,d) The effect within each sample 
contributing to the meta-analysis is shown in 
forest plots for hippocampal volume (c) and 
intracranial volume (d). Association data using 
intracranial volume as a phenotype were not 
available for the EPIGEN sample. Head size was 
not controlled for in the CHARGE Consortium 
association analyses.
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In general, previously identified poly-
morphisms associated with hippocampal 
volume showed little association in our meta-
analysis (BDNF, TOMM40, CLU, PICALM, 
ZNF804A, COMT, DISC1, NRG1, DTNBP1), 
nor did SNPs previously associated with 
schizophrenia or bipolar disorder
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Irreproducible results in neuroimaging

Overall analyses across cognitive processing experiments (P > .
29) and across emotional processing experiments (P > .47) 
revealed no significant results. Similarly, no convergence was 
found in analyses investigating positive (all P > .15), negative (all P 
> .76), or memory (all P > .48) processes. Analyses that restricted 
inclusion of confounds (eg, medication, comorbidity, age) did not 
change the results.

JAMA Psychiatry. 2017;74(1):47-55.
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Irreproducible correlations

Here, we attempt to replicate five structural 
brain-behavior correlation studies 
comprising a total of 17 effects. To prevent 
the impact of QRPs we employed a 
preregistered, purely confirmatory 
replication approach. For all but one of the 
17 findings under scrutiny, confirmatory 
Bayesian hypothesis tests indicated 
evidence in favor of the null hypothesis 
ranging from anecdotal (Bayes factor < 3) 
to strong (Bayes factor > 10). In several 
studies, effect size estimates were 
substantially lower than in the original 
studies. 
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Sample size and machine learning analyses

Figure 3: Di↵erent decoders on fMRI with permuted labels
On each line shows the distribution of cross-validation scores for a va-
riety of decoders (SVC and logistic regression, with di↵erent amount
of univariate feature selection and spatial smoothing); a dot is the
cross-validation score for one choice of decoder. These are applied
to the fMRI data of the first subject in Haxby et al. (2001), discrim-
inating face viewing and place viewing, but with labels inverted one
session out of two; hence the expected accuracy is chance: 50%.

which fMRI should not predict the experimental condi-
tion. On this data, I ran a variety of classic decoding
pipelines, namely SVM or logistic regression, optionally
with feature selection of 100, 200, 500, 1 000, or 2 000 vox-
els and smoothing at 2, 4, or 6mm. These are standard
choices, but they give altogether almost 50 di↵erent re-
lated decoding pipelines. I applied all these pipelines to
various subsets of the data: the full 12 sessions, the 6 first
or 6 last, or the 4 first or 4 last sessions.

Figure 3 shows the cross-validation scores obtained
with the various pipelines. The expected prediction score
is 50%, chance. When using all 12 sessions, the observed
scores group well around 50%, with excursions ranging
from 44% to 52%. However, when using less data the ex-
cursions are much more pronounced, going up to 57% for
6 sessions and 71% for 4 sessions. In addition, the mean
observed score varies notably across subsets of the data.
Such variation can be explained by nonstationarities, e.g.
fluctuation of attention of the subject, or sampling noise
discussed above: the observations are very correlated and
thus n ∼ 100 may not represent well the faces and places
conditions.

3. Implications for neuroimaging

3.1. An open door to overfit and confirmation bias

The large error bars are worrying, whether it is for
methods development of predictive models or their use to
study the brain and the mind. Indeed, a large variance of
results combined with publication incentives weaken sci-
entific progress (Ioannidis, 2005).

With conventional statistical hypothesis testing, the
danger of vibration e↵ects is well recognized: arbitrary
degrees of freedom in the analysis explore the variance of
the results and, as a consequence, control on false posi-
tives is easily lost (Simmons et al., 2011). (Carp, 2012)

Figure 4: Reported accuracy and sample size The various plots
show reported prediction accuracy as a function of sample size for
the studies in di↵erent the reviews considered in Figure 2. The black
line and grey area represent the p = 0.05 threshold with a binomial
null model, which, as shown in the results section, is likely to be op-
timistic. The lines are Lowess fit to the data: robust non-parametric
local regression.

has found that the variety of analytics choices is such in
fMRI that almost every publication uses a unique pipeline.
In predictive models, arbitrary choices can leads to artifi-
cial improvements in the prediction accuracy measured by
cross-validation (see section 2.2 and Skocik et al. (2016)).
The larger is the variance of the measure of the prediction
score, the larger are these e↵ects. The improvements are
meaningless as they will not carry over to predicting on
new data. The danger is well known in machine learn-
ing, where it is known as overfit. The standard remedy is
to keep a large independent test set. However it is di�-
cult in neuroimaging, where data acquisition is costly. To
mitigate such intrinsic problems, clinical trials often use
blind analysis where part of the labels are unknown to the
statistician.

Scientific publishing makes things worse: the literature
acts as a filter as only studies that report significant e↵ects
are published. Such selective reporting can further under-
mine control of the fraction of false detections in a body
of literature (Rosenthal, 1979). It also tends to inflate the
reported e↵ect size (Vul et al., 2009). An additional a dan-
gerous e↵ect of large variance is that it enables and justifies
confirmation bias in publications: investigators or review-
ers are more likely to publish results that are in agreement
with their theory. Analysis of the literature suggests that
publications are indeed too often on the edge of signifi-
cance (Szucs and Ioannidis, 2016) and are vastly biased
by selection according to the prevailing opinions (Ioanni-
dis, 2008).

The combination of large variance and the filter e↵ect
of publications could explain why the prediction accuracy
reported in publication often decreases as sample sizes in-
crease. Indeed, in Figure 4 I plot an meta analysis uniting
the results discussed in several review papers. Each of
these review select a variety of studies on di↵erent criteria
such as methodology used or pathology studied. Overall,

4

Varoquaux, 2017

An important benefit of this experiment is that it shows
the di↵erence between the cross-validation measure of the
classifier’s accuracy, and the true generalization accuracy.

Figure 1b shows the resulting distribution of errors on
the prediction accuracy estimated by cross validation for
di↵erent size of the data available. For 100 samples, these
experiments reproduces well the errors observed on neu-
roimaging data (Figure 1a and 1d). Both leave one out
and more sophisticated cross-validation strategies display
large error bars2. As the sample size of the simulated data
goes up, the error bars narrow markedly.

Intrinsically large sampling noise. The data clearly
shows that the accuracy of predictive models is not well
measured in neuroimaging. The small sample sizes en-
countered in neuroimaging indeed make this task very
challenging: as I show below, even in ideal situations, there
is a large sampling noise in the measure.

The typical sample size of neuroimaging studies is less
than 100 observations given to the classifier, trials or sub-
jects depending on the settings (Figure 2). The simplest
model for the observed prediction errors is that of toss-
ing a coin 100 times with a probability p of success at
each toss. The probability p corresponds to the accuracy
of the classifier that we are trying to measure. The dis-
tribution of number of successes is then given by a bi-
nomial law (Pereira and Botvinick, 2011; Stelzer et al.,
2013). With 100 tosses, associated confidence bounds lie±7% away from the true accuracy p (see Figure 1c).

This binomial law is a best-case scenario for errors on
the accuracy measure: observations are i.i.d. and there
is no additional variability from training a decoder. On
the opposite, neuroimaging data is strife with correlation
across samples and confounding e↵ects, e.g. the temporal
structure of trials or samples drawn either from the same
subject or di↵erent subjects. These reduce the statisti-
cal degrees of freedom and create an intrinsic variance in
the prediction accuracy (Saeb et al., 2017; Little et al.,
2017). This is why we observe that cross-validation has
larger errors on neuroimaging data (Figure 1a) than on
the simulations (Figure 1b) or with the ideal binomial law
(Figure 1c).

Simulations and a simple null model therefore show
that the error bars of cross-validation observed in neu-
roimaging are perfectly expected given the sample sizes.
Improvements on cross-validation such as the reusable
holdout (Dwork et al., 2015) cannot circumvent intrinsic
limitations of small samples (see Appendix A).

2Performing 50 repeated splits of 20% of the data yields slightly
smaller error bars than leave one out, and can be significantly less
computationally expensive for large datasets. This cross-validation
strategy should be preferred, but will not fix the problem of large
error bars.

Figure 2: Sample sizes in neuroimaging studies A stacked
histogram compounding sample sizes from multiple sources: the
Woo et al. (2017) review paper, di↵erentiating Autism, Depression,
Pyschosis, and Alzheimer’s studies, the Arbabshirani et al. (2017)
review paper, di↵erentiating Schizophrenia and Alzheimer’s studies,
the Brown and Hamarneh (2016) review on prediction from connec-
tomes, and the Wolfers et al. (2015) review on prediction for psychi-
atric disorders, as well as the 100 first answers to a pubmed search
on ”fmri decoding”. The total histogram comprises 642 studies, with
a median number of samples of 89.
Note that I did not consider groups of less than 25 studies, and hence
did not break up into pathologies the Brown and Hamarneh (2016)
and Wolfers et al. (2015) reviews.

2.2. Small sample sizes undermine statistical control

Underestimated errors. Not only are the errors of
cross-validation large, but it is also easy to underestimate
them, as when using as a null the binomial distribution.

The simplest approach to put error bars on cross-
validation results is to look at the dispersion of the predic-
tion accuracy across the folds. However as the predictions
are not independent across folds, estimates of the vari-
ance or related statistical tests are optimistic (Bengio and
Grandvalet, 2004). On the simulated data, formulas based
on the standard error to mean underestimate confidence
bounds by a factor of 0.7 in the best case (Appendix D).

Permutation testing gives good statistical control on
the prediction accuracy (Stelzer et al., 2013). Literature
search on Google Scholar3 suggest that around a 30% of
the publications on MVPA (mostly searchlight-based anal-
ysis) use permutations, but that only 15% of the fMRI
decoding studies use permutations.

Vibration e↵ects. Analytic pipelines come with vari-
ous methodological choices that are hard to settle a priori
(Carp, 2012). With a high-variance test statistic, as cross
validation on few samples, methodological choices can have
a drastic impact on the outcome of the analysis. This
is sometimes known as vibration, and the key quantity is
the ratio between the e↵ect size and the variations due to
analytical choices (Ioannidis, 2008). I explored vibration
e↵ects in decoding using the face versus place opposition
in the Haxby et al. (2001) data. I inverted the labels to
predict in one session out of two, to create a dataset in

3Pubmed does not do full-text search. On Google scholar, a search
for “fmri decoding” in the last 5 years returned 15 500 results, while
“fmri decoding permutation” returned 2380; similarly, “fmri mvpa”
return 2360 results while “fmri mvpa permutation” return 728.
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Research with small samples is
often irreproducible

Big samples will save us, right? 
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Benefits of large samples

• Statistical power 

• Increased confidence that positive results are true 

• More accurate effect size estimation 

• Well-defined sampling frame 

• Diverse samples that actually reflect the population 

• Ability to generate substantial holdout sets 

• Sampling the tails 

• More powerful identification of extremes
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What does “big” mean?

• Ultimately we would like to have 
“big” imaging datasets that are: 

• Wide (many subjects) 

• Broad (many constructs) 

• Dense (many sessions) 

• Substantial attention has focused 
on increasing sample sizes in 
group studies (more subjects) 

• But this comes at the expense of 
breadth (few constructs 
measured) and density (relatively 
little data per individual)
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Trading width for breadth

• ABCD fMRI protocol 

• Resting fMRI: up to 4 5-min runs 

• Monetary incentive delay task 

• Stop signal task 

• Emotional N-back task 

• Large investments drive conservative choices 

• Do we really think that analysis of these 4 paradigms 
across thousands of people is going to revolutionize our 
understanding of brain development? 

• Would we get more insight from 1000 subjects characterized 
much more deeply and/or broadly? 
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large samples + NHST = crud

• Meehl’s “crud factor” 

• With large enough 
samples, any effect 
becomes statistically 
significant

Philosophy of Science 

June, 1967 

THEORY-TESTING IN PSYCHOLOG AND PHYSICS: 
A METHODOLOGICAL PARADOX* 

PAUL E. MEEHLI 
Minnesota Center for Philosophy of Science 

Because physical theories typically predict numerical values, an improvement in ex- 
perimental precision reduces the tolerance range and hence increases corroborability. 
In most psychological research, improved power of a statistical design leads to a prior 
probability approaching /2 of finding a significant difference in the theoretically pre- 
dicted direction. Hence the corroboration yielded by "success" is very weak, and be- 
comes weaker with increased precision. "Statistical significance" plays a logical role in 
psychology precisely the reverse of its role in physics. This problem is worsened by cer- 
tain unhealthy tendencies prevalent among psychologists, such as a premium placed 
on experimental "cuteness" and a free reliance upon ad hc explanations to avoid refu- 
tation. 

The purpose of the present paper is not so much to propound a doctrine or defend 
a thesis (especially as I should be surprised if either psychologists or statisticians 
were to disagree with whatever in the nature of a "thesis" it advances), but to call 
the attention of logicians and philosophers of science to a puzzling state of affairs in 
the currently accepted methodology of the behavior sciences which I, a psycholo- 
gist, have been unable to resolve to my satisfaction. The puzzle, sufficiently striking 
(when clearly discerned) to be entitled to the designlation "paradox," is the follow- 
ing: In the physical sciences, the usual result of an improvement in experimental 
design, instrumentation, or numerical mass of data, is to increase the difficulty of 
the "observational hurdle" which the physical theory of interest must successfully 
surmount; whereas, in psychology and some of the allied behavior sciences, the usual 
effect of such improvement in experimental precision is to provide an easier hurdle 
for the theory to surmount. Hence what we would normally think of as improve- 
ments in our experimental method tend (when predictions materialize) to yield 

* Received March, 1967. 
" I wish to express my indebtedness to Dr. David T. Lykken, conversations with whom have 

played a major role in stimulating my thinking along these lines, and whose views and ex- 
amples have no doubt influenced the form of the argument in this paper. For an application 
of these and allied considerations to a specific example of poor research in psychology, see [7]. 
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0.07% variance
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With enough data, everything becomes significant

Gonzales-Castillo et al., 2012

Gonzales-Castillo et al., 2015



poldracklab.org

Challenges: Interpreting statistical outcomes

• “significant” ≠  “important” 

• Need to move beyond NHST 

• Large samples provide precise estimation of 
effect sizes 

• Bayesian methods provide credible bounds on 
those estimates 

• How do we get from these estimates to a deeper 
understanding?
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Mining false positives

• >12K download 
accounts 

• 9.7 PB data 
downloaded 

• 253 orders for 
Connectome-In-A-
Box

https://hcp-ops.humanconnectome.org/stats

Human Connectome Project
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• 200+ publications include the HCP data citation 

• How many analyses have been run on the HCP 
data and not published? 

• What do we think the true false discovery rate for 
HCP publications is?
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Solving the data mining problem: Pre-registration

• Analyses of 
existing data can 
be registered 

• ABCD will soon 
offer the ability 
to pre-register 
hypotheses 
upon download
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Machine learning can make it worse

1 
 

I TRIED A BUNCH OF THINGS: THE DANGERS 
OF UNEXPECTED OVERFITTING IN 

CLASSIFICATION 
MICHAEL SKOCIK1, JOHN COLLINS2, CHLOE CALLAHAN-FLINTOFT3,HOWARD 

BOWMAN4, AND BRAD WYBLE3 

1. Manada Technology LLC 

2. Physics Department, Penn State University 

3. Psychology Department, Penn State University 

4. Computing Department, University of Kent 

 

See OSF page for code sample and data: 
https://osf.io/qkvhd/?view_only=bb01fb14e61c405a936765f1524b36b9 

ABSTRACT 

Machine learning is a powerful set of techniques that has enhanced the abilities of neuroscientists 
to interpret information collected through EEG, fMRI, MEG, and PET data. With these new 
techniques come new dangers of overfitting that are not well understood by the neuroscience 
community. In this article, we use Support Vector Machine (SVM) classifiers, and genetic 
algorithms to demonstrate the ease by which overfitting can occur, despite the use of cross 
validation. We demonstrate that comparable and non-generalizable results can be obtained on 
informative and non-informative (i.e. random) data by iteratively modifying hyperparameters in 
seemingly innocuous ways. We recommend a number of techniques for limiting overfitting, such 
as lock boxes, blind analyses, and pre-registrations. These techniques, although uncommon in 
neuroscience applications, are common in many other fields that use machine learning, including 
computer science and physics. Adopting similar safeguards is critical for ensuring the robustness 
of machine-learning techniques. 

INTRODUCTION 

Computers have revolutionized approaches to data analysis in psychology and neuroscience, 
effectively allowing one to interpret not only the neural correlates of cognitive processes, but 
also the actual information that is represented in the brain through use of machine learning. 
However, with these new and powerful tools come new dangers. Machine learning algorithms 
allow a pattern classifier to weave many subtle threads of information together to detect hidden 
patterns in a massive data set, e.g. to determine from MEG data whether someone is currently 

.CC-BY-NC 4.0 International licensepeer-reviewed) is the author/funder. It is made available under a
The copyright holder for this preprint (which was not. http://dx.doi.org/10.1101/078816doi: bioRxiv preprint first posted online Oct. 3, 2016; 

In this article, we use Support Vector Machine 
(SVM) classifiers, and genetic algorithms to 
demonstrate the ease by which overfitting can 
occur, despite the use of cross validation. We 
demonstrate that comparable and non-
generalizable results can be obtained on 
informative and non-informative (i.e. random) 
data by iteratively modifying hyperparameters in 
seemingly innocuous ways.

16 
 

 

Figure 3. To demonstrate that models can be overfitted to non-informative data, the same test 
that was run in Figure 2 was run on EEG signals with randomly-assigned condition labels. Thus, 
the two classes the data was sorted into were (in a statistical sense) identical, and results should 
be at levels of chance (AUC = 0.50). However, through hyperparameter optimization, better-
than-chance results can be achieved even on completely random data. P-values are computed for 
the parameter optimization set through a permutation test on the final generation of the genetic 
algorithm. (It should be noted that accessing a lock box multiple times can lead to overfitting. In 
practice, lock boxes should only be accessed at the end of the parameter optimization process.) 

  

.CC-BY-NC 4.0 International licensepeer-reviewed) is the author/funder. It is made available under a
The copyright holder for this preprint (which was not. http://dx.doi.org/10.1101/078816doi: bioRxiv preprint first posted online Oct. 3, 2016; 
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Solving the data mining problem: Reusable holdout

https://research.googleblog.com/2015/08/the-reusable-holdout-preserving.html

number of 
times that the 
holdout set can 
be used ~N2 in 
the holdout

Dwork et al, 2015, Science
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From big data to big knowledge?

• We already have almost 
60,000 papers 
mentioning fMRI 

• The new “big data” studies 
are just larger versions of 
the same strategy 

• What have these papers 
told us that we didn’t 
already know?
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Questions we would hope we could answer

• What does <insert brain area/network> do? 

• What brain dysfunction is associated with <insert 
disease>?
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What does the anterior cingulate cortex do?

• “anterior cingulate” and fMRI 

• 4929 abstracts in PubMed 

• under conservative assumptions, >$25M USD
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What does the ACC do?

errorsconflictdifficulty

maintenance pain phonology interference

attention

forward inference Z estimated using neurosynth.org
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What is the neural basis of schizophrenia?

Sprooten et al., 2016, HBM

“Overall, there was no 
significant effect of 
diagnosis on the spatial 
distribution of the reported 
case-control differences“
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The future of fMRI in cognitive neuroscience

• Our current approach to imaging has failed to answer the 
questions that we want to answer 

• To succeed, we methods that will: 

• Provide reproducible results 

• Enable us to aggregate knowledge over the published 
literature 

• Support selective inference
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Threats to reproducibility in imaging

• Low power 

• Big data helps with this 

• Analytic flexibility 

• Big data can make this worse!
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Carp Analytic flexibility in fMRI research

FIGURE 1 | Variation in activation strength across analysis pipelines.
Mean activation denotes the average Z -value for each voxel across all
analysis pipelines; analysis range denotes the range of Z -values across all

pipelines. Images are presented in neurological orientation, with the left
hemisphere displayed on the left. Note that color scales differ across
panels.

FIGURE 2 | Variation in activation strength attributable to pre-processing choices. Images are presented in neurological orientation, with the left
hemisphere displayed on the left. Note that color scales differ across panels.
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How likely are published findings in the functional neuroimaging literature to be false?
According to a recent mathematical model, the potential for false positives increases with
the flexibility of analysis methods. Functional MRI (fMRI) experiments can be analyzed
using a large number of commonly used tools, with little consensus on how, when, or
whether to apply each one.This situation may lead to substantial variability in analysis out-
comes.Thus, the present study sought to estimate the flexibility of neuroimaging analysis
by submitting a single event-related fMRI experiment to a large number of unique analysis
procedures. Ten analysis steps for which multiple strategies appear in the literature were
identified, and two to four strategies were enumerated for each step. Considering all pos-
sible combinations of these strategies yielded 6,912 unique analysis pipelines. Activation
maps from each pipeline were corrected for multiple comparisons using five thresholding
approaches, yielding 34,560 significance maps. While some outcomes were relatively con-
sistent across pipelines, others showed substantial methods-related variability in activation
strength, location, and extent. Some analysis decisions contributed to this variability more
than others, and different decisions were associated with distinct patterns of variability
across the brain. Qualitative outcomes also varied with analysis parameters: many con-
trasts yielded significant activation under some pipelines but not others. Altogether, these
results reveal considerable flexibility in the analysis of fMRI experiments.This observation,
when combined with mathematical simulations linking analytic flexibility with elevated false
positive rates, suggests that false positive results may be more prevalent than expected
in the literature. This risk of inflated false positive rates may be mitigated by constraining
the flexibility of analytic choices or by abstaining from selective analysis reporting.

Keywords: fMRI, data analysis, analysis flexibility, selective reporting, false positive results

INTRODUCTION
How common are false positive results in the functional neu-
roimaging literature? Among functional MRI (fMRI) studies that
apply statistical correction for multiple comparisons, most use a
nominal false positive rate of 5%. However,Wager et al. (2009) esti-
mate that between 10 and 40% of fMRI activation results are false
positives. Furthermore, recent empirical (Ioannidis, 2005a) and
mathematical modeling studies (Ioannidis, 2005b) argue that the
true incidence of false positives may far exceed the nominal rate in
the broader scientific literature. Indeed, under certain conditions,
research findings are more likely to be false than true (Ioannidis,
2005b).

As described in a mathematical modeling study by Ioannidis
(2005b), analytic flexibility is a key risk factor for inflated rates of
false positive results when combined with selective reporting of
favorable analysis methods. Analytic flexibility is defined here as
the range of analysis outcomes across different acceptable analysis
methods. Thus, if many analysis pipelines are considered valid,
and if different methods yield different results, then analysis flex-
ibility is high. When analytic flexibility is high, investigators may
elect to report methods that yield favorable outcomes and omit
methods that yield null results. This practice is known as selective
analysis reporting. For example, a researcher may notice that

an experiment yields positive results when analyzed using head
motion regression, but not when analyzed without using head
motion regression. The researcher may then choose to describe
the former analysis but not the latter when reporting the results
of the experiment. Indeed, investigators in some research fields
appear to pursue this strategy. Reviews of randomized clinical tri-
als show that many studies change outcome measures and other
methodological parameters between study design and publication.
Critically, these changes tend to make results appear more signif-
icant than they would have been under the original analysis plan
(Chan et al., 2004a,b; Dwan et al., 2008; Mathieu et al., 2009).

A recent survey of fMRI methods shows that methodological
decisions are highly variable from study to study (Carp, 2012).
Across 241 published fMRI studies, authors reported using 32
unique software packages (e.g., SPM 2, FSL 3.3) and 207 unique
combinations of design and analysis steps (e.g., spatial normal-
ization, head motion regression). Parameter settings also showed
considerable variability within each analysis step. For example,
spatial smoothing kernels ranged from 3 to 12 mm full width
at half maximum, and high-pass filter cutoffs ranged from 0.33
to 750 s. Because many studies did not describe critical analysis
decisions, this survey likely understated the true diversity of
experimental methods in the fMRI literature. In other words,

www.frontiersin.org October 2012 | Volume 6 | Article 149 | 1

6,912 pipelines

Threats to reproducibility: Methodological flexibility
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It’s not just fMRI

How to get statistically significant effects in any ERP
experiment (and why you shouldn’t)

STEVEN J. LUCKa,b
AND NICHOLAS GASPELINa

aCenter for Mind & Brain, University of California, Davis, Davis, California, USA
bDepartment of Psychology, University of California, Davis, Davis, California, USA

Abstract

ERP experiments generate massive datasets, often containing thousands of values for each participant, even after

averaging. The richness of these datasets can be very useful in testing sophisticated hypotheses, but this richness also

creates many opportunities to obtain effects that are statistically significant but do not reflect true differences among

groups or conditions (bogus effects). The purpose of this paper is to demonstrate how common and seemingly

innocuous methods for quantifying and analyzing ERP effects can lead to very high rates of significant but bogus

effects, with the likelihood of obtaining at least one such bogus effect exceeding 50% in many experiments. We focus

on two specific problems: using the grand-averaged data to select the time windows and electrode sites for quantifying

component amplitudes and latencies, and using one or more multifactor statistical analyses. Reanalyses of prior data

and simulations of typical experimental designs are used to show how these problems can greatly increase the

likelihood of significant but bogus results. Several strategies are described for avoiding these problems and for

increasing the likelihood that significant effects actually reflect true differences among groups or conditions.

Descriptors: Analysis/statistical methods, ERPs, Other

It can seem like a miracle when a predicted effect is found to be

statistically significant in an ERP experiment. A typical ERP effect

may be only a millionth of a volt or a hundredth of a second, and

these effects can easily be obscured by the many sources of biolog-

ical and environmental noise that contaminate ERP data. Averag-

ing together a large number of trials can improve reliability and

statistical power, but even with an infinite number of trials there

would still be variance due to factors such as mind wandering. All

these sources of variance can make it very difficult for a 1 mV or

10 ms difference between groups or conditions to reach the .05

threshold for statistical significance. Consequently, when an

experiment is designed to look for a small but specific effect, much

care is needed to ensure that the predicted effect will be statistically

significant if it is actually present.
On the other hand, it is extraordinarily easy to find statistically

significant but unpredicted and unreplicable effects in ERP experi-

ments. ERP datasets are so rich that random variations in the data

have a good chance of producing statistically significant effects at

some time points and in some electrode sites if enough analyses are
conducted. These effects are bogus (i.e., not genuine), but it can be
difficult for the researchers, the reviewers of a journal submission,
or the readers of a published article to know if a given effect is real
or bogus. This likely leads to the publication of a large number of
effects that are bogus but have the imprimatur of statistical signifi-
cance. Estimating how often this happens is difficult, but there is
growing evidence that many published results in psychology (Open
Science Collaboration, 2015), neuroscience (Button et al., 2013),
and oncology (Prinz, Schlange, & Asadullah, 2011) are not replica-
ble. Many factors contribute to the lack of replicability, but one of
them is what Simmons, Nelson, and Simonsohn (2011) called
experimenter degrees of freedom. This is the idea that experiment-
ers can analyze their data in many different ways, and if the meth-
ods that experimenters choose are selected after the data have been

viewed, this will dramatically increase the likelihood that bogus

effects reach the criterion for statistical significance.
Experimenters typically have more degrees of freedom in the

analysis of ERP experiments than in the analysis of behavioral

experiments, and this likely leads to the publication of many signif-

icant but bogus ERP findings. The purpose of the present paper is

to demonstrate the ease of finding significant but bogus effects in

ERP experiments and to provide some concrete suggestions for

avoiding these bogus effects. Following the approach of Simmons

et al. (2011), we will begin by showing how the data from an actual

experiment can be analyzed inappropriately to produce significant

but bogus effects. We will then discuss in detail a common

This study was made possible by grants from the National Institute of
Mental Health to SJL (R01MH076226 and R25MH080794) and by a
postdoctoral fellowship from the National Eye Institute to NG
(F32EY024834).
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The purpose of this paper is to demonstrate how common and 
seemingly innocuous methods for quantifying and analyzing ERP 
effects can lead to very high rates of significant but bogus effects, with 
the likelihood of obtaining at least one such bogus effect exceeding 
50% in many experiments. 
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Solutions: Pre-registration of study plans

• Register sample characteristics and analysis plan up 
front 

• This does not prevent exploratory analysis 

• But planned and exploratory analyses should be 
clearly delineated in the paper

http://www.russpoldrack.org/2016/09/why-preregistration-no-longer-makes-me.html

“Under the conventional publishing system, scientists are 
pressured to engage in QRPs in order to present exploration as 

confirmation (e.g. HARKing [Hypothesizing After Results are 
Known]). .. Rather than criticizing the RR model for devaluing 

exploration, our community would do better to push reforms that 
highlight the benefits of purely exploratory 

research.” (Chambers et al, 2014)

http://www.russpoldrack.org/2016/09/why-preregistration-no-longer-makes-me.html
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Solutions: Improving analysis quality 

• Data quality control is inconsistent  

• Most labs use ad-hoc data analysis workflows 

• not optimized 

• very difficult to reproduce
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mriqc: a robust quality control workflow

Robust Image Quality Metrics (IQMs)
Quality Assessment of T1w and fMRI

Automated classification of T1w  
 (Esteban et. al 2017)

Visual reports
Ease and speed up individual eyeballing

Group reports: distribution of each IQM

Easy to use
I/O Standardization:

BIDS for inputs

BIDS-Apps for command line

Containerized:

Docker (poldracklab/mriqc)

Singularity (HPC friendly containers)

mriqc.org Esteban et al., 2017, PLOS One

http://mriqc.org
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fmriprep: a robust and transparent preprocessing pipeline

Robust	
takes	any	dataset,	
combines	well	tested	tools	
across	packages	to	provide	
the	best	results

Easy	to	use	
Uses	containers,	works	on	Win,	Mac,	Linux	and	HPCs.	Takes	
standardized	datasets	(BIDS)	and	outputs	standardized	
derivatives	(volume	and/or	surface-based)

Transparent	
Produces	interactive	reports	
that	allow	you	to	check	
quality	in	minutes.

http://fmriprep.readthedocs.org Esteban et al., 2018, BioRXiv
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The future of fMRI in cognitive neuroscience

• Our current approach to imaging has failed to answer 
the questions that we want to answer 

• To succeed, we methods that will: 

• Provide reproducible results 

• Enable us to aggregate knowledge over the published 
literature 

• Support selective inference
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Aggregating knowledge through data sharing
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Enhancing reproducibility. There is increasing concern about the 
reliability and reproducibility of scientific research12,13. One major 
source of concern within neuroscience is the low statistical power of 
many published studies14, given that this increases the proportion of 
published findings that are false15 and can create unwanted biases16. 
These worries have increased pressure to amass larger samples, but in 
many cases this is not feasible owing to recruitment constraints (for 
example, when the number of subjects with a particular disorder in 
any geographical area is limited) or financial limitations. Data shar-
ing allows the generation of sample sizes that would not be feasible 
within a single laboratory, which enables the testing of hypotheses 
with much greater power and thus enhances the reproducibility of 
the results. This has been clearly seen in genetic association studies, 
for which very large sample sizes are necessary and publications by 
multi-site consortia are now the norm17.

Reproducibility has classically been considered in terms of the abil-
ity to replicate the same result across independent data sets. However, 
analysis of fMRI data involves complex, multistep analysis streams, 
and thus another important aspect of reproducibility concerns the 
ability to reproduce results on the same data using different analysis 
pipelines. Carp18 used a shared data set to examine the effects of a 
large number of variations in data analysis parameters (testing over 
16,000 different pipelines) and found that in some cases the analysis 
choices had a substantial impact on the results. The widespread shar-
ing of data would allow researchers to more thoroughly assess the 
reliability of published results across processing streams; for example, 
Ioannidis and colleagues19 have presented a measure called the vibra-
tion ratio that is defined as the ratio of the highest and lowest effect 
sizes across all possible data-processing decisions. Although many 
researchers will not have the computational resources to perform such 
analyses across a large set of analysis pipelines, the open availability of 
data would allow researchers with those resources to better assess the 
degree to which results are reproducible across analysis choices.

Improving research practices. In concert with the concerns  
about reproducibility have come worries about the degree to which 
some relatively standard practices may result in greatly inflated  
false-positive rates. Such concerns were raised several years ago in 
the neuroimaging community regarding circularity (also known as 
‘double dipping’) in region-of-interest analyses20–22. More recently, 
the exercise of analytic flexibility (present in many fields including 
psychology and neuroimaging) has been shown to increase false- 
positive rates to the degree that even physically impossible results can 

be found to be statistically significant23. The knowledge that data will 
ultimately be shared provides an incentive for researchers to ensure 
that they engage in research practices that will stand up to further 
examination, and this positive effect is supported by recent evidence. 
Wicherts et al.24 requested data for a large number of psychologi-
cal studies and then compared papers for which data either were or 
were not voluntarily shared upon request. They found that papers 
for which data was shared had greater effect sizes and lower inci-
dence of apparent statistical errors than those for which data was not  
willingly shared.

Test bed for new analysis methods. New analytic techniques are  
continually being developed for neuroimaging data, and shared data 
provide a common test bed for those techniques as well as benchmarks 
against which new methods can be evaluated. The 1,000 Functional 
Connectomes project25 serves as an excellent example; data from 
this project have been used in a number of papers to demonstrate 
the application of new methods26–29. Similarly, the data from the 
OpenfMRI project have been used to examine the effects of different 
processing pipelines on analysis outcomes18 and test new methods 
to characterize the brain systems that span across multiple cognitive 
tasks10. Although the HCP is still collecting data, the early releases 
have already resulted in papers modeling functional segregation in 
the human cortex30, dynamic analyses of functional connectivity31 
and demonstrations of substantial vascular contributions to Granger 
causality measures32.

Reducing the cost of doing science. Making data available can greatly 
reduce the cost of scientific research when those data are relevant to 
new questions. Table 1  provides a description of a number of cur-
rently available shared neuroimaging data sets (including but not lim-
ited to data sets involving task-based fMRI). Together, these resources 
include data from more than 8,000 participants. Under the assump-
tion that each data set required an average of 1 h of MRI scanner time 
to acquire (at a cost of $500 per hour of data, which is a common 
rate in the United States), these data represent an estimated value of 
more than $4 million for acquisition alone, not to mention the cost 
of recruitment and data processing. Not all questions of interest can 
be answered using existing data sets, but to the degree that they can, 
the use of these shared data instead of collecting redundant new data 
could be a significant source of savings for researchers, allowing more 
money to be spent on personnel involved in data analysis.

Protecting valuable scientific resources. One often-overlooked 
benefit of data sharing is that it provides a redundant backup for 
important data sets. In discussing retrospective data sharing  
with neuroimaging researchers, it has become clear that a number of 
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Figure 1 Data scales in neuroimaging. If we consider data as simply 
machine-readable pieces of information, many neuroimaging studies already 
share data through the publication of stereotactic coordinates representing 
peaks of activation. These data can be further annotated using tools provided 
by BrainMap and BrainSpell. BrainMap and NeuroSynth also provide tools for 
performing data mining and meta-analyses on the collected coordinates. The 
next step from the coordinates is sharing unthresholded statistical maps—a 
process facilitated by the NeuroVault database. Although much more time 
consuming, the sharing of raw data provides more potential for reuse than 
the aforementioned data types. This form of sharing has been executed on 
a massive scale by consortia such as INDI as well as projects such as the 
Nathan Kline Institute (NKI)-Rockland sample and HCP. There also exist 
databases (such as OpenfMRI) that allow deposition of raw data from any 
researcher in the field. HCP and ADNI also provide preprocessed data (HCP 
includes full connectome matrices), which are very large but provide great 
utility to researchers by obviating the need to perform these processing steps. 
There is a clear relationship between the cost to prepare and maintain data 
and the potential effect of those shared data. The resources mentioned in the 
figure are examples and do not constitute an exhaustive list.

R E V I E W

Poldrack & Gorgolewski, 2014
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OpenfMRI: Sharing complete raw datasets
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Describing fMRI data: Brain Imaging Data Structure (BIDS)

http://bids.neuroimaging.io
http://incf.github.io/bids-validator/

http://bids.neuroimaging.io


Includes apps for: Freesurfer, SPM, HCP pipelines, Tracula, CPAC, FSL

Gorgolewski et al., 2017, PLOS Comp Bio
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Running freesurfer via BIDS Apps

1. Install Docker 

2. Run command:

docker run -ti --rm \

	 -v /Users/filo/data/ds005:/bids_dataset:ro \

	 -v /Users/filo/outputs:/outputs \

	 bids/freesurfer:v6.0.0-2 \

	 /bids_dataset /outputs participant --participant_label 01 \

	 --license_key “<your license key here>"



http://openneuro.org

http://openneuro.org
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Neurovault: Sharing statistical maps

Gorgolewski et al., 2015
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Publish your computer 
code: it is good enough
Freely provided working code — whatever its quality — improves programming 
and enables others to engage with your research, says Nick Barnes.

I am a professional software engineer and I want to share a trade 
secret with scientists: most professional computer software isn’t 
very good. The code inside your laptop, television, phone or car is 

often badly documented, inconsistent and poorly tested. 
Why does this matter to science? Because to turn raw data into 

published research papers often requires a little programming, which 
means that most scientists write software. And you scientists generally 
think the code you write is poor. It doesn’t contain good comments, 
have sensible variable names or proper indentation. It breaks if you 
introduce badly formatted data, and you need to edit the output by 
hand to get the columns to line up. It includes a routine written by a 
graduate student which you never completely understood, and so on. 
Sound familiar? Well, those things don’t matter. 

That the code is a little raw is one of the main reasons scientists give 
for not sharing it with others. Yet, software in all 
trades is written to be good enough for the job 
intended. So if your code is good enough to do 
the job, then it is good enough to release — and 
releasing it will help your research and your field. 
At the Climate Code Foundation, we encourage 
scientists to publish their software. Our expe-
rience shows why this is important and how 
researchers in all fields can benefit.

 Programs written by scientists may be small 
scripts to draw charts and calculate correla-
tions, trends and significance, larger routines 
to process and filter data in more complex ways, 
or telemetry software to control or acquire data 
from lab or field equipment. Often they are an 
awkward mix of these different parts, glued 
together with piecemeal scripts. What they 
have in common is that, after a paper’s publica-
tion, they often languish in an obscure folder or are simply deleted. 
Although the paper may include a brief mathematical description 
of the processing algorithm, it is rare for science software to be 
published or even reliably preserved.

Last year’s global fuss over the release of climate-science e-mails 
from the University of East Anglia (UEA) in Norwich, UK,  
highlighted the issue, and led the official inquiry to call for scientists 
to publish code. My efforts pre-date the UEA incident and grew from 
work in 2008 based on software used by NASA to report global tem-
peratures. Released on its website in 2007, the NASA code was messy 
and proved difficult for critics to run on their own computers. Most 
did not seem to try very hard, and nonsense was written about fraud 
and conspiracy. With other volunteers, I rewrote 
the software to make it easier for non-experts to 
understand and run. All software has bugs, and 
we found a number of minor problems, which 
had no bearing on the results. NASA fixed  

them and now intends to replace its original software with ours.
So, openness improved both the code used by the scientists and the 

ability of the public to engage with their work. This is to be expected. 
Other scientific methods improve through peer review. The open-
source movement has led to rapid improvements within the software 
industry. But science source code, not exposed to scrutiny, cannot 
benefit in this way.

NO EXCUSES
If scientists stand to gain, why do you not publish your code? I have 
already discussed misplaced concern about quality. Here are my 
responses to some other common excuses.

It is not common practice. As explained above, this must change in 
climate science and should do so across all fields. Some disciplines, 

such as bioinformatics, are already changing.
People will pick holes and demand support and 

bug fixes. Publishing code may see you accused of 
sloppiness. Not publishing can draw allegations 
of fraud. Which is worse? Nobody is entitled to 
demand technical support for freely provided 
code: if the feedback is unhelpful, ignore it.

The code is valuable intellectual property that 
belongs to my institution. Really, that little MAT-
LAB routine to calculate a two-part fit is worth 
money? Frankly, I doubt it. Some code may have 
long-term commercial potential, but almost all 
the value lies in your expertise. My industry has 
a name for code not backed by skilled experts: 
abandonware. Institutions should support pub-
lishing; those who refuse are blocking progress.

It is too much work to polish the code. For 
scientists, the word publication is totemic, and 

signifies perfectionism. But your papers need not include meticulous 
pages of Fortran; the original code can be published as supplementary 
information, available from an institutional or journal website.

I accept that the necessary and inevitable change I call for cannot be 
made by scientists alone. Governments, agencies and funding bodies 
have all called for transparency. To make it happen, they have to be 
prepared to make the necessary policy changes, and to pay for training, 
workshops and initiatives. But the most important change must come 
in the attitude of scientists. If you are still hesitant about releasing your 
code, then ask yourself this question: does it perform the algorithm 
you describe in your paper? If it does, your audience will accept it, and 
maybe feel happier with its own efforts to write programs. If not, well, 
you should fix that anyway. O SEE NEWS FEATURE P. 775

Nick Barnes is director of the Climate Code Foundation,  
Sheffield S17 4DL, UK. 
e-mail: nb@climatecode.org
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Amazon has announced plans to film the first of the Culture books. 
The path from science fiction to science fact has been well explored, 

especially in areas such as space and technology, with inventions from 
satellites to iPads first imagined in stories. But can the influence go 
further? What if it is not the concepts described by science fiction that 
could have the most impact, but the act of storytelling — the creation 
of scientific narratives — itself?

That’s the goal of something called science-fiction prototyping. 
Developed by Brian David Johnson at computer company Intel a dec-
ade or so ago to help the firm’s engineers anticipate future demand, the 
approach takes scientific facts and spins them into the future to explore 
the societal scenarios that could emerge. Advocates say an emphasis 
on exploring how humans might react to technological change creates 
a “focused, tailored and creative way to think about possible futures 
around a particular issue” (A. Merrie et al. Futures 95, 22–32; 2018). It 
differs from other forms of scenario planning, they argue, because the 
emphasis is placed as much on the narrative used to explore the results 
as on the results themselves, and because the goal is not to reach a 
predetermined outcome. The method has been used by researchers at 
the University of Essex, UK, and King Abdulaziz University in Jeddah, 
Saudi Arabia, to create and test a virtual-reality-based distance-learning 
tool originally imagined for the year 2048 that they call the BReal Lab 
(go.nature.com/2fhz9za).

Sustainability scientist Andrew Merrie at Stockholm University 
and his colleagues have taken this principle and applied it to a topical 
environmental concern: the fate of the world’s oceans. The project 
paints four scenarios for 2050–70, each of which builds on current 
trends in oceans governance and the fishing industry, as well as ongo-
ing development of marine science and technology. More-uncertain 
outcomes — the possible collapse of ice sheets and the formation 
of deep-sea dead zones as a result of onshore pollution — play out 

differently for better and worse. 
One scenario, called Oceans Back from the Brink, describes a public 

talk given in 2070 about how an artificial-intelligence system released 
all forms of confidential data, which prompted the collapse of existing 
corporate structures and renewed conservation efforts. Another, Rime 
of the Last Fisherman — Dispatches from a Dying Ocean, imagines a 
less-than happy ending, with decaying oceans, a geoengineering exper-

iment gone badly wrong and onshore disaster.  
The paper in Futures is accompanied by 

striking illustrations on the project’s website 
(go.nature.com/2orkrux). 

Narrative has an important role in the com-
munication of science, but can it also help in 
the pursuit of research? Purists may baulk, but 

stories already feature heavily, from the promised potential of work 
pitched in grant applications to the case studies of impact that funders 
increasingly ask for when projects finish. Climate-change science has 
long relied on emissions scenarios that diverge according to how future 
societies might behave. These rely not on extrapolation of current 
trends, but on imagined differences in, for example, whether nations 
come to cooperate or opt to pursue their own agendas. And climate-
change policies are being planned on the basis of stories of future tech-
nology — carbon capture and negative-emissions equipment included 
— that many argue are pure fiction and will never materialize.

Some of the scenarios painted — in both the fictional tales of the 
future ocean and the high-emissions scenarios of climate modellers — 
are something that society, scientists included, should be desperate to 
avoid. To do so, data and evidence remain the priority. But in a world 
where both are so easily trumped by a seductive (and false) counter-
narrative, perhaps more researchers should also learn to tell tales as 
they look ahead. ■ 

Code check
Researchers who rely on bespoke software are 
encouraged to submit the programs for scrutiny.

Computer code written by scientists forms the basis of an 
increasing number of studies across many fields — and an 
increasing number of papers that report the results. So, more 

papers should include these executable algorithms in the peer-review 
process. From this week, Nature journal editors handling papers in 
which code is central to the main claims or is the main novelty of the 
work will, on a case-by-case basis, ask reviewers to check how well the 
code works, and report back.

The move builds on growing demand in recent years for authors to 
publish the details of bespoke software used to process and analyse 
data. And it aims to make studies that use such code more reliable. 
Computational science — like other disciplines — is grappling with 
reproducibility problems, partly because researchers find it difficult 
to reproduce results based on custom-built algorithms or software.

This policy is the latest stage in the evolution of our editorial 
processes, which aims to keep up with technological change across 
the research community. All Nature journals, for example, already 
require that authors make materials, data, code and associated pro-
tocols promptly available to readers on request, without undue quali-
fications. In 2014, the Nature journals adopted a “code availability” 
policy to ensure that all studies using custom code deemed central to 
the conclusions include a statement indicating whether and how the 
code can be accessed, and explain any restrictions to access. 

Some journals have for years gone a step further and ensured that 
the new code or software is checked by peer reviewers and published 

along with the paper. When relevant, Nature Methods, Nature Bio-
technology and, most recently, journals including Nature and Nature 
Neuroscience encourage authors to provide the source code, installa-
tion guide and a sample data set, and to make this code available to 
reviewers for checking. 

To assist authors, reviewers and editors, we have updated our guide-
lines to authors (go.nature.com/2d2i80d) and have developed a code 
and software submission checklist (go.nature.com/2h9ouaj) to help 
authors compile and present code for peer review. We also strongly 
encourage researchers to take advantage of repositories such as 
GitHub, which allow code to be shared for submission and publication. 

According to the guidelines, authors must disclose any restrictions 
on a program’s accessibility when they submit a paper. Nature under-
stands that in some cases — such as commercial applications — authors 
may not be able to make all details fully available. Together, editors and 
reviewers will decide how the code or mathematical algorithm must be 
presented and released to allow the paper to be published.

Occasionally, other exceptions will be made — for example, when 
custom code or software needs supercomputers, specialized hardware 
or very lengthy running times that make it unfeasible for reviewers 
to run the necessary checks. We also recognize that preparing code 
in a form that is useful to others, or sharing it, is still not common in 
some areas of science. 

Nevertheless, we expect that most authors and reviewers will see value 
in the practice. Last year, Nature Methods and Nature Biotechnology 
between them published 47 articles that hinged on new code or soft-
ware. Of these, approximately 85% included the source code for review.

As with other scientific fields, the impact of computational tools 
is determined by their uptake. Open implementation increases the 
likelihood that other researchers can use and build on techniques. 
So, although many researchers already embrace the idea of releasing 
their code on publication, we hope this initiative will encourage more 
to do so. ■

“Narrative has 
an important 
role in the 
communication 
of science.”
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Amazon has announced plans to film the first of the Culture books. 
The path from science fiction to science fact has been well explored, 

especially in areas such as space and technology, with inventions from 
satellites to iPads first imagined in stories. But can the influence go 
further? What if it is not the concepts described by science fiction that 
could have the most impact, but the act of storytelling — the creation 
of scientific narratives — itself?

That’s the goal of something called science-fiction prototyping. 
Developed by Brian David Johnson at computer company Intel a dec-
ade or so ago to help the firm’s engineers anticipate future demand, the 
approach takes scientific facts and spins them into the future to explore 
the societal scenarios that could emerge. Advocates say an emphasis 
on exploring how humans might react to technological change creates 
a “focused, tailored and creative way to think about possible futures 
around a particular issue” (A. Merrie et al. Futures 95, 22–32; 2018). It 
differs from other forms of scenario planning, they argue, because the 
emphasis is placed as much on the narrative used to explore the results 
as on the results themselves, and because the goal is not to reach a 
predetermined outcome. The method has been used by researchers at 
the University of Essex, UK, and King Abdulaziz University in Jeddah, 
Saudi Arabia, to create and test a virtual-reality-based distance-learning 
tool originally imagined for the year 2048 that they call the BReal Lab 
(go.nature.com/2fhz9za).

Sustainability scientist Andrew Merrie at Stockholm University 
and his colleagues have taken this principle and applied it to a topical 
environmental concern: the fate of the world’s oceans. The project 
paints four scenarios for 2050–70, each of which builds on current 
trends in oceans governance and the fishing industry, as well as ongo-
ing development of marine science and technology. More-uncertain 
outcomes — the possible collapse of ice sheets and the formation 
of deep-sea dead zones as a result of onshore pollution — play out 

differently for better and worse. 
One scenario, called Oceans Back from the Brink, describes a public 

talk given in 2070 about how an artificial-intelligence system released 
all forms of confidential data, which prompted the collapse of existing 
corporate structures and renewed conservation efforts. Another, Rime 
of the Last Fisherman — Dispatches from a Dying Ocean, imagines a 
less-than happy ending, with decaying oceans, a geoengineering exper-

iment gone badly wrong and onshore disaster.  
The paper in Futures is accompanied by 

striking illustrations on the project’s website 
(go.nature.com/2orkrux). 

Narrative has an important role in the com-
munication of science, but can it also help in 
the pursuit of research? Purists may baulk, but 

stories already feature heavily, from the promised potential of work 
pitched in grant applications to the case studies of impact that funders 
increasingly ask for when projects finish. Climate-change science has 
long relied on emissions scenarios that diverge according to how future 
societies might behave. These rely not on extrapolation of current 
trends, but on imagined differences in, for example, whether nations 
come to cooperate or opt to pursue their own agendas. And climate-
change policies are being planned on the basis of stories of future tech-
nology — carbon capture and negative-emissions equipment included 
— that many argue are pure fiction and will never materialize.

Some of the scenarios painted — in both the fictional tales of the 
future ocean and the high-emissions scenarios of climate modellers — 
are something that society, scientists included, should be desperate to 
avoid. To do so, data and evidence remain the priority. But in a world 
where both are so easily trumped by a seductive (and false) counter-
narrative, perhaps more researchers should also learn to tell tales as 
they look ahead. ■ 

Code check
Researchers who rely on bespoke software are 
encouraged to submit the programs for scrutiny.

Computer code written by scientists forms the basis of an 
increasing number of studies across many fields — and an 
increasing number of papers that report the results. So, more 

papers should include these executable algorithms in the peer-review 
process. From this week, Nature journal editors handling papers in 
which code is central to the main claims or is the main novelty of the 
work will, on a case-by-case basis, ask reviewers to check how well the 
code works, and report back.

The move builds on growing demand in recent years for authors to 
publish the details of bespoke software used to process and analyse 
data. And it aims to make studies that use such code more reliable. 
Computational science — like other disciplines — is grappling with 
reproducibility problems, partly because researchers find it difficult 
to reproduce results based on custom-built algorithms or software.

This policy is the latest stage in the evolution of our editorial 
processes, which aims to keep up with technological change across 
the research community. All Nature journals, for example, already 
require that authors make materials, data, code and associated pro-
tocols promptly available to readers on request, without undue quali-
fications. In 2014, the Nature journals adopted a “code availability” 
policy to ensure that all studies using custom code deemed central to 
the conclusions include a statement indicating whether and how the 
code can be accessed, and explain any restrictions to access. 

Some journals have for years gone a step further and ensured that 
the new code or software is checked by peer reviewers and published 

along with the paper. When relevant, Nature Methods, Nature Bio-
technology and, most recently, journals including Nature and Nature 
Neuroscience encourage authors to provide the source code, installa-
tion guide and a sample data set, and to make this code available to 
reviewers for checking. 

To assist authors, reviewers and editors, we have updated our guide-
lines to authors (go.nature.com/2d2i80d) and have developed a code 
and software submission checklist (go.nature.com/2h9ouaj) to help 
authors compile and present code for peer review. We also strongly 
encourage researchers to take advantage of repositories such as 
GitHub, which allow code to be shared for submission and publication. 

According to the guidelines, authors must disclose any restrictions 
on a program’s accessibility when they submit a paper. Nature under-
stands that in some cases — such as commercial applications — authors 
may not be able to make all details fully available. Together, editors and 
reviewers will decide how the code or mathematical algorithm must be 
presented and released to allow the paper to be published.

Occasionally, other exceptions will be made — for example, when 
custom code or software needs supercomputers, specialized hardware 
or very lengthy running times that make it unfeasible for reviewers 
to run the necessary checks. We also recognize that preparing code 
in a form that is useful to others, or sharing it, is still not common in 
some areas of science. 

Nevertheless, we expect that most authors and reviewers will see value 
in the practice. Last year, Nature Methods and Nature Biotechnology 
between them published 47 articles that hinged on new code or soft-
ware. Of these, approximately 85% included the source code for review.

As with other scientific fields, the impact of computational tools 
is determined by their uptake. Open implementation increases the 
likelihood that other researchers can use and build on techniques. 
So, although many researchers already embrace the idea of releasing 
their code on publication, we hope this initiative will encourage more 
to do so. ■

“Narrative has 
an important 
role in the 
communication 
of science.”
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To assist authors, reviewers and editors, we … have developed a code and 
software submission checklist (go.nature.com/2h9ouaj) to help authors 
compile and present code for peer review. We also strongly encourage 
researchers to take advantage of repositories such as GitHub, which allow 
code to be shared for submission and publication. 
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The future of fMRI in cognitive neuroscience

• Our current approach to imaging has failed to answer 
the questions that we want to answer 

• To succeed, we methods that will: 

• Provide reproducible results 

• Enable us to aggregate knowledge over the 
published literature 

• Support selective inference
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“Neural correlates” == Unselective inference



poldracklab.org

“Neural correlates” == Unselective inference

social

cognition



poldracklab.org

“Neural correlates” == Unselective inference

social

cognition

autobiographical

memory



poldracklab.org

“Neural correlates” == Unselective inference

social

cognition

autobiographical

memory

value



poldracklab.org

“Neural correlates” == Unselective inference

social

cognition

autobiographical

memory

value

?



poldracklab.org

“Neural correlates” == Unselective inference

social

cognition

autobiographical

memory

default

modevalue

?



poldracklab.org

Establishing selective inference

working memory maintenance 
pain 

phonology 
effort 

visual selective attention 
fear 

Manipulate a wide 
range of mental 

processes

Observe 
associated 

brain activation

Identify which 
processes can be 

decoded from brain 
activity

working 
memory 

maintenance 
(p>0.98) 

Establishes a selective association between mental states/processes and brain activity

Poldrack & Yarkoni, 2016, Annual Review in Psychology
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Decoding multiple tasks from fMRI

 Task 1 Task 2 Task 3 Task 4 Task 5 Task 6 Task 7 Task 8 
Task 1 87.5 6.0 0.0 0.0 6.0 0.0 0.0 0.0 
Task 2 0.0 90.0 0.0 0.0 0.0 0.0 5.0 5.0 
Task 3 8.0 23.0 61.5 0.0 0.0 8.0 0.0 0.0 
Task 4 0.0 0.0 0.0 82.4 0.0 0.0 0.0 18.0 
Task 5 0.0 38.0 0.0 0.0 43.8 18.2 0.0 0.0 
Task 6 0.0 28.0 0.0 0.0 0.0 71.4 0.0 0.0 
Task 7 0.0 11.0 0.0 0.0 0.0 0.0 84.0 5.0 
Task 8 0.0 0.0 7.0 0.0 0.0 0.0 27.0 63.0 
 

Task chosen by classfier

Tr
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 ta
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Decoding the Large-Scale
Structure of Brain Function by
Classifying Mental States Across
Individuals
Russell A. Poldrack,1 Yaroslav O. Halchenko,2 and Stephen José Hanson3

1University of California, Los Angeles; 2Dartmouth University; and 3Rutgers University

ABSTRACT—Brain-imaging research has largely focused on
localizing patterns of activity related to specific mental
processes, but recent work has shown that mental states
can be identified from neuroimaging data using statistical
classifiers.We investigated whether this approach could be
extended to predict the mental state of an individual using
a statistical classifier trained on other individuals, and
whether the information gained in doing so could provide
new insights into how mental processes are organized in
the brain. Using a variety of classifier techniques, we
achieved cross-validated classification accuracy of 80%
across individuals (chance 5 13%). Using a neural net-
work classifier, we recovered a low-dimensional repre-
sentation common to all the cognitive-perceptual tasks in
our data set, and we used an ontology of cognitive pro-
cesses to determine the cognitive concepts most related to
each dimension. These results revealed a small organized
set of large-scale networks that map cognitive processes
across a highly diverse set of mental tasks, suggesting a
novel way to characterize the neural basis of cognition.

Neuroimaging has long been used to test specific hypotheses
about brain-behavior relationships. However, it is increasingly

being used to infer the engagement of specific mental processes.
This is often done informally, by noting that previous studies

have found an area to be engaged for a particular mental process
and inferring that this process must be engaged whenever that
region is found to be active. Such reverse inference has been

shown to be problematic, particularly when regions are unse-
lectively active in response to many different cognitive manip-

ulations (Poldrack, 2006). However, recent developments in the
application of statistical classifiers to neuroimaging data pro-

vide the means to directly test how accurately mental processes
can be classified (e.g., Hanson & Halchenko, 2008; Haynes &
Rees, 2006; O’Toole et al., 2007).

In this study, we first examined how well classifiers can predict
which of a set of eight cognitive tasks a person is engaged in, on the

basis of patterns of activation from other individuals, and we found
that such predictions can be highly accurate.Wenext examined the
dimensional representation of brain activity underlying this clas-

sification accuracy and found that the differences among these
tasks can be described in terms of a small set of underlying di-

mensions. Finally, we examined how these distributed neural di-
mensions map onto the component cognitive processes that are

engaged by the same eight diverse tasks, bymapping each task onto
an ontology of mental processes. The results demonstrate how
neuroimaging can in principle be used to map brain activity onto

cognitive processes, rather than onto tasks.
There is increasing interest in using the tools of machine

learning to identify signals that can allow brain-reading, or
prediction of mental states or behavior directly from neuro-

imaging data (O’Toole et al., 2007). These tools, known as
classifiers, are first trained on functional magnetic resonance
imaging (fMRI) data from one subset of the participant’s data (in-
sample data) and then used tomake predictions about patterns in
a different subset of the same person’s data set (out-of-sample
data). Such methods typically show perfect classification on the
in-sample training data, and classification ranges between 70 to

Russell A. Poldrack is now at the Imaging Research Center, Uni-
versity of Texas at Austin. Address correspondence to Russell A.
Poldrack, Imaging Research Center, University of Texas at Austin,
3925-B West Braker Lane, Austin, TX 78759, e-mail: poldrack@
mail.utexas.edu, or to Stephen José Hanson, Department of Psy-
chology, RUMBA Lab, Rutgers University, Newark, NJ 07102,
e-mail: jose@psychology.rutgers.edu.
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8 tasks, 130 individuals
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• It’s not tasks we ultimately want to decode 

• It’s cognitive processes/states/functions 

• First we need to know what those are!
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• What are all the enzymes?
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Gene Ontology



poldracklab.org

• What are all the 
psychological 
functions that we 
trying to understand 
and map to the brain?



Poldrack et al., 2011, Frontiers in Neuroinformatics
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Response inhibition

Suppression of actions that 
are inappropriate in a given 
context and that interfere with 
goal-driven behavior.

Bibliography
Logan, G. D. & Cowan, W. B. (1984). 
On the ability to inhibit thought and 
action: A theory of an act of control. 
Psychological Review, 91, 295-327.

Stop-signal task

A task in which an external 
stimulus signals the 
participant to interrupt an 
already-initiated motor 
response.

Bibliography
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(2008). Response inhibition in the 
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Ultimate goal: ontology-enabled meta-analysis

lexical decision 
task

word vs. 
nonword

story memory 
task

related vs. 
unrelated

Cognitive processes Cognitive tasks Data
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Interpreting changes in imaging signals

• We find a developmental change in imaging 
signals - what do they mean neurobiologically?
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What might changes in activation mean?

• Changes in neural representation 

• Changes in network integration or dynamics 

• Reduced need for monitoring/control processes 

• Changes in awareness of task structure 

• Switching between strategies (e.g. algorithm vs. 
memory) 

• Confounds 

• Time on task 

• Changes in SNR (e.g. due to head motion) 

• Reduction of anxiety with scanning experience
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“Efficiency” is not an explanation
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a  b  s  t  r  a  c  t

It is common  in the  cognitive  neuroscience  literature  to explain  differences  in activation
in  terms  of differences  in  the  “efficiency”  of neural  function.  I argue  here  that  this  usage
of  the  concept  of  efficiency  is  empty  and  simply  redescribes  activation  differences  rather
than  providing  a useful  explanation  of  them.  I examine  a number  of possible  explanations
for  differential  activation  in  terms  of  task  performance,  neuronal  computation,  neuronal
energetics,  and  network  organization.  While  the  concept  of “efficiency”  is vacuous  as  it
is commonly  employed  in  the neuroimaging  literature,  an  examination  of brain  develop-
ment in  the  context  of neural  coding,  neuroenergetics,  and network  structure  provides  a
roadmap  for future  investigation,  which  is  fundamental  to an  improved  understanding  of
developmental  effects  and group  differences  in  neuroimaging  signals.

©  2014  The  Author.  Published  by  Elsevier  Ltd.  This  is an  open  access  article  under  the  CC
BY-NC-SA license  (http://creativecommons.org/licenses/by-nc-sa/3.0/).

1. Introduction

As scientists we aim to help understand how the
world works, which generally means providing mechanis-
tic  explanations of natural phenomena. For example, the
synaptic  plasticity theory of memory proposes that mem-
ories  are created through the modulation of the strength
of  synapses between neurons via specific mechanisms
such as NMDA-dependent long-term potentiation. Such an
explanation  tells us something about the putative causal
structure of the mechanisms that generate the relevant
data, which supports the generation of predictions about
the  effects of particular experimental interventions. For
example, this theory predicts that manipulations that block
NMDA  receptor function should reduce the ability to form
new  memories (and indeed they do). In cognitive neuro-
science, we possess only a small number of theories with
similar  explanatory power. For example, in the last 50
years  memory research has moved from the initial estab-
lishment of the medial temporal lobe’s role in memory

∗ Tel.: +1 512 232 9504.
E-mail  address: poldrack@utexas.edu

(through the study of amnesic patients like H.M.) to a deep
understanding of the circuitry of the medial temporal lobe
and  the computational role of different subregions (Milner
et  al., 1998). However, in many other domains of cognitive
neuroscience, including developmental cognitive neuro-
science, some very commonly used explanations are far less
satisfying.

In  the present paper I will focus on the concept of
“efficiency” which is commonly used as an explanation in
cognitive  neuroscience. Perhaps the best known usage of
the  term comes from the “neural efficiency theory” of intel-
ligence  proposed by Haier and colleagues. For example:

A  series of investigations in normal subjects indi-
cate an inverse relationship between brain glucose
metabolic rate (GMR) and psychometric measures of
intelligence. . .These studies have been interpreted as
evidence for a brain efficiency model of intelligence:
Intelligence is not a function of how hard the brain
works but rather how efficiently it works. . . This effi-
ciency may  derive from the disuse of many brain areas
irrelevant for good task performance as well as the more
focused use of specific task-relevant areas. (Haier et al.,
1992)

http://dx.doi.org/10.1016/j.dcn.2014.06.001
1878-9293/© 2014 The Author. Published by Elsevier Ltd. This is an open access article under the CC BY-NC-SA license (http://creativecommons.org/
licenses/by-nc-sa/3.0/).
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(through the study of amnesic patients like H.M.) to a deep
understanding of the circuitry of the medial temporal lobe
and  the computational role of different subregions (Milner
et  al., 1998). However, in many other domains of cognitive
neuroscience, including developmental cognitive neuro-
science, some very commonly used explanations are far less
satisfying.

In  the present paper I will focus on the concept of
“efficiency” which is commonly used as an explanation in
cognitive  neuroscience. Perhaps the best known usage of
the  term comes from the “neural efficiency theory” of intel-
ligence  proposed by Haier and colleagues. For example:
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cate an inverse relationship between brain glucose
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intelligence. . .These studies have been interpreted as
evidence for a brain efficiency model of intelligence:
Intelligence is not a function of how hard the brain
works but rather how efficiently it works. . . This effi-
ciency may  derive from the disuse of many brain areas
irrelevant for good task performance as well as the more
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http://dx.doi.org/10.1016/j.dcn.2014.06.001
1878-9293/© 2014 The Author. Published by Elsevier Ltd. This is an open access article under the CC BY-NC-SA license (http://creativecommons.org/
licenses/by-nc-sa/3.0/).

It is common in the cognitive neuroscience literature to explain 
differences in activation in terms of differences in the “efficiency” 
of neural function. I argue here that this usage of the concept of 
efficiency is empty and simply redescribes activation differences 
rather than providing a useful explanation of them. 
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Conclusions

• Big data offers big opportunities but also big 
challenges 

• We need to address these challenges more 
directly if we don’t want to end up in a mess of our 
own making 

• We need to think more deeply about the 
neurobiological meaning of developmental 
changes in imaging signals
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