PROJECT DESCRIPTION
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The yt Project

Conducting and analyzing computational simulations in astrophysics has grown increasingly sophisticated. The resultant data encompass many types of physical models, span thousands of timesteps,
tens of terabytes of disk space, and a variety of organizational and metadata schemes. As a result,
researchers often develop analysis routines that are focused around specific problems and target
specific simulation platforms. This has several unfortunate byproducts, most prominently duplicated effort between research groups (or incompletely analyzed simulations) and a focus on data
structures rather than physical quantities. It was to alleviate these issues that the yt Project was
developed, and its widespread adoption is a measure of its success in addressing them.
The yt Project (Turk et al. (2011b); http://yt-project.org/) is an open source, communitydeveloped analysis and visualization code for simulated astrophysical data. Largely written in
Python, it is parallelized using MPI and OpenMP and has been used to analyze datasets whose
size range from small (tens of megabytes) to large (tens of terabytes). yt is designed to abstract out
underlying technical aspects of simulation data such as file format, units, geometric conventions,
and parameter storage in such a way that is neutral to the underlying simulation platforms. The
flagship simulation platforms, where we conduct detailed testing and support all functionality, are
Enzo, FLASH, Orion, Nyx, Piernik, Chombo and NMSU-ART (Bryan & Norman, 1997; Fryxell
et al., 2000; Krumholz et al., 2007; Almgren et al., 2013; Hanasz et al., 2010; LLNL, 2010; Kravtsov
et al., 1997). In the current development branch this has been expanded to include prototype-level
support for smoothed particle hydrodynamics (SPH) and N-body codes such as Gadget, as well
as full support for Octree codes such as RAMSES and ARTIO (Springel, 2005; Teyssier, 2002).
yt provides a language for describing and processing selections of data: rather than focusing on
selecting zones or particles it develops concepts of geometric regions (spheres, cylinders), regions
defined by fluid quantities, and processes that transform those regions into quantitative values.
By guiding the process of visualization based on quantitative, domain-specific analysis, researchers can build complex, reproducible pipelines of analysis as well as create communicative
visualizations. Within the astrophysical domains it currently serves, yt has had a substantial impact on the ease with which deep, inquiry-driven science can be conducted. However, the areas in
computational astrophysics that yt presently serves are limited to Eulerian codes with structured
meshes; these are a large portion of the computational astrophysics landscape, but are by no means
the majority. This SSE will serve to develop yt to encompass to serve a much larger community of
computational astrophysicists, to conduct much more detailed and physically-driven science, and
to further develop intuitive, exploratory interfaces to complex data. We have designed the goals
and implementation of this SSE to ensure that development is conducted in a sustainable and
science-focused fashion. Each of the items in the proposed work section carries with it either a
specific, targeted use case or an element of community expansion; by focusing on pragmatic development, we aim to ensure both community support and community uptake of developed features.
yt exists at the center of an active user and developer community; featuring changes from over 40
researchers, including 15 first time contributors in 2012, it is an active and dynamic platform for
collaborative development and research.
We will expand yt to serve new communities of researchers as well as to better
serve the existing community of yt users. We will develop externally-reusable components that support its infrastructure, enable instrumentation of simulations, and build
advanced interfaces for interacting with data.
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1.1

yt Architecture

As noted above, yt is principally written in Python, with some compute-intensive routines written
in Cython and C for speed. It utilizes commodity components in the scientific software ecosystem
such as numpy, matplotlib, HDF5 via h5py, and mpi4py. It is developed using the Mercurial
distributed version control system on the project hosting site BitBucket.org. Testing is conducted
using the automated Jenkins continuous integration system.1
yt has been designed to support the development of workflows and the isolation of components through an object-oriented approach to data handling. This allows the development of
load-balancing and data-aware partitioning of operations. yt uses OpenMP for thread level parallelism in a small subset of routines, and nearly all operations are MPI-parallel; parallelism has
been implemented such that it is as transparent as possible to the end user, and typically requires
no modification to the executed analysis script.
There are seven over-arching components in the yt code base:
Frontends Components for reading in data from specific simulation platforms, constructing data
structures specific to each simulation platform, and interfacing with the geometry handlers.
Data Objects Mechanisms for selecting, processing, and manipulating volumetric data.
Geometry Objects that define coordinate systems and construct selection methods.
GUI HTML5 GUI and small, data-specific widgets.
Utilities Optimized routines and software package infrastructure.
Visualization Conversion of data objects into publication ready plots and volume renderings.
Analysis Modules Pre-defined workflows and astrophysics-specific analysis methods such as spectral energy distributions, halo finding, and connected-set identification.
The mechanism for interfacing with simulation output formats occurs exclusively inside the “frontends” module: by implementing basic IO, spatial organization and unit conversion routines, support for a new simulation code can be added very simply. Once this process is complete, the
analysis processes present in the other modules become available; this componentized architecture
has enabled yt to extend support to many different simulation platforms, providing the analysis
and visualization tasks defined in the other modules with relatively little effort and overall reduced
complexity.
1.2

Example Workflows

We have selected three yt and workflows that
have been applied to different astrophysical domains.
Galactic Disks: In Figure 1, we display
the results of a study designed to identify and
analyze giant molecular clouds (GMCs) in simulations of galactic disks (Tasker et al, 2013,
in prep). The underlying machinery that this
workflow manipulates ranges from binding energy calculations, to masking of data, to transparently generated fluid fields in sub-selected
regions. However, the script and API presented
to the researcher is much simpler, enabling a fo- Figure 1: Identified GMCs overlaid over escape
cus on the physically-relevant quantities, rather velocity in a simulation of the galactic disk.
1

cython.org, numpy.org, matplotlib.org, h5py.org and mpi4py.googlecode.com, mercurial.selenic.com,
bitbucket.org and jenkins-ci.org, respectively.
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(a) Identified clumps in a starformation simulation.
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(b) Simulated observations of magnetic field and column density.

Figure 2: A comparison between simulated data and observational data in both magnetic field
strength and molecular lines, from (Collins et al., 2011).

Stellar Mass Enhancement

than the complexities of manipulating data. In this way yt reduces the technical friction of applying
analysis to astrophysical simulations.
There is no absolute method for identifying star-forming GMCs either observationally or theoretically; to attempt to resolve this uncertainty, Tasker and collaborators utilized yt to identify
cloud cores based on their escape velocity. By calculating each core’s effective potential, the overall
collection of cores and neighboring, gravitationally-bound cells provide an identification of a starforming GMC. By identifying and processing these clouds to calculate properties such as mass,
radius, velocity dispersion and surface density, the properties of GMCs in observations in our own
galaxy can be related to the properties of GMCs in simulations such as this. This provides a
necessary theoretical component for interpreting astrophysical observations.
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Smith et al 2013 (in prep).
Cosmology: To enable fast, scalable processing of
data, yt is multi-level, MPI-parallel and provides helper functions to enable workload balancing,
task queuing and simple map-reduce operations. As an example of this, in Smith et al 2013 (in
prep), the authors developed a workflow for analyzing parameter studies of how the efficiency of
thermal conduction in cosmology simulations affects the star formation parameters. yt provides
workflow tools such as automated halo profiling operations and methods to distribute data between
3

processors in a parallel calculation. This workflow utilized several levels of parallelism to enable
fast processing of data on several thousand processors.
First, the different sets of simulation output corresponding to different simulation parameters
were distributed to semi-independent workgroups of processors using a parallelization “helper”
routine in yt. Using the parallel HOP halo finder (Skory et al., 2010), halos were identified in
each fixed-time snapshot in each simulation. These halos were filtered based on quantities such
as total mass, velocity dispersion, radius, substructure and their position. Each halo was then
distributed to a different processor in the workgroup, where properties and visualizations of star
formation rate, simulated spectra, and projected density were calculated concurrently and saved.
Once completed, a collective process was used inside the workgroup to calculate bulk, statistical
properties as a function of redshift (simulation time) in the time series. Finally, comparisons across
different simulations and simulation parameters were produced by examining the bulk statistical
properties. The final result of this, seen in Figure 3, was a detailed parameter study that was able
to quantify the suppression of star formation as a function of the thermal conduction used in the
simulation. The script used to conduct this data analysis with yt was only a few dozen lines long.
1.3

Community and Usage Metrics

yt was originally developed by Co-I Matthew Turk, and is widely deployed across computing resources used for astrophysical computation. It has been identified as one of the most used pieces
of software on the NSF XSEDE system Nautilus (Szczepanski et al., 2012) and has been used
for journal articles, science-related promotional materials (such as the XSEDE 2012 retrospective
pamphlet) and to create visualizations for planetarium exhibits. At the time of writing, yt has
been used by over 65 papers, 55 of which have directly cited the method paper (Turk et al., 2011b)
published in early 2011. Two open-participation workshops and numerous locally-organized bootcamps, with between 10 and 50 attendees, have been held to educate, collaborate, and brainstorm
around yt. There are currently 176 subscribers to the usage-focused mailing list and 52 subscribers
to the development-focused mailing list. These numbers have steadily grown over time, with mailing list and development activity remaining consistently high and with yt being identified as “Very
High Activity” on the open source tracking site ohloh.net. yt has had contributions from over 40
different researchers over the lifetime of the project, over the course of over 8000 changesets.
This SSE will expand yt to serve populations in computational astrophysics that it currently
does not, and make available to them simple and physics-motivated workflows like those described
above. It will grow the capabilities of yt to better tie in to simulation platforms and to provide
necessary infrastructure for simulation platform interoperability. And finally, it will make data
accessible in simple, intuitive ways for sharing, exploring and understanding astrophysical systems.
This SSE will serve to build yt into a suite of interoperable, reusable components for
computational astrophysics, building a collaborative community that explicitly solicits
and fosters external contributions.

2

Development Plan

The full spectrum of analysis capabilities presented by yt are currently applicable only to meshbased, Cartesian simulation platforms. Regrettably, while this constitutes a large number of research groups, it represents only a minority of the simulation platforms currently in use in computational astrophysics. Without extending yt to support additional algorithms and simulation
platforms, it will remain applicable only to a subset of astrophysical codes – and rather than collaborating, individuals in different sub-fields will develop new tools and new systems, with little
sharing of methods or source code. This status quo has the overall effect of impeding direct technology transfer between researchers, increasing duplication of effort, and compartmentalizing effort
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based on the utilized simulation platform. Furthermore, astronomy is already facing the so-called
“data deluge:” new methods of instrumenting simulation codes to both understand the results
of simulations and to provide high-cadence, in-memory data analysis, without relying on costly
disk IO, will be necessary to manage the physically-rich output of simulations. Finally, methods
of interacting with data must keep pace with these advancements and must provide interactive,
science-driven and collaborative means of interacting with and understanding data. Without a
comprehensive strategy for addressing challenges in managing, analyzing, and exploring simulation
data, the future development of computational astrophysics as a collaborative field of study will be
diminished. The development we propose for this SSE is focused on both expanding and
strengthening yt in three primary areas that require sustained, long-term investment
and planning: infrastructure, instrumentation and interface.
Y1
Y2
Y3

Infrastructure
Non-Eulerian
Non-Cartesian
Unstructured mesh

Instrumentation
Fluid containers
In situ library
IO library

Interface
Data widgets
Data hub
Outreach hub

Table 1: Summary of development milestones in the three SSE target areas.
Below, we enumerate specific milestones in each of the three sets of components to be developed
for this SSE, as well as acceptance criteria and timelines for these components, divided by year.
In Table 1 we summarize the milestones for the three-year timeline of this SSE. yt is currently
provided under the GNU General Public License Version 3 and has no proprietary dependencies.
While the infrastructure milestones will be released as fundamental parts of the yt codebase, the
instrumentation and interface components will be released as an independent library under the
permissive, non-copyleft BSD license. This library will then be used inside yt.
2.1

Infrastructure Milestones

yt is well-suited and utilized for analyzing adaptive mesh refinement simulations, particularly
output from the FLASH, Enzo, Orion, Nyx, and NMSU-ART platforms. In addition to this,
support has been added for other Eulerian and Cartesian mesh platforms, such as Piernik and
Athena. Furthermore, arbitrary Cartesian, multi- or fixed-resolution data can be easily loaded in
to yt using a handful of “loader” methods designed to ease the process. By directly handling the
mesh layout in memory, yt is able to determine which components of the data should be loaded
for specific data selection routines, and thus perform load-balancing, domain decomposition, and
load-on-demand operations for conducting data analysis.
We will expand this capability to include SPH, non-Cartesian, and moving mesh codes. The
necessary infrastructure improvements within yt to support data access for these types of codes
are not prohibitively difficult, but they require long-term planning and development to execute.
This will include implementing data structures for fast data searching and spatial awareness, as
well as implementing methods for operations that require speed and accuracy, such as evaluation
of smoothing kernels, ray traversal, and tessellation functions. Many of these operations can either
be implemented directly from the literature or utilize existing libraries, but the integration of these
tools into a cohesive, seamless analysis environment suitable for building pipelines for concrete
science goals will require substantial investments of time and developer resources.
Infrastructure milestones will be staged around two sub-milestones, between prototype and
production. These are defined in terms of the capabilities of yt to process, analyze and visualize
the output from a given simulation type, and are designed to shepherd a simulation platform to full
5

support for all functionality in yt. A working prototype will (1) load data on-demand from disk,
(2) conduct simple, quantitative visualizations such as profiles and historgrams and (3) include
answer testing in the yt test suite. Graduation to a production level component will require (1)
image creation from slices and projections, (2) parallel (MPI) load balancing, and (3) testing and
availability of analysis modules from within yt.
A set of “acceptance scripts” are already in place and publicly accessible, which can determine
whether or not a simulation code output is production-ready. These are also a component of “answer
testing,” wherein simulation code outputs are tested on a regular basis to ensure that the answers to
analysis questions do not migrate or change, and that analysis of output from supported simulation
codes is still working to specification. Because the architecture of yt described in Section 1.1 is
flexible and componentized, these infrastructure milestones will enable broad application of yt by
researchers using the targeted simulation codes.
A component of developing this functionality is ensuring that it is acceptable by the community
of users that it targets, as well as that it can be adequately disseminated. As noted elsewhere in
this proposal, yt is developed in the open and is utilized by a large community of users. Prior to
and during the development of specific milestones, we will conduct detailed communication with
community stakeholders in each simulation code to determine both the best focus for the prototype
and production levels codes, to solicit feedback on methods and implementations, and to work
to guide uptake of yt in that community. Initial discussions have taken place with members of
communities for each milestone, and we are optimistic that these discussions will lead to productive
collaborations in a funded SSE. In Table 2 we have listed contact individuals within relevant
simulation code groups as well as identified the level of current support within yt for that simulation
code. Some of these platforms have already reached production or prototype stage.
Below we outline the specific infrastructure goals for each year.
2.1.1

Infrastructure: Year One

Efforts for developing the infrastructure of yt in the first year of this SSE will be focused primarily
on extending its support for non-Eulerian simulations. Currently, yt is able to read data from many
different simulation platforms where the domain is discretized into a mesh, either fixed or adaptive,
and the underlying fluids are discretized on that mesh. In addition to this, yt can analyze particles
as collisionless discretized point masses.
Many simulation platforms, however, regard fluids as a hybrid of the two approaches. The
SPH technique discretizes fluid in a Lagrangian fashion, where particles representing fluid parcels
move with the flow. In this technique, calculating fluid properties at any location in the domain
requires evaluating a “smoothing kernel” which computes the properties at a location based on
neighboring particles (Monaghan, 1992). For several of the simulation codes identified above, the
“prototype” stage has been reached. However, promoting SPH data to production-ready within
yt requires substantially more work, including managing IO, efficient parallelization, evaluating
smoothing kernels, and enabling configurability. This goal will include adding support for data
as would be generated by the Gadget, Tipsy, Gadget-OWLS and other SPH simulation platforms
(Springel, 2005; Schaye et al., 2010).
2.1.2

Infrastructure: Year Two

The milestones for the infrastructure component of this SSE during its second year will focus on
extending yt’s support for non-Cartesian geometries. Often in computational astrophysics, as well
as other domains, problem discretization is done in spherical, cylindrical or polar coordinates. For
instance, in studies of supernova blast wave escape, the domain of interest is often discretized
as cells subtending some azimuthal and polar angle, at a fixed radii. The necessary changes for
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Simulation Code
ART
ARTIO
Athena
Cactus
Castro & Maestro
Dedalus
Enzo
FLASH (Cartesian)
FLASH (Non-Cartesian)
Gadget
Nyx
Orion
Phaedra
Piernik
RAMSES
TESS

Contact Person
Chris Moody
Sam Leitner
Sam Skillman
Frank Loeffler
Mike Zingale
Jeff Oishi
Britton Smith
John ZuHone
John ZuHone
Marcel Haas
Casey Stark
Andrew Myers
Kyle Parfrey
Kacper Kowalik
Oliver Hahn
Andrew MacFadyen

Level of Support
Production
Target: Year 1
Production
Target: Year 2
Target: Year 1
Target: Year 1
Production
Production
Target: Year 2
Target: Year 1
Production
Production
Target: Year 2
Production
Target: Year 1
Target: Year 3

Table 2: Collaborators for specific simulation platforms and current status or timetable for production capability. Letters of collaboration from each contact person have been attached. This is
not an exhaustive list of supported or targeted codes.
this milestone will include modification of geometric selection routines, volume traversal (i.e., ray
casting) methods, volume calculations, and methods that transform volume selections such as slices
into Cartesian images for visualization. This goal will include adding support for data as would be
generated by the non-Cartesian geometries in the simulation platforms FLASH and Phaedra.
2.1.3

Infrastructure: Year Three

Infrastructure milestones for the final year of this SSE will be focused on extending yt beyond
conventional meshing algorithms and provide future-proof compatibility with next-generation simulation codes. This includes providing support for unstructured meshes and additional non-SPH
meshless calculations. Fully-supporting meshless and unstructured mesh calculations will encompass geometric selection and ray traversal algorithms that build on advanced geometric selection
and coordinate system components developed during years one and two. This will encompass calculation of unstructured mesh volumes and ray traversal through arbitrary polyhedra. This work
will be in support of codes such as Phaedra, TESS and the AREPO code. Furthermore, the work
developed here will enable support for structured meshes that are irregularly-spaced, as is often the
case in astrophysical domains discretized into Lagrangian meshes such as stellar evolution codes.
2.2

Instrumentation Milestones

The second focus area for this SSE in developing yt is to develop a set of components that can
be used to connect yt with simulation platforms much more directly. These will broadly focus on
developing methods for applying simulation solvers to data within yt, thus enabling deeper study
during post-processing, the connection of running simulations to yt to enable in situ analysis, and
the development of IO capabilities for simulation data. All of these will be developed inside a
coherent, portable libyt library, providing infrastructure for simulations and simulation instru-
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mentation available to astrophysical simulation. While yt itself is licensed under the GPL, the
components developed for simulation instrumentation will be BSD licensed to enable greater reuse.
This portable (C-based) libyt will serve to connect more deeply simulations and analysis, and it
will meet pragmatic, science-driven needs within the computational astrophysics community.
The first milestone will be the development of the “fluid container,” encapsulating a conceptual
representation of a collection of fluid and particle elements. The second milestone will be to
use libyt to send data to a running yt instance for analysis; this could be utilized from within
simulation codes or other analysis platforms. The final milestone will extend libyt to include
reading and writing fluid containers to disk. These milestones reflect development necessary for
the advancement of computational astrophysics to address a changing computational landscape, as
well as requiring long-term investment and planning.
Instrumentation milestones will be evaluated based on two sub-milestones of prototype development and production deployment. The definition of a prototype will be a set of independent,
compilable code that includes (1) preliminary API with unit testing, (2) python wrapper code accessible to yt, and (3) deployment within libyt. Moving this prototype to an implementation phase
will require iterative API development and detailed discussion within the yt development community. Production level code will include (1) fully-tested and feature complete API, (2) utilization
within yt, and (3) deployment in at least one parallel simulation code.
Dissemination of developed technologies will be conducted through direct outreach to individuals identified as contact people in Table 1, as well as through bundling with yt itself and providing
advanced interfaces for functionality described in the milestones themselves. While we expect to
have rapid uptake in some simulation codes (Piernik, Enzo, Dedalus) we will build collaborations
with other simulation code contacts to push these goals forward.
2.2.1

Instrumentation: Year One

The first year of the SSE will focus on the construction of a fundamental object in many calculations,
the “fluid container.” This fluid container is a conceptual object representing a collection of fluid
parcels – be they discretized as a mesh, a collection of SPH particles, or a single point. By
defining a fundamental object such as this, and more importantly an interface to which simulation
codes can subscribe, the transporting of microphysical solvers that act on discrete fluid parcels
between simulation platforms becomes much simpler. This will allow translation of routines from
one simulation platform to another, as well as allowing yt to call specific solvers, such as chemical
kinetic rate equations, radiative cooling, and equations of state.
This “fluid container” will be developed as a C structure with a set of affiliated utility functions;
this will be the first component of the libyt library that will drive the remainder of the instrumentation milestones. These utility functions will provide mappings between conceptual fields such
as density, energy, and momentum and arrays of data in memory. Furthermore, specialized forms
of this fluid container will contain spatial and connectivity information. In essence, this will be
a generic container for semantically-rich data. This library will enable uniform access to microphysical solvers that require semantic information about a dataset – such as the density or species
fraction of a given field. By providing this level of access and markup, we will provide validation
and error handling for microphysical solvers. Simulation codes will be able to supply primitive
variable arrays to the fluid container and access them within it; this will enable a regularization of
the API for microphysical solvers. When called from within yt, this will also be able to rely upon
the rich set of derived fields defined by yt. As an example, if the microphysical solver is designed to
update the momentum of a fluid parcel, but the variable evolved by the simulation is the velocity,
yt will be able to transparently create and supply the momentum field to the solver.
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2.2.2

Instrumentation: Year Two

Output from simulations has grown exponentially in the last decade; the ability to write and store
data has not grown commensurately. To alleviate this disparity, analysis and visualization must
move to a model whereby they are conducted during the course of a simulation. While yt provides
mechanisms for direct instrumentation of simulation codes (Turk & Smith, 2011) to enable in situ
analysis, this requires a relatively invasive procedure and requires directly linking against yt.
The goal of the second year will involve the development of a simplified method of passing
data, via a “command-server” library and protocol connecting yt and libyt. Building on the
fluid container library built in year one, simulation platforms will be able to link against libyt
and expose fluid containers, particles, and geometric information. This library will then connect
to remote yt sessions using commodity network protocols such as MPI, where data will be held
in memory and yt-based analysis can be conducted. Rather than attempting to implement a full
remote procedure system, libyt will be restricted to supplying data between simulation platforms
and yt. As libyt will be licensed with the permissive BSD license, it can be used by all external
simulation platforms; in fact, it will act as a sanitization step, as communication mediated by libyt
enables utilizing yt routines on data without linking against the GPLv3 yt library itself.
2.2.3

Instrumentation: Year Three

The final year’s goal will be to develop an IO system for libyt that can be used by simulation
platforms. This IO library will only address patch- and block-based adaptive mesh refinement
calculations, and will be built upon tools such as HDF5 and potentially h5part2 . The purpose of
deploying such an IO library is to enable rich, domain-specific metadata: units, connectivity, and a
deep integration with simulation codes for partial and streaming data output. Equally important
is ensuring wide uptake and sustainability, requiring a rigorous file format and metadata standard
while ensuring appropriate utilization of existing tools. This will build upon the work conducted
in year one by natively processing and returning fluid containers to simulation codes.
This milestone involves several stages, including creation of a specification for storage of arrays
and metadata, understanding of weak points and corner cases, and soliciting input from the community. Once the libyt subsystem has been constructed, this will need to be integrated into the yt
IO infrastructure. yt has a prototype data specification that handles reading and writing grid patch
data from within Python, but this milestone expands this to include substantial improvements to
functionality and flexibility of the data format as well as portability to simulation platforms.
2.3

Interface Milestones

The third component of our goals for this SSE centers on the user interface and means of interaction
with research data. We intend to approach this in two primary ways: improving interactions with
raw, unprocessed data, and making available processed data products with simple methods of rich
interactions. We will begin with the development of interactive widgets for manipulating data
from within the well-used and widely-deployed IPython notebook3 , move to deploying these for
the purposes of collaboration and exploration on a remote web server, and conclude in the third
year with the deployment of outreach-focused visualization tools and showcases. To gauge the
transition from prototype to production and dissemination, we will evaluate these milestones based
on several criteria. A successful prototype will (1) work in isolation on small data, (2) function
in both desktop and mobile versions of Firefox, Chrome, and Safari and (3) provide exploratory
capabilities. A successful production-level component necessarily includes dissemination. We will
2
3

http://hdfgroup.org and http://vis.lbl.gov/Research/H5Part/
http://ipython.org/
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mandate that these components are (1) deployed either in yt or the yt Data Hub, (2) be securityhardened, and (3) be remotely deployable by research groups.
2.3.1

Interface: Year One

Typically, when conducting simulation analysis with yt, researchers either write scripts that are run
non-interactively or they use an interactive interpreter such as IPython. The IPython project has
built an end-to-end system for conducting computational research, including remote and distributed
computation, support for multiple programming languages, and a fully-featured web notebook. In
the past, yt too has provided a web notebook, containing HTML5 widgets that enabled domainspecific interaction with simulation data products. However, the yt web notebook lacks numerous
features that the IPython notebook provides; in light of this, we will port the existing HTML5
and JavaScript widgets, such as pannable and zoomable maps, phase plot creation, parameter file
inspection, and 3D WebGL volume rendering, from the yt web notebook into a format compatible
with the IPython notebook. In addition to providing an efficient and pleasing user interface, the
IPython notebook also provides a mechanism for storing and sharing data: the notebook file itself.
By porting our existing widgets, this SSE will enable their re-use as external components in other
domains, as well as allow us to leverage the IPython web notebook’s strengths such as reproducible
computing and widespread deployment. This will enable much greater immersion in data than is
presently available, as well as sharing and dissemination of results through sharing the underlying
IPython notebook files created by individual researchers.
2.3.2

Interface: Year Two

In addition to enabling much deeper inspection of raw data, this SSE will work to develop methods of
inspecting and sharing reduced data products through a yt “Data Hub.” A preliminary deployment
of the yt Data Hub, at http://hub.yt-project.org/ built on the Flask web framework and
running on a grant from Amazon AWS/EC2, enables seamless uploads via REST APIs of yt-related
projects, IPython notebooks, zoomable maps (such as made by projections or slices), and images
and collections of images. This has enabled previously difficult or technically challenging activities
such as collaboration between students and advisors, detailed data inspection by collaborators, and
the dissemination of yt-related projects, notebooks and scripts. While many of these components
are largely displayed and driven client-side, components such as zoomable maps require server-side
understanding of the data as well as a processing step. During the course of this SSE we will develop
and deploy additional widgets for processing and displaying fixed, reduced sets of data. We will
deploy WebGL widgets for volume rendering, grid exploration and isosurface display, as well as a
widget to display histograms of data extracted from simulations in a variety of bins. Finally, we
will develop components to display annotations and comments left by users. All source code for
the yt Data Hub is available, enabling individual institutions and research groups to create their
own (private) deployments as well as contribute widgets for exploring data products.
2.3.3

Interface: Year Three

Building on top of the developed infrastructure for the yt Data Hub, we enable sharing movies
generated with yt. This includes uploading to YouTube, creating of thumbnails, and galleries of
fisheye, stereoscopic and HD movies. This will couple existing analysis tools with direct access by
members of the public. By focusing on the dissemination aspect of these movies, we will enable a
dialogue directly between creators and consumers of the visualizations.
Developing the technical aspects of this pipeline for outreach visualizations will require integrating the yt volume rendering infrastructure to simultaneously create fisheye renderings, stereoscopic
pair renderings, and high-definition images. Utilizing the YouTube API, these will be uploaded
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to YouTube and movie embed codes uploaded to the yt Data Hub. The uploaded movies will be
displayed inline in the yt Data Hub, enabling individuals to download high-quality movie films,
frames, and annotated narrative information about the specific movies. In doing so, yt will act as
a “Trojan horse,” where the same tool used for analysis and visualization for publication will also
contain tools for creating outreach movies and images.
2.4

Engineering and Release Process

The yt community has an established, codified development process. The source is hosted on
BitBucket in a publicly-readable repository, and development is done through “forks” and “pull
requests.” The process of forking and issuing pull requests enables contributions from any interested
party, but ensures curation by a core subset of individuals.
In conjunction with this, yt has a set of contributor guidelines. These enumerate the standards
for coding style, testing methods, writing documentation and how to submit contributions. To
contribute a new set of changes to the code, individuals can create a “fork” of the main repository,
commit changes locally, and then issue a “pull request” for the changesets to be drawn into the
primary repository. Typically what happens following this is that a member of the core development
community (most often the lead developer and Co-I of this grant, Matthew Turk) will provide
detailed feedback both globally over the contents of the pull request as well as fine-grained on a
line-by-line basis. The contributor is then able to make modifications to the contents of the pull
request and update it. This ensures that contributing to code has a low barrier to entry, but also
provides a component of peer review and mentoring. This process is used for all contributors,
including core contributors. Since yt moved to using pull requests as the primary method for
contributing code, over 450 have been issued and reviewed.
To avoid regressions in functionality and correctness, yt is tested extensively in two methods.
The first is through unit tests. yt provides methods for creating in-memory sample datasets,
to which operations can be applied and functionality tested. This helps to ensure that methods
with calculable and mathematically-correct solutions correctly function, as well as to ensure that
methods that should produce reliable results do so. Furthermore, yt provides a method to add
“answer testing” for specific simulation outputs. This is a process by which a sequence of analysis
procedures are executed, the answers recorded, and are then compared against a reference dataset.
Both of these types of testing are conducted on every changeset pushed to the repository, and
recently have been extended to be used on every issued pull request. This will provide immediate
feedback on the stability of new pull requests as well as existing code changes.
Finally, the method by which yt is engineered and designed merits discussion. For some time,
yt was largely designed through either individual decisions on software design or through broad
consensus building; design documents were largely either in the documentation, the source code
itself, or in the mailing list archives. Starting in late 2012, yt has transitioned to codifying design
decisions in versioned, peer-reviewed documents called “yt Enhancement Proposals” or YTEPs that
explicitly address software design, backwards compatibility, community interaction, and implementation status. Subjecting these documents to peer review and providing a designated reference
location enables discussion and debate about implementation. This ensures that stakeholders are
part of the process of major or extensive changes to yt. Each of the milestones enumerated as a
goal of this SSE will be detailed and reviewed through the YTEP process.
Because the yt development procedure is conducted completely in the open, the release procedure is somewhat different than for closed development code bases. All milestones identified
as infrastructure components will be released as part of the normal yt release process, which has
recently been codified (in YTEP-0008) as a 30-day release schedule for maintenance releases and
120-day release schedule for major milestones and improvements.
11

2.5

Alternative Software Packages

yt is often compared to large-scale packages that provide interactive visualization and analysis
techniques, such as VisIt and ParaView (Childs et al., 2011; Ahrens et al., 2005). These tools
are built on the Visualization ToolKit (VTK), an extensive library for pipeline and flow-based
processing of data for the purposes of visualization. Both VisIt and ParaView are exposed primarily
as graphical user interfaces (GUIs) that enable individuals to prepare combinations of selection and
display methods to produce visualizations that can be interactively modified. yt, in contrast to
both VisIt and ParaView, is principally exposed as a library, rather than as an interactive user
interface. This brings both challenges and opportunities for collaboration. Past collaborative work
between yt developers and the developers of these platforms has shown that yt can be used to
guide visualization within both of those frameworks, and that data can be passed between systems
without difficulty. Expanding the capability of yt to accept data through a socket or MPI interface
will expand its ability to be used from these systems.
Within computational astrophysics, there are a number of other visualization packages with
analysis components. For example, tools such as pynbody, and SPLASH (Price, 2007) provide
visualization and analysis of specific particle-based simulation platforms. yt is focused on providing
analysis and visualization that is independent of simulation platform, which is outside the general
purview of these packages. However, owing to its nature as a Python library, yt would also be able
to utilize these libraries and interoperate with their functionality.
By virtue of its strong focus on community, scriptability, domain-specific knowledge and its
explicit goal of a unified interface to astrophysical simulation data, yt provides an essential element
within computational astrophysics. Its goals are both different and more expansive than these
platforms, specifically as contained within the SSE milestones enumerated above: the development
of an IO specification, the regularization of fluid container APIs, and the deployment of an extensive
collaboration and dissemination hub. The landscape of astrophysical simulation analysis is
largely fragmented along lines of specific simulation platforms. yt provides a necessary
and useful platform to integrate analysis and visualization across simulation platforms.

3

Community Growth

yt is developed in the context of a vibrant, active community of users and developers. The first
line of code was written in 2006. Over the last two years, Co-I Turk has invested in growing this
community of users to ensure sustainability of the code base, utilization of tools and techniques,
contribution of new functionality, and scalability of support systems. The success of the libraries,
components and infrastructure developed during the course of this SSE will rely on engagement
from both users (to ensure tool utilization) and developers (to ensure sustainability). PI Bryan
and Co-I Turk have extensive experience with stewarding astrophysical software projects; both are
leaders and core developers of the Enzo code, and have shepherded it from an open source but
closed development model into a participatory, collaborative development model.
Developing, strengthening and engaging community is a key goal within the yt collaboration,
and is a key component of the Broader Impacts of this proposal. We have measured this in several
ways: activity on the mailing list, activity within the source control repositories, new contributors
and participants, and citation metrics in the published literature. In 2012 alone, the number of
revisions in the yt codebase grew by 30% to nearly 8000 and received first-time contributions from
15 individuals. In total, yt has had contributions from over 40 different researchers. yt has an
active, engaged community of users and developers.
As a component of this SSE, we will engage in measures to address community building and
dissemination of results from educational, technical, and social aspects. We will communicate
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three primary types of information to end-users: education regarding basic features (visualization,
analysis, microphysical solvers, IO libraries, etc.), advanced application of yt components (analysis
pipelines, simulation instrumentation, deploying local data hubs), and mentoring developers and
contributors to yt to ensure code quality, documentation and testing.
Co-I Turk has experience organizing and instructing at workshops about yt, teaching techniques
to apply it to simulation data and how to contribute changes to the code base. In January of 2012,
at the NSF funded yt users’ workshop at the FLASH Center in Chicago, Co-I Turk organized the
curriculum, provided materials for and delivered several instructional talks. That workshop had
over 50 attendees of varying skill levels, and all materials and presentations were recorded and made
available online. In March 2013, Co-I Turk was a co-organizer of a development-focused workshop
funded by the University of California High-Performance AstroComputing Center (HIPACC). This
workshop, with approximately 20 attendees, was focused on developing the yt codebase. Additionally, both PI Bryan and Co-I Turk have conducted numerous one-on-one tutorials, extended
introductions, and have organized and presented single day “bootcamps” designed to present quick,
high-level overviews. In October 2012, Co-I Turk held a yt Bootcamp at Columbia University, which
then formed the basis of executable online documentation.
This SSE will explicitly cover travel expenses for the research team to conduct and present
workshops or “bootcamps” at remote universities, organized in coordination with individuals at
remote institutions and presenting one or two days of introductory material. To identify potential
candidate sites for educational presentations, we will reach out directly to individuals using codes
supported by yt or that are being targeted for development in yt. Furthermore, travel funding will
support development-focused visits to interested and relevant locations.
By providing an opportunity to educate researchers, developers and newcomers in-person, this
SSE will facilitate both the growth of investment by the community as well as the building of
necessary social capital for fostering a healthy, collaborative environment. Turk (2013) provides a
detailed discussion of the techniques and procedures used to develop the yt community. In short,
yt focuses on growing a community built around collaboration, mutual respect, graciousness, and
consciously fostering a diverse roster of contributors. The yt community has endeavored to expand
the ranks of its users and contributors, particularly focusing on increasing participation in the
development process by women and underrepresented minorities.
In conjunction with in-person educational components, all materials used in educational components will be made available, and when possible recordings will be provided. (The recordings
from the 2012 yt workshop have been viewed over 1000 total times.) Additionally, “office hours”
will be held in Internet Relay Chat (IRC), where yt has a healthy presence of community members.
We will investigate holding office hours in low-overhead video conference solutions such as Google
Hangouts, which the yt collaboration has used in the past to organize and discuss development.
To ensure that education and outreach to community members is effective, we will utilize surveys
before and after bootcamps to identify areas where individuals would like assistance as well as
to gauge effectiveness of presented materials. This SSE will endeavor to utilize best practices for
computational science education as developed, for instance, by the Software Carpentry project
(http://www.software-carpentry.org/).
This grant will serve as a form of “pump-priming:” by investing in the development necessary for
supporting a broader range of simulation codes in a deep fashion, it will develop collaborations with
researchers invested in contributing to yt. By directly addressing community growth in several concrete, explicit ways, we will develop patterns of sustainability and community
governance that ensure yt will continue to be stewarded by community stakeholders
beyond the lifetime of the award.
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4

Advisory Board

To ensure timely and satisfactory delivery and dissemination of milestones, as well as guidance on
yt community stewardship, we have assembled an advisory board. This board will meet through
virtual conferences at least once a year. The PI and Co-I will present to the advisory board progress
updates, including technical and community metrics regarding the growth in usage of yt and the
overall progress in the goals of the SSE. The advisory board will provide detailed feedback on
the progress along those metrics and their report will be included in the annual NSF progress
report. The members of the advisory board include experts in astrophysical simulation, and in the
growth and development of software collectives and communities. Dr. James Howison of the
University of Texas at Austin has studied the interactions and growth of both open source and
scientific software collectives and is an expert in social dynamics in such communities. Prof. Risa
Wechsler provides experience and familiarity with communities of SPH systems and users, as well
as large-scale data management. Prof. Michael Zingale has contributed to the development
of several simulation codes and is an expert on the application of microphysical solvers to fluids.
Prof. Andrew MacFadyen is a co-author of the unstructured mesh code TESS which simulates
fluid flows in unstructured meshes in both non-Cartesian and non-Euclidean geometries.
This advisory board brings a range of technical, astrophysical and social experiences that will
help to ensure milestones are met, developments disseminated, and community needs addressed.

5

Results from Prior Support

PI Bryan has received funding from a number of NSF grants in the past five years; the most
relevant for this proposal is AST 05-24313 (“CAREER: Simulating Cosmological Galaxy Formation
with AMR”), a five-year grant (4/1/20063/30/2012) for $564,904. This grant supported graduate
students Cameron Hummels, Stephanie Tonnesen, and Maria Pereria, as well as postdoc Stuart
Gill. This grant resulted in about 20 refereed papers (Richter et al., 2006; Mesinger et al., 2006;
Haiman & Bryan, 2006; Younger et al., 2006; Younger & Bryan, 2007; Tonnesen et al., 2007; Pereira
et al., 2008; Tasker & Bryan, 2008; Sousbie et al., 2008; Tonnesen & Bryan, 2008; Tasker et al., 2008;
Joung et al., 2009a; Tonnesen & Bryan, 2009; Joung et al., 2009b; Mesinger et al., 2009; Tonnesen
& Bryan, 2010; Pereira & Bryan, 2010; Molnar et al., 2010b,a; Shang et al., 2010; Tonnesen &
Bryan, 2011; Tonnesen et al., 2011; Joung et al., 2012). We summarize two selected results below.
Intellectual Merit: We tested four commonly used astrophysical simulation codes; Enzo,
Flash, Gadget and Hydra, using a suite of numerical problems with analytic initial and final states.
We demonstrated that comparable results in many cases can be obtained for Lagrangian and
Eulerian codes by requiring that approximately one particle exists per grid cell in the region of
interest. We concluded that adaptive Eulerian codes, with their ability to place refinements in
regions of rapidly changing density, are well suited to problems where physical processes are related
to such changes. Lagrangian methods, on the other hand, are well suited to problems where large
density contrasts occur and the physics is related to the local density itself rather than the local
density gradient. (Tasker et al., 2008)
Broader Impact: We have built the AstroWall, a stereoscopic projection system, mounted in
a classroom at Columbia University, and developed content for it from our simulations. We have
also developed web-based guidance for others in the department, and this has made the system
easier to use. The AstroWall is used on a regular basis for teaching and outreach. Since it’s creation,
it has been used as part of almost 200 presentations (outreach events, classes, etc.). In addition,
PI Bryan was on the scientific advisory board of the American Museum of Natural History’s new
space show ”Journey to the Stars”, and (with Columbia graduate student Stephanie Tonnesen), we
are currently working with the Museum to redo their Big Bang Theatre, which shows a four minute
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multi-media production (based on our simulations) to introduce the Big Bang and cosmological
structure formation.
Co-I Turk has received funding from the NSF under the postdoctoral fellowship CyberInfrastructure for Transformative Computational Science (CI TraCS), OCI-1048505 for $240,000. This
grant resulted in several publications and conference proceedings (Turk et al., 2011a; Hummels
et al., 2013; Wise et al., 2012a,b; Oishi et al., 2012; Turk et al., 2012a,b; Wise et al., 2012c; Skillman et al., 2011; Turk et al., 2011c). We summarize two of these selected results below.
Intellectual Merit: We simulated the formation of the first stars in the Universe under the
influence of magnetic fields. This was the first calculation to study ab initio magnetic field amplification. Our calculations conducted a study to determine whether or not small-scale amplification
would increase with higher resolution. We found not only that magnetic field amplification was
greatly increased (far beyond flux freezing) with higher resolution, but that higher resolution resulted in substantial morphological differences. We found that mangetic fields would likely be
dynamically important. In addition, we have developed substantial enhancements to the yt code
base, including demonstrating its functionality with new code types, new analysis modules, and as
an in situ analysis platform on the NSF petascale Blue Waters supercomputer.
Broader Impact: We have supplied movies of visualizations of the formation of the first stars
and galaxies to the Adler planetarium, which are currently on display in a gallery. Broadly, the
work done in support of OCI-1048505 to develop both the yt codebase and the yt community
supported many domain scientists in developing analysis routines, applying them to their own
research, and sharing those routines. This grant also led to two workshops focused on yt usage
and development, as well as a broad educational component focused on developing computational
science skills amongst the yt community. During the course of OCI-1048505, to date over 55 papers
have been published that cited yt directly.

6

Broader Impacts

The goals and milestones of this SSE address broader impacts in three substantial ways. The first
of these is to provide, to both an existing community and also to a new communities, concrete
mechanisms for deploying large-scale analysis and visualization of simulation data. A great challenge in computational astrophysics is managing and processing rich, complex simulation data in
a manner that is physically-motivated. In many communities, yt has addressed this by providing
a straightforward, parallel and scalable interface to data. By expanding its applicability to include
additional classes of simulation data, this SSE will facilitate collaboration and research among graduate students, postdocs and other researchers. The educational components will address improving
scientific, technical and computational skills in the researchers using yt.
The second manner in which this addresses broader impacts in society is through the development of outreach programs. yt has been used to develop animations for planetarium and outreach
programs, including presentations on the formation of the first stars and galaxies in the universe,
galaxy clusters, and even earthquake simulations. By extending this functionality, this SSE will
help to create direct contact between scientists and the public. This will foster interest in STEM
fields such as astronomy and enable greater dissemination of research results.
Finally, this proposal will explicitly foster a diverse, participatory community of developers and
users of the yt project. We will endeavor to increase and sustain participation in yt development
and usage from all members of the computational astrophysics community. We discuss our deeply
integrated focus on Broader Impacts, through community building and education, at length in
Section 3. By developing a level playing field, with simple access and open development in a
constructive, collaborative environment, we aim to provide a welcoming environment that will
foster participation by women, underrepresented minorities and persons with disabilities.
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EAS Publications Series, ed. K. Gożdziewski, A. Niedzielski, & J. Schneider, 275–280
Hummels, C. B., Bryan, G. L., Smith, B. D., & Turk, M. J. 2013, MNRAS
Joung, M. R., Bryan, G. L., & Putman, M. E. 2012, ApJ, 745, 148
Joung, M. R., Cen, R., & Bryan, G. L. 2009a, ApJL, 692, L1
Joung, M. R., Mac Low, M.-M., & Bryan, G. L. 2009b, ApJ, 704, 137
Kravtsov, A. V., Klypin, A. A., & Khokhlov, A. M. 1997, ApJS, 111, 73
Krumholz, M. R., Klein, R. I., McKee, C. F., & Bolstad, J. 2007, ApJ, 667, 626
LLNL, A. N. A. G. 2010, Chombo—Infrastructure for Adaptive Mesh Refinement,
https://seesar.lbl.gov/anag/chombo/index.html
Mesinger, A., Bryan, G. L., & Haiman, Z. 2006, ApJ, 648, 835
—. 2009, MNRAS, 399, 1650
Molnar, S. M., Chiu, I.-N., Umetsu, K., et al. 2010a, ApJL, 724, L1
Molnar, S. M., Umetsu, K., Birkinshaw, M., et al. 2010b, ApJ, 723, 1272
Monaghan, J. J. 1992, ARA&A, 30, 543
Oishi, J. S., Turk, M. J., Abel, T., & Bryan, G. 2012, in American Institute of Physics Conference
Series, Vol. 1480, American Institute of Physics Conference Series, ed. M. Umemura & K. Omukai,
87–90
Pereira, M. J., & Bryan, G. L. 2010, ApJ, 721, 939
Pereira, M. J., Bryan, G. L., & Gill, S. P. D. 2008, ApJ, 672, 825
Price, D. J. 2007, PASA, 24, 159
Richter, P., Fang, T., & Bryan, G. L. 2006, A&A, 451, 767
Schaye, J., Dalla Vecchia, C., Booth, C. M., et al. 2010, MNRAS, 402, 1536
Shang, C., Bryan, G. L., & Haiman, Z. 2010, MNRAS, 402, 1249
Skillman, S. W., Hallman, E. J., O’Shea, B. W., et al. 2011, ApJ, 735, 96
Skory, S., Turk, M. J., Norman, M. L., & Coil, A. L. 2010, ApJS, 191, 43
Sousbie, T., Courtois, H., Bryan, G., & Devriendt, J. 2008, ApJ, 678, 569
Springel, V. 2005, MNRAS, 364, 1105
Szczepanski, A., Baer, T., Mack, Y., Huang, J., & Ahern, S. 2012, Computer, PP, 1
Tasker, E. J., Brunino, R., Mitchell, N. L., et al. 2008, MNRAS, 390, 1267
Tasker, E. J., & Bryan, G. L. 2008, ApJ, 673, 810
Teyssier, R. 2002, A&A, 385, 337
Tonnesen, S., & Bryan, G. L. 2008, ApJL, 684, L9
—. 2009, ApJ, 694, 789
—. 2010, ApJ, 709, 1203
—. 2011, ApJ, 727, 133
Tonnesen, S., Bryan, G. L., & Chen, R. 2011, ApJ, 731, 98
Tonnesen, S., Bryan, G. L., & van Gorkom, J. H. 2007, ApJ, 671, 1434

Turk, M. J. 2013, ArXiv e-prints
Turk, M. J., Clark, P., Glover, S. C. O., et al. 2011a, ApJ, 726, 55
Turk, M. J., Oishi, J. S., Abel, T., & Bryan, G. L. 2012a, in American Institute of Physics Conference Series, Vol. 1480, American Institute of Physics Conference Series, ed. M. Umemura &
K. Omukai, 77–80
Turk, M. J., Oishi, J. S., Abel, T., & Bryan, G. L. 2012b, ApJ, 745, 154
Turk, M. J., & Smith, B. D. 2011, ArXiv e-prints
Turk, M. J., Smith, B. D., Oishi, J. S., et al. 2011b, ApJS, 192, 9
—. 2011c, ApJS, 192, 9
Wise, J. H., Abel, T., Turk, M. J., Norman, M. L., & Smith, B. D. 2012a, MNRAS, 427, 311
Wise, J. H., Abel, T., Turk, M. J., Norman, M. L., & Smith, B. D. 2012b, in American Institute
of Physics Conference Series, Vol. 1480, American Institute of Physics Conference Series, ed.
M. Umemura & K. Omukai, 123–128
Wise, J. H., Turk, M. J., Norman, M. L., & Abel, T. 2012c, ApJ, 745, 50
Younger, J. D., & Bryan, G. L. 2007, ApJ, 666, 647
Younger, J. D., Haiman, Z., Bryan, G. L., & Wang, S. 2006, ApJ, 653, 27

17

