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Abstract 

Computer devices are widespread and used to perpetrate crimes in both the virtual and 

physical worlds.  The nature and purpose of these crimes, much like the devices used to 

commit them, come in many forms.  In recent years, traditional quiescent approaches to digital 

forensics have been augmented with live approaches that acquire evidence while a system is 

active.  Storage volumes have continued to increase in capacity, disk encryption technology is 

widely-available, and users are migrating their data to cloud-based services.  Live digital 

forensics, a method that can cope with these changing requirements, is a relatively new and 

untested field. 

In this thesis, we address the issue of investigating the behaviour of live digital forensics.  We 

conduct a survey of existing approaches and identify their weaknesses and limitations.  In 

response to this, we present Pypette, a novel platform for investigating live digital forensics.  

The novelty of this platform resides in its two major components.  In the first component, we 

propose a method for modelling observations acquired by live digital forensic experiments 

that unifies consideration of different types of information.  From this model, we develop 

general methods for determining the error and risk of live digital forensics, and contribute a 

visualisation mechanism for analysing their patterns.  The second component is the design of 

a general-purpose platform for automating the experimental investigation of live digital 

forensics.  This is a flexible platform, where new experimental methodologies and analysis 

mechanisms extend core functionality to provide a foundation for investigating novel and 

emerging approaches to live forensics. 

To evaluate our models and the design of our investigation platform, we implemented our 

methods to investigate live digital forensics within standard desktop computing 

environments.  We detail our approach to extracting and modelling information within this 

environment, and how our experimental methodologies are implemented.  This prototype 

implementation is applied to conduct an experimental analysis of live digital forensics within 

a desktop computing environment.  The results demonstrate that our approach offers both an 

improved method for analysing and interpreting information, and our platform increases the 

scale of potential experiments.  Finally, we present our conclusions and a set of proposals for 

future work that offer extensions to our method and address issues raised by our approach. 
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1 

1 Introduction 

Computer devices are widespread and used to perpetrate crimes in both the virtual and 

physical worlds (Douglas, Douglas, & Treffers, 2013).  The nature and purpose of these crimes, 

much like the devices used to commit them, come in many forms.  Individuals and groups 

can knowingly commit crimes that range from the personal, including posting libellous 

information on social media sites (Hutchings, 2012) and blackmail (Wall, 2013), to industrial 

espionage (Thonnard, Bilge, O'Gorman, Kiernan, & Lee, 2012) and even acts that threaten a 

nation’s security (Lee, 2013).  In addition, computers can be used to commit crimes without 

the knowledge of their owner, in some cases stealing personal information such as banking 

details (Mermod, 2012), or by participating in denial of service and other attacks against third 

parties (Scanlon & Kechadi, 2012). 

Growing reliance on heterogeneous components and diverse technologies creates a need for 

new approaches to vulnerability analysis, identification, and mitigation.  Systems tend 

towards high-complexity, interconnectivity, and interdependence, with the effect that 

misbehaviour in one system may have an effect that is disproportionate to its size (Merabti, 

Kennedy, & Hurst, 2011).  Within organisations, the increasing decentralisation of large-scale 

computer systems is pushing the problem of controlling access to objects towards the edge of 

the domain (Alam, Seifert, Li, & Zhang, 2008).  These, and other, factors are increasing both 

the potential for computer misuse and the complexity of digital forensic responses to 

computer misuse (Weatherbee, 2010; Wall, 2010; Broadhurst & Chang, 2013; Hyman, 2013).   

The phrase “computer misuse” refers to a number of possible actions, the main categories of 

which are defined by (Allen, 2005) as: 

 Where computers are the targets of crimes, 

 Where computers are used to commit crimes against other computers, 

 Where computers facilitate non-computer crimes, such as fraud and counterfeiting, 

and 
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 Where data held in computers is useful to prove intent in real-world crimes, such as 

instant messaging logs or emails proving contact occurred. 

There are varying definitions of digital forensics in the literature (Palmer, 2001), the term is 

often used synonymously with computer forensics and forensic computing (Allen, 2005; 

Peisert, Bishop, & Marzullo, 2008; Sammes & Jenkinson, 2007), and some have warned that 

due to the diversity of the field, no single definition may be possible (Hannan, 2004).  For the 

purposes of this thesis, we use the above terms interchangeably, and in accordance with 

(Hannan, Frings, Broucek, & Turner, 2003), to mean 

“Processes or procedures involving monitoring, collecting, analysis and 

presentation of digital evidence as part of 'a priori' or 'post-mortem' investigations 

of computer misuse.” 

However, not all digital forensic investigations are conducted by law enforcement, or related 

to crime.  In the corporate world, office misdemeanours, breaches in company policy and 

external events such as information security leaks can trigger investigations that may be 

handled internally, and not by law-enforcement agencies (Andrew, 2007; Hilley, 2004). 

The way we use computing devices is changing.  Storage volumes that are rapidly increasing 

in capacity, the wide-availability of disk encryption technology, and migration to cloud-based 

services is straining the ability of traditional quiescent digital forensics.   Live digital forensics, 

a method that can cope with these changing requirements (Garfinkel S. L., 2010), is a relatively 

new and untested field.  An analyst performs a live digital forensic intervention when a system 

cannot be powered off, because of legal, technical, or other reasons (McKemmish, 2008).  It is, 

in effect, a method of identifying evidence of computer misuse while the system is still 

running.  While verifying both the evidence obtained by live digital forensics and its effects 

on the system in which it is performed is important, there is a consensus that this has not yet 

been achieved (Beebe, 2009; Casey, 2007; Peisert, Bishop, & Marzullo, 2008; Erbacher, 2010). 

The structure of this chapter is as follows.  In §1.1 we discuss the motivation behind improving 

the experimental evaluation of live digital forensics.  The aims and objectives of our research 

are stated in §1.2, and §1.3 documents the novel contributions that are made by this thesis 

towards the completion of our aims.  Publications during the writing of this thesis, including 
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notes on where previously published material is included or extended in this work, are listed 

in §1.4.  We conclude the chapter in §1.5 with an extended description of the structure of this 

thesis. 

1.1 Motivation 

Traditional approaches to digital forensic investigation are quiescent, in that they require the 

examiner to power-off the subject machine and make a bit-for-bit copy of non-volatile storage 

media before proceeding with any examination (Sammes & Jenkinson, 2007).  However, the 

growth in static storage has been “tremendous,” and the number of embedded devices that 

can participate in crime, often equipped with their own proprietary operating systems, is 

increasing (Mohay, 2005).  Scale is a pervasive problem in digital forensics.  McKemmish 

(1999) published a report for the Australian Institute of Criminology in which he identified 

the volume of data and prevalence of digital devices as future research issues. More than ten 

years later, this is still the case (Haggerty & Taylor, 2007; Distefano & Me, 2008; Richard & 

Roussev, 2006). 

The widespread availability of high-speed Internet connections, as well as the ubiquity of 

portable devices which can connect to the network, is making digital forensics an increasingly 

complex process (Garfinkel S. L., 2010).  Baker et al. (2008) reported that the majority of data 

breaches are launched externally, though in terms of the number of records stolen per breach 

the most damaging attacks originate from inside trusted boundaries.  Although currently 

ineffective, tools designed to counter digital forensic technologies are available on the internet 

for public consumption (Geiger & Cranor, 2006), and research needs to anticipate that they 

will inevitably improve (Caloyannides, 2009). 

While distributed digital forensic systems attempt to speed up forensic processes, and can be 

resilient to malfunction, examiners will still be overwhelmed by the quantity of processed 

information and instead require systems that present them with higher-level views of 

evidence (Richard & Roussev, 2006; Roussev & Richard III, Breaking The Performance Wall: 

The Case for Distributed Digital Forensics, 2004; Liskov, 2008).  Full-disk encryption software 

is prevalent and embedded in operating systems, and the analysis of mission-critical servers 

that an examiner cannot power off is becoming more common (Hay, Bishop, & Nance, 2009; 
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Garfinkel S. L., 2010).  As the nature and scale of computing systems requiring forensic 

examination continues to change, the methodologies developed to support quiescent digital 

forensic techniques are becoming increasingly impractical (Haggerty & Taylor, 2007; 

Distefano & Me, 2008; Richard & Roussev, 2006).  Examiners must instead often rely on an in-

situ investigation of the live computing environment (Adelstein, 2006; Hay, Bishop, & Nance, 

2009; Carrier, 2006; Garfinkel S. L., 2010). 

Live digital forensics presents unique challenges with respect to maintaining forensic 

soundness, but also offers the ability to examine information that is unavailable to quiescent 

analysis, namely the operational state of the system (Lessing & Solms, 2008).  When 

performing live analysis, the state of the computer, or the meaning of the evidence, is 

necessarily altered (Casey, 2007).  Malicious or malfunctioning code can intercept system calls 

to modify results, alter structures in memory, and even use low-level techniques to provide 

incorrect views of system state to external devices (Rutkowska, 2007).  Figure 1 illustrates the 

scale of the problems facing live digital forensics through a visualisation of the interactions 

that occur between components in a typical system over a twenty-five minute period.  We 

 

Figure 1: Visualisation of the interactions between processes and files in a standard desktop operating 

system. 
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generated the visualisation by interpreting system audit trails and constructing a graph 

where: 

 Vertices represent process and files within the system, 

 Green edges indicate that a process created another process or file, 

 Blue edges indicate that a process read data from a file, and 

 Red edges indicate that a process terminated another process or unlinked a file. 

Any unintentional or inappropriate disturbance of this environment by a forensic examiner 

will have far-reaching effects on the state of the system being analysed (Lessing & Solms, 

2008).  However, as the majority of practical applications of live digital forensics require the 

introduction of an acquisition toolkit into the environment, this is an unavoidable problem 

(Choi, Savoldi, Gubian, Lee, & Lee, 2008; Lim, Savoldi, Lee, & Lee, 2012). 

There is a gap between the expectations for the development of digital forensics as a scientific, 

forensic discipline, and its current state (Wilsdon & Slay, 2005).  For evidence to be accepted 

in court, its meaning should be preserved, errors should be identified, and the processes used 

to obtain it should be open to independent verification (McKemmish, 2008).  While research 

has made significant progress toward formalising quiescent digital forensics, providing a 

sound scientific basis for further investigation, establishing the evidential integrity and 

disturbance caused to the host system by live digital forensic acquisition remains an important 

issue (Beebe, 2009).  Other authors have gone further, claiming that the evidence gained from 

live digital forensics lacks credibility (Su & Wang, 2011).  Despite this, there have been few 

systematic attempts to examine the side effects and accuracy of live digital forensic approaches 

to evidence acquisition. 

To increase the impact and acceptability of live analysis results in court, research needs to 

focus on transforming the existing ad-hoc process of live analysis into a science, where 

operations are repeatable, verifiable, and have known error rates (Peisert, Bishop, & Marzullo, 

2008; Erbacher, 2010; Garfinkel S. L., 2010).  The need for this has been recognised (Beebe, 

2009), however the selection of measurements in existing work focuses on measuring the 

accuracy of live digital forensics as a function of the change in the structural content of 

memory over time (Savoldi & Gubian, 2009; Walters & Petroni, 2007; Vӧ mel & Freiling, 2012).  

This approach is sensible for quiescent digital forensics, where it is possible to establish an 
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environment in which the acquisition and analysis process will not alter the original storage 

medium (Casey, 2007; Allen, 2005).  In terms of live forensics, this view oversimplifies the 

problem.  Live digital forensic acquisition necessarily alters the structural state of a system 

(Casey, 2007), whereas examiners are seeking to extract semantic information from their 

intervention (Walters & Petroni, 2007). 

1.2 Aims and Objectives 

Live forensics is an increasingly important part of digital forensics.  It is capable of capturing 

information that would be lost after powering off a machine (Lessing & Solms, 2008).  This 

includes decryption keys for full-disk encryption mechanisms (Casey & Stellatos, 2008), 

internet login details (Mohanty & Velusamy, 2012), and the internal state of the operating 

system (Walters & Petroni, 2007).  In addition to these benefits, the workload of digital forensic 

laboratories is increasing, and examiners are turning to live digital forensic techniques to 

improve their efficiency (Caloyannides, 2009).  The need for live digital forensics will increase 

as users become increasingly aware of anti-forensic mechanisms and the complexity of 

investigations increases (Caloyannides, Memon, & Venema, 2009). 

In tandem with the rise in the importance of live forensics, there is a need for improved 

approaches to evaluating live forensic acquisition methods and evidence (Beebe, 2009).  With 

an increasing number of challenges to digital evidence, we must be able to establish its 

accuracy (Erbacher, 2010).  We believe, however, that existing evaluation mechanisms are 

insufficient to support the acceptability of live forensic evidence and meet these challenges.  

These approaches have focused on evaluation based on a percentage of memory change before 

and after acquiring live forensic evidence (Savoldi & Gubian, 2009; Walters & Petroni, 2007; 

Vӧ mel & Freiling, Correctness, Atomicity, and Integrity: Defining Criteria for Forensically-

Sound Memory Acquisition, 2012).  There is a need to consider the accuracy and effects of live 

forensics in terms of the artefacts examiners actually extract from systems, and the 

mechanisms used for achieving this. 

The development of live digital forensic techniques has been distinct from the methods 

available to evaluate them.  This has led to ad-hoc evaluations, with a qualitative consideration 

of the improvements offered by techniques relative to the body of work in the literature.  The 
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aim of our work is to transform this into a scientific process, with repeatable and quantifiable 

study of the behaviour of evidence and its acquisition mechanisms, in order to support the 

development and acceptance of live digital forensic techniques and evidence by researchers 

and practitioners.  More specifically, the main objective of this thesis is to extend existing 

research on the evaluation of live forensics by: 

 Classifying the purposes and methods behind the evaluation of live digital forensic 

evidence and acquisition mechanisms, 

 Developing experimental methods for the evaluation of live digital forensic evidence 

and acquisition techniques, 

 Implementing these methods in a framework that can be used by researchers and 

practitioners to conduct sound, repeatable live forensic experimentation, and 

 Constructing a model and developing an appropriate set of metrics of the efficacy and 

forensic soundness of live digital forensic evidence acquisition mechanisms. 

Where existing models are insufficient, based on the fluctuation of the structural contents of 

memory over time (Savoldi & Gubian, 2009; Walters & Petroni, 2007), or too abstract, defined 

in purely mathematical terms (Vӧ mel & Freiling, 2012), we are aiming to provide a solid basis 

for the development of live digital forensics.  Our work will also codify a practical approach 

to constructing these models, based on sound experimental methods.  As it is outside of the 

scope of this project to develop new methods for extracting evidence from live systems, we 

will leverage existing work by other authors. 

1.3 Novel Contributions 

In this thesis, we design and develop Pypette (Lempereur, Merabti, & Shi, 2010; Lempereur, 

Merabti, & Shi, 2012; Lempereur, Merabti, & Shi, 2012; Lempereur, Merabti, & Shi, 2013), a 

platform that allows for the thorough experimental investigation of live digital forensics.  The 

theoretical and practical foundations of this platform address the issue of evaluating live 

digital forensics by providing mechanisms and models that contribute to the literature and 

enable researchers and practitioners to conduct thorough experimental evaluations of existing 

and novel live digital forensic techniques.  Our first contribution is a thorough review of the 

state of the art of live forensic acquisition, analysis, and evaluation.   This review identifies 
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key problems and requirements for the evaluation of live digital forensics that this thesis aims 

to address in order to meet our objectives.  For the remainder of this section, we discuss the 

main theoretical and practical contributions of our work, beginning with our model for the 

investigation of live digital forensics. 

1.3.1 A Model for Investigating Live Digital Forensics 

In our examination of related work we show that there is, to date, no consensus on the metrics 

with which live digital forensics can be investigated; in addition, there has been no attempt to 

formalise a general description of methods for calculating these metrics.  Our model for 

investigating live digital forensics addresses these issues by (Lempereur, Merabti, & Shi, 

2013): 

 Providing a formal description of the points at which experimental investigations of 

live digital forensics acquire observations, 

 Categorising the types of information used in the investigation of live digital forensics 

into semantic and structural features, and applying our formal description of the 

points at which experiments collect observations to define a general, formal approach 

to constructing models for the investigation of live digital forensics, 

 Defining general methods for determining the error rates and risk of live digital 

forensics, and 

 Providing a method for constructing a visualisation that assists the detection of 

patterns of error and risk in live digital forensics. 

The models and methods in this chapter allow us to investigate live digital forensics with 

respect to arbitrary structural and semantic features.  In addition to this theoretical 

contribution, in the next section we discuss the practical contribution of our work, which is a 

platform for the investigation of live digital forensics that enables the application of these 

theoretical methods.  

1.3.2 A Platform for the Investigation of Live Digital Forensics 

In our examination of related work, we also identify a need for the rigorous analysis of live 

digital forensics, in terms of both the effectiveness of mechanisms used to acquire evidence, 

and the behaviour of evidence in a live environment.  To address this problem, this thesis 
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presents the design and implementation of Pypette, a general-purpose platform for the 

investigation of live digital forensics (Lempereur, Merabti, & Shi, 2010; Lempereur, Merabti, 

& Shi, 2012; Lempereur, Merabti, & Shi, 2012; Lempereur, Merabti, & Shi, 2013).  The design 

of our investigation platform makes novel contributions within its four modules: 

 An experiment controller module that interprets the specification an experiment and 

coordinates the automated extraction and analysis of information, 

 An evaluation environment module that consists of two components, the first provides 

an abstraction for automating interactions with a system to control its external 

behaviour and acquire observations of its state, the second is the Pypette agent, a 

mechanism for automating actions within the evaluation environment, 

 A live digital forensic technique module that provides a framework for automating 

experimental methodologies, and includes the design and implementation of 

methodologies for investigating live digital forensic intervention and the behaviour of 

information in live environments, and 

 A live digital forensic analysis module that provides a framework for automating both the 

extraction of information from observations and applies our method for constructing 

models of these observations. 

The design of this platform has been well received by the digital forensic community, with 

our conference paper (Lempereur, Merabti, & Shi, 2012) being selected by the conference 

committee for extension and publication as the journal paper (Lempereur, Merabti, & Shi, 

2012).  Our implementation of Pypette for the investigation of live digital forensics within 

standard desktop operating systems provides an extensible foundation for the evaluation of 

existing and emerging approaches to live digital forensics. 

1.4 Publications 

During completion of the work presented in this thesis, we have published our results in 

conferences and journals.  The references for these publications are: 

 Book Chapter – Lempereur, B., Merabti, M., & Shi, Q. (2013). Pypette: A Platform for the 

Evaluation of Live Digital Forensics. In C.-T. Li (Ed.), Emerging Digital Forensics 
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Applications for Crime Detection, Prevention, and Security (pp. 123-137). Hershey, 

Pennsylvania, USA: IGI Global. 

 Invited Paper – Lempereur, B., Merabti, M., & Shi, Q. (2012). Pypette: A Platform for the 

Evaluation of Live Digital Forensics. International Journal of Digital Crime and 

Forensics (IJDCF), 4(4), 31–46. 

 Lempereur, B., Merabti, M., & Shi, Q. (2012). Pypette: A Framework for the Evaluation 

of Live Digital Forensic Acquisition Techniques. Proceedings of the Seventh 

International Workshop on Digital Forensics & Incident Analysis (WDFIA 2012). 

Crete, Greece: Plymouth University. 

 Lempereur, B., Merabti, M., & Shi, Q. (2011). Information Flow Monitoring: Model, 

Policy, and Analysis. Proceedings of the Fourth International Conference on 

Developments in eSystems Engineering (DeSE 2011) (pp. 227–232). Dubai, United 

Arab Emirates: IEEE. 

 Lempereur, B., Merabti, M., & Shi, Q. (2011). System Monitoring for Digital Forensic 

Investigation. Proceedings of the 12th Annual Postgraduate Symposium on the 

Convergence of Telecommunications, Networking and Broadcasting (PGNet 2011) 

(pp. 1–5). Liverpool, United Kingdom: Liverpool John Moores University. 

 Lempereur, B., Merabti, M., & Shi, Q. (2010). Pypette: A Framework for the Automated 

Evaluation of Live Digital Forensic Techniques. Proceedings of the 11th Annual 

Postgraduate Symposium on the Convergence of Telecommunications, Networking 

and Broadcasting (PGNet 2010) (pp. 1–6). Liverpool: Liverpool John Moores 

University. 

 Lempereur, B., Merabti, M., & Shi, Q. (2009). Automating Evidence Extraction and 

Analysis for Digital Forensics. Proceedings of the 10th Annual Postgraduate 

Symposium on the Convergence of Telecommunications, Networking and 

Broadcasting (PGNet 2009) (pp. 1–6). Liverpool, United Kingdom: Liverpool John 

Moores University. 

 In Preparation – Lempereur, B., Merabti, M., & Shi, Q. (2013). A Model for the 

Investigation of Live Digital Forensics.  Digital Investigation. 
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The conference publication (Lempereur, Merabti, & Shi, 2012), which documents the design 

of our live digital forensic investigation platform, was selected by the conference committee 

for extension and publication in IJDCF as (Lempereur, Merabti, & Shi, 2012). 

1.5 Thesis Structure 

We begin the main body of the thesis in Chapter 2 with background material on digital 

forensic investigation.  The content of this chapter is a brief introduction to digital forensics, 

including a discussion of the nature of digital evidence and the order of volatility, well-

established approaches to evidence acquisition and analysis, and the differences between 

quiescent and live digital forensics.  In Chapter 3, we present work related to the problem of 

evaluating live digital forensics, beginning by presenting the requirements for the evaluation 

of live forensics in both abstract and concrete terms.  This chapter continues by discussing 

theoretical and experimental models of digital forensic evaluation, and contrasts this with 

applied instances of live forensic evaluation in the literature.  We conclude the chapter with a 

discussion of the limitations of this existing work and directions for improving the evaluation 

of live digital forensics. 

In Chapter 4, we propose a general model of the observations obtained by investigating live 

digital forensics.  This chapter begins by offering a definition of the observations obtained by 

live digital forensic experiments.  Then, we provide a formal model of the observations of 

semantic and structural evidence obtained during a live forensic experiment.  In the next 

section, we use this model to define a general method for determining error rates of live digital 

forensics, and after this we introduce concepts from clinical epidemiology to define a general 

method for determining the risk of live digital forensics.  The chapter concludes with a method 

for visualising the patterns of error and risk in live digital forensics. 

Chapter 5 documents the design of our live digital forensic investigation platform.  We begin 

by presenting the architecture of the platform and its separation into four core modules.  The 

next section discusses the design of the first of these modules, the experiment controller, 

which coordinates the execution of live digital forensic investigations.  Next, we present the 

design of the evaluation environment module.  We follow this with the design of the live 

digital forensic technique module, which provides a foundation for automating methods for 
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the investigation of live digital forensics, and present the design of methods for investigating 

live forensic intervention and the behaviour of evidence.  We conclude the chapter by 

discussing the live digital forensic analysis module that provides a framework for automating 

the analysis of information obtained during the experimental investigation of live digital 

forensics, and present the design of an automated approach for constructing our models of 

live forensic information and aggregating performance data.  

The implementation of this investigation platform is presented in Chapter 6.  We begin with 

an overview of the architecture of the implementation and a discussion of its core components.  

Next, we present the implementation of the live digital forensic techniques specified in our 

design.  We then discuss the implementation of our approach to automating the extraction of 

information from the observations collected during an experiment.  The chapter concludes by 

presenting the implementation of our observation model construction algorithms, our 

methods for determining the error and risk of live digital forensics, and a set of command-line 

tools that we developed to assist generating reports and visualisations of this information. 

In Chapter 7, we present the results of an experimental evaluation of three live digital forensic 

acquisition techniques conducted in two virtual machine configurations.  We begin the 

chapter by discussing the design of the experiment, and then apply our measures of the error 

and risk of live digital forensics to produce a thorough examination of the behaviour of the 

acquisition techniques.  The chapter concludes with a discussion of the novelty of our 

investigation platform and measures, including our ability to meet the criteria for an 

evaluation of live digital forensics that we identify in our related work.  We use performance 

information collected during this experiment to conduct a quantitative evaluation of the 

performance of our live digital forensic investigation platform in Chapter 8. 

The final chapter of this thesis is Chapter 9, which begins with a summary of the thesis content 

and our novel contributions.  We propose potential future research directions for the 

evaluation of live digital forensics in emerging classes of infrastructure and device, further 

statistical measures of the effectiveness of live forensics, and an adaptation of our investigation 

platform for the training of first-responders.  The thesis concludes with our final remarks on 

our work and the future direction of live forensic evaluation. 
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2 Background 

 

Traditional forensic analysis involves post-hoc duplication and examination of storage media 

to extract evidence and reason about events after powering off a system (Sammes & Jenkinson, 

2007).  Analysts can maintain the integrity of the information and verify their results by 

performing repeatable operations on copies of the original medium whilst maintaining a 

record of the cryptographic hash (e.g. MD5, SHA) of files (Allen, 2005).  When an examiner 

cannot power off a system, because of legal, technical, or other reasons, they must perform a 

live forensic analysis. 

Regardless of whether the examiner is taking a traditional or live approach, acquiring and 

analysing evidence in a forensically sound manner is paramount to the success of an 

investigation and the acceptance of evidence in court.  Forensically sound processes must 

meet the following criteria (McKemmish, 2008): 

 The process should not alter the meaning of electronic evidence. 

 It should be possible to identify and “satisfactorily explain” errors. 

 Processes should be available for, and stand up to, independent verification. 

 Analysts should have sufficient and relevant experience. 

Casey (2007) states that a puritanical approach to forensic soundness, where any alteration to 

evidence renders it inadmissible, is unhelpful.  Live forensic analysis necessarily alters the 

state of the system, and this is consistent with other forensic disciplines. 

Research into digital forensics, which is still fragmented, has borrowed principles from 

forensics in the physical world and applied them to the challenge of recovering evidence from 

computer systems (Caloyannides, Memon, & Venema, 2009).  Within the community, there 

are divided opinions as to the efficacy of computer forensic.  Some researchers argue that 

sophisticated anti-forensic techniques enable intelligent computer users to effectively escape 
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scrutiny.  Others counter that while digital forensics operates at a level of certainty abstract 

from real-world forensics, it is still an effective technique for catching computer criminals. 

An increasing move towards conducting business in the cloud, and the interdependence 

between computer systems that this creates, are facilitating increasing levels of computer and 

internet crimes (Wang, et al., 2011).  We require forensic techniques capable of investigating 

and recovering evidence from these environments.  The dynamic nature of these 

environments complicates the investigation and analysis procedure, with the distribution of 

large quantities of stored information between devices, and the regular encryption of 

communication traffic.  There are two strands of research into these areas, with work focusing 

on either an examination of the physical computing and communication of these systems, and 

the logical entities and interfaces from which they are constructed. 

Despite numerous publications, high-profile coverage (Adelstein, 2006; Richard & Roussev, 

2006; Carrier, 2006; Hay, Bishop, & Nance, 2009), and proven value (Hargreaves & Chivers, 

2008; Schatz, 2007), the prevailing attitude among digital forensic researchers and practitioners 

to live digital forensic techniques remains one of caution (Association of Chief Police Officers 

E-Crime Working Group, 2007).  We believe this to be a combination of a social and a technical 

problem.  Until the live digital forensic techniques can be effectively validated, and the 

necessary techniques are developed to allow first-responders, who may not be experts, to 

perform live analysis it is likely (perhaps reasonable) that the techniques will remain a niche 

area of digital forensic practice, and consequently research. 

In this chapter, we review the state-of-the-art in quiescent and live digital forensic acquisition 

and analysis methodology.  We begin by providing background information about digital 

evidence, the acquisition and analysis of which is the entire purpose of digital forensics.  Next, 

we discuss quiescent digital forensic techniques.  While this is not the focus of our work, there 

is significant shared material between the two topics, and any consideration of live digital 

forensic mechanisms should consider their effect on quiescent evidence.  After this, we discus 

live digital forensics, with a thorough review of approaches to evidence acquisition.  We 

conclude the chapter by examining specific problems highlighted by existing research and a 

summary of our literature review. 



Chapter 2 – Background 

15 

2.1 Digital Evidence 

Andrew (2007) developed a set of laws as part of a process model for Digital Forensics.  

Computer systems are deterministic, and produce consistent results given the same set of 

inputs.  The emphasis is on consistency, not perfection, since execution of programs may 

present anomalies in hardware or software.  Operating systems will not arbitrarily modify the 

contents of storage devices.  All changes are, instead, an effect of facilitating some function 

and reflect a deliberate action.  For example, efforts are underway to categorise the conditions 

under which the modification, access, and creation dates of files will be altered (Chow, Law, 

Kwan, & Lai, 2007). 

Andrew (2007) states that “the essence of digital forensic analysis is making associations.”  

Process association involves tying data to computer programs.  Source association defines 

different levels of certainty about the origin of data; from weakest to strongest, these are: 

 Association with a transport identifier, such as an email address or IP address. 

 Association with an operative identifier, e.g. a username, credit card number, or 

photocopier password. 

 Physical identification to a person. 

Brezinski & Killalea (2002) defined the “order of volatility” of digital forensic evidence.  The 

order of volatility is a hierarchy of the rate at which we can expect certain types of evidence 

to decay.  Figure 2 shows the order of volatility for a typical computing system.  They advise 

that an examiner should collect evidence in descending order of volatility, as important, 

highly volatile information will decay before the examiner has an opportunity to collect. 

It is important to note that of these classes, only the information from disks, logging and 

monitoring, physical configuration, network topology, and archival media are available to 

 

Figure 2: The order of volatility of digital evidence. 

 



Chapter 2 – Background 

16 

quiescent digital forensic analysis, while all of the classes are available during live analysis.  

In current investigations, analysts infer operational information from artefacts, such as 

embedded unique identifiers, in stored information.  This can only provide, at best, an 

incomplete view of the actions undertaken by users of a computer.  We believe the 

development and integration of live digital forensic techniques capable of extracting 

information pending storage and operational information from machines subject to forensic 

examination will increase the scope of evidence captured and the accuracy of digital 

investigations. 

2.2 Quiescent Digital Forensics 

There is a tendency in the literature to examine the problem of automated quiescent evidence 

extraction and detection.  Although there is a need, there is little work on the more 

complicated task of automating the process of analysing the evidence and deriving 

conclusions.  In this section, we present a survey of approaches to acquiring and analysing 

quiescent digital forensic evidence. 

2.2.1 Acquiring Quiescent Digital Forensic Evidence 

As the volume of data to analyse increases, commercial and open source forensic tools that 

operate on single workstations are becoming unacceptably slow.  Roussev and Richard (2004) 

present a prototype distributed Digital Forensics system.  They use a custom text-based 

protocol to manage the distribution of processes and data across a network of worker nodes 

controlled by a single coordinating node.  Although the system is extensible, they focus on 

distributing the types of evidence extraction and identification performed by single-

workstation solutions, in which case the tangible advantage is a reduction in processing time.  

Without support for the automated analysis of evidence and presentation of conclusions, this 

tool will still overwhelm forensic examiners with information.  However, a system supporting 

automated reasoning will involve more complex processing than current tools perform.  This 

suggests that distributed computing is a requirement of future digital evidence extraction and 

examination systems. 

There have been successful applications of technologies from Computer Security to the field 

of Digital Forensics.  Hosmer (2006) discusses the Digital Evidence Bag (DEB), which is a 
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digital evidence container format supporting the principles of authentication, integrity, access 

control, and non-repudiation.  They use a tri-modal authentication scheme including a 

cryptographic token, pass-phrase, and biometric information.  This allows for certainty in the 

chain of custody of digital evidence, a requirement already formalised in other forensic 

disciplines. 

2.2.2 Analysing Quiescent Digital Forensic Evidence 

The most basic type of evidence analysis involved using a hex editor to view the raw contents 

of files, performing string matching and other operations on the binary data (Casey, 2004).  

This is useful when the quantity of data is relatively small, such as a computerised document 

or picture.  However, complex investigations require tools that present examiners with higher-

level views of information than this kind of low-level analysis can provide. 

File hashing, which has long been used to identify the integrity of digital evidence throughout 

the chain of custody, coupled with file fingerprinting allows us to rapidly identify the 

presence of known files on subject media.  Recent research has identified mechanisms that 

significantly speed up the operations behind hashing and fingerprinting techniques, reducing 

the memory footprint while still maintaining a high level of accuracy.  Roussev (2009) applies 

bloom filters to file hashing and fingerprinting. 

Haggerty and Taylor (2007) developed an automated system that tests for the presence of 

known images on digital media, ignoring the structure of the file-system and searching the 

binary data directly.  Their approach makes use of “digital fingerprints,” which consist of 16-

bytes of data taken from a single block of a sample file.  The algorithm is an efficient alternative 

to using whole or partial file hashing, and makes it significantly harder for suspects to disguise 

files by altering the data.  However, if the user were to resize or encode files in a different 

format, it is unlikely the process will detect the file.  This is a problem common to all existing 

hash-based detection mechanisms. 

A significant quantity of research in quiescent digital forensics focuses on explaining the 

structure and forensic importance of specific file formats.  With forensic fields typically being 

reactionary, this is an important way for examiners to disseminate findings and avoid 

replication of the same work in other laboratories.  As an example, the Office Open XML 
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(OOX) and Open Document Format (ODF) standards are becoming increasingly prevalent in 

the home office market.  Analysis of the XML-based file formats by Garfinkel and Migletz 

(2009) has shown that the files are at least as valuable to forensic investigators as binary 

documents.  In addition, due to Microsoft’s decision to embed unique identifiers with edits 

by default, it is possible to establish and attribute an accurate timeline of a document’s history 

regardless of whether the user enables the feature. 

The rise of open source software has affected an increasing homogeneity in the nature of file 

formats, presenting new opportunities for digital forensic examiners.  There is a trend towards 

storing local application data in SQL-based databases, with new versions of Skype and Firefox 

both using the open-source SQLite database system to store user preferences and history.  

Pereira (2009) shows that the configuration of the database used by Firefox 3 allows the 

recovery of deleted data from transaction logs in slack space.  This is a valuable technique for 

forensic examiners.  Although there are limitations in the log recovery algorithm meaning that 

it cannot detect records that cross cluster boundaries. 

A promising approach to quiescent digital forensics involves the automated analysis of 

evidence and the inference of conclusions.  Stallard and Levitt (2003), Abbott et al. (2006), and 

Wang and Daniels (2008) conducted work on the automated and guided correlation of 

network log events.  Stallard and Levitt (2003) produced an integrity detection system for use 

after a suspected network or local security breach.  Wang and Daniels (2008) developed a 

novel method for post-hoc attack investigation by applying a hierarchical reasoning 

framework to an evidence graph model.  Abbott et al. (2006) gather log information from 

multiple sources and convert it into a common format, called a “canonical event.”  They use 

an XML-based pattern matching system to generate higher-level information from events.  As 

an example, their algorithm combines a pair of events denoting when a user logged into and 

out of a system into a single session event.  The goal of this research is to aid manual 

investigation by providing abstract information to examiners through the correlation of 

information across an entire system or network. 
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2.3 Live Digital Forensics 

Digital forensics has traditionally examined quiescent information, that is, the evidence 

available within images of stored media from a computer.  Emerging methodologies are 

seeking to identify evidence on a computer while it is still running, using a mixture of passive 

and invasive techniques collectively called live digital forensics.  These techniques violate 

commonly accepted notions of forensically sound processes.  However, their necessity is 

apparent, causing researchers to readdress concepts of forensic soundness (Caloyannides, 

Memon, & Venema, 2009). 

Casey examined the implications of the growth of full-disk encryption on digital forensic 

investigations, concluding that "forensic examiners who do not check for the presence of full-

disk encryption run the risk of preserving data at a site and returning to their forensic 

laboratory only to find that they cannot view any data in a logical form" (Casey & Stellatos, 

2008).  When an examiner knows the decryption key, they can recover the information from a 

forensically sound boot of the system.  However if the key is unknown, examiners must either 

take an image of the logical volume while the machine is still live, or attempt to recover the 

decryption key from a memory image captured in the live system.  In both of these cases, live 

digital forensics is a necessary step to capturing evidence regardless of the integrity concerns 

around live intervention. 

Live digital forensics is a response to the shortcomings of traditional, quiescent digital 

forensics.  Lessing & Solms (2008) note that one of the main factors in the development of live 

digital forensics has been the recognition that quiescent digital forensics will necessarily result 

in the loss of evidence.  Despite the potential benefits, they note some significant problems 

introduced by live digital forensics: 

1. While quiescent forensics only needs to consider the binary structure of information 

and several file-systems, there is a high variability in target platform configuration for 

live forensics, 

2. Live forensic techniques may have an unintentional impact on later investigation 

caused as a side effect of evidence acquisition or inappropriate action by the 

investigator, 
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3. Capturing a single image of system state from an operational system is a hard problem, 

4. It is difficult to ascertain the authenticity and reliability of evidence captured by live 

digital forensics, and 

5. When live forensics does not capture an image of system memory, examiners have an 

incomplete data set from they cannot answer further questions. 

They also note the difficulty in establishing the forensic soundness of live digital forensic 

evidence, and the likelihood of changes to system state during the process.  However, like 

other authors, they note that this is consistent with other forensic disciplines. 

2.3.1 Acquiring Live Digital Forensic Evidence 

The accuracy and veracity of live digital forensic acquisition is problematic when there is the 

possibility of modification and compromise in the operating system and its components.  In 

order to solve this problem, earlier research focused on moving the processing away from the 

CPU and the operating system to specialised hardware devices.  Tribble, developed by Carrier 

& Grand (2004) was a PCI based memory acquisition tool that made use of direct memory-

access (DMA) to access, verify, and output memory from subject systems to an external 

storage device.  However, Rutkowska (2007) has shown that it is possible to initiate denial of 

service attacks against attempts to access ranges of memory using DMA, or to mask or falsify 

the real contents of the memory range.  It is important to note that requests for these ranges 

of memory by software using the CPU is not vulnerable to these attacks. 

While informative, these hardware-based techniques make assumptions about their 

environment that we cannot maintain.  In the real world, forensic investigations may occur on 

any computing device, not just those machines with specialised hardware and interfaces.  

Users or administrators of systems may be malicious and would actively seek to subvert or 

disable software and hardware based memory acquisition devices.  The information and tools 

needed to support this subversion are readily available on the Internet. 

The preservation of information in a standard operating system makes live digital forensics 

challenging.  Persistent operating systems provide a separation of object creation and lifetime 

that allows for accurate and efficient live digital forensic investigation.  Solomon et al. (2007) 

survey persistent operating system techniques and show how they address problems in live 
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digital forensics, particularly with regard to capturing a consistent image of the machine's 

state.  The memory capture technique involves extending the kernel to provide a pre-allocated 

buffer in which a memory acquisition routine can transfer information, and registering an 

interrupt handler that suspends normal system execution and initiates memory acquisition. 

Libster and Kornblum (2008) present a proposal for a memory acquisition mechanism 

integrated into the operating system.  Since hardware techniques using DMA are now 

vulnerable to attack, they believe the best mechanism for capturing the state of memory is a 

kernel resident module.  This module is capable of suspending normal operating system 

behaviour and dumping the system memory and page file across a network or to an external 

storage device.  The major novelty of their approach is that it mitigates the problem of 

introducing memory acquisition software into an environment that is active and potentially 

compromised by an attacker.  This approach will not alter memory that could contain 

important, as the kernel module allocates and retains sufficient space to acquire memory at 

boot time.  Finally, inconsistency caused by active processes is minimised as they suspend the 

operating system for the duration of the acquisition. 

In a similar vein, Martignoni et al. (2010) developed a live forensic framework that uses 

hardware-level virtualisation features to perform lazy, trustworthy acquisition of evidence 

without interrupting the normal operation of the system.  They use a novel approach that 

installs a virtual machine manager while a computer is running, converting the existing 

operating system into a guest machine.  The virtual machine manager then performs a live 

forensic analysis of the system, while periodically scheduling the guest environment for 

execution.  This virtual manager provides a framework in which they implemented a lazy 

memory acquisition routine, an out-of-box rootkit detector, and a system call tracer.  Results 

show that their approach incurs a small penalty for the guest operating system.  However, 

they did not evaluate the fidelity and accuracy of the acquired memory image, which is an 

important aspect of live digital forensics.  While their page fault based memory acquisition 

approach should ensure the memory image accurately reflects the state of the system at a 

single instant, there is no empirical evidence to evaluate this.  Additionally, we believe the act 

of installing the virtual machine manager will have an effect on the state of the system, and it 

would be important to evaluate this. 
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Other work on kernel-rootkit detection and memory acquisition, which would be useful for 

digital forensics, relies on running the system for analysis inside a virtual machine (Jiang, 

Wang, & Xu, 2007; Quynh & Takefuji, 2007).  Such systems, integrated into an operating 

system kernel, are intrusive and, contrary to the insinuations of Solomon et al. (2007), there 

are likely to be end users who are not "professional criminals" that will seek to disable the 

mechanism.  The proposed solutions to these issues require a trusted-computing base.  While 

they are useful, their veracity will need to be scrutinised during the analysis stage.  With the 

memory acquisition mechanism residing under user-control for the majority of its lifetime, 

some form of effective attack seems inevitable.  As with the existing hardware and software-

based mechanisms, we believe these techniques are more suited to the server room or forensic 

lab than everyday forensic investigation. 

Choi et al., (2008) developed a toolkit for evidence collection from live Linux systems.  Unlike 

other mechanisms, their approach does not collect a memory image of the machine, but 

instead interacts directly with the kernel to acquire information about the system, users, and 

network connections, and interacts with the file-system to collect log and configuration files.  

This approach has the advantage of being relatively fast, such that system state is unlikely to 

change significantly during acquisition.  However, the view it provides is incomplete and may 

not be sufficient to answer all of an examiner's questions.  They also developed a set of 

graphical tools for analysing the output of their collection mechanism that, while helpful, does 

not provide any significant advantage to their approach.  We also note that with the emergence 

of cloud computing platforms, a growing number of their primary target systems are being 

virtualised, and as such are amenable to virtual machine introspection based live forensic 

acquisition approaches. 

As the amount of data stored on computing devices continues to increase, forensic examiners 

are finding it increasingly difficult to complete investigations in a timely manner (Lim, 

Savoldi, Lee, & Lee, 2012).  This has led to an increasing number of investigators performing 

on-the-spot examinations of computer systems.  These examinations are distinct from 

memory acquisition approaches, as investigators acquire artefacts directly from the subject 

system.  In general, a limitation of these techniques is that examiners cannot answer further 

questions about the state of a system in the laboratory beyond the scope of their original 
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intervention.  Lim et al. (2012) propose an alternative approach that acquires both artefacts 

and a memory image from the system.  This includes information from storage, such as 

internet history and cookies, which would allow examiners to determine whether a system is 

relevant to an investigation before spending further time analysing it in the laboratory. 

We can view the live forensic acquisition process in terms of the atomicity of the acquired 

information and the availability of the system from which it is collected.  Atomicity defines 

how closely the evidence represents a system at a single point in time.    Availability refers to 

the state in which the system subject to live intervention changes.  For example, an acquisition 

technique conducted over a long period while a system was operational would have high 

availability and low atomicity.  Conversely, an acquisition where the examiner powers off a 

machine and connects its memory to another computer for analysis would have low 

availability and high atomicity (Vӧ mel & Freiling, 2011). 

Vömel & Freiling (2011) conducted a classification of existing memory acquisition 

mechanisms according to these criteria.  They identify the ideal characteristics of a memory 

acquisition technique as high atomicity and high availability, and that examiners should 

always avoid methods with low atomicity where possible, regardless of any availability 

requirements.  Table 1 presents a summary of their findings.  It is important to note that they 

did not consider the forensic soundness of the techniques with respect to later quiescent 

analysis of the same machine.  This is an oversight as, for example, a hibernation file based 

approach is likely to overwrite significant quantities of information on static storage. 

Table 1: Categorisation of the evidence atomicity and system availability under live digital forensic 

acquisition. 

Acquisition Technique Atomicity Availability 

Dedicated hardware device High Low 

Special hardware bus Medium Medium 

Virtualisation High Medium 

Software crash dumps High Low 

User level applications Low Medium 

Kernel level applications Medium High 

Operating system injection High Medium 

Cold booting High High 

Hibernation file High High 
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2.3.2 Analysing Live Digital Forensic Evidence 

As with quiescent digital investigation, early work on analysing memory images employed 

low-level string searching algorithms.  This was problematic, with a low signal-to-noise ratio 

that left examiners wading “through hundreds of thousands of search hits for even reasonably 

small queries” most of which were irrelevant to their investigation (Beebe and Clark, 2007).  

The majority of the information forensic examiners require relates to operating system-level 

constructs, including process tables, network connections, file handles, and the system 

registry.  Cryptographic key extraction is becoming increasingly important as the use of disk 

encryption grows.  More recent research applies these techniques to extract wider system-

state and application-specific information from memory (Vӧ mel & Freiling, 2011). 

Petroni et al. (2006) conducted early work on automatically constructing models of data in 

memory from source code.  This allowed examiners to overlay operating system semantics 

onto memory images. In (Walters & Petroni, 2007) they extend this work to develop a 

command-line analysis toolkit, Volatools, for extracting operating-system level structures 

from memory images.  While most existing approaches extracted this information directly 

from the system while it is running, they aimed to demonstrate that all of this evidence is also 

contained within an image of the machine’s state.  Collecting a memory image requires much 

less interaction with a system than querying the information directly from the operating 

system, and they provide experimental data that shows acquiring an image of memory results 

in less disturbance than live investigation of a system.  The evidence extracted from memory 

images by their toolkit includes 

 The date and time of the system, 

 A list of the processes running on the system, 

 A list of the ports open on the system, 

 A list of the connections open on a system, 

 A map that identifies which processes are responsible for creating ports, and 

 A list of the shared libraries used by each process. 

They also provide a mechanism for determining the processes responsible for creating strings 

of data in memory.  The original implementation only supported the analysis of Windows XP 

Service Pack 2 machines, however work on this toolkit has continued under the moniker of 
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the open-source Volatility framework.  This framework is compatible with a wide-variety of 

operating systems and patch-levels, including Windows XP, Windows Vista, and Windows 7 

(Vӧ mel & Freiling, 2011). 

2.4 Challenges in Digital Forensics 

Digital forensics has traditionally examined quiescent information, that is, the evidence 

available within images of stored media from a computer.  However, quiescent digital 

forensics will necessarily result in the loss of volatile evidence (Lessing & Solms, 2008).  With 

the growth in the quantity of stored information, the potential for full disk encryption, and 

the increasing complexity of digital forensic investigation, examiners are increasingly 

performing live digital forensic investigations.  Unfortunately, the prevailing attitude among 

digital forensic researchers and practitioners to evidence captured using live techniques 

remains one of caution (Association of Chief Police Officers E-Crime Working Group, 2007). 

Caloyannides (2009) argues that as a technically proficient user can defeat forensic techniques 

with ease, and as attribution is a difficult problem when we cannot definitively ascertain the 

person responsible for creating data, computer forensics has limited applications.  They 

compare digital forensic procedure to rituals that are complete but not convincing, with sound 

mechanics involving creating exact copies of data and ensuring the integrity of these copies.  

The argument centres on the possibility of an unknown user, unaccounted for by the forensic 

process, manipulating or otherwise using a computing device.  Evidence resulting from this, 

they claim, would be difficult to distinguish from the actions undertaken by the user of the 

machine.  Whoever is conducting the investigation would effectively hold the user responsible 

for the attacker’s actions.  In addition, numerous counter-forensics techniques that are 

accessible to regular users make it possible for the user to hide evidence created by their 

actions.  Despite this negative view, the authors recognise that work in computer forensics is 

not worthless, with the caveat that it is only likely to detect evidence created by unskilled 

criminals. 

There is always the possibility of entirely unexpected malfunctions in techniques examiners 

presume are correct.  Byers & Shahmehri (2008) discuss one such flaw that affects drive-

imaging tools on Linux, where one faulty sector on a drive causes a failure to acquire a series 
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of adjacent sectors.  They conducted their experiments using known good drives, on which 

they simulated an error using an ATA command, and received identical results for all the 

imaging tools they tested.  An analysis showed that Linux always tries to read an entire 

memory page of sectors, and if any sector in the page fails to read, it will fail to read the page.  

On 32-bit systems, this means the tool will not read a run of eight 512-byte sectors, and on 

future platforms, the failure will have a bigger impact.  Their solutions range from optimal, 

rewriting the software to use direct I/O, to hacks involving hooking system calls for specific 

applications and forcing them to open all files in direct mode. 

From these problems, forensic tools should be robust, and if they are distributed, researchers 

and developers should clearly identify failure modes and error rates.  Byzantine failure 

models extend the standard online or offline approach to distributed systems and take into 

account nodes failing in unexpected and “arbitrary ways,” this includes misbehaviour 

(Liskov, 2008). 

2.5 Summary 

In this chapter, we have presented the state-of-the-art in digital forensic acquisition and 

analysis methodologies.  Research into digital forensics, which is still fragmented, has 

borrowed principles from forensics in the physical world and applied them to the challenge 

of recovering evidence from computer systems (Caloyannides, Memon, & Venema, 2009).  

There is a significant body of work on analysing quiescent evidence, and its collection on 

standard computer systems is largely a solved problem.  Further research will look beyond 

existing computer systems and applications, analysing large quantities of data and 

developing automated analysis mechanisms.  There are, also, numerous new mechanisms for 

acquiring live digital forensic information in the literature.  To increase the impact and 

acceptability of live analysis results in court, there is a consensus that research needs to focus 

on transforming the existing ad-hoc process of live analysis into a science, where operations 

are repeatable, verifiable, and have known error rates (Peisert, Bishop, & Marzullo, 2008; 

Erbacher, 2010; Garfinkel S. L., 2010).  In the next chapter, we present a survey of existing work 

on the evaluation of live digital forensics. 
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3 Related Work 

Recent issues for police and prosecutors stemming from the release of the source code of a 

breathalyser device have shown the need for increased awareness of validation techniques in 

forensics.  Erbacher (2010) states that this is particularly true when forensic techniques rely on 

unverified algorithms, as is often the case in digital forensics.  In the case of the breathalyser, 

while the software was poorly implemented, containing numerous errors, the algorithm to 

detect the alcohol content appeared to be correct.  It has not, however, been subject to external 

validation, nor are there established error rates concerning detection. Other examples include 

a fingerprint analysis methodology that is frequently used by the FBI and a common roadside 

speed detection technique, each of which has come under scrutiny from the courts due to a 

lack of verification and a specific lack of known error rates.  In many cases, analysts may claim 

that testing their tools is unnecessary, as they are already certified.  However, the NIST 

certification program does not seek to provide guidance concerning how well a given 

technique works; merely that it meets an arbitrary set of requirements (Peisert, Bishop, & 

Marzullo, 2008). 

There is a gap between the expectations for the development of digital forensics as a scientific, 

forensic discipline, and its current state (Wilsdon & Slay, 2005).  This is caused, partly, by a 

lack of leadership within the research community, and the fact that many digital forensic 

techniques evolve out of practice, that is, on a "trial and error" basis.  Wilsdon and Slay (2005) 

suggest that these two contrasting approaches, where computer science techniques are 

developed independently of the legal frameworks in which they will be applied, should be 

evaluated as a whole at the operational level. However, given the current literature, they are 

not certain if this can be achieved. 

While significant progress has been made toward formalising quiescent digital forensics, 

providing a sound scientific basis for further investigation, establishing the evidential 

integrity and disturbance caused to the host system by live digital forensic acquisition remains 

an important issue (Beebe, 2009). In the years since (Wilsdon & Slay, 2005; Peisert, Bishop, & 
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Marzullo, 2008; Beebe, 2009) were published, while some conceptual models for the validation 

of live digital forensic investigation and techniques have been proposed, we believe that the 

field still lacks the scientific rigour of other forensic disciplines.  In a position paper outlining 

the direction for digital forensic research in the next ten years, Garfinkel (2010) predicts an 

impending crisis, stating that “forensic researchers and tool developers to hold themselves to a level 

of scientific testing and reproducibility that is worthy of the word ‘forensic’”.  As a solution, the 

authors propose that new detection algorithms should be reported with a measurable error-

rate (Garfinkel S. L., 2010). 

This chapter presents work from the literature related to the problem of evaluating live digital 

forensic techniques.  We begin by introducing the requirements for the evaluation of these 

techniques, both in abstract terms and with respect to other computing disciplines.  Next, we 

discuss the few theoretical and experimental models for their evaluation that have been 

published.  Finally, practical applications of live digital forensics and their methods of 

evaluation are contrasted with the established requirements and experimental models.  There 

has been relatively little work covering these topics, with most evaluation of live digital 

forensics being conducted on an ad-hoc basis against arbitrary constraints.  As the literature 

lacks breadth, we have had to conduct an in-depth analysis of the available material. 

3.1 Validation and Standards 

Digital forensic laboratories should expect to be under the same governance framework as 

laboratories practicing other forensic disciplines (Wilsdon & Slay, 2005).  While onerous, this 

can be helpful as it provides guidance for the development of verification and validation 

approaches for digital forensic techniques.  Additionally, we require mechanisms to assess the 

error rates of digital forensic processes.  In other forensic disciplines, results are often 

associated with a margin of error.  Expert witnesses present them in quantitative, factual 

terms, with testimony providing an explanation of the known truth with respect to the 

evidence. In computer forensics, however, examiners present evidence as a narrative that they 

may not be able to justify to the same degree as an examiner from another discipline (Peisert, 

Bishop, & Marzullo, 2008).  Beebe (2009) goes so far as to claim that we are still not certain if 

the concept of error rates is applicable to digital forensics, and whether we should be assessing 

the confidence of our conclusions instead. 
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3.1.1 Standards of Evidence 

Mocas (2004) clarifies the fundamental properties and abstractions of digital evidence that 

form a cohesive set of digital forensics characteristics.  By identifying the investigative context, 

examples of which are given for military and law enforcement investigations in Figure 3, we 

align the investigation to the examiner's objectives and the regulations under which it will be 

conducted.  The figure shows that, in both military and law enforcement applications of 

digital forensics, the investigative context incorporates the events that precipitate an 

investigation, constraints on the investigating body, and the potential outcomes and goals of 

the investigation.  The main differences between the two contexts are that: 

 In military investigations, time is the most important constraint, as the goals are to 

improve system defences, restore operational systems, and initiate legal or military 

action. 

 In civilian investigations, laws are the most important constraint, as the goals are to 

produce reliable and admissible evidence. 

The technical environment, distinct from the investigative context, describes the nature of the 

devices subject to an investigation as a dichotomy between static environments where 

quiescent analysis is sufficient, and dynamic environments that will require a live response. 

 

Figure 3: Investigative context for digital forensics in a) military applications, and b) law enforcement 

environments (Mocas, 2004). 
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Addressing the issue of the properties that are sufficient and necessary for evidence to be 

contextually viable, Mocas (2004) defines the following attributes of digital forensic 

investigation: 

 Duplication integrity – assuring that, given a data set, the process of creating a duplicate 

of the data does not modify the data (either intentionally or accidentally) and the 

duplicate is an exact bit-copy of the original data set. 

 Authentication – knowing that the electronic evidence is what its proponent claims. 

 Reproducibility – assuring that, given a data set or set of devices, the processes used to 

gather and/or examine evidence from the data set or devices are reproducible. 

 Non-interference – assuring that the method (or tool) used to gather and/or analyse 

digital evidence does not change the original data set. 

 Identifiable non-interference – assuring that when the method (or tool) used to gather 

and/or analyse digital evidence does change the original data set, the changes are 

identifiable. 

 Minimisation – assuring that the minimum amount of data were processed (seized 

and/or examined). 

The authors are motived by the necessity of a framework based on these principles in which 

digital forensic research can be conducted, as "when research leads to the development of 

forensics tools intended for use in criminal and civil investigations since tools developed for 

processing digital evidence may themselves come under scrutiny and their use may be 

restricted" (Mocas, 2004). 

The concept of identifiable non-interference is particularly relevant to our work on live digital 

forensics.  With the exception of live response to virtualised infrastructure and situations in 

which specialised hardware is available, under the observer effect it is not possible to take 

meaningful observations of a live system without affecting its state.  Similarly, the concept of 

reproducibility is relevant, as with the natural alteration in system state over time, and the 

changes caused by the live forensic process, it may never be possible to reproduce exactly an 

intervention.  A reasonable approach then would be to determine the extent to which a process 

is reproducible, and whether this constitutes sufficient evidence of its reliability. 
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3.1.2 Procedural Validation 

Wilsdon and Slay (2005) examined the relation between validation and verification models 

from software engineering and the digital forensic process. They discuss the implications of 

ISO 17025, a specification for the "general requirements for the competence of testing and 

calibration laboratories."  These requirements detail the documentation that should be 

produced to describe testing procedures, including the assessment of human factors, 

equipment, measurement traceability, test and method validation, and environmental 

conditions.  They note that this presents specific difficulties for digital forensics, as each 

computer is effectively a unique environment, abstract from the universal physical constraints 

that govern the environment of other forensic disciplines.  The effect of digital forensic 

techniques on these environments is also not deterministic, although intermittent errors are 

permitted by the specification if they can be sufficiently mitigated, or otherwise accounted for 

Table 2: Sources of error in digital forensic investigation (Erbacher, 2010). 

Error Source Problem Mitigation 

Data collection Errors and omissions in 

observed data 

Known error rates 

Data age Older data is more likely to be 

irrelevant to investigation 

Identify impact of data age 

and inform analyst 

Temporal order Order of events may be 

incorrectly identified 

Report potential errors in 

temporal ordering 

Precision Truncation and rounding 

errors due to fixed-precision 

arithmetic 

Arbitrary precision 

calculation libraries 

Computation time In military contexts, actionable 

information must be identified 

early 

Sacrifice accuracy for 

timeliness 

Software 

implementation 

Additional error may be 

introduced by incorrect 

implementation 

Validation, verification, and 

testing 

Analysis Process Human error may be 

introduced by the analyst 

Increased training and 

visualisation techniques to 

reduce errors 

Anti-forensics Evidence hiding, obfuscation, 

and misdirection techniques 

Additional validation and 

robust analysis 

Total error Errors may be cumulative or 

independent 

Document errors and inform 

analyst of cumulative errors 
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and explained.  The authors propose the requirements based validation and verification of 

individual features of digital forensic software as a solution, although they note that this is 

only cost-effective where software are organised into packages of functionality.  The 

documentation of a technique must also be thorough, with sufficient information to recreate 

the process, and its limitations should be clearly explained. 

Erbacher (2010) divides the procedural validation of digital forensics conceptually, between 

the requirements for criminal and civil proceedings and military reviews.  In the former case, 

the aim is to convince a jury as to the veracity of evidence acquired by a technique.  For the 

latter case, military applications of digital forensics will require evidence that decisions taken 

were appropriate given known error rates.  In this paper, the authors take a qualitative 

approach to examining the problem of validating forensic tools.  Their belief that error "has 

not been previously considered at all in digital forensics or in computer systems in general" is 

obviously both untrue and simplistic in light of our review of the problems associated with 

evaluating digital forensic techniques.  We believe this derives from the small number of 

digital forensic papers they cite, however, their focus on information from outside the field 

may prove helpful in broadening our review. 

Table 3: Methods for the validation of digital forensic procedure (Erbacher, 2010). 

Investigative Stage Validation Purpose 

Data generation Attribution to identify system and user 

responsible for creating data. 

Data collection Data must not be modified once collected by an 

examiner. 

Data storage Modification and deletion prevention of 

collected evidence in storage. 

System validation The system on which evidence is collected must 

be properly identified. 

Application validation Software applications on a system must be 

properly identified. 

User validation The users responsible for starting an application 

must be properly identified. 

Algorithm applicability The algorithm chosen to collect and analyse 

evidence must be appropriate for its intended 

usage. 

Algorithm implementation The implementation of the chosen algorithm 

must be correct. 
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In digital forensics, error identifies the likelihood that the result is wrong and how precise the 

result is, while validation identifies whether the actual solution is correct (Erbacher, 2010).  We 

summarise their findings in Table 2, which presents a summary of the potential sources of 

error in digital forensic techniques, and Table 3, which outlines validation methods that can 

be used to identify and mitigate these potential errors.  It is important that research address 

these concerns, as the number of legal challenges to digital forensic evidence continues to 

increase (Erbacher, 2010). 

3.2 Theoretical Approaches 

As forensic analysis of large-scale computer systems becomes more common, there is an 

increasing focus on live digital forensics as a method of analysing mission critical machines 

without interrupting their operation.  Intervening in the execution of a machine to attach 

removable media or collect evidence necessarily alters its state.  However, we lack techniques 

to measure and quantify the effect of performing a live digital forensic investigation (Savoldi, 

Gubian, & Echizen, 2009).  In this section, we present theoretical approaches to the 

investigation of digital forensics, discussing performance testing, criteria for forensically 

sound memory acquisition, uncertainty in live forensics, and metrics for quantifying live 

digital forensics. 

3.2.1 Performance Testing 

Pan and Batten (2009) propose an experimental methodology for determining the 

performance of digital forensic software.  They note that, traditionally, digital forensic tools 

are evaluated in order to confirm that their results are both correct and reproducible.  This 

method requires significant investment of resources and skills that may not be available to 

digital forensic examiners under heavy workloads.  However, they propose that measuring 

the performance of a digital forensic tool as a function of "the quantitative amount of resources 

spent by a computer system in order to finish executing a forensic task," using robust testing 

procedures that are accessible to forensic examiners, should benefit time-critical forensic 

missions.  Digital forensic laboratories are facing increasing quantities of work as it becomes 

routine to conduct a forensic examination of a suspect's computing devices during an 

investigation.  In effect, the authors are trying to alleviate this problem by providing a 
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mechanism that can be used to determine the most efficient software or technique for a given 

task. 

Their experimental method is based on the concept of orthogonal arrays, a widely used 

concept from statistics, which specify the combination of parameters for each trial of an 

experiment to achieve coverage of all parameter permutations with the minimum number of 

required trials.  For reducing errors in their observed results, they reject the concept of 

discarding outliers as "detecting outliers in a computerised experiment requires many more case 

studies than with other experiments because computer systems do not necessarily follow any known 

natural laws" (Pan & Batten, 2009).  Instead, they make use of earlier work on transforming the 

entire result set using a logarithmic function.  This is particularly applicable to experiments 

that obtain long-term observations, and when inaccurate measuring techniques are required. 

In a contradiction in their position of not rejecting outliers, however, Pan and Batten (2009) 

develop an adaptive method for determining the required number of replications.  This 

technique relies on conducting trials from the orthogonal array in column-wise order.  By 

determining the required number of valid samples in advance given the number of rows in 

the orthogonal array, and discarding suspicious collected samples until there are at least this 

number of valid samples, the authors claim they provide a more automated approach to 

digital forensic investigation.  They rely, however, on a known error rate for the mechanisms 

used to take measurements of the experiment, which must be manually identified by the 

examiner.  In reality, as their approach is aimed at forensic investigators who may lack the 

ability to determine this a priori, further work will be required to determine what exactly 

constitutes a reasonable margin of error for digital forensic measurement techniques. 

3.2.2 Criteria for Forensically Sound Memory Acquisition 

In (Vӧ mel & Freiling, 2012), the authors present a formal model of the live digital forensic 

acquisition process in terms of the correctness, atomicity, and integrity of the acquired 

memory image.  They apply distributed systems theory, describing regions of memory that 

can be read in a single atomic operation as a process, and a snapshot of a system as a cut 

through the interaction of these processes.    Next, they formalise a description of the contents 

of memory as a function mapping an address and time to a value, and the contents of an 

acquired memory image as a function mapping an address to a time and value pair. 
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The authors state that the correctness of a memory snapshot intuitively depends on whether 

the value of memory pages in the snapshot is equivalent to the actual contents of main 

memory when the image was acquired.  From this, Vӧ mel & Freiling (2012) define formal 

descriptions of properties of acquired memory images, where, for all regions: 

 A snapshot is correct if the value contained in the snapshot was also contained in the 

contents of memory when the region was acquired, 

 A snapshot is atomic if the regions containing values in the snapshot were not modified 

after their acquisition, and 

 A snapshot satisfies integrity if the regions containing values in the snapshot were not 

already modified compared to an arbitrary time before the snapshot was acquired. 

In practice, memory images acquired by live digital forensics do not contain the time at which 

each address was acquired (Vӧ mel & Freiling, 2012).  In this paper, the authors also do not 

attempt to quantify the extent to which an acquired image exhibits the properties of 

correctness, atomicity, and integrity.  In addition, they do not extend their model to consider 

any type of information other than the physical address space.  From this, we believe that 

while this is an effective approach to describing the ideal properties of acquired memory 

images, and will provide useful guidance in the development of new techniques, it is 

impractical for the actual evaluation of live digital forensics. 

3.2.3 Uncertainty in Live Forensics 

In (Savoldi & Gubian, 2009; Savoldi et al., 2009; Savoldi et al., 2010) the authors measure the 

uncertainty associated with live digital forensics as a function of the "blurriness" of the volatile 

state of a system.  They define blurriness as the partial modification to memory caused by 

active processes in an operating system (Savoldi & Gubian, 2009).  To evaluate their concept 

of digital evidence blurriness, they performed a series of experiments in desktop and virtual 

systems. 

In their early work, they examined the effects of the standard memory acquisition tool “dd” 

on the volatile state of a desktop system.  Their methodology involved repeatedly applying 

the tool to acquire memory images, and comparing the number of pages that had changed 

between these successive images.  This allowed them to define a measure of the blurriness 
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introduced by the tool as the average number of changed pages between memory images with 

an uncertainty equal to the standard error of the mean number of changed pages. 

In their later work, they amended their methodology to include the execution of a live digital 

forensic technique after they collected the initial sample 𝑆1 using the “dd” probing tool, as 

shown in Figure 4.  They then applied the same methodology to collect a series of snapshots, 

indicated in the figure as 𝑆2…4, using the same analysis method to determine the blurriness 

introduced by the acquisition technique.  The difference between the images collected using 

the probing tools is denoted by Δ, while it is not clearly defined in their later paper (Savoldi, 

Gubian, & Echizen, 2010), we assume they calculate the difference as the number of pages in 

physical address space that change between the samples. 

We summarise a subset of their findings in Figure 5, which show the extent of blurriness 

caused by intervention with a standard memory acquisition technique, using two different 

mechanisms for transferring the image to a remote device, in systems under different levels 

of load.  These results show that there were significant fluctuations between different modes 

of interacting with the external storage medium in the amount blurriness present in the 

captured evidence.  They claim that, in one case, the size of the effect of live digital forensics 

on the contents of memory reached approximately 90%. While they note that the results 

indicate a higher amount of blurriness than they expected, they do not ascertain the causes of 

this effect. 

 

Figure 4: Timeline for evaluating the uncertainty of a live forensic acquisition technique (Savoldi, 

Gubian, & Echizen, 2010). 
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While this approach represents a good foundation for further work on the evaluation of live 

digital forensics, we have several issues with the methodology and assumptions.  Their later 

work contaminated the environment with both the probing tool and the live digital forensic 

memory acquisition technique, such that we do not believe their approach to determining a 

minimum degree of blurriness caused by the acquisition technique is appropriate.  A memory 

image obtained using a piece of in-situ software that does not launch its own kernel and 

bypass the operating system is inherently flawed, with the state of the machine constantly 

changing while the image is being captured.  It is difficult to differentiate between the natural 

changes in the state of a machine, the changes caused because of the probing tool (which, in 

their earlier work, they have already demonstrated can have a significant effect on the state of 

the system), and the changes caused by the memory image acquisition technique.  There is no 

guarantee that, in the series of snapshots collected over time, the machine is necessarily 

functioning in the same manner, nor is there any mechanism with which the authors can 

verify this either way. 

 

Figure 5: Summary of results from (Savoldi, Gubian, & Echizen, 2009) that show a significant 

fluctuation in memory change over time caused by different acquisition methods and varying system 

loads. 
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They believe, however, that the need to measure using the in-situ probing tool is an inherent 

problem that cannot be overcome, as 

“We cannot measure the blurriness caused by another tool with a better resolution 

than the one of the 'probing' tool. Thus, we must be aware of methods to obtain the 

best possible resolution in quantifying the normal blurriness which is caused by 

the dd tool.” (Savoldi, Gubian, & Echizen, 2009) 

However, the authors are conducting their experiments within virtual environments, from 

which it is possible to obtain a perfect memory image captured using an atomic operation that 

will have no direct effect on the state of the virtualised operating system.  The best resolution 

available is, then, the atomic memory image captured using the virtual machine manager.  In 

their later work, the authors note the potential improvement offered by virtualisation based 

mechanisms, but they do not adjust their methodology to incorporate them (Savoldi, Gubian, 

& Echizen, 2010).  While the method may be flawed, the results are a tentative move towards 

an improvement in the way we evaluate live digital forensic acquisition techniques. 

3.2.4 Metrics 

There is, to date, no consensus on the metrics with which we can conduct such an analysis for 

live digital forensics.  Different approaches in the literature use widely varying techniques.  

Even where measurements from different studies appear similar, there are often variations in 

the mechanism used to collect them that subtly change their meaning.  Peisert et al. (2008) 

conducted a series of case studies of forensic systems, describing where they are best applied 

and most likely to produce accurate results, and the situations in which the veracity of their 

results will be suspect.  They note that 

“In many ways, computer forensics is behind other methods such as fingerprint 

analysis, trace evidence of soil samples, cigar ash, the timing of insects infesting 

corpses, and the chemical traces of poisoning because there have been fewer efforts 

to measure and improve its accuracy.” (Peisert, Bishop, & Marzullo, 2008) 

It is necessary to measure the accuracy of forensic tools and technologies, and this requires 

understanding the type of data and operations these tools are performing (Peisert, Bishop, & 
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Marzullo, 2008).  If we are seeking to improve upon the accuracy of existing forensic 

techniques, we must first be capable of measuring their behaviour.  A good metric for 

evaluating digital forensic techniques should provide guidance as to the quantity and fidelity 

of measurements required to derive it. 

During their investigation into volatile memory forensics, Walters and Petroni (2007) 

developed an early metric for the impact of live digital forensic memory acquisition tools.  The 

approach calculates the difference, in terms of the number of bytes changed, between memory 

images captured over a fixed period.  At the same time, Law et al. (2007) attempted to 

characterise the behaviour of processes subject to memory acquisition in terms of code, data, 

heap, and stack segmentation.  They noted that while code and data remain relatively stable, 

dynamic memory allocated on the heap and information on the stack fluctuate significantly 

over the lifetime of a process.  Their work does not explicitly define a live digital forensic 

metric from this fluctuation.  However, a logical conclusion of their approach is that the rate 

at which process stack and heap sections change during live memory acquisition is a 

reasonable indicator of the accuracy of the acquisition technique. 

In (Sutherland, Evans, Tryfonas, & Blyth, 2008), the authors conducted an empirical study to 

determine the impact of live forensic tools on subject systems, defining the set of 

measurements they were interested in collecting as: 

 The amount of memory required by the live acquisition technique, 

 The impact on the Windows Registry, 

 The impact on the file system, and 

 The use of Dynamic Link Libraries present on the system. 

This approach is interesting in that it considers not only the properties of the live forensic 

technique with respect to accuracy, but also its impact on the system.  However, no 

appropriate rationale was provided for why the authors selected these (and only these) 

metrics and their choice was, instead, arbitrary. 

Considering the problem from a different perspective, Pan and Batten (2009) proposed a 

metric of the performance of a digital forensic technique that effectively measures the length 

of time a tool takes to process some data set.  They combined this metric with a thorough 
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methodology to provide a solution to the increasing workload of digital forensic laboratories.  

Back to live digital forensics, over the course of two years (Savoldi & Gubian, 2009; Savoldi et 

al., 2009; Savoldi et al., 2010) developed a differential metric based on the fluctuation in 

memory pages between images of a system captured at consecutive temporal points.  This is 

still, fundamentally, a measurement of the change of memory contents over time that only 

significantly differs from work by Walters and Petroni (2007) in the rigour of their method and 

analysis. 

Su and Wang (2011) present an approach to calculating the forensic impact of introducing a 

memory acquisition tool-kit into a subject machine, and the likelihood of capturing an 

important subset of the machine's memory, called a key trace.  Given the amount of memory 

likely changed by a live forensic acquisition technique, their metric is the probability of 

recovering the key trace from memory assuming even distribution of its contents in a system 

with homogenously sized memory pages.  This assumption is, of course, not valid in practice 

and operating systems regularly allocate different sized memory pages for different tasks.  

However, the invention of probabilistic metrics for live forensic analysis is an important step 

forwards. 

Wang and Li (2012) examine the effect on the system registry of introducing a live memory 

acquisition tool into a running environment.  They conducted an experiment on a Microsoft 

Windows XP virtual machine, where they introduced a custom memory acquisition tool and 

used it to acquire an image of system memory.  While the methodology is not entirely clear, 

we infer that they perform a differential analysis of the system registry before and after live 

forensic acquisition by recovering registry hive containers from the machine and converting 

them to text.  Additionally, the authors claim to measure the uncertainty of system state as a 

function of change to system memory over time, although there is no evidence of this in their 

paper.  There is also no attempt to assess empirically the modifications to the registry and 

without the results from multiple trials, we cannot determine if the result is statistically 

significant and likely to occur in the general case.  We believe that this work is, in general, a 

regression of earlier work by (Sutherland, Evans, Tryfonas, & Blyth, 2008). 

Lyle (2010) asks why, if error rate is such a simple concept, we have not yet established general 

methods for determining them in digital forensics.  With reference to the Daubert standard 
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(Garfinkel S. L., 2010), they begin with a straw man argument, defining a simple method for 

determining a general error rate as the ratio of correctly acquired information over incorrectly 

acquired information, or the ratio of bits successfully blocked by a write blocker over the bits 

unsuccessfully blocked.  They continue by providing examples that show, for quiescent digital 

forensics, a single definition of error rate is inappropriate and, instead, consideration should 

be given to the type of information for which the rate is being defined.  In conclusion, the 

authors state that, while a general-purpose definition of an error rate for digital forensics may 

not be meaningful, specific definitions are possible.  Where a statistical error rate cannot be 

determined, the sources and conditions for errors should be clearly explained (Lyle, 2010). 

3.3 Practical Approaches 

In (Casey, 2013), the authors identify the need for improved experimental approaches for 

digital forensics in general, noting that “applied research is a fundamentally important aspect of 

digital forensics, providing reliable knowledge of computer processes to support conclusions concerning 

what activities occurred on a device or network.”  However, there have been relatively few 

experimental evaluations of live digital forensic acquisition and analysis techniques. In 

general, these studies have a single purpose, such as to evaluate a particular acquisition or 

analysis tool, or to examine the behaviour of live digital forensic evidence under certain 

conditions. The work presented in this section seeks to: 

 Evaluate the effectiveness of open source digital forensic software compared to 

proprietary techniques for the purpose of teaching digital forensics, 

 Examine the problems of detecting rootkits and malware on a system using live and 

quiescent approaches, 

 Develop a visualisation method using techniques from bioinformatics to detect 

systematic errors in the implementation of volatile memory acquisition tools, 

 Recreate the state of a machine to conduct further live analysis of its behaviour, 

 Assess the feasibility of performing live digital forensic analysis on mobile devices, 

 Analyse the effects of performing a live digital forensic analysis on a system, and 

 Determine the extent to which we can recover personal information from a browsing 

session using live digital forensics. 
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For this section, we present an overview of these evaluations, specifically those that study live 

digital forensic evidence and acquisition techniques. While the previous sections have 

discussed the problem of evaluating live digital forensics in the abstract, here we present 

concrete examples of experiments from the literature. 

3.3.1 Evaluation of Open Source Tools for Teaching Digital Forensics 

Manson et al. (2007) examined the potential use of open source digital forensic tools in 

academic environments as an alternative to costly proprietary software. Their evaluation 

compared specific features required for digital forensic investigation between two proprietary 

and one open source tool. The scenarios in which they evaluated the tools included the 

recovery of evidence from a mobile phone, and two evaluations of virtual machines 

configured with Microsoft Windows and varying amounts of storage. The authors ran into 

difficulty whilst examining the disk image of one of the virtual machines, due to corruption 

of copied files and an inability of their tools to access the data on the image. Their solution to 

this, to use physical drives from the host machine within the guest virtual machine, was 

unnecessary, as software exists to convert virtual disk images into the formats they required. 

Examples of the attributes used for comparison include the ability of a tool to recover internet 

cookies and history from a disk image, whether it successfully detects deleted files, and if it 

can clearly identify encrypted files. In all cases, the results they present are qualitative. 

Therefore, for instance, while the authors claim that all of the tools can identify deleted files, 

they do not attempt to show differences in their actual performance at recovering deleted files. 

The same concern applies to the majority of their results. This may stem from their reliance 

on NIST specifications, evaluate live digital forensics against a set of requirements, and not 

with regard to their performance. While we believe that there is a need for more rigorous 

testing of digital forensic techniques, pursuing this approach further seems unlikely to yield 

useful or interesting results. 

3.3.2 Detecting Rootkits and Hidden Processes 

Malicious software that can interfere with operating system functionality presents a challenge 

to live forensic examiners as it allows an attacker to mislead their investigation.  There has 

also been a tendency for suspects to claim ignorance of their alleged crime because malicious 
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software had infected their operating system.  Todd et al. (2007) discuss the problem of 

identifying the presence of rootkits during live and quiescent digital forensic analysis.  They 

identify three approaches to the detection of rootkits, which are "live analysis techniques, 

rootkit detection tools, or by forensically imaging the drive and performing an offline 

analysis" (Todd, et al., 2007).  These methods of detection provide an interesting balance 

between the amount of work required by the analyst to interpret their output, and the 

expected trustworthiness and fidelity of the results, concluding that: 

 In the case of live analysis, the examiner must question the reliability of its output, but 

can cross-reference the results against quiescent analysis of the system to determine 

exactly what the rootkit is hiding. 

 With rootkit detection tools, while they may cross-reference the output of operating 

system function calls against other sources of information to determine the presence 

of malicious software, there is always the possibility that their results are either 

incorrect or incomplete. 

 Quiescent analysis allows the investigator to examine the contents of the stored 

information on the machine, without the possibility of malicious interception and 

modification of requests, however this requires much more effort on behalf of the 

analyst and may not yield conclusive results. 

As a purely qualitative study is unlikely to offer effective guidelines for forensic examiners, 

the authors conduct an empirical study of the differences between and difficulty of detecting 

the presence of rootkits with each of these three methods.  Their experiment design consisted 

of a full factorial combination of three sets of experiments against six target machines, 

resulting in sixty total trials.  The metrics they collected were designed to “capture forensic 

information about rootkits, i.e., what they were concealing from the user in terms of processes, services, 

drives, ports, and files” (Todd, et al., 2007). 

In their analysis of live forensic response mechanisms, they used a single acquisition 

technique, the Windows Forensic Toolkit (WFT), which captures process and service 

information directly from the operating system.  They tested the acquisition tool against 

machines configured with one of a set of rootkits, with the experiment determining whether 

the tool successfully recovered specific categories of information from the system.  In general, 
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the results were good, with WFT recovering a good proportion of information on the system.  

Where the acquisition tool could not recover information, it at least correctly reported the 

user’s view of the system.  To evaluate the effectiveness of rootkit detection tools, the authors 

evaluated their ability to detect the presence of the same rootkits used for the first experiment.  

Only one of the five detection tools correctly identified all of the rootkits installed on the 

system.  For their final experiment, the authors applied two offline virus scanners to the 

experiment machine’s hard disk.  The two virus scanners detected exactly half of the rootkits, 

and manual investigation revealed few indications of their presence. 

In their conclusions, they identify that the rootkit detection mechanisms outperformed both 

live digital forensic response and offline anti-virus detectors.  However, due to the manual 

nature of their experiments, the number of rootkits, rootkit detectors, and live forensic 

mechanisms considered is relatively limited.  In addition, they did not attempt to evaluate live 

digital forensic memory image acquisition mechanisms, relying solely on a single live 

response tool, WFT, which uses operating system interfaces to recover information.  The 

number of different mechanisms for live response, and the increasingly widespread nature of 

a large number of rootkits, means that while their results were useful at the time the paper 

was published their current applications are limited. 

3.3.3 Visualisation in Testing a Volatile Memory Forensic Tool 

In (Inoue, Adelstein, & Joyce, 2011), the authors present a mechanism for testing live digital 

forensic memory acquisition techniques within the Mac OS X operating system using 

visualisation.  They begin by noting that while the majority of research in live digital forensics 

focuses on new approaches for analysing the content of memory images, insufficient attention 

has been given to validating the mechanisms used to acquire them.  From the assumption that 

most errors in acquisition mechanisms are systematic, they apply a visualisation mechanism 

from bioinformatics called a “dotplot” to show the pattern of these errors.  As the authors 

could not obtain a known ground-truth image of system memory, they use the technique to 

determine the self-similarity in the acquired image.  They begin by assigning a set of memory 

pages to each pixel in the visualisation.  Then, the value of each pixel is computed in terms of 

the average distance between each memory page assigned to that pixel.  These values are 
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mapped to a black-body radiation palette to show the similarity of each region (Inoue, 

Adelstein, & Joyce, 2011). 

Figure 6 shows a dotplot of a memory image acquired from a Mac OS X 10.4 environment.  

This clearly shows a strong pattern of errors, which the authors attribute to the random nature 

in which the kernel allocates memory to contain the acquired page.  In their investigation, 

they discovered that in older versions of OS X, investigators should acquire memory images 

over network connections, as file-cache activity significantly alters the contents of memory.  

As a limitation of their work, the authors repeatedly note the difficulty in obtaining ground-

truth images against which to compare acquired images.  Additionally, as the process for 

constructing a dotplot is intensive in both space and time, the authors were forced to use a 

sampling method where similarities between pages were calculated for approximately ten-

percent of the total number of pages.  They conclude with a call for the developers of live 

digital forensic techniques “to document the testing of the tools, so that investigators have greater 

confidence in them” (Inoue, Adelstein, & Joyce, 2011). 

3.3.4 Recreating a Live Forensic Response 

Mrdovic et al. (2009) present an approach to verifying live digital forensic response using 

virtualisation.  After constructing a virtual machine from an image of the system’s storage 

 

Figure 6: Dotplot of memory image acquired from a Mac OS X 10.4 environment that clearly show 

patterns of systematic error (Inoue, Adelstein, & Joyce, 2011). 
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obtained during quiescent analysis, they try to bring the state of the virtual machine as close 

to the time of intervention as possible.  If possible, they restore the virtual machine from a 

hibernation file in the system image, although in their testing they have not managed to 

achieve this as the hardware offered by the virtual machine greatly differs from that in the 

physical machine.  Regardless of whether the state restoration worked, they then launch 

processes, open files, and create network connections in the order they appear in the acquired 

evidence.  They then use this virtual machine to investigate the relation between processes, 

files, and network connections in the original system. 

We believe that, performed manually and without repeated trials, this is more likely to 

replicate flaws in the original intervention than recreate the machine’s state.  As such, it does 

not provide a useful model for evaluating the results of a live forensic intervention on a 

specific machine.  Additionally, there are no metrics for determining how closely the recreated 

state of the system matches its original state.  Aside from comparing a few processes and files 

in memory, the authors do not provide a compelling or convincing reason to think that it does.  

Instead, it would be more appropriate for examiners to determine the likelihood that the 

evidence they have captured represents the state of a machine when the event they are 

investigating occurred.  We could achieve this, for example, by cold booting the recreated 

virtual machine and observing its behaviour over time.  While this would not provide 

conclusive answers, we would be able to model how processes, files, and network connections 

interact on the system. 

3.3.5 Live Digital Forensics in Mobile Devices 

Despite our focus on live digital forensics in traditional and emerging desktop environments, 

there are many types of device where live forensics is the only, or at least the most efficient, 

means of gathering digital evidence.  Thing et al. (2010) present an automated system for live 

memory forensics on mobile phones, and an empirical study of the effects of various types of 

interaction on the evidence available in memory on these devices.  They employ a novel 

approach, using the Android debugging interface and a program introduced into the phone 

environment, to capture the memory and an execution trace of an active process.  While it is 

not clear from their work, it appears they begin the acquisition process by executing their 

memory acquisition tool as a shell command using the Android Debug Bridge.  This 
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essentially provides the authors with an agent residing inside the phone environment.  It is 

not certain, however, whether this agent is available on all devices, or just those configured to 

support remote debugging. 

Their approach to experimentation is informative.  By using an additional component of the 

Android development interface, they were able to control the activities within the phone's 

user interface to send messages using the Google Talk client.  This allowed them to automate 

the experiment from a host computer.  We have not seen this approach used in the evaluation 

of live forensics of other types of device outside of our own work published earlier in the same 

year (Lempereur, Merabti, & Shi, 2010). 

The results showed the rate at which messages of varying lengths decay in volatile memory, 

however, given that the delay between messaging and sampling in their experiment was in 

the order of 20-seconds to 60-seconds, the applicability of these results to live digital forensic 

investigation is limited.  Suspects are unlikely to have sent messages of any importance to an 

investigation less than a minute before live digital forensic intervention.  It would have been 

more reasonable to provide data for at least several hours after sending the message from the 

phone. 

3.3.6 Comparative Analysis of Volatile Memory Forensics 

Aljaedi et al. (2011) conducted a comparative analysis of live digital forensic techniques on a 

GNU/Linux system.  Using a virtual machine to simulate a live environment, they collected 

specific features of the live system using tools supplied with the operating system.  These 

features included the names of processes resident in memory, the cache of the address 

resolution protocol, and other operational that would be unavailable to them after switching 

off the machine.  The virtual machine was then suspended, and they conducted a separate 

analysis of its memory image.  Their approach is similar to our published work in (Lempereur, 

Merabti, & Shi, 2010), however their sampling methodology required manual intervention to 

perform the live forensic intervention, suspend the virtual machine, and analyse the captured 

information.    Their manual intervention introduced the potential for the operator to bias the 

results of the experiment, limiting the number of trials and parameter configurations that we 

can reasonably expect them to have conducted for the experiment.  In addition, they limited 

their study to considering the state of the system before and after intervention, and did not 
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consider the accuracy of the acquired memory image.  The extent to which the changes in state 

are directly attributable to live digital forensics is unclear. 

3.3.7 Live Digital Forensic Recovery of Evidence from Internet 

Applications 

Mohanty and Velusamy (2012) present the results of their attempts to recover artefacts in live 

memory from the most recent browsing session of a user.  Their experiment involved 

manually following a planned browsing session in a single web browser, while periodically 

capturing an image of memory using a tool they introduce into the environment.  Over the 

course of the experiment, their results show that passwords for various websites remain in 

memory briefly after a browser is closed, but decay soon afterward. 

While the result is helpful, showing that it is possible to recover passwords from memory 

images captured soon after a user closes their web browser, there are significant problems 

with their methodology that hinder their general applicability.  They performed only a single 

trial of each experiment, leaving us unable to determine if their results are significant or 

anomalous.  In addition, they used a single, in-situ memory acquisition tool to capture the 

images on which they base their analysis, meaning that we cannot ascertain if the results are 

merely a side effect of that particular acquisition technique.  This approach confuses the 

problem of validating an acquisition technique with determining the extent to which 

information is retained in memory. 

3.4 Summary 

In this chapter, we have conducted a review of existing literature on the evaluation of live 

digital forensics.  At the beginning of the chapter, we surveyed existing standards for the 

evaluation of digital forensics.  We note that many of the standards proposed by existing work, 

particularly with respect to software implementation, are unsuitable for live digital forensics 

as the source code of acquisition techniques is often unavailable.  We aim to address these 

challenges by developing theoretical and practical solutions that allow for the investigation 

of: 
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 Duplication integrity by determining whether live digital forensics acquired valid 

evidence that represents the state of a system, 

 Identifiable non-interference by determining the extent of change to the state of a 

system as a direct results of live forensics, 

 Reproducibility by determining the extent to which live digital forensic intervention 

will produce similar results when applied to the same system multiple times, and 

 Computation time by determining the performance of live digital forensic 

intervention. 

The recovery of information is complicated in live digital forensics, as the state of the system 

is constantly changing.  This precludes consideration of the binary standard of non-

interference and requires consideration of identifiable non-interference.  The investigation of 

live digital forensics should consider its performance and computation time.  Live digital 

forensics is a first-response technique, and an intervention that requires a substantial amount 

of time would be unacceptable.  For the remainder of this section, we will consider the ability 

of existing methodologies and metrics to assess these standards. 

Table 4: Summary of existing experimental methodologies for the evaluation of live digital forensics. 

Evaluation Method Assessed Standards Proposed By 

Performance of 

digital forensic 

analysis 

Automated repeated 

execution of password 

cracking software. 

Computation Time Pan and Batten 

(2009) 

Uncertainty of live 

intervention. 

Automated application 

of live acquisition 

technique and repeated 

sampling using probing 

tool. 

Identifiable Non-

Interference 

Savoldi et al. 

(2009) 

Effectiveness of 

open source digital 

forensic tools. 

Manual analysis of 

system storage from 

multiple device types. 

Duplication Integrity Manson et al. 

(2007) 

Probability of 

recovering key trace 

Manual acquisition and 

analysis of process 

memory 

Duplication Integrity Su and Wang 

(2011) 

Impact of live 

forensics on target 

host 

Manual establishment of 

baseline of physical 

memory change 

compared to change 

under acquisition 

Identifiable Non-

Interference 

Walters and 

Petroni (2007) 
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The methodologies and standards assessed by existing evaluations of live forensics are 

summarised in Table 4 and Table 5.  From these tables, we can see that existing work has 

addressed a subset of the standards we identify by using mainly manual experimental 

methods.  We believe that existing work only partially addresses the standard of identifiable 

Table 5: Summary of existing experimental methodologies for the evaluation of live digital forensics. 

Evaluation Method Assessed Standards Proposed By 

Impact of live 

forensic 

intervention 

Manual acquisition of 

memory image and 

information using a 

variety of acquisition 

techniques and system 

information tools. 

Identifiable Non-

Interference 

Sutherland et al. 

(2008) 

Impact of live 

forensic 

intervention on 

system registry 

Manual acquisition of 

memory image. 

Identifiable Non-

Interference 

Wang and Li 

(2012) 

Extent of evidence 

recoverable from 

mobile devices 

Automated acquisition 

of memory image from 

mobile device using 

remote debugging 

interfaces. 

Duplication Integrity, 

Reproducibility 

Thing et al. 

(2010) 

Extraction of 

evidence from live 

system 

Manual execution of 

acquisition technique 

contrasted with virtual 

machine memory image. 

Identifiable Non-

Interference 

Aljaedi et al. 

(2011) 

Ability to recover 

authentication 

details from 

internet 

applications 

Manual execution of 

browsing session to 

place known values in 

memory and analysis of 

existence of these 

features at fixed times. 

Duplication Integrity Mohanty and 

Velusamy (2012) 

Visualisation in 

testing a volatile 

memory forensic 

tool 

Manual extraction of 

evidence and 

visualisation of patterns 

of similarity. 

Duplication Integrity Inoue, Adelstein 

and Joyce (2011) 

Ability to detect 

rootkits and hidden 

processes 

Manual application of 

live acquisition 

technique to machine in 

known configuration. 

Duplication Integrity Todd et al. 

(2007) 

Ability to recreate 

live forensic 

response 

Manual reconstruction 

of system previously 

subjected to live 

intervention in virtual 

machine and repeat of 

original intervention. 

Reproducibility Mrdovic et al. 

(2009) 
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non-interference, as their methodologies cannot necessarily attribute changes in system state 

to live forensic intervention.  The set of standards that we identify for the investigation of live 

digital forensics, and will address in this thesis, incorporates all of these approaches.  In 

addition, we will take an automated approach, as this increases the potential scale of 

investigations and reduces the possibility of operator error.  We cannot reasonably expect a 

Table 6: Summary of existing data sources and metrics for the evaluation of live digital forensics. 

Source Feature Metric Proposed By 

Memory Content (bytes) Fluctuation over time Walters and Petroni 

(2007) 

Memory Content (pages) Fluctuation over time Savoldi et al. (2009) 

Memory Content (pages) Probability of recovering key 

trace 

Su and Wang (2011) 

Memory Content (pages) Fluctuation caused by 

acquisition 

Aljaedi et al. (2011) 

Memory Process stack and heap Fluctuation during 

acquisition 

Law et al. (2007) 

Memory Malicious processes Number of detected 

malicious processes 

Todd et al. (2007) 

Memory Processes Number remaining in 

memory after acquisition 

Aljaedi et al. (2011) 

Memory Internet browsing 

passwords 

Number of passwords 

present in memory 

Mohanty and 

Velusamy (2012) 

Memory Messages Number of messages present 

in memory 

Thing et al. (2010) 

Acquisition 

technique 

Memory footprint Amount of space allocated in 

page file 

Sutherland et al. 

(2008) 

Acquisition 

technique 

Memory footprint Amount of allocated working 

memory 

Sutherland et al. 

(2008) 

Acquisition 

technique 

Dynamically linked 

libraries 

Number of libraries shared 

with system 

Sutherland et al. 

(2008) 

Acquisition 

technique 

Dynamically linked 

libraries 

Number of libraries local to 

technique 

Sutherland et al. 

(2008) 

Acquisition 

technique 

Time Duration required to collect 

evidence 

Sutherland et al. 

(2008) 

Registry Keys Number of keys created or 

modified during acquisition 

Sutherland et al. 

(2008); Wang and 

Li,(2012) 

File system Files Number of files created or 

modified during acquisition 

Sutherland et al. 

(2008) 

File system Files Number of deleted files 

detected 

Manson et al. (2007) 

Analysis 

technique 

Time Duration required to analyse 

evidence 

Pan and Batten 

(2009) 
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human to conduct several-hundred reliable repetitions of an experiment in numerous 

configurations of a system. 

We summarise the metrics collected by existing work in Table 6.  This table shows that existing 

evaluations of live digital forensics consider many different types of information.  The sources 

of data and metrics used in existing work have differed, with the majority of authors 

performing their analysis on images of system memory and information acquired directly 

from the operating system.  There is little agreement between authors on metrics for 

explaining and analysing this information.  We have excluded work by (Vӧ mel & Freiling, 

2012) and (Inoue, Adelstein, & Joyce, 2011) from this table.  While they define approaches for 

considering the behaviour of memory pages during live forensic intervention, they do not 

attempt to quantify the size of this effect.  In addition, we do not include purely qualitative 

methods that provide little guidance for further research. 

There is a consensus in existing work on the need for improved approaches for investigating 

live digital forensics (Beebe, 2009; Erbacher, 2010; Garfinkel S. L., 2010; Inoue, Adelstein, & 

Joyce, 2011).  Despite this interest and active research on the evaluation of live digital forensic 

techniques, individual experimental evaluations are still collecting relatively few types of 

information that can help to investigate live digital forensics.  Their approaches to quantifying 

this information also differ, with many evaluations presented a qualitative view of live digital 

forensics.  In addition, existing work has shown that the lack of a general approach for 

investigating live digital forensics has led to the creation of many methodologies, most of 

which are conducted manually.  In the next chapter, we present our method for formalising a 

model of the observations collected by live digital forensics that unifies consideration of 

different types of information. 
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4 A Model for Investigating Live 

Digital Forensics 

In the previous chapter, we have identified that there is a consensus in existing work on the 

need for improved approaches for investigating live digital forensics (Beebe, 2009; Erbacher, 

2010; Garfinkel S. L., 2010; Inoue, Adelstein, & Joyce, 2011).  This is a challenging and complex 

problem and environment, as shown by the visualisation of interactions between components 

in a standard desktop operating system in Figure 7.  Information is available from many 

sources and in many formats.  Our literature review has shown that no unified model has 

been proposed for the investigation of live digital forensics within these environments.  To 

address this problem, in this chapter, we propose a model for investigating live digital 

forensics that encompasses different types of information at multiple levels of abstraction.  We 

formalise the definition of this model, and apply it to develop general methods for 

investigating the errors and risks of live forensics. 

The contents of this chapter are structured as follows.  In the first section, we begin by defining 

general experimental methodologies for investigating live digital forensics.  After this, we 

 
Figure 7: Visualisation of the interaction between components in a typical desktop operating system. 
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offer the formal definition of our model for describing the observations made by these 

investigations.  In section three, we discuss statistical properties encoded by this model, and 

in section four, we apply the model to define a general method for determining error rates for 

live forensics.  In section five, we present another application of this model to develop a 

method for determining the risk of live forensics.  We conclude the chapter with an approach 

that uses methods to construct visualisations that assist in investigating the pattern of error 

and risk in live forensics. 

4.1 General Methodologies for Investigating Live Digital 

Forensics 

In the previous chapter, we surveyed and described the methodology of a number of 

experimental live digital forensic evaluations.  As researchers tend to describe their 

approaches in an ad-hoc manner, these existing experimental works have not had a 

sufficiently formal basis to provide general procedures for investigating live forensics.  Even 

where Savoldi et al. (2010) defined their methodology using a semi-formal approach, this is 

still insufficient for our purpose of defining a general model for the exploratory investigation 

of live digital forensics.  In this section, we present two general methodologies for 

investigating live digital forensics, and offer a formal description of the samples collected by 

these experimental evaluations across multiple executions of an experiment. 

4.1.1 A Methodology for Investigating Live Forensic Intervention 

One of the main purposes of existing evaluations of live digital forensics is to determine the 

properties of live digital forensic intervention.  While existing approaches are sufficient for 

investigating properties of the evidence acquired by live forensics, they are insufficient for 

determining the effects of live forensics.  In existing work, these effects are generally 

determined by comparing the initial state of the system to the state immediately after live 

forensic intervention.  We believe that this only partially addresses the problem.  As a solution, 

we have devised a general methodology for the evaluation of live digital forensics that 

captures the intention of existing evaluations, and extends them to include the concept of a 

control experiment.  A control experiment, such as the one we are proposing, allows us to 

determine the extent to which modifications to system state are attributable to live digital 



Chapter 4 – A Model for Investigating Live Digital Forensics 

55 

forensic intervention.  This differs from the approach given by Savoldi et al. (2010) in that our 

control environment is separate from the intervention environment, removing the possibility 

that the intervention affected the control. 

Figure 8 shows the procedure for the live digital forensic intervention experiment, and Figure 

9 shows the procedure for the control experiment.  In the intervention experiment, the 

examiner introduces a live digital forensic acquisition technique into the system and uses it to 

obtain some set of evidence from the environment.  For the control experiment, the examiner 

restores the system to a point equivalent to the initial state of the intervention experiment and 

allows it to idle for the same amount of time as that taken by the intervention experiment.  The 

points at which we make observations of the state of the system are: 

 The initial state of the system, 𝑆1, 

 The view of the system acquired by live forensics, 𝑆2, 

 The final state of the system after intervention, 𝑆3, and 

 The state of a control system at a time corresponding to the final state of the 

intervention system, 𝑆4. 

 

Figure 8: Procedure for investigating the behaviour of live forensic intervention. 

 

Figure 9: Procedure for control experiments investigating the behaviour of live forensic intervention. 
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Later in this chapter, we will show this approach allows us to define general methods for 

determining the error rates and risk of live digital forensics. 

4.1.2 A Methodology for Investigating the Behaviour of Evidence 

Work in the literature has shown that memory retains a wide variety of useful information, 

from authentication details entered into web browsers (Mohanty and Velusamy, 2012) to 

encryption keys for full and partial disk encryption (Casey and Stellatos, 2008).  Researchers 

have attempted to show how this information behaves in memory and the rate at which it 

decays, but there are often problems in the methodology of these studies that either limits 

their application or casts doubt on the reliability of their conclusions.  To address these issues, 

we propose an evaluation methodology that captures the intention of these experiments, 

which is to determine the behaviour of digital forensic evidence in a live environment. 

Figure 10 shows the procedure for monitoring experiments, where the duration between each 

observation is a fixed period.  An evaluating following this methodology will collect a 

sequence of observations 𝑆1…𝑞 at fixed time intervals, where 𝑞 is the total number of 

observations.  The results of these experiments can be investigated by comparing pairs of 

observations.  Within evaluations in a single system, comparison between observations allows 

for the investigation of changes in the state of a system over time.  Within evaluations of 

multiple systems, comparison between observations allows for the investigation of changes in 

the state of a system over time as a function of their different configurations. 

4.1.3 A Formal Characterisation of Evaluation Observations 

We now formally define the observations made by multiple executions of a live forensic 

experiment. For the purposes of this definition, we use the term situation to refer to the initial 

 

Figure 10: Procedure for investigating the behaviour of information in live environments. 
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state of the system, 𝑆1, and consider the control and intervention methodologies for a single 

situation and live digital forensic acquisition toolkit as a single experiment that produces four 

observations.  Formally, 

 Let 𝑞 be the number of observations collected during an experiment, and 

 Let 𝐾 = {𝑘1, … , 𝑘𝑞} be the set of execution counts for each observation, where 𝐾 ⊆ ℕ. 

The set 𝑆 is then the set of observations made by a live forensic experiment, defined by 𝑆 =

{𝑆1,1, … , 𝑆1,𝑘1
, … , 𝑆𝑞,1, … , 𝑆𝑞,𝑘𝑞

} such that the number of observations in 𝑆, |𝑆| = ∑ 𝑘𝑖𝑖=1…𝑞 . 

The experimental evaluation of live forensic intervention is challenging as computer systems 

are, in practice, rarely deterministic.  For the purposes of this thesis, we restrict ourselves to 

ideal conditions, considering experiments in environments where it is possible to recreate the 

state of a system from some point-in-time snapshot.  In these cases, we can say that the state 

of a single instance of a system created from a point-in-time snapshot after 𝑡 seconds is a 

sample drawn from the population of all potential 𝑡-second executions of the system from that 

snapshot.  We believe that for the evaluation of live forensics, considering a single execution 

of a system is insufficient, as it cannot necessarily be determined if that execution was 

representative or anomalous.  We propose that by repeatedly creating an instance of a system 

from this snapshot and executing it when it is both subject to live forensic intervention and 

idle, we can produce a better estimate of the actual behaviour in the population of all potential 

executions.  Our formal description of the observations collected by experimental evaluations 

of live digital forensics realises this proposal. 

This model is a suitable abstraction for describing the observations made by most live forensic 

evaluations.  An experiment will usually result in a family of sets of observations, with each 

set describing some semantic or structural feature in the experiment environment.  For the 

purposes of this chapter, we do not differentiate between the family of sets of observations of 

features and any individual set of observations.  However, this definition has left the elements 

of a set of observations undefined.  In the next section, we address this problem by defining 

the elements of this set for structural and semantic features and showing how to construct a 

model for the statistical evaluation of live forensics from a set of observations. 
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4.2 A Model of Live Forensic Experiment Observations 

Following from the incomplete definition in the previous section, in formal terms, our model 

of the observations made by live forensic experimentation is a matrix defined by the function 

𝑀 ∶ 𝑆 → {0,1}𝑛×𝑘𝑥 for all 1 ≤ 𝑥 ≤ 𝑞.  Each row in the observation model represents some 

semantic or structural feature, each column represents an execution of the experiment, and 

each element indicates whether a feature changed from its initial value.  The definition and 

interpretation of these models depends on whether the feature represents a semantic or 

structural property of that environment.  In the remainder of this section, we first discuss our 

categorisation of live digital forensic information, and then we present the formal definitions 

of the semantic and structural observation models. 

In our background and related work, we have considered both the types of information 

available for digital forensic analysis, and their usage in the experimental evaluation of live 

forensics.  With few exceptions, existing experimental evaluations of live digital forensics have 

described their findings in terms of the fluctuation in the contents of physical memory.  Some 

approaches have considered the remnants of process table entries, registry keys, and other 

types of evidence.  However, there has been no general classification of the types of 

information available for the investigation of live digital forensics, nor any attempt to provide 

a general model to assist this process.  We believe that this is insufficient, and that an 

investigation of live digital forensics should involve the analysis of multiple types of 

information. 

To enable the consideration of live forensic analysis as an abstract process, we categorise the 

sources of information in terms of their interpretation and availability, and provide a formal 

method for constructing an exploratory abstraction for the investigation of live digital 

forensics.  We begin by dividing information by its interpretation, where: 

 A structural interpretation presents the underlying binary information without further 

abstraction, and 

 A semantic interpretation projects an abstract model onto structural information, 

bridging the semantic gap between the observer and the system. 
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Next, we further divide structural and semantic interpretations by their temporal availability, 

where: 

 Volatile information defines the operational state of a computer and will not be 

available when the machine is powered-off, and 

 Stored information defines the permanent state of a system and is contained in non-

volatile storage that is available for quiescent analysis after the machine is powered-

off. 

Combining the concepts of structural and semantic interpretations, and volatile and stored 

information, we arrive at the hierarchy shown in Figure 11 (Lempereur, Merabti, & Shi, 2012; 

Lempereur, Merabti, & Shi, 2013).  This draws an effective distinction between the kinds of 

information available for the investigation of live digital forensics, and provides a foundation 

for the formal definition of an exploratory model that unifies consideration of these types of 

information. 

4.2.1 Model of Structural Evidence Observations 

Structural evidence is the raw content of a computer system, including its storage media and 

memory.  Acquiring exact duplicates of structural evidence is fundamental to existing notions 

 

Figure 11: Hierarchy of live digital forensic observation models. 
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of forensic soundness, and measuring the extent to which it changes during intervention has 

been the foundation of most evaluations of live digital forensics.    The quantity of structural 

evidence obtained during a live forensic experiment will be prohibitively large to analyse in 

its entirety.  However, we are primarily concerned with its behaviour, and can construct a 

compact representation by dividing the structural evidence into quanta.  The structural 

quantum represents the smallest granularity at which we will consider structural evidence; 

examples include pages in memory and blocks on a storage medium. 

As we assume the size of memory or storage media is fixed, the number of structural quanta 

cannot change between observations, and each structural quantum must have some value in 

each observation.  A model of structural evidence observations in a live forensic experiment 

is a matrix where rows represent quanta of the structural feature, columns represent 

executions of the system, and each element denotes whether a structural feature changed from 

its initial state in the observation.  Formally, 

 Let 𝑛 be the number of structural quanta, 

 Let 𝐺 = {𝑔1, … , 𝑔𝑛} be the set of structural quanta, and  

 Let 𝑉 be the set of all values taken by quanta in 𝐺. 

For structural evidence, then, each observation 𝑆𝑥𝑗 ∈ 𝑆 is a function 𝑆𝑥𝑗 ∶ 𝐺 → 𝑉 denoting 

which value each structural quantum took in an observation 𝑥 of an execution 𝑗, such that 𝑆 ⊆

𝒫(𝐺 × 𝑉).  To simplify the definition, as the initial state of the machine is identical across all 

executions, we use 𝑆1 ∶ 𝐺 → 𝑉 to refer to any 𝑆1𝑗 ∶ 𝐺 → 𝑉 for all 1 ≤ 𝑗 ≤ 𝑘1.  We define the 

observation model 𝑀 for structural evidence by: 

𝑀(𝑆𝑥) = [{
1, if 𝑆𝑥𝑗(𝑔𝑖) = 𝑆1(𝑔𝑖),

0, otherwise
]

𝑖=1…𝑛,𝑗=1…𝑘𝑥

 (1) 

for all 1 ≤ 𝑥 ≤ 𝑞, where 𝑀(𝑆𝑥)𝑖𝑗 = 1 indicates that the structural quantum 𝑔𝑖 retained its value 

from the initial state in observation 𝑆𝑥𝑗, and 𝑀(𝑆𝑥)𝑖𝑗 = 0 indicates that the structural quantum 

changed value at some point after the initial state. 

We will consider a simple example to clarify the process of constructing structural observation 

matrices from the data gathered by a live forensic experiment.  Figure 12 shows two 

observations of the memory pages of a system, an initial observation 𝑆1 and an observation 𝑆2 
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of the state acquired by live digital forensics across three executions of the experiment.  

Returning to our notation, we define the observation set for this experiment as 𝑆 =

{𝑆1, 𝑆21, 𝑆22, 𝑆23} and the set of execution counts as 𝐾 = {1,3}.  The set of structural quanta 𝐺 =

{𝑚1, 𝑚2, 𝑚3, 𝑚4}, 𝑛 = 4, and the set of structural quantum values 𝑉 =

{0xd32c, 0x042c, 0xc23d, 0x1337, 0x82fd, 0xffff, 0x9231, 0x239e}.  For brevity, we consider the 

diagram as defining the function between the sets 𝐺 and 𝑉.  The structural observation matrix 

for 𝑆2 is defined as: 

𝑀(𝑆2) = [

1 1 1
0 0 1
1 0 1
0 1 1

] (2) 

This follows intuitively from the diagram, where in 𝑆21 the pages 𝑚2 and 𝑚4 do not retain 

their value from 𝑆1, in 𝑆22 the pages 𝑚2 and 𝑚3 do not retain their value, and the contents of 

memory pages in 𝑆23 exactly match those in 𝑆1. 

4.2.2 Model of Semantic Evidence Observations 

Live forensic analysis derives semantic evidence by projecting an abstract model onto 

structural evidence.  Semantic features of a system are artefacts examiners are attempting to 

extract from a system, by either directly querying the operating system or subjecting a 

memory image to analysis in the laboratory.  Examples of semantic evidence include process 

table entries, file handles, network connections, and encryption keys.  When we model 

semantic evidence as part of a live forensic experiment, we are interested in observing its 

presence or absence in each observation, regardless of the meaning or value of the semantic 

 

Figure 12: Example of structural observations of the contents of memory pages. 
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artefacts themselves.  This does not mean that an evaluation should entirely discard the 

meaning or value of the features, just that they are irrelevant for the purposes of quantifying 

the effectiveness and risk of live digital forensics.  In fact, the meaning of the artefacts will 

form a component of the qualitative evaluation of live digital forensics, which will likely be 

conducted to explain the results of quantitative evaluation.  Importantly, the semantic features 

of interest are those that were extant in the initial state of the system. 

A model of semantic evidence observations in a live forensic experiment is a matrix where 

columns represent observations, rows represent semantic features that were present in the 

initial state, and each element denotes whether a semantic feature was extant in the 

observation.  Formally, 

 Let 𝑛 be the number of semantic features extant in the initial state of the system, and 

 Let 𝐹 = {𝑓1, … , 𝑓𝑛} be the set of semantic features extant in the initial state of the system. 

For semantic evidence, each 𝑆𝑥𝑗 ∈ 𝑆 is the set of features extant in an observation 𝑥 of an 

execution 𝑗, such that 𝑆 ⊆ 𝒫(𝐹).  From this, given the indicator function 𝟏𝑆 ∶ 𝐹 → {0,1}, we 

define the semantic observation model 𝑀 by: 

𝑀(𝑆𝑥) = [𝟏𝑆𝑥𝑗
(𝑓𝑖)]

𝑖=1…𝑛,𝑗=1…𝑘𝑥

 (3) 

for all 1 ≤ 𝑥 ≤ 𝑞, where 𝑀(𝑆𝑥)𝑖𝑗 = 1 indicates that the semantic feature 𝑓𝑖 was extant in 

observation 𝑆𝑥𝑗, and 𝑀(𝑆𝑥)𝑖𝑗 = 0 indicates that feature 𝑓𝑖 was not extant in the observation. 

 

Figure 13: Example of semantic observations of processes extant in system memory. 
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As before, we will consider a simple example to clarify the process of constructing a semantic 

observation matrix.  Figure 13 shows two observations of processes in a system, an initial 

observation 𝑆1 and an observation 𝑆2, acquired by live forensic intervention across three 

executions of the experiment, of the processes extant in system memory.  Again, from our 

notation, the set of observations is 𝑆 = {𝑆1, 𝑆21, 𝑆22, 𝑆23} and the set of executions counts is 𝐾 =

{1,3}.  The set of semantic features, in this case processes extant in system memory, is 𝐹 =

{𝑝1, 𝑝2, 𝑝3, 𝑝4}, and 𝑛 = 4.  The diagram defines the membership of semantic features in the set 

of observations.  The semantic observation matrix for 𝑆2 is defined as: 

𝑀(𝑆2) = [

1 0 1
1 1 0
1 1 1
0 0 0

] (4) 

The definition of the matrix follows from the diagram, which shows that in 𝑆21 the processes 

𝑝1…3 are extant, in 𝑆22 the processes 𝑝2 and 𝑝3 are extant, and in 𝑆23 the processes 𝑝1 and 𝑝3 

are extant.  This indicates that live digital forensic intervention did not acquire the process 𝑝4 

in any of the executions of the experiment. 

4.3 Properties of Semantic and Structural Observation 

Models 

In this section we define functions to determine the total, mean, variance, and standard 

deviation of the number of extant structural and semantic features in an observation.  We 

begin with the function 𝐸𝑥𝑡, which gives the total number of features that were extant in 𝑆1 

and are extant in some observation 𝑆𝑥𝑗, defined by: 

𝐸𝑥𝑡(𝑆𝑥𝑗) = ∑ 𝑀(𝑆𝑥)𝑖𝑗

𝑛

𝑖=1

 (5) 

for all 𝑆𝑥𝑗 ∈ 𝑆.  From this, the mean of the total number of features that are extant in some 

observation 𝑆𝑥 is given by the function 𝐸𝑥𝑡̅̅ ̅̅ ̅, defined by: 

𝐸𝑥𝑡̅̅ ̅̅ ̅(𝑆𝑥) =
1

𝑘𝑥
∑ 𝐸𝑥𝑡(𝑆𝑥𝑗)

𝑘𝑥

𝑗=1

 (6) 
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for all 1 ≤ 𝑥 ≤ 𝑞.  We define the sample variance 𝜎2 of the extant features in an observation 

by: 

𝜎2(𝑆𝑥) =
1

𝑘𝑥 − 1
∑(𝐸𝑥𝑡(𝑆𝑥𝑗) − 𝐸𝑥𝑡̅̅ ̅̅ ̅(𝑆𝑥))

2

𝑘𝑥

𝑗=1

 (7) 

and the sample standard deviation by 𝜎(𝑆𝑥) = √𝜎2(𝑆𝑥) for all 1 ≤ 𝑥 ≤ 𝑞.  By definition, for all 

executions 1 ≤ 𝑗 ≤ 𝑘𝑥 the total number of extant features in the initial observation 𝑆1𝑗 will be 

equal to 𝑛, and the mean number of extant features in 𝑆1 will also be 𝑛.  Additionally, in all 

cases, the variance and standard deviation of the initial observation 𝑆1 will be zero, as they 

represent an observation of the exact same state across all executions. 

4.4 A General Method for Determining the Error Rates of 

Live Digital Forensics 

Live digital forensics relies on acquisition techniques often distributed in binary form that are, 

effectively, black boxes.  Existing standards for evaluating the effectiveness of live forensics 

do not assess its performance, instead determining whether it meets an arbitrary set of 

requirements (Peisert, Bishop, & Marzullo, 2008), and so establishing the integrity of the 

evidence obtained by live forensics remains an important issue (Beebe, 2009).  Where research 

has examined measures of the effectiveness of live digital forensics, the analysis has been 

incomplete, focusing on a limited selection of features.  Our model of the structural and 

semantic observations made by a live forensic experiment allows us to extend existing notions 

of the error and uncertainty of live forensics to cover a broad range of features.  To understand 

error in live forensics, we must first define some concepts.  Taylor (1997) classifies errors in 

measurements into two components: 

 Random errors, which are always present in measurements, are unpredictable 

fluctuations in repeated applications of a measurement, and 

 Systematic errors that are consistent biases between the known and observed value 

across separate applications of a measurement. 

To discuss live digital forensics in these terms, we define a live forensic acquisition toolkit as 

a device used to acquire an imperfect measure of the constantly changing state of a live system.  
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We are interested in observing errors at the acquisition level, that is, strictly in terms of the 

difference between the quantity of evidence in a known-true state of a system and the quantity 

of evidence in some later observation.  If that later observation is collected by live digital 

forensic intervention within a system, in which case the error is the magnitude of the 

difference between the quantity of evidence in the initial state of a system and that obtained 

by live forensic intervention.  Alternatively, the later observation could be collected atomically 

using some external software or hardware mechanism, in which case the error would encode 

the magnitude of evidence that has decayed between the known-true initial state of the system 

and some arbitrary time after the initial state in the execution of a system.  These errors will 

have two major sources.  The first are changes in the state of a system caused by the execution 

of processes within it, including any software introduced to facilitate live forensic 

intervention.  The second are errors resulting from incorrect implementations of live forensic 

acquisition techniques, for example a failure to write the true contents of volatile memory to 

a file on disk.  This precludes consideration of error in terms hardware failures, for instance 

failures to read addresses in memory due to intermittent or permanent physical defects.  These 

kinds of error will always be present, regardless of acquisition technique, and establishing an 

environment in which their forensic impact can be assessed is beyond the scope of this thesis. 

For our purposes, we are interested in determining the systematic error of live digital 

forensics, as these correspond to systematic errors in the implementation of live digital 

forensic techniques and the systematic decay of information in live environments.    For 

further information, we turn to research on quality assurance.  In (Menditto, Patriarca, & 

Magnusson, 2007), the authors clarify the concepts of systematic and random error, dividing 

it between: 

 Accuracy of measurement as the closeness of agreement between a quantity value 

obtained by measurement and the true value, 

 Precision as the closeness of agreement between independent test results obtained 

under stipulated conditions, and 

 Trueness as the closeness of agreement between the average value obtained from a 

large series of test results and an accepted reference value. 
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From this, they define a matrix, shown in Figure 14, to depict the relationship between the 

types of errors, the performance characteristics they represent, and the quantitative expression 

of these performance characteristics.  This matrix shows that, for our purpose of defining a 

general method for determining the systematic error of live digital forensics, we should 

address the challenge of defining its trueness, quantified by its bias. 

The systematic error of an observation expresses the performance characteristic of trueness, 

which we quantify by the bias between the known quantity of features in the initial 

observation, 𝑆1, and an arbitrary observation 𝑆𝑥.  Given that the number of semantic and 

structural features extant in the initial observation will always be equal to 𝑛, we define the 

bias in an observation 𝑆𝑥 as the difference between the known number of features in the initial 

state and the mean number of extant features in 𝑆𝑥, given by: 

𝐵𝑖𝑎𝑠(𝑆𝑥) = 𝑛 − 𝐸𝑥𝑡̅̅ ̅̅ ̅(𝑆𝑥) (8) 

for all 1 ≤ 𝑥 ≤ 𝑞.  As, by definition, the mean number of extant features in an observation 𝑆𝑥 

can never be larger than the initial number of features, the bias will always represent the 

absolute magnitude of the number of features that were extant in the initial state and are not 

extant in the observation.  While (Menditto, Patriarca, & Magnusson, 2007) caution that there 

may be some uncertainty associated with the bias due to the imprecision of the reference 

value, in our case the number of features in the initial state is always precisely known and is 

consistent between executions of the experiment. 

 

Figure 14: Relationships between type of error, qualitative performance characteristics and their 

quantitative expression (Menditto, Patriarca, & Magnusson, 2007). 
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Our determination of the bias is, however, subject to uncertainty due to our experimental 

method of determining the mean number of extant features in the observation 𝑆𝑥 (Menditto, 

Patriarca, & Magnusson, 2007).  This uncertainty is caused by multiple factors, including the 

effects of an acquisition technique, the degree to which the environment changes over time 

and the inherent uncertainty introduced by our investigation platform.  Our best estimate of 

the uncertainty in  𝐸𝑥𝑡̅̅ ̅̅ ̅(𝑆𝑥) is the standard deviation of the mean number of features that are 

extant in an observation, 𝑆𝑥, also known as the standard error (Taylor, 1997), defined by: 

𝛿𝑆𝑥
=

𝜎(𝑆𝑥)

√𝑘𝑥

 (9) 

for all 1 ≤ 𝑥 ≤ 𝑞.  We now combine the two previous definitions to offer a definition of our 

best estimate of the absolute systematic error, Δ, in an observation 𝑆𝑥 as the combination of 

our best estimates of its bias and uncertainty (Taylor, 1997; Menditto, Patriarca, & Magnusson, 

2007), defined by: 

Δ(𝑆𝑥) = 𝐵𝑖𝑎𝑠(𝑆𝑥) ± 𝛿𝑆𝑥
 (10) 

for all 1 ≤ 𝑥 ≤ 𝑞.  The total absolute error is a good statistic for the comparative evaluation of 

live digital forensics within a single experiment.  However, as the result depends on the 

absolute difference in one situation that is not necessarily representative of other situations, 

in our early applications of these measures we found that presenting the absolute error on its 

own may lead to misinterpretations of comparative error rate.  For comparisons of the 

effectiveness of live forensics between situations, it would be more helpful to consider the 

error as a proportion of the total number of extant features in the initial observation, this is a 

concept known as the relative error (Weisstein, 2013).  From this, we define the relative 

systematic error 𝜌 of an observation 𝑆𝑥 by: 

𝜌(𝑆𝑥) =
𝐵𝑖𝑎𝑠(𝑆𝑥)

𝑛
±

δ𝑆𝑥

𝑛
 (11) 

for all 1 ≤ 𝑥 ≤ 𝑞.  In this equation, we divide our best estimate of the absolute error in the 

observation by the initial number of features 𝑛 to give our best estimate of the relative error 

rate.  The uncertainty of this measure is the corresponding fraction of the uncertainty in the 

absolute error (Taylor, 1997). 
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The main contribution of this section has been the development of formalised methods of 

quantifying the systematic error of live forensics, and an extension of this to cover any type of 

evidence that is amenable to representation in an observation model.  From the methodologies 

defined at the beginning of this chapter, for the determination of error rates of live forensic 

intervention, these measures will be calculated from the observation 𝑆2, that is, the observation 

obtained by a live digital forensic acquisition technique.  However, the measures also encode 

the general property of a systematic bias between the known quantity of initial features and 

those extant in an arbitrary observation, which we will apply in the next section when we 

define a general method for determining the risk of live digital forensics. 

4.5 A General Method for Determining the Risk of Live 

Digital Forensics 

In many forensic disciplines, there is a risk that a procedure will damage evidence; this is also 

true of live digital forensics, where acquisition techniques necessarily alter the state of a 

system (Casey, 2007).  We consider the risk of live forensic intervention as the risk that the 

state of a system will change as a result of the application of an acquisition technique.  The 

problem is related to risk measures in epidemiology, where there is frequently a need to 

measure the risk presented by a new intervention or treatment.  The ability to measure and 

describe the additional risk to the decay of evidence is important, as it will allow for 

comparisons of the soundness of live forensic acquisition techniques.  To this end, we propose 

the usage of attributable risk as a concise descriptive measure of the risk of live digital forensic 

intervention.   

Research in epidemiology must frequently determine whether the probability of having a 

disease is related to the possession of certain characteristics (Cornfield, 1951).  In terms of 

epidemiology, attributable risk is the absolute magnitude of the difference between the risk of 

disease in two populations (Malenka, Baron, Johansen, Wahrenberger, & Ross, 1993).  More 

generally, measures of attributable risk quantify the strength of the relationship between two 

binary variables (Sistrom & Garvan, 2004).  Sistrom and Garvan (2004) define attributable risk 

as the “proportion with the outcome in the exposed group minus the proportion with the outcome in 

the unexposed group.”  This is an appropriate measures for experiments with two dichotomous 
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variables, where an explanatory variable indicates whether a treatment was applied, and a 

response variable indicates the number of individuals for which an event occurred. 

In experimental evaluations of live forensic intervention, the event of interest is the decay of 

evidence, our exposed group is the set of system executions subject to live forensic 

intervention, and our unexposed group is the set of executions of the same system that were 

not subject to live forensic intervention.  Thus, the explanatory variable indicates whether live 

digital forensic intervention was performed, and the response variable indicates the number 

of semantic features or structural quanta in the system that changed from their initial state.  In 

this case, the attributable risk measure will indicate the strength of the relationship between 

live forensic intervention and the decay of evidence.  Alternatively, for experiments using the 

monitoring methodology, the explanatory variable could indicate time or changes in system 

configuration.  In which case, the attributable risk measure indicates the strength of the 

relationship between these factors and the decay of evidence. 

As we determine the attributable risk both within and between experimental evaluations, we 

must further define the parameters of this calculation.  Formally, let 𝑆𝑥 and 𝑆𝑦 be observations 

of 𝑛𝑥 and 𝑛𝑦 semantic features or structural quanta in experiments that collected 𝑞𝑥 and 𝑞𝑦 

observations.  If both observations are drawn from the same situation, as in the evaluation of 

the risk of live forensic intervention or monitoring the decay of evidence in a single situation, 

then 𝑛𝑥 = 𝑛𝑦 and 𝑞𝑥 = 𝑞𝑦.  In the case of evaluation of live forensic intervention, we draw the 

observation 𝑆𝑥 from the final state of the treatment experiment and 𝑆𝑦 from the final state of 

the control experiment.  For determination of the attributable risk of decay, 𝑆𝑦 is the baseline 

observation against which we determine the attributable risk of decay in the observation 𝑆𝑥. 

We adapt the method offered by Sistrom & Garvan (2004) for calculating attributable risk.  The 

function 𝐴𝑅 ∶ (𝑆 × 𝑆) → {−1.0, … ,1.0} determines the attributable risk as the difference in 

proportions, defined by: 

𝐴𝑅(𝑆𝑥, 𝑆𝑦) = (
𝐵𝑖𝑎𝑠(𝑆𝑥)

𝑛𝑥
−

𝐵𝑖𝑎𝑠(𝑆𝑦)

𝑛𝑦
) ± √(

𝛿𝑆𝑥

𝑛𝑥
)

2

+ (
𝛿𝑆𝑦

𝑛𝑦
)

2

 (12) 

for all 1 ≤ 𝑥 ≤ 𝑞𝑥 and 1 ≤ 𝑦 ≤ 𝑞𝑦, the attributable risk value can take any real number in the 

range −1.0 to 1.0 (Sistrom & Garvan, 2004).  In this equation, we subtract our best estimate of 
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the relative error in the baseline observation 𝑆𝑦 from our best estimate of the relative error in 

an observation 𝑆𝑥.  The uncertain component of the attributable risk is calculated from the 

uncertainty in our estimate of the relative error of 𝑆𝑥 and 𝑆𝑦 using the method proposed by 

(Taylor, 1997).  This gives the magnitude of the effect of the treatment on an observation when 

compared to an observation taken from a system subject to a different treatment, which will 

likely be the control evaluation, the same system executing for a different amount of time, or 

a different system configuration. 

From (Sistrom & Garvan, 2004), the interpretation of our definition of attributable risk from 

our observation model follows the rules: 

 An attributable risk value greater than 0 indicates that the risk of the decay of evidence 

is increased by the treatment, 

 An attributable risk value less than 0 indicates that the treatment decreased the risk of 

the decay of evidence, and 

 An attributable risk value equal to 0 indicates that treatment had no association with 

the risk of the decay of evidence. 

Thus, applying this measure will allow for the concise expression of the risk of live digital 

forensic intervention and changes in system configuration on the decay of evidence in a 

system.  Further, due to the flexibility of our observation model, it can be determined for any 

type of evidence that is amenable to representation as a semantic or structural observation 

matrix. 

In this section, we have presented a method for determining the attributable risk of live digital 

forensics.  There is a risk that live forensics may alter quiescent evidence, affecting conclusions 

that will be drawn from it in the laboratory.  With respect to the usage of this measure, it is 

most appropriate to consider risk in terms of the effect of live forensic intervention on later 

quiescent analysis.  The attributable risk, then, provides concise measures of the extent of this 

effect.  However, the evaluation of live forensics has typically focused on its effects on volatile 

evidence, particularly in relation to altering the contents of memory.  We argue that this is an 

irrelevant consideration that would only be applicable to determining the validity of acquired 

evidence, as the extent of change to the volatile state of the system does not necessarily affect 
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later quiescent analysis of the system.  Regardless of these concerns, however, it would also 

be reasonable to consider the risk of live forensic intervention on the volatile state of the 

system using this measure. 

4.6 A Method for Visualising the Pattern of Error and Risk in 

Observations 

The previous sections in this chapter provide novel approaches for determining summary 

statistics that describe the error and risk of live forensics.  In order to improve further upon 

existing approaches, it would also be useful to be able to investigate the pattern of these 

measures, determining where live digital forensics has difficulty acquiring evidence, causes 

increased risk, or any other measure that can be calculated from an observation model.  We 

believe that standard approaches to visualising this information, such as using line plots, are 

inappropriate.  Observation models will frequently represent large sets of structural or 

semantic information, such that any traditional approach will be too densely packed with 

information to discern the location and pattern of error and risk.  In this section, we address 

this problem by providing a method for visualising the location, intensity, and dispersion of 

arbitrary measures of observation models. 

We begin by considering how to arrange the elements of observation models for a 

visualisation.  Any subset of rows from an observation model is a valid observation model 

representing a subset of the semantic and structural features in the observation.  For the 

purposes of this thesis, we construct a visualisation of per-feature measures of observation 

models; that is, where each observation model contains a single row describing observations 

 

Figure 15: Arrangement of structural and semantic features in a square matrix for visualisation. 
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of some individual semantic or structural feature.  As an example, in the case of structural 

observation models, this allows us to investigate the behaviour of physical and logical pages 

in volatile memory, and blocks and files in stored media. 

For the visualisation, we arrange these features in a square matrix, as shown in Figure 15.  The 

first semantic or structural feature appears in the top-left corner, and the last feature appears 

near to the bottom-right corner.  If we let 𝑛 be the number of semantic or structural features 

in the initial observation, 𝑆1, then both the width and height of the matrix are equal to ⌈√𝑛⌉, 

that is, the smallest integer greater than or equal to the square root of 𝑛.  In many cases, this 

approach will leave some empty space towards the matrix, the size of which is equal to 

⌈√𝑛⌉
2

− 𝑛.  However, we believe that the consistency of the shape of the visualisation is 

preferable.  These visualisations do not need to communicate the extent of the measure in the 

entire observation model, as that is already defined by the measure function itself. 

Having arranged the measures into a square matrix, we now consider approaches to 

communicating the magnitude of error and risk.  Our goal is to provide a visualisation 

mechanism for comparing both within and between experiments.  To support this, we choose 

two of the previously defined measures: 

 For communicating the magnitude of errors, we use the measure of relative error 

defined earlier in this chapter, as it is comparable between experiments and always in 

the interval [0,1], and 

 For communicating the magnitude of risk, we use our measure of attributable risk 

defined earlier in this chapter, as it is both comparable between experiments and is 

always in the interval [−1, 1]. 
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Colour maps are widely used to visualise data in the format we have constructed in the above 

figure.  However, there is no consensus on an optimal approach for achieving this (Borland & 

Taylor, 2007).  In general, Borland & Taylor (2007) propose that a blackbody radiation 

spectrum is appropriate, due to its “perceptual ordering and use of colour to avoid contrast effects.”  

For the presentation of relative error, then, we use this blackbody colour map to display the 

relative magnitude of errors between features.  Using this scheme for the presentation of 

attributable risk would lead to visualisations where the magnitude of effects are difficult to 

distinguish.  Instead, we use a diverging blue-red colour map that provides a clear distinction 

between both extreme and intermediary values (Harrower & Brewer, 2003).  Figure 16 shows 

the result of applying these colour maps to measures of relative error and attributable risk in 

the example given previously.  From the colour maps, these figures are interpreted: 

 In the visualisation of relative error, black indicates the feature was not extant in any 

of the executions, while white indicates that the feature was present in every execution. 

 In the visualisation of attributable risk, white indicates that there was no effect caused 

by the treatment to the feature, deep blue indicates that the treatment strongly 

decreased risk to the feature, and deep red indicates that the treatment strongly 

increased risk to the feature. 

We believe that this approach forms an effective method for communicating the location and 

intensity of measures calculated from observation models.  The regularity of the shape and, 

for structural observation models, the equivalence in ordering, means that it forms an effective 

method for comparison both within and between different experiments. 

 

Figure 16: Colouring of a) relative error using a black-body spectrum and b) attributable risk using a 

blue-red diverging colour map to communicate the magnitude and pattern of measures. 
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4.7 Summary 

In this chapter, we have presented a formal approach to investigating live digital forensics.    

We began by formalising a description of the points at which experimental evaluations of live 

digital forensics collect observations.  From this, we categorised the types of information 

available in these observations, and defined an observation model that encapsulates semantic 

and structural information at different levels of abstraction.  We applied the model to define 

general methods for determining the error and risk of live digital forensics, and concluded the 

chapter by presenting a visualisation mechanism for discovering patterns of error and risk.  

The semantic and structural observation models are a basis for the construction of further 

statistical measures of live digital forensics, and are valid for methodologies and types of 

structural and semantic evidence beyond those discussed in this chapter.  In the next chapter, 

we present the design of our live digital forensic investigation platform and the algorithms 

with which we construct observation models from the information acquired by an experiment. 
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5 A Platform for the Investigation 

of Live Digital Forensics 

In the previous chapter, we proposed methodologies and models for investigating live digital 

forensics.  However, as researchers have conducted existing evaluations on an ad-hoc basis, 

and there is no existing general-purpose mechanism for the experimental investigation of live 

digital forensics, we believe this is a result of the difficulty in conducting evaluations, caused 

by a lack of well-defined methodologies and software support.  In this chapter, we aim to 

address this problem by proposing Pypette, a general-purpose platform for the investigation 

of live digital forensics.  For clarity and concision, we present the design of the platform using 

UML2 notation (Object Management Group, 2011). 

For the remainder of this chapter, we provide the design of our investigation platform and the 

technical challenges that this addresses, beginning with a high-level overview of the platform 

and its components.  In the next section, we discuss the design of the environment in which 

our platform conducts investigations of live digital forensics.  We then present our approach 

to automating live digital forensic experiment methodologies.  The final section in this chapter 

shows our approach to automating the extraction of structural and semantic information to 

enable the modelling and analysis presented in the previous chapter. 

5.1 A Platform for the Investigation of Live Digital Forensics 

Our proposed solution to the challenges we identify in related work is Pypette, a platform for 

conducting the experimental evaluation of live digital forensics following the principles of 

automation, control, repeatability, flexibility, and ease of use.  A live digital forensic 

experiment is an automated investigation into the effectiveness of live forensic intervention 

and the behaviour of evidence in a live environment.  The sources of data available for analysis 

include the results of live intervention and the entirety of the state of the live environment.  

Conceptually, we structure the platform into the components: 
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 Live digital forensic experiment controller – the module responsible for coordinating the 

execution of an experiment, 

 Live digital forensic evaluation environment module – the module responsible for 

providing an environment for conducting automated evaluations of live forensics, 

 Live digital forensic technique module – the module responsible for providing automated 

implementations of live digital forensic experiment methodologies, and 

 Live digital forensic analysis module – the module responsible for providing automated 

mechanisms for analysing structural and semantic information. 

Figure 17 shows a UML2 component diagram that provides an overview of the architecture 

of the platform and the interaction between these modules.  Due to the structure of these 

 

Figure 17: UML2 component diagram of the architecture of the live digital forensic investigation 

platform. 
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diagrams, we model our evaluation platform as a component that contains each of our 

proposed modules.  Rectangles represent components, and circles indicate the interfaces 

between these components.  A line connecting a component to an interface indicates that the 

component provides that interface, and a line connected to a semi-circle indicates that a module 

requires an interface. 

Communication between the modules occurs through the set of clearly defined interfaces, and 

this allows us to decouple the link between experiment methodologies and analysts.  A single 

experiment can only have one methodology; however, analysis may require multiple sources 

of information to construct semantic and structural observation models.  From this, in our 

platform, an experiment consists of exactly one live digital forensic technique, at least one 

evaluation environment, and at least one live digital forensic analyst.  Techniques and analysts 

are replaceable and extensible.  There is no direct connection between the two, allowing 

additional implementations, such as novel methodologies or analysis approaches, to be added 

to the platform without requiring modification to existing components. 

In this section, we have provided a high-level overview of the design of our platform for the 

evaluation of live digital forensics.  For the remainder of this chapter, we will discuss the 

design of the individual components of the platform. 
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5.2 Experiment Controller Module 

The experiment controller module is responsible for coordinating the execution of an 

evaluation.  Figure 18 shows the static structure of the module interface as a UML2 class 

diagram.  In this diagram, boxes indicate classes and interfaces, with the bold title denoting 

their name.  Each class consists of a set of attributes with their associated visibility and type, 

and operations with their set of parameters and return type.  Lines with open diamonds 

indicate an aggregation relationship where one class contains another class but is not 

responsible for its lifecycle; lines with closed diamonds indicate composition, where the 

container class is responsible for the lifecycle of the contained class.  Labels indicate the name 

of the role and the cardinality of the relationship. Where the design of a class is an 

implementation detail, we provide its name without formally specifying its operations or 

attributes. 

The experiment definition, which the user of the platform supplies, contains the configuration 

for the experiment, including: 

 The name of the experiment, 

 The number of required executions, 

 

Figure 18: UML2 class diagram of the interface to the experiment controller module. 
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 A set of experiment-wide parameters, 

 The definition of the live digital forensic technique for the experiment, and 

 The definitions of the set of live digital forensic analysts for the experiment.  

The registry maintains references to technique and analysis implementations, which the 

experiment controller retrieves during the preparation stage of the evaluation.  During 

initialisation of the investigation platform, the registry is populated with the set of technique 

and analyst implementations.  This approach allows for the addition of an arbitrary number 

of technique and analysis implementation. 

Figure 19 shows the procedure implemented by the experiment controller for the evaluation 

of live digital forensics.  The rounded black circle indicates the start of the activity, rounded 

rectangles indicate activities, arrows denote a flow of control between activities, and 

diamonds indicate a choice.   

 

Figure 19: UML2 activity diagram for the experimental evaluation of live digital forensics. 
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In the preparation state, the experiment controller retrieves references to the analysts and the 

technique specified in the definition.  It then collects the initial state of the environment and 

dispatches this to each analyst, which extract the initial sets of features in the state.  The 

controller then enters the main evaluation loop, instructing the technique to begin an 

execution and repeatedly invoking its interface methods to collect information from the state 

of the evaluation environment.  Each analyst extracts specific types of information from this 

state, and the process is repeated until all the execution is completed, when the results of 

analysis are stored in the investigation result repository.  In the event of an error during the 

evaluation, the controller determines whether the exception is fatal or recoverable.  This is 

shown as the jagged line in the diagram.  If the error is fatal, the entire process is aborted and 

any temporary output is available for inspection.  Alternatively, if the error is recoverable, the 

controller releases technique resources and any partially completed analysis results for that 

execution, and continues the evaluation process without decrementing the execution counter.  

Later in this chapter, we will show that techniques and analysts encode abstract experimental 

methodologies and data analysis approaches. 

5.3 Evaluation Environment Module 

The evaluation environment module provides an abstraction for controlling and interacting 

with a computer system.  Figure 20 shows the architecture of the evaluation environment 

module.  We assume the presence of some computing environment that provides mechanisms 

to control the behaviour of the system, and to interact with an agent that we create and deploy 

within the environment.  The design of the evaluation environment module allows us to 

investigate the behaviour of live digital forensics in any environment in which we can: 

 Capture a point-in-time snapshot of the state of the system, including its hardware and 

software configuration, 

 Restore the state of the environment to that fixed point-in-time snapshot, 

 Suspend and resume execution of the environment, 

 Make observations of the state of the environment while minimising interference to its 

execution, 

 Attach and detach devices from the environment programmatically, and 
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 Introduce an agent to dispatch actions on behalf of the investigation platform within 

the environment. 

The architecture of the module hides the complexity of interacting with the environment, 

permitting the development of replaceable implementations for evaluations in different types 

of computer system.  In practice, we expect the evaluation environment to be implemented 

using some form of virtual machine.  This could be hosted locally on the same workstation as 

the user conducting an evaluation, on some centralised server, or within the cloud.  However, 

by specifying the design of our platform in terms of some abstract environment in which the 

previous set of properties hold, we believe that our platform will be suitable for evaluations 

within novel and emerging categories of computer system. 

Figure 21 shows the static structure of the module interface as a UML2 class diagram.  Live 

digital forensic techniques will construct instances of the environment based on parameters 

in the experiment definition.  These instances will obtain references to low-level interfaces to 

the evaluation environment, abstracting the complexity of interacting with the evaluation 

environment, enabling the high-level specification of evaluation techniques.  The exact 

definition of the device, snapshot, and observation classes depends on both the mechanism 

used to provide the evaluation environment and the operating system contained within it.  As 

such, we have left the implementation of these data-types open in the design of the evaluation 

 

Figure 20: UML2 component diagram of the architecture of the evaluation environment module. 



Chapter 5 – A Platform for the Investigation of Live Digital Forensics 

82 

environment module.  We will discuss the specific attributes of these types in the next chapter, 

when we provide an implementation of our investigation platform. 

Using this interface, a live digital forensic technique can control the lifecycle of an evaluation 

environment and interact with its external interfaces.  However, without assistance, it cannot 

directly intervene within the environment.  We achieve this by introducing an agent into the 

environment that acts on behalf of Pypette.  The agent translates the abstract intention of the 

technique into instructions that it executes within the context of the environment.  Figure 22 

shows the static structure of the guest agent interface.  Our proposed guest agent allows for 

 

Figure 21: UML2 class diagram of the interface to the evaluation environment. 

 

Figure 22: UML2 class diagram of the interface to the Pypette guest agent. 



Chapter 5 – A Platform for the Investigation of Live Digital Forensics 

83 

the full automation of experimental evaluations of live digital forensics within complex 

environments.  It provides an interface that enables the execution of processes within the guest 

environment, capturing their output and returning it to the investigation platform for 

analysis.  In addition, we provide an interface to allow for monitoring the performance of 

processes executing within the guest environment. 

The interface of the invocation, invocation result, and performance data classes depends on 

the operating system hosted within the environment.  However, the invocation will at least 

include some specification of command-line arguments, and the performance data will 

include processor usage and memory usage information.  The investigation platform 

communicates with the guest agent through some interface provided by the environment.  In 

the case of virtual machines, this will be a network or physical device interface.  However, we 

do not restrict an implementation of the platform to these transports. 

5.4 Live Digital Forensic Technique Module 

The live digital forensic technique model provides a mechanism for implementing automated 

techniques for investigating live digital forensics.  It is responsible for coordinating the data 

collection process, intervening in the execution of an environment, and extracting the results 

of live digital forensic intervention for further analysis.  In this sense, it automates approaches 

to experimentation in live digital forensics that other researchers have conducted manually 

(Manson et al., 2007; Todd et al., 2007; Aljaedi et al., 2011; Mohanty and Velusamy, 2012).  We 

also extend existing approaches by providing a flexible mechanism for this automation, where 

experiments are composed from abstract methodologies and replaceable behavioural units. 

Figure 23 shows the static structure of the interface to the module.  Implementations of the 

technique interface define experimental methodologies, providing six methods with the 

responsibility of: 

 Determining the number of samples that will be collected by the technique, 

 Collecting the initial state of the environment for analysis, 

 Beginning an execution by allocating resources within both the host and the evaluation 

environment, 



Chapter 5 – A Platform for the Investigation of Live Digital Forensics 

84 

 Applying an experimental methodology to collect information describing the state of 

the environment, 

 Releasing resources allocated for an execution of the experiment, and 

 Releasing resources allocated for the duration of the experiment. 

The state interface contains the information collected by the live forensic technique, and the 

experiment controller passes this class to the analysis module.  The live digital forensic 

technique depends heavily on the interfaces provided by the evaluation environment module.  

In addition to collecting information describing invoked processes, each execution of a live 

digital forensic technique collects observations of structural and semantic state.  The sources 

of these observations are both the evaluation environment and the evidence acquired by any 

live digital forensic interventions.  In the section describing the evaluation environment, we 

have already noted how the high-level platform design does not dictate the structure of these 

classes.  The same property holds for the information acquired by live forensic intervention.  

As the technique conducts the investigation within an environment, we assume the 

information acquired by live forensics can be represented within the same structure as 

observations collected by the environment. 

In the previous chapter, we presented two general methodologies for this investigation.  For 

the remainder of this section, we will discuss the design of live digital forensic techniques that 

provide these methodologies within Pypette.  However, an implementation of our platform is 

 

Figure 23: UML2 class diagram of the interface to the live digital forensic technique module. 
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not limited to these methodologies, as the mechanisms our platform provides allow its 

extension to support additional types of investigation. 

5.4.1 A Method for Automating Live Forensic Intervention 

Our automated live forensic intervention technique provides a general mechanism for 

investigating live digital forensic acquisition procedures.  This includes automated methods 

for controlling the experiment environment and communicating with the guest agent, as well 

as the process for conducting the acquisition itself.  Figure 24 shows the static structure of the 

automated live forensic intervention technique design.  Each instance of the intervention 

technique obtains references to the evaluation environment and the Pypette agent.  The 

observations collected from the environment include its volatile state, and a set of named 

storage devices specified in the experiment definition. 

We apply a composition over inheritance (Gamma, Helm, Johnson, & Vlissides, 1994) 

approach to the design of the live forensic intervention technique.  The general experiment 

methodology is separated from the implementation of the acquisition technique by an 

interface.  Realisations of this interface use the evaluation environment and agent provided 

by the technique to intervene within the environment and use live digital forensic toolkits to 

 

Figure 24: UML2 class diagram of the automated live digital forensic intervention technique. 
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acquire evidence.  This process includes attaching devices to the virtual machine to act as 

vectors for introducing the acquisition toolkit and extracting the acquired evidence.  The guest 

agent provides methods to access and invoke processes from these vectors within the 

evaluation environment.  Evidence obtained by live forensics may be in the same format as 

that provided by the environment, however, we cannot guarantee this.  To support this 

scenario, we define environment specific subclasses of the volatile and stored observation 

types to allow acquisition techniques to translate their acquired evidence into formats suitable 

for our automated analysis mechanisms. 

The separation of the experiment methodology from the acquisition technique 

implementation provides several benefits.  Multiple acquisition behaviours can be provided 

within an implementation of our platform without needing to modify the general experiment 

methodology.  As the acquisition implementation is not aware of its consumer technique, 

additional technique implementations can apply the same acquisition implementations to 

novel experimental methodologies.  In the next chapter, we will present the implementation 

of a general memory-image acquisition technique using this interface. 

Figure 25 shows the state diagram of the automated live forensic intervention technique.    

Filled circles denote both the initial pseudo-state for the state diagram and the initial pseudo-

state of any composite states.  Partially filled circles denote the final states for both the diagram 

and any composite states.  We indicate transitions between states with arrows.  The label on 

transitions specifies both the signal that triggers the transition and any actions performed.  We 

denote actions performed when the state machine enters a state with the “entry” label, and 

actions performed when leaving a state with the “exit” label.  The state machine may only 

transition to either a directly connected state or, if one exists, any transitions connected to its 

parent state. 

Before the first execution of the experiment, the live forensic controller instructs the class to 

collect the initial state of the environment.  After this, the controller indicates the beginning of 

the first execution of the experiment.  The first invocation of the collect method uses the 

acquisition technique behaviour to intervene in the execution of the system and acquire 

evidence.  This is then returned to the experiment controller as a state instance, which will be 

populated with observations and invocation results corresponding to the information 
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acquired by the acquisition software.  The next invocation of the collect method restores the 

environment to the snapshot, and executes it for the same duration as the execution of the 

acquisition behaviour.  The technique then collects observations of the stored and volatile state 

of the environment, which are returned to the experiment controller.  When the execution is 

completed, the controller transitions into the idle state, from which another execution can be 

started or the experiment can be finished, releasing resources allocated by the environment.  

At any point, the controller may discard the current execution, in which case the technique 

also transitions to the idle state. 

5.4.2 A Method for Monitoring Information in Live Environments 

Work in the literature has shown that memory retains a wide variety of useful information, 

from authentication details entered into web browsers (Mohanty and Velusamy, 2012) to 

encryption keys for full and partial disk encryption (Casey and Stellatos, 2008).  Researchers 

have attempted to show how this information behaves in memory and the rate at which it 

decays, but there are often problems in the methodology of these studies that either limits 

their application or casts doubt on the reliability of their conclusions.  The design of our 

monitoring technique addresses this issue by using the components within our platform to 

provide a mechanism for investigating the behaviour of evidence within live environments. 

 

Figure 25: UML2 state diagram of the live digital forensic intervention technique. 
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Figure 26 shows the static structure of the automated live forensic monitoring technique.  Each 

execution of the experiment collects a fixed number of samples of the environment state.  The 

attributes of the technique define the parameters for this collection, including the delay 

between each observation of environment state and the total number of observations to collect.  

Like the intervention technique, the monitoring technique collects the volatile state of the 

environment and the state of a set of named storage devices.  There are no points at which the 

experiment will intervene directly within the execution of the virtual machine.  As such, the 

monitoring technique does not require that the Pypette agent is available within the 

environment. 

Figure 27 shows the state diagram of the automated live forensic monitoring technique.  As 

we suspend the execution of the environment while observations are collected, all of the state 

instances collected by this technique are atomic, and represent the state of the environment at 

a single point in time.  At the beginning of the experiment, the technique waits to collect the 

initial state of the environment.  When the monitoring technique enters the execution state, it 

resets the current sample counter and restores the environment to a suspended state from the 

snapshot specified in the experiment definition.  Each invocation of the collect method by the 

experiment controller then applies our iterative approach to execute the machine for a user-

 

Figure 26: UML2 class diagram of the automated live digital forensic monitoring technique. 
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defined period, before suspending it again and collecting observations of environment state.  

When the number of states specified in the experiment definition have been collected, the 

technique waits for the experiment controller to end the execution, entering the idle state.  At 

any point during the execution, the experiment controller may terminate the procedure, in 

which case the technique also enters the idle state.  From this state, the controller can either 

conduct another execution of the technique, or end the experiment. 

5.5 Live Digital Forensic Analysis Module 

In the previous chapter, we introduced a categorisation of the information available for the 

investigation of live digital forensics in terms of its temporal availability and structural or 

semantic interpretation.  Existing evaluations of live digital forensics tend to consider a 

relatively limited, often arbitrary, set of information sources.  Our model of live forensic 

experimentation observations partially addresses this issue, providing a foundation for the 

development of general methods for analysing live digital forensics.  However, existing work 

has not attempted to design a practical, flexible mechanism capable of extracting these 

multiple sources of information from experimental evaluations of live digital forensics.  As a 

solution to this problem, in this section we present the design of our proposed automated live 

digital forensic analysis module. 

 

Figure 27: UML2 state diagram of the live digital forensic intervention technique. 
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To provide a flexible mechanism for the analysis of structural and semantic information, we 

separate the analysis module into isolated live digital forensic analysts.  Each analyst extracts 

a single type of information from the evaluation environment and the information obtained 

by live forensic intervention.  Thus, an experiment may contain multiple live digital forensic 

analysts.  This approach provides a large degree of flexibility, as each analyst is an isolated 

component implementing a new analyst will not affect the rest of the investigation platform. 

 

Figure 28: UML2 class diagram of the interface to the live digital forensic analysis module. 
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Figure 28 shows the static structure of the interface to the analysis module.  The analyst 

implementation provides four methods, which we first referred to in the experiment controller 

module.  These methods allow for the automated analysis of live digital forensic information, 

the discarding of information in the event of an execution failing due to a recoverable error, 

and the collation of the results of an experiment.  The observation model repository provides 

a mechanism for storing observation models produced by an evaluation.  The interface allows 

the retrieval of these models after an evaluation.  This is helpful as the investigation of live 

digital forensics is an exploratory process.  In our implementation chapter, we will discuss the 

mechanism we provide to retrieve models from the repository and apply the methods we 

proposed in the previous chapter to determine risk and error rates of live digital forensics. 

As with live digital forensic techniques, we provide as part of our design a set of standard live 

forensic analysis methodologies that fulfil our requirements for the evaluation of live 

forensics, but do not limit an implementation of our platform to only these.  For the remainder 

of this section, we discuss the design of the automated semantic and structural analysis and 

the automated performance analysis components of our platform. 

5.5.1 Automated Semantic and Structural Information Analysis 

Component 

Having defined the interface to the automated analysis module, we now address the problem 

of providing a general-purpose mechanism for the automated construction of semantic and 

structural observation models.  We assume the presence of environment-specific modules for 

extracting information from stored and volatile sources.  These interfaces will be provided by 

an implementation of our platform.  Figure 29 shows the abstraction from structural to 

semantic information for volatile data sources, and Figure 30 shows the multiple levels of 

abstraction in stored information.  Our model analysis component enables the construction of 

models for investigating live forensics at arbitrary levels of semantic and structural 

abstraction.  In addition, we achieve this using an online process, where our algorithms 

construct observation models during the execution of an experiment.  For the remainder of 

this section, we will discuss the design of the component, and the algorithms that we have 

developed to construct observation models. 
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Figure 31 shows the static structure of the live digital forensic model analysis component.  The 

experiment definition binds each instance of a model analyst to a single, named observation 

collected by the technique.  However, as each observation may contain multiple types of 

volatile or stored information, multiple analysts can be bound to a single observation.  The 

abstract model analysis component realises the analyst interface, implementing a general 

algorithm for the construction of semantic and structural observation models.  To support 

this, it provides an additional method that extracts an array of features from an observation.  

Implementations of our platform will extend this mechanism with environment and operating 

system specific feature extraction routines, optionally defining additional feature 

implementations if no existing structural or semantic feature types are sufficient. 

To design a general algorithm for the construction of observation models from experiment 

observations, we assume that there are total ordering and equivalence relations on the set of 

 

Figure 29: Abstraction of structural information in stored data sources. 

 

Figure 30: Abstraction of structural and semantic information in volatile data sources. 
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features.  From this assumption, both semantic and structural features realise a single 

interface, which defines ordering and equality operations, where: 

 The ordering of structural features is determined from their location, while their 

equality is defined in terms of both location and value, and 

 The ordering and equality of semantic features is determined from their value. 

 

Figure 31: UML2 class diagram of the automated semantic and structural information analysis 

component. 
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No two structural features may take the same location within a single observation, and each 

semantic feature must be unique.  However, structural features with the same location may 

take different values in different observations.  This abstraction allows us to provide a single 

component within our platform that constructs semantic and structural models from 

observations.  In addition, as we place minimal constraints on the feature interface, we believe 

that this approach is flexible enough to support a significant variety of types of information 

with little implementation effort. 

Figure 32 shows the state diagram of the model analyst, where boxes indicate states an 

instance of the class may take, and arrows indicate transitions between these states.  After 

initialisation, the analyst waits to receive the initial state from the experiment controller.  If 

the initial state does not contain the observation required by the analyst, it cannot continue 

and enters a failed state.  However, if the state does contain the observation, the analyst 

extracts the initial set of features from the observation.  It then waits for the experiment 

controller to indicate that the first execution of the experiment has begun, before moving into 

the main analysis superstate.  In this superstate, the analyst updates the observation models 

for each sample until it has processed all samples, when it enters another waiting state.  Upon 

notification that the execution has completed, the analyst leaves the main analysis state and 

waits for the next execution to begin.  Alternatively, if all executions are completed, the analyst 

waits to store its observation models in the repository before terminating. 

At any point after the first execution begins, the experiment controller may indicate that the 

analyst should discard results for the current execution.  In this case, the analyst enters the 

discarded execution state, which decreases the execution counter.  From this state, when the 

analyst receives an event indicating the next execution has begun, it re-enters the main 

analysis superstate. 

There are three complex actions performed as part of the model construction algorithm, 

indicated in Figure 32 on the transitions between the initialised and waiting states, within the 

main analysis state, and between the completed experiment state and the final state.  These 

actions allow us to use an online process to construct observation models while an 

experimental evaluation is being conducted, where: 
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1. Before starting the first execution, we extract the array of initial features from the initial 

state observation by using the abstract method, applying the quick-sort algorithm to 

 

Figure 32: UML2 state diagram of the automated semantic and structural information analysis 

component. 
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sort the array of features by location and assign the sorted array to the initial features 

array attribute, 

2. For each state sent to the analyst by the experiment controller, we update the partially-

constructed observation model using an on-line method that extracts features from the 

observation and compares the presence and absence of features from the initial state 

to the current observation to update a column in the model, and 

3. When the experiment has completed, we store the initial set of features and the fully 

constructed observation model in the observation model repository. 

The experiment controller invokes our algorithm for extracting the set of features in the initial 

observation, passing a state containing the initial volatile and structural observations of 

system state.    If the observation is not present in the initial state, the algorithm raises an 

exception; as this case indicates an error in the implementation of the technique or the 

experiment definition, the controller will abort the experiment.  The algorithm uses the 

abstract method to extract the array of features from the observation, which it then assigns to 

an instance variable.  As there is no guarantee that the feature extraction routine will return a 

sorted array of features, we then apply the quicksort algorithm to order the features by 

location.  The number of structural features extracted from storage devices can be large, so we 

use an in-place quick-sort to order the array of features.  While this sorting algorithm does not 

 

Figure 33: Algorithm to construct an observation model from partial experiment results. 
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guarantee stability, we do not require this, as each semantic feature is unique, and each 

structural feature location may only occur once in the feature set. 

Figure 33 shows the algorithm for updating the observation model from the set of features in 

an observation.  If the state does not contain an observation, we do not construct an 

observation model.  As we define the observation model in terms of the initial state of the 

system, the algorithm then iterates over the features extant in the initial state.  If the feature is 

extant in the observation, the algorithm then checks the equality of the feature from the initial 

observation and the current observation.  If the two are equal, it indicates this by setting the 

corresponding observation model element to true; otherwise, the observation model element 

is set to false.  After the final execution is complete, the observation model constructed by this 

algorithm is equivalent to the model defined in the previous chapter. 

The final complex action performed by the model analysis component stores the constructed 

observation model and the set of features extant in the initial observation in the investigation 

result repository.  Instances of this class can be retrieved from the repository and used to 

interpret and determine measures of live digital forensic evidence and techniques.  In the next 

chapter, we will provide an implementation of the summary statistics and visualisation 

mechanism proposed in the previous chapter. 

5.5.2 Automated Performance Analysis Component 

We now consider the collection and analysis of information describing the performance of live 

digital forensics.  As the details are implementation specific, the structure of the data types 

describing the results of invocations and their performance information are necessarily 

abstract.  Figure 34 shows the static structure of the performance analysis component.  We 

provide the design of an abstract analyst that collates performance information during the 

execution of an experiment.  In practice, we expect the majority of implementations of our 

platform to support the collection of: 

 Process timing information, including the amount of time spent executing in user 

mode, system mode, and the total execution time,  
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 Memory usage information, including the number of page faults, peak working set, 

peak paged pool, peak non-paged pool, and the peak amount of allocated paged 

memory, and 

 Input-output information, including the number of read and write operations, and the 

total amount of data read and written. 

However, the form and structure of these observations will depend on the architecture of the 

environment and the operating system.  The analyst defines an abstract method that 

aggregates the collated performance information into a single structure.  An implementation 

of our platform can specialise this abstract class to analyse the specific types of information 

produced by the environment. 

Figure 35 shows the state diagram for the performance analysis component.  During each 

execution of the experiment, the analyst collects a single invocation result and stores it in the 

invocation result array at a position corresponding to the current execution.  At any point, the 

experiment controller may indicate that the results of the current execution should be 

discarded.  In this case, when the next execution begins, the collected invocation result will 

replace any previously stored result in the array for the current execution.  After the 

experiment completes, when the analyst receives an event that indicates it should store its 

 

Figure 34: UML2 class diagram of the automated performance analysis component. 
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results, it invokes the abstract method to aggregate the collated performance information.  It 

then inserts the aggregated performance information into the investigation result repository 

for further analysis. 

 

Figure 35: UML2 state diagram of the automated performance analysis component. 
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5.6 Summary 

In this chapter, we have presented the design of Pypette, a novel platform for the automated 

investigation of live digital forensics.  The design of this platform consists of four components:  

 The experiment controller module that coordinates the execution of experiments, 

 The evaluation environment module that provides the mechanism for controlling an , 

 The live digital forensic technique module that provides automated implementations of 

live digital forensic experiment methodologies , and 

 The live digital forensic analysis module that provides an automated mechanism for 

analysing the information produced by an experiment.  

The combination of these components allows us to automate investigations of live digital 

forensics.  In addition, the design of the platform is extensible, with clearly defined interfaces 

between the components that allow the design of experimental investigations of novel 

approaches to live digital forensics.  In the next chapter, we present an implementation of this 

platform for the investigation of live digital forensics within common desktop computing 

environments. 
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6 Implementation 

In this chapter, we present an implementation of Pypette for investigating live digital forensics 

within standard desktop operating systems.  During our initial research and experimentation, 

we constructed several prototype implementations to test the feasibility of our ideas and 

evaluate different approaches to meeting our requirements. These ranged from simple, single-

purpose scripts lacking modularity or re-usability, to a prototype implementation that 

broadly resembled the final prototype iteration that we present in this thesis. While using 

these implementations, we discovered a number of limitations and problems, the most 

obvious of which were: 

 Functionality -- some features, such as removable media attachment and detachment, 

were absent from the emulator interface, and significant work would have been 

required to implement and test these features, 

 Stability -- there were significant problems with virtual machine deadlocks during 

initialisation and experimentation, and 

 User Interface -- our implementations assumed a degree of programming competence 

from users, as experiments were constructed as scripts that selected components from 

the framework. 

Our goal for the implementation was to create a platform that addresses these issues, allowing 

experiments to be specified in a simple format that allows analyst and technique 

implementations to remain opaque, and providing a reliable, flexible virtual machine 

emulation interface that mirrors the actions of live digital forensic investigators. 

As this is a prototype implementation of our investigation platform, due to time constraints, 

we intentionally modified the design to allow us to debug the platform, check intermediate 

outputs, and evaluate the performance of our algorithms.  These changes included separating 

the extraction of information from structural and volatile sources and the construction of 

observation models.  Our analyst implementations produce comma-separated output files, 

and we apply the algorithms developed in the previous chapter to these files after the 
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execution of an experiment completes.  In addition, due to this, we modified the design of the 

live digital forensic technique to return a single state containing all observations collected 

during an execution.  We also separated the live digital forensic intervention technique into 

three separate techniques.  The first technique collects the initial state of the environment, the 

second technique conducts the intervention and collect the acquired state and final state of the 

environment, and the third technique conducts the control execution of the experiment. 

We begin this chapter by discussing the core live digital forensic investigation platform.  This 

includes specifying the architecture of our implementation, our approach to virtualisation, 

and the interfaces through which live digital forensic techniques and analysts are constructed.  

Next, the chapter continues with a discussion of the live digital forensic techniques and 

behaviours that we have implemented for our quantitative evaluation.  We then present the 

implementation of the set of live digital forensic analysts that allow for the analysis of the 

majority of the types of information that we identified in our examination of related work.  

The chapter concludes with a discussion of the implementation of the measures of live digital 

forensic effectiveness and risk discussed in the previous chapter. 

6.1 Live Digital Forensic Investigation Platform 

We divide our implementation between the core investigation platform and the peripheral 

concrete implementations of the techniques and analysts discussed in the design chapter.  The 

core of the investigation platform implementation is, conceptually, a framework for encoding 

live digital forensic experimental and analysis methodologies as reusable components.  An 

experiment uses these components to conduct automated evaluations of live digital forensics 

and the behaviour of evidence in live environments.  In effect, we implemented a more general 

live digital forensic investigation platform and then used this to build the evaluation 

mechanisms presented in our design.  This provides a platform for the evaluation of live 

digital forensic intervention with applications beyond the scope of this thesis. 

Figure 36 shows the architecture of our implementation of the live digital forensic 

investigation platform.  The green components are those that we have implemented, with the 

dashed lines denoting the external experiment definition supplied by a user of the platform 

and the results they obtain.  The yellow component is the virtualisation framework we employ 
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to abstract the task of interacting with virtual machines, and the red component denotes the 

virtual machine manager used internally by the virtualisation platform.  We implemented this 

architecture in the Python programming language (van Rossum, 2012), as: 

 It allows us to implement directly the technique and analyst reification abstraction 

from our design, 

 The flexibility of the language permits the specification of domain-specific languages, 

simplifying the implementation of techniques, behaviours, and analysts, and 

 There are functional, well-tested, bindings to all of the external libraries our 

implementation requires. 

Our selection of external components means that our platform is restricted to those operating 

systems for which ports of these components exist.  While Python programs are compatible 

with a wide-variety of systems, the virtualisation framework and virtual machine manager 

depend on POSIX interfaces.  In practice, we have developed, tested, and used our platform 

without difficulty on a variety of major Linux distributions. 

We structure the implementation of the investigation platform as a package, with components 

grouped into modules of related functionality.  The responsibility of these individual modules 

is to: 

 

Figure 36: Architecture of the live digital forensic investigation platform implementation. 
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 Experiment Controller – Interpret the definition of a live digital forensic experiment and 

coordinate the execution of techniques and analysts, 

 Virtual Machine Interface – Interact with a virtualisation platform to provide an interface 

for manipulating virtual machine behaviour that follows live digital forensic 

semantics, 

 Guest Agent – Act as a proxy for the live digital forensic technique within the virtual 

machine environment, 

 Agent Interface – Communicate with the live digital forensic guest agent to effect 

actions within the confines of the virtual machine environment, 

 Live Digital Forensic Technique – Provide an interface for the implementation of live 

digital forensic methodologies and behaviours, 

 Live Digital Forensic Analyst – Provide an interface for the implementation of live digital 

forensic analysts, 

 Modelling – Provide a mechanism for constructing observation models and computing 

metrics from evidence extracted by analysts, and 

 Visualisation – Visualise the patterns of effectiveness and risk in observation models. 

For the remainder of this section, we will discuss the implementation of the core modules of 

the investigation platform. 

6.1.1 Experiment Definition 

The experiment definition encodes the parameters of an experimental evaluation of live digital 

forensics.  These parameters specify the general procedure for an experiment and the specific 

combination of live digital forensic technique and analysts required for the evaluation.  The 

experiment controller uses this definition to reify live digital forensic technique and analyst 

implementations to conduct a live digital forensic experiment.  Our platform uses the same 

experiment definition format for all live digital forensic techniques and analysts, so that any 

technique and analyst implementation uses the same configuration infrastructure and will not 

need to implement its own.  This separates the implementation of an experiment from its 

definition, allowing users without programming experience, but with some technical 

expertise, to conduct live digital forensic experimentation. 
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A user writes experiment definitions in the YAML-grammar, which provides a superset of the 

JSON language designed to be easily readable by humans and portable between 

programming languages (Ben-Kiki, Evans, & Net, 2009).  A benefit of using this grammar to 

express the experiment definition is that it provides a direct mapping between the implicit 

type of an encoded value and its representation by the programming language.  This 

significantly reduces the amount of work required to parse and validate configurations 

compared to other formats, and allows for complicated parameter specifications in live digital 

forensic techniques and analysts.  Figure 37 shows an example definition of an experiment 

 

Figure 37: Example live digital forensic experiment definition. 
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into the behaviour of live digital forensic intervention.  The structure of the definition 

document is relatively simple, with all experiment definition documents describing: 

 The name of the experiment, 

 The number of executions for which it is to be repeated, 

 The hierarchical name of the live digital forensic technique implementation, 

 The set of key-value pairs that form the parameters of the technique, 

 The list of hierarchical names and corresponding sets of key-value parameter pairs of 

the live digital forensic analyst implementations, and 

 An optional set of key-value parameter pairs that act as default parameters for each 

analyst and technique in the experiment. 

We merge the set of local parameters for a live digital forensic technique or analyst with the 

global set of parameters in the experiment.  The implementation of this algorithm is left-

biased, in that in the event of a local and global parameter with the same name, it always 

preserves the local parameter.  An informal convention arose in our concrete analyst and 

technique implementation, where all parameter names include the hierarchical prefix of their 

associated analyst or technique to avoid namespace clashes when defining experiment-wide 

parameters.  We impose no constraints on the values of parameters except that they be well-

formed YAML expressions, however, the keys of parameters must always be strings. 

6.1.2 Experiment Controller 

The experiment controller is the core component of the live digital forensic investigation 

platform, and is responsible for interpreting the experiment definition and coordinating the 

execution and analysis procedure.  Figure 38 shows the procedure followed by the experiment 

controller to conduct an experimental evaluation of live digital forensics.  First, the controller 

constructs a list of unique execution identifiers, which are required by the constraints of this 

prototype implementation to track the results of analysis between the end of an experiment 

and the construction of observation models.  Then, the experiment controller retrieves the live 

digital forensic technique and analyst implementations from the registry.  For each execution 

of the experiment, the controller follows the procedure defined in the previous chapter.  

However, as each technique returns a single state containing its entire set of observations for 
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the execution, we do not have an additional inner-loop that repeatedly calls the collect 

method.  Next, the state controller passes the state to all analysts, which extract semantic and 

structural information for post-processing. 

After completing the execution, the controller then repeats the process the required number 

of times.  The “try,” “except,” and “finally” statements provide exception handling constructs 

within Python.  We use these to ensure that, in the event an execution fails due to an error, 

any analysis results are discarded and the technique transitions into the correct state.  After 

the procedure completes, the extracted information is available for the construction of 

observation models. 

The experiment controller discovers implementations of live digital forensic techniques and 

analysts using a registration mechanism that places references to their constructors in a named 

database when the platform is first loaded.  These constructors are unary methods that accept 

a dictionary of named parameters from the experiment definition.  In practice, to support the 

dynamic reification of live digital forensic techniques, these constructors are often factories 

that create an appropriate type at runtime that meets the technique specification.  Our 

implementation achieves this by dynamically creating types at runtime that inherit behaviour 

from multiple super-classes that specify the abstract methodology and behaviour mix-ins.  An 

alternative approach would be to enumerate each methodology and behaviour combination, 

explicitly registering each type in the named database.  There is no functional difference 

 

Figure 38: Live digital forensic experiment controller procedure. 



Chapter 6 – Implementation 

108 

between the two, but as the number of methodologies and behaviours increases, an explicit 

enumeration solution would become increasingly brittle. 

6.1.3 Evaluation Environment 

As we already noted in the previous chapter, virtual machines provide a mechanism in which 

we can construct an environment that meets both the assumptions made by our observation 

models and the requirements of our experiment methodologies.  To achieve this, we use the 

QEMU virtual machine manager, running in either kernel-assisted full-virtualisation or user-

land emulation modes, to provide virtual machine emulation for live digital forensic 

experiments.  During our initial research, we examined the available virtualisation 

mechanisms, concluding that QEMU is the most appropriate virtual machine manager for our 

implementation as: 

 It provides flexible emulation of a wide variety of system architectures and hardware 

devices, 

 In addition to supporting high-performance para-virtualisation, it also features a full-

system emulator that will allow us to perform comparable experiments regardless of 

host architecture, 

 There are several well-defined programmatic interfaces that allow us to automate all 

aspects of virtual machine creation and runtime behaviour, and 

 Critically, of all the virtual machine managers that we evaluated, QEMU is the only 

one with a programmatic mechanism for directly examining regions of virtual 

machine physical memory, and for exporting the whole of physical memory to a 

memory image file without terminating the virtual machine. 

In our earlier implementations, we configured, launched, and controlled the virtual machine 

process manually through a combination of system-level interaction and encoding 

instructions directly in a format the virtual machine manager could interpret.  There were, 

however, significant problems with emulator deadlocks and instability during experiment 

initialisation and sampling.  In addition, some features that we require for our live digital 

forensic techniques, such as removable media management and host-device pass-through 

would have required significant work to implement and test. 
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During further development of the platform, we researched alternative solutions for 

configuring and managing virtual machine instances.  We settled on using the Libvirt 

virtualisation toolkit, which provides a daemon for controlling virtual machine allocation, 

execution, storage, and networking (Bolt, Birkenheuer, Niehörster, & Brinkmann, 2010).  It 

includes a suite of graphical and command-line tools to administer virtual machines, and an 

XML-based, hypervisor agnostic application-programming interface for controlling 

virtualisation.  Figure 39 shows the graphical configuration editor for a virtual machine used 

as a subject machine in our evaluation that is resident on a different network host.  The 

availability of these interfaces simplifies our implementation, as our platform no longer 

handles virtual machine configuration, and allows non-expert users to configure and deploy 

live digital forensic evaluation environments. 

Live digital forensic experiments interact with virtual machines through an interface that 

provides an overlay of the virtualisation platform and hypervisor operations.  Methods in this 

overlay follow live digital forensic semantics, that is, the operations corresponding to actions 

performed by a live forensic examiner.  As we will show later in this chapter when we discuss 

the concrete implementation of a live digital forensic technique, this reduces the distance 

 

Figure 39: The Libvirt graphical virtual machine configuration interface. 
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between the abstract specification of an experimental methodology and its implementation.  

The virtual machine environment interface allows a live digital forensic technique to: 

 Control the life cycle of a virtual machine by creating, suspending, resuming, and 

destroying instances, 

 Restore a virtual machine instance to a state that represents a live digital forensic 

environment, 

 Capture images of virtual machine memory, or peek directly into specific regions of 

memory, 

 Attach and remove virtual disk images as optical or mass storage devices, and 

 Attach USB devices connected to the host machine to the virtual machine using pass-

through support in the virtual machine emulator. 

Figure 40 shows the interface of the class that implements the virtual machine environment 

interface.  To simplify our implementation, we modified the interface to include explicit 

methods for manipulating optical and USB devices.  Additionally, the method to acquire the 

volatile state of the machine has been changed to indicate that it acquires a memory image of 

the environment.  The storage devices are available directly from the host machine. 

Our implementation of this interface functions as a wrapper between live digital forensic 

techniques and the virtualisation platform.  The virtualisation platform implements the 

 

Figure 40: Interface of the virtual machine emulation class. 
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majority of the operations in the interface, with our emulator class translating requested 

operations into sequences of virtualisation platform actions.  Our investigation platform 

places no restrictions on the number or location of virtual machines in an experiment.  While 

the emulator interface uses UNIX domain-sockets by default, it can also function with 

standard network addressing and transport schemes.  This enables the investigation platform 

to function in scenarios that are more complicated, examples of which include the evaluation 

of live forensic intervention in multiple network-connected machines. 

The virtualisation platform does not provide support for saving an image of virtual machine 

memory without destroying the virtual machine instance.  This is unsuitable for many live 

digital forensic experiments, and it significantly increases the time required to conduct 

experiments.  To solve this problem, we translate requests to save a memory image into JSON 

statements and issue them directly to the hypervisor.  However, this effectively restricts our 

investigation platform to the combination of the virtualisation platform and the QEMU virtual 

machine manager.  If a future release of the virtualisation platform provides an interface for 

saving native memory images from virtual machine instances, we will update our platform 

implementation.  This will allow us to conduct experiments in any virtual machine manager 

supported by the virtualisation platform. 

6.1.4 Pypette Agent 

The Pypette agent acts as an extension of the live digital forensic technique within the confines 

of a virtual machine environment.  We have implemented the agent as a small Python program 

that a user installs within a virtual machine as either a command-line application or a system-

level service during the configuration of a live digital forensic evaluation environment.  The 

agent communicates with the investigation platform over a serial port, with the agent 

regarding the medium as a native serial device, and the platform interacting with an 

abstraction of the serial port as a socket managed by the virtual machine.  A line-oriented, 

message-based protocol governs communication between the guest agent and investigation 

platform.  The investigation platform exchanges messages with the guest agent encoded in 

the JSON grammar, with the guest agent behaving as a remote procedure call server that 

despatches and responds to requests from the investigation platform. 
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Table 7 shows the commands supported by the live digital forensic guest agent, where each 

command accepts a set of key-value parameters and returns a set of key-value results.  The 

guest agent is primarily responsible for invoking programs from a live digital forensic 

acquisition toolkit within the guest environment.  We achieve this using standard operating 

system process management interfaces.  To capture the results of process invocation, and to 

allow the investigation platform to supply a stream to be used as a response file, the agent 

opens pipes to the process input, output, and error streams.  The guest agent also collects 

performance information from the operating system about each process it invokes within the 

virtual machine.  When a process terminates, the guest agent sends the content of the output, 

error streams, and return code of the process, as well as the performance information, to the 

investigation platform. 

Another role performed by the guest agent is to manage the removable media attached to the 

virtual machine by the investigation platform.  This is a complicated task, as we generally 

cannot determine the location at which the guest operating system will mount a mass storage 

device in advance, especially when a live digital forensic technique attaches multiple devices 

to the virtual machine concurrently.  To avoid a situation where we effectively lose track of 

Table 7: List of commands supported by the live digital forensic guest agent. 

Command Arguments Results Description 

Find Volume Tag Filename Searches for a volume attached 

to the virtual machine. 

Execute Command, Shell, 

Working 

Directory 

Output and 

error streams, 

return code. 

Executes a process within the 

virtual machine. 

Monitor Command, 

Monitoring 

Interval, Working 

Directory 

Output and 

error streams, 

return code, 

performance 

information. 

Executes a process within the 

virtual machine and monitors 

its performance. 

Eject Volume Tag None Ejects removable media from 

the virtual machine. 

Flush Volume Tag None Flushes the temporary cache of 

a storage device. 

Version None Version Returns the version of the 

guest agent. 

Status None Performance 

information. 

Returns the status of the live 

digital forensic guest agent. 
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volumes when a guest does not behave as we anticipated, a unique string contained in a file 

in its root directory identifies all media attached to the virtual machine.  We call this string a 

volume's tag, and it is used as a unique key for all guest-centric operations that manage 

removable media, and as a substitution token interpolated into the arguments of guest agent 

commands that interact with the file-system. 

Our decision to implement the guest agent in Python is a necessary compromise, as we have 

neither the tools nor the resources to implement a native guest agent across a wide variety of 

operating systems.  This has several minor implications for the experimental evaluation of live 

digital forensics that we will address in our evaluation, as we must introduce both our guest 

agent and a Python interpreter into the guest environment.  This leaves a larger footprint on 

system state than a native and statically linked binary would require.  However, given more 

resources it would be relatively trivial to provide a native guest agent using POSIX interfaces 

for compatibility with UNIX and Linux derivatives, and an alternative implementation for the 

Microsoft Windows platform.  In practice, we have found the guest agent has a relatively small 

and stable footprint in the subject system, and we will provide empirical evidence to verify 

this claim in our quantitative evaluation. 

6.1.5 Live Digital Forensic Technique and Analyst Interface 

In the design of our investigation platform, live digital forensic techniques and analysts are 

self-contained units, reified by a live digital forensic controller to conduct a specific 

experimental evaluation.  This section addresses the implementation of the interface for these 

components in our investigation platform, discussing: 

 The domain-specific language for specifying the parameters and outputs of live digital 

forensic techniques and analysts, 

 The abstract interface for implementing live digital forensic techniques, and 

 The abstract interface for implementing live digital forensic analysts. 

We present the implementation of the live digital forensic analysts and methodologies 

proposed in our design, based on these interfaces, later in this chapter. 
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6.1.5.1 Parameters and Slots 

Live digital forensic techniques and analysts represent abstract methodologies.  The 

experiment controller reifies instances of techniques and analysts from a set of parameters 

that define the properties of a specific experiment.  For each execution, a live digital forensic 

technique will produce a set of outputs that describe the state of a system and the results of 

any intervention.  Our implementation, then, requires some way to specify the set of 

parameters that live digital forensic techniques and analysts accept, and the set of outputs that 

a live digital forensic technique produces.  We capture this requirement using the concept of 

parameters and slots, where: 

 Live digital forensics accept a set of parameters and provide a set of output slots, and 

 Live digital forensic analysts accept a set of parameters and bind to a set of technique 

output slots. 

The use of slots to contain the output of a live digital forensic technique allows the 

interchangeable usage of live digital forensic analysts in different experiments.  Practically, 

we implement parameters and slots using dictionaries, which are arbitrary mappings between 

any immutable type and a value.  The experiment controller passes a dictionary of parameters 

to the constructor of a technique or analyst, and a technique returns a dictionary of outputs 

after it executes. 

As the hierarchical names of parameters and outputs tend to be relatively long, this approach 

quickly led to unwieldy and difficult to read statements in analyst and technique 

implementations.  Additionally, this approach provided no guidance for the platform about 

which parameters an analyst or technique requires.  Our solution involves using Python's 

descriptor protocol to define a small domain-specific language for declaring parameters.  

Hetland (2005) discusses details of the descriptor protocol, but for our purposes, descriptors 

are objects that transparently function as data attributes of other objects.  This means that, 

within the definition of a technique or analyst, one could declare an attribute as an instance of 

a parameter.  The descriptor transparently defers access to this parameter to the instance’s 

parameter dictionary.  This preserves the semantics of the operation, and allows the developer 

and the Python interpreter to catch mistakes, such as typographical errors. 
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6.1.5.2 Analyst and Technique Interface 

As we have already discussed, this prototype implements analyst and technique interfaces 

that differ slightly from those presented in the previous chapter.  Figure 41 shows the interface 

of the abstract live digital forensic technique class.  The collect method of a live digital forensic 

technique is responsible for executing the experiment methodology.  Unlike our design, it 

returns no value, as the state of the technique is contained in an instance-level attribute whose 

access is transparently mediated by the slot mechanism.  The technique fills output slots with 

values that describe the state of the environment over the course of the experiment.  The 

experiment controller extracts the state of a technique from its output slot dictionary and 

passes this for live digital forensic analysis. 

Live digital forensic analysts are bound to output slots of live digital forensic techniques.  As 

we have already explained, the output of a live digital forensic technique is stored in a 

dictionary that maps slot names to values assigned by the technique.  This means that the 

interface of the live digital forensic analyst must accept this dictionary, along with the 

universally unique identification string of the execution, and analyse its contents.  Like the 

technique interface, we provide the live digital forensic analyst interface as an abstract class, 

shown in Figure 42.  The analysis routine extracts information from its bound state slots and 

stores it in a hierarchical file-system structure for post-experiment model construction.  

Implementation of the analysis routine is mandatory, as it would be meaningless to define an 

analyst that collected no information from samples collected during the experiment. 

 

Figure 41: Interface of the abstract live digital forensic technique class. 

 

Figure 42: Interface of the abstract live digital forensic analyst class. 
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6.2 Live Digital Forensic Techniques 

To determine the effectiveness of our proposed live digital forensic investigation platform, we 

implemented a subset of the methodologies and behaviours we discuss in the design chapter.  

This subset enables the experimental evaluation of live digital forensic intervention to acquire 

memory images.  The remainder of this section discusses the implementation of the 

methodologies and behaviours that we use to conduct a quantitative evaluation of both our 

design and existing live digital forensic techniques. 

While the design of our platform specified that a single technique would conduct the entire 

intervention evaluation, in our implementation we have found it more suitable to separate 

this process into three different technique implementations.  From this, the techniques 

included in the implementation of our platform allow an investigation to: 

 Acquire the initial state of a live digital forensic environment, 

 Conduct control experiments, and 

 Conduct experimental evaluations of live digital forensic intervention. 

In the remainder of this section, we discuss the implementation of these techniques in terms 

of their purpose, parameters, and sampling procedure. 

6.2.1 Initial State Acquisition 

The design of our investigation platform proposes the extraction and analysis of the initial 

state of a live digital forensic environment for each execution of an experiment.  In practice, 

as the initial state of the environment is identical across all executions, we found it easier in 

our implementation to examine it once across all experiments that use the environment.  To 

this end, the implementation of our platform includes a separate live digital forensic technique 

that extracts the initial state of a live digital forensic environment.  The parameters of this 

technique are: 

 The address of the virtualisation platform, 

 The name of the virtual machine domain, and 

 The name of the snapshot that contains the live digital forensic situation. 
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This technique is the simplest in our implementation, as shown in Figure 43, which contains 

the entire definition of the class implementing the technique.  In the begin execution routine, 

the technique allocates a temporary file to contain the memory image acquired from the 

environment.  Its collection routine connects to the environment and reverts it to a snapshot.  

It then acquires an image of the environment’s memory and terminates the environment’s 

 

Figure 43: Python implementation of the initial state acquisition technique. 
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execution.  The only output of this technique is a memory image that contains the initial state 

of the live digital forensic environment, and the disk images of the virtual machine are 

available for analysis directly from the host machine. 

6.2.2 Control Acquisition 

The control technique allows evaluations to establish what the change in state of a virtual 

machine would have been without intervention from a live forensic analyst.  The parameters 

accepted by the control technique are: 

 The address of the virtualisation platform, 

 The name of the virtual machine domain,  

 The name of the snapshot that contains the live digital forensic situation, and 

 The duration for which to execute the virtual machine. 

Figure 44 shows the sampling procedure for the control technique.  We omit the resource 

allocation and release routines as these have already been explained in the previous example.  

The technique creates an instance of a live digital forensic evaluation environment, executes 

the instance for a fixed period, and then saves the state of the virtual machine.  This state 

describes the execution of the machine had no live digital forensic intervention been 

 

Figure 44: Python implementation of the control methodology. 
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performed.  As with the other techniques, the disk images are available for analysis directly 

from the host machine. 

6.2.3 Live Digital Forensic Intervention 

The live digital forensic intervention technique implements the general procedure for an 

experimental evaluation of the effectiveness and risk of live digital forensic memory 

acquisition.  The acquisition technique behaviour handles much of the actual work of the 

experiment, with the intervention technique being largely responsible for coordinating 

communication with the virtualisation platform and the execution of the behaviour.  The 

parameters accepted by the live digital forensic intervention technique are: 

 The address of the virtualisation platform, 

 The name of the virtual machine domain,  

 The name of the snapshot that contains the live digital forensic situation, and 

 The address of the virtual machine guest agent. 

Figure 45 shows the sampling procedure for the technique.  The technique creates an instance 

of a live digital forensic evaluation environment, and invokes the acquisition toolkit 

behaviour.  After the acquisition is completed, the technique then acquires a memory image 

that contains the final volatile state of the domain, and terminates the virtual machine.  This 

 

Figure 45: Python implementation of the live digital forensic intervention methodology. 
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is a complicated procedure, but importantly, its implementation is very close to the abstract 

methodology specification in the design of our platform.  We believe this will allow for the 

rapid development of additional experimental methodologies for novel live digital forensic 

evaluations. 

In addition to the implementation of the methodology, we have implemented an acquisition 

behaviour for investigating memory acquisition techniques.  This included implementing: 

 Support for using images of optical media as acquisition toolkit vectors, 

 Support for monitoring the execution of memory acquisition commands that do not 

require a shell, and 

 Support for using a fixed drive attached to the environment to transfer the acquired 

memory image to the host machine. 

The acquisition behaviour requires an additional set of parameters that describe: 

 The command-line invocation of the memory image acquisition toolkit, including the 

performance monitoring interval, and 

 The device node, tag, filename, and partition number of the drive that acts as a vector 

for transferring the acquired memory image. 

As we use decorators to control access to parameters and experiment state, we use a dynamic 

reification technique to construct new classes that combine the abstract experiment 

methodology with the concrete acquisition technique implementation. 

Figure 46 shows the procedure for invoking the memory acquisition toolkit within the guest 

environment.  The first line shows how we have modified our procedure for the evaluation in 

this thesis to acquire information describing the status of the guest agent.  We then change the 

medium in the virtual optical drive to the image containing the acquisition toolkit, and wait 

for this to be detected by the guest.  As we acquire evidence using a fixed drive, we then check 

whether the experiment configuration is correct and this drive is actually attached to the 

environment.  Next, we invoke the memory acquisition toolkit using parameters supplied in 

the experiment definition, storing the output in slots.  We then eject the optical drive and 

ensure that the contents of the memory image have been correctly written to the fixed local 
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drive.  Finally, we record the time the acquisition completed, and transfer the acquired image 

to the host machine, before collecting a final sample of the status of the agent. 

The procedure for transferring the acquired image to the host machine is not simple, as we 

cannot directly access the contents of the virtual machine disk image from the host machine.  

To support this functionality, we have implemented a module that interacts with the Linux 

system to allow us to attach these images to the host machine.  Figure 47 shows the internal 

component of this module, which provides a set of functions for determining where we can 

attach the disk images to the host machine.  We use a mixture of kernel interfaces and set 

manipulation to find the set of potential candidate devices to which we can attach the volume.  

Figure 48 shows the external interface to this module.  This provides an interface through 

which the compressed virtual machine image can be attached to the host machine and 

manipulated as a standard block device.  We have also implemented routines for mounting 

partitions on these devices, although for brevity we do not include them in this thesis. 

These routines provide the necessary functionality to implement a routine for transferring the 

acquired memory image to the host machine.  Figure 49 shows the implementation of this 

 

Figure 46: Python implementation of the memory image acquisition behaviour. 
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procedure.  We first suspend the domain to ensure that the contents of the drive will not be 

modified while we are accessing the memory image.  Next, we attach the disk image as a 

device node to the host machine and mount the partition containing the image in a temporary 

 

Figure 47: Python implementation of routines to query available device nodes and mounted 

partitions. 

 

Figure 48: Python implementation of routines to attach virtual machine disk images to the host 

environment as block devices. 
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path.  We then use a built-in routine to copy the acquired memory image to a pre-defined path 

in the host machine.  Finally, we detach the mount-point and device from the host machine 

and resume execution of the virtual machine. 

6.3 Live Digital Forensic Analysts 

Up until this point in the thesis, we have necessarily discussed the process of analysing 

structural and semantic information to construct observation models in abstract terms.  As the 

implementation of our platform targets a concrete environment, we now discuss the actual 

process for automatically extracting this information from observations collected during 

experimentation within this environment.  Our examination of related work identified a set 

of common artefacts that are used for investigating live forensics.  From this, in this section, 

we discuss the implementation of methods to: 

 Extract semantic information from volatile memory, including processes and their 

associated objects, 

 Extract structural information from volatile memory at both physical and logical 

address space abstractions, and 

 

Figure 49: Python implementation of a routine to transfer an acquired memory image to the host 

machine. 
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 Extract structural information from storage devices at the block and file levels of 

abstraction. 

This does not represent the complete set of types of information our platform is capable of 

analysing.  However, we believe that this is sufficient to both investigate the behaviour of 

memory acquisition techniques, and to compare the functionality of our approach to existing 

work.  In practice, the information available to our investigation platform, and to live forensic 

investigation in general, is a superset of the information available to quiescent digital forensic 

investigation.  This means that within our implementation of the platform, we can: 

 Perform live digital forensic analysis on volatile evidence in memory with an imperfect 

view from inside the virtual machine, and a perfect, atomic view from outside of the 

virtual environment, 

 Perform live digital forensic analysis on stored evidence with an imperfect view from 

inside the virtual machine, and obtain a perfect view of stored evidence by directly 

analysing the virtual disk images from the host machine while the virtual machine is 

in a suspended, but still live, state, and 

 Perform quiescent digital forensic analysis on stored evidence by directly analysing 

the virtual disk images from the host machine when the virtual machine is in a 

terminated state. 

The implementation of our investigation platform separates the process of extracting 

information from observations and constructing observation models.  In the remainder of this 

section, we address the challenge of automatically extracting the types of information 

discussed above.  The following section will discuss the implementation of our method for 

constructing models from this extracted information. 

6.3.1 Semantic Analysis 

The semantic analyst extracts information that describes the set of semantic features in a 

system or in the evidence acquired by live digital forensic intervention.  As the 

implementation of our investigation platform extracts all semantic information from images 

of virtual machine memory, we implement this analyst using the Volatility framework (Auty, 

et al., 2013).  This framework provides a command-line interface for extracting information 
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from memory images obtained from multiple hardware and operating system configurations.  

Figure 50 shows how our platform communicates with Volatility.  By leveraging this 

framework, we have implemented support in our platform for extracting information that 

describes: 

 Processes, 

 Handles, 

 Sockets, 

 System services, and 

 Kernel modules. 

 
Figure 50: Architecture of the live digital forensic volatile semantic analyst. 
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Figure 51 shows a partial view of the implementation of this analyst, excluding methods 

handling storing the extracted information.  The analyst accepts parameters that describe: 

 The name of the acquired memory image, 

 The name of the operating system profile, 

 The list of types of information to extract from the image, 

 The location of the Volatility program, and 

 The location in which to store the extracted semantic artefacts. 

 

Figure 51: Python implementation of the live digital forensic volatile semantic analyst. 
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For each execution of the experiment, the analysis method is called with arguments that 

contain the identifier for the current execution and the state acquired by the technique.  First, 

it creates a path to store the comma-separated value files that contain the extracted features.  

For each type of information defined in the parameters, it then looks up the necessary 

information to extract the features from a definition dictionary.  It then invokes the extract 

method, which launches the volatility process, applies a regular expression to its output, and 

returns a list of the groups matched by the pattern.  The contents of this list are then stored in 

the comma-separated value file, which we use after the experiment completes to construct 

semantic observation models. 

Figure 52 shows a partial view of the definition dictionary.  This dictionary maps the names 

of semantic features to: 

 The name of the Volatility command used to extract it, 

 A list that defines the order of columns in the output file, and 

 The regular expression that we constructed to parse Volatility output. 

Our implementation can be extended to extract additional semantic features from volatile 

memory by adding a corresponding definition to this container. 

6.3.2 Structural Analysis 

The structural analysts extract information that describes the identity and value of structural 

quanta from different sources of evidence.  Achieving this in practice while maintaining the 

actual value of each structural quantum is hard, as: 

 
Figure 52: Partial view of the semantic feature definition dictionary. 
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 The number of structural quanta required to represent blocks on storage devices, 

pages in memory, and files on a file system is large, and 

 The number of bytes required to represent the value of structural quanta is also 

relatively large. 

As our structural observation model only encodes whether the value of a quantum changed 

after the initial observation it would be both impractical and unnecessary to store the actual 

value of each quantum.  Therefore, our structural analysts represent each quantum as a 

mapping between its identity and a cryptographic hash of its value.  This allows us to 

construct structural observation matrices without maintaining a duplicate of each underlying 

medium.  As the number of structural quanta can be large, especially in the case of block 

storage and file system analysis, we encode structural observations in compressed comma 

separated value files.  After all of the executions of an experiment have completed, we use 

these files to construct structural observation matrices. 

The structural analysts use the MD5 hash algorithm to identify the value of each structural 

quantum.  This algorithm is simple to compute, which is beneficial when determining the 

hash of each block on a large storage volume, and produces values that are an order of 

magnitude smaller than common block and memory page sizes.  While we recognise the 

possibility of collisions with this algorithm (Thompson, 2005), they are unlikely to occur 

within any data set analysed using our platform.  The definition of the structural observation 

matrix compares quanta between samples, not within them, so the size of the medium and the 

size of each quantum has no bearing on the probability of collision.  In extreme cases, if an 

experiment were to collect samples of several hundred executions, the probability of a 

collision in the same quantum between observations with this hash algorithm is extremely 

low. 
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6.3.2.1 Block Storage and File System 

The implementation of the block storage and file system analysts in, in theory, relatively 

simple.  However, as the virtual machine disk images are compressed and stored in 

specialised formats, we must rely on a combination of technologies to extract information.  

Figure 53 shows the interaction between these components.  We use a network block device 

server distributed as part of QEMU to expose the compressed virtual disk image as a block 

device on the host machine.  Our block storage and file system analysts follow the procedure: 

 The block storage analyst opens a handle to this device, then for each block read from 

the device node, it calculates a cryptographic hash and writes the offset of the block 

and the hexadecimal digest of the has to a compressed CSV file. 

 File-system analysis takes the process a step further, mounting partitions from the 

block-device on the host machine and then recursively search the file-system, 

computing a cryptographic hash of each file and writing the relative filename and 

hexadecimal digest of the hash to a compressed CSV file. 

The implementation would have been simpler if the virtualisation infrastructure was capable 

of storing snapshots in external files.  In this case, it would have been possible to attach the 

uncompressed virtual machine disk images to the host machine for processing.  In practice, 

however, we have had to use the same set of methods discussed in the previous section to 

manipulate and attach compressed virtual machine images to the host machine. 

 
Figure 53: Architecture of the live digital forensic block storage and file system analysts. 
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Figure 54 shows a partial view of the implementation of the file-system analyst, for brevity 

we exclude the routine for discarding analysis results.  At the start of the routine, it uses the 

same method discussed before to attach and mount the image on the host machine.  It then 

creates a handle to a compressed file that will contain a list of comma-separated filename and 

cryptographic hash pairs.  The analyst then iterates over the contents of the file-system, 

constructing cryptographic hashes for each file.  It writes the relative path of each input file, 

along with its hash, to the comma-separated output file. 

The block storage analyst has a simpler implementation.  We use the volume management 

interface to attach the virtual machine disk image to a device node, create a compressed CSV 

 

Figure 54: Python implementation of the live digital forensic file system analyst. 
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file to contain the output, and produce cryptographic hashes for each block in the device.  For 

brevity, we exclude its implementation from this section. 

6.3.2.2 Physical and Virtual Memory Pages 

There are two levels of structural information in volatile memory, and each requires a different 

analysis approach.  The structural contents of the raw memory image are relatively easy to 

extract.  In raw memory images, each structural quanta represents a page of the physical 

address space, where the page size varies according to the operating system and architecture 

of the evaluation environment.  Figure 55 shows the implementation of the physical address 

space extraction routine.  Our physical address space analyst opens a file handle to the raw 

memory image, then for each page-sized block in the memory image, it calculates a 

cryptographic hash of the block and writes the hexadecimal digest of the hash to a compressed 

CSV file. 

To analyse the contents of memory pages at the virtual address space level, we extended the 

Volatility framework with an additional command.  Figure 56 shows this as the bold 

component within the Volatility framework.  This command iterates over the available pages 

within an address space, outputting the page's offset in memory and a cryptographic hash of 

its contents.  If a page is unavailable because it is not currently resident in memory, we indicate 

this in the output.  The advantage of this approach is that we do not have to implement 

support for address spaces within our investigation platform.  The Volatility framework 

already supports multiple address spaces for different system architectures.  By extending the 

Volatility framework with an additional command, we allow for the structural analysis of any 

address space that it implements.  Figure 57 shows the implementation of this analyst, where 

 

Figure 55: Python implementation of the physical address space extraction routine. 
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we apply a similar method as with the extraction of semantic features to launch and process 

the output of volatility.  However, as we determine the format of the output from our 

extension of volatility, it is unnecessary to define a separate container to associate the 

command with its regular expression pattern. 

6.3.3 Performance Analysis 

The performance analyst is responsible for encoding the performance information returned 

by the guest agent for further statistical analysis.  As the guest agent returns the performance 

information in a dictionary of arbitrarily typed fields, the performance analyst does not need 

to further extract or manipulate the information.  We implement support for performance 

 
Figure 56: Architecture of the live digital forensic physical and virtual address space analysts. 

 

Figure 57: Python implementation of the virtual address space analysis routine. 
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information extraction as a general-purpose metadata analyst.  During the development of 

our platform, we used this to directly acquire and debug the state output by the live digital 

forensic technique.  Figure 58 shows the implementation of the metadata extraction technique.  

Our implementation of the performance analyst saves the performance information from one 

or more invocations in each execution as a YAML file.  As part of our modelling and evaluation 

software, we have developed scripts that extract the collection of performance information 

from the files produced during an experiment to generate graphs of statistics that describe the 

performance of live digital forensic intervention. 

 

Figure 58: Python implementation of the metadata analyst. 
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6.4 Modelling and Evaluation 

To conduct the evaluation presented in the next chapter, we developed a package of software 

for interpreting the results of live digital forensic experiments.  This package provides support 

for: 

 Loading the results obtained by live digital forensic analysts and constructing 

observation models, 

 Calculating the absolute error, relative error, and attributable error from observation 

models, 

 Producing tables and comma-separated value files that summarise the metrics for 

multiple observation models, and 

 Producing visualisations of the metrics for individual and multiple observation 

models. 

In addition, we implemented support for an observation model cache to avoid reconstructing 

models for each calculation.  As with the rest of our implementation, we separate this package 

into the core data structures and algorithms for creating and processing observation models, 

and a separate command-line interface.   

6.4.1 Constructing Observation Models 

To construct observation models from the information extracted by analysts during the 

experiment, we developed a separate implementation of the model analyst discussed in the 

design of our platform.  Figure 59 shows the implementation of a helper routine that simulates 

the experiment procedure.  It accepts the name of the observation, the constructor of the 

analyst instance, the filename of the initial observation, and a list of patterns.  Then, it iterates 

over the list of matched filenames and invokes the methods discussed in the previous chapter 

to simulate the process of constructing observation models directly from experiment 

observations.  With the exception that the filename of the pre-processed information is passed 

as an argument instead of the state container, the models constructed by this algorithm are 

equivalent to those presented in the previous chapter. 
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Figure 60 shows the implementation of the routines that analyse the initial state of the 

environment and update observation models from states collected by the technique.  The 

 

Figure 60: Python implementation of the analyse initial state and update observation model routines. 

 

 

Figure 59: Python implementation of the helper routine to construct observation models from pre-

extracted data. 
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implementation is almost unchanged from the design, with the exceptions: 

 The “state” parameter contains the filename of the extracted information, and is passed 

directly to the extraction routine, 

 We construct instances of the Numpy (Dubois, Hinsen, & Hugunin, 1996) n-

dimensional array class to fulfil the role of the observation model matrix, and 

 For efficiency, we replace the quicksort algorithm with the standard Python list sorting 

routine. 

We have created specialisations of this class to construct observation models from the data 

collected by the analysts in this chapter.  However, as this is a substantial body of code, we 

will not discuss specific implementations.  Instead, we will examine a case where, due to the 

large number of extracted features, our general approach was insufficient. 

When attempting to construct models for block storage observations, the initial feature set was 

larger than the amount of memory Python could allocate.  As a solution to this, we developed 

an alternative algorithm, show in Figure 61, for constructing models where the number of 

features does not change between observations and the data is always sorted.  Due to the 

 

Figure 61: Python implementation of an alternative method for constructing structural observation 

models. 
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implementation of the block storage analyst, these properties are guaranteed to hold.  This 

algorithm determines the number of features in the file by examining its length, and then 

proceeds to update the observation model by processing all observations line-by-line.  For the 

case where all observations are available simultaneously, we believe that this approach is 

optimal. 

However, we have also developed an approach that is appropriate for the on-line construction 

of large structural observation models during an experiment.  We implement this as a 

specialisation of the abstract model analyst class, as shown in Figure 62.  This approach differs 

from the general algorithm in that: 

 We use an on-disk database to store the initial observation set, 

 The extraction routine returns an iterator that yields successive structural features 

from the observation, and 

 

Figure 62: Python implementation of a specialisation of the abstract model analyst for constructing 

large structural observation models. 
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 The location of each structural feature must provide a method that returns a unique 

string key. 

We store the index of each feature with its instance in the on-disk database, where the index 

corresponds to the row in the observation model.  The analysis routine inverts the standard 

method, processing each extracted feature separately.  It uses the key function to determine 

whether the feature is present in the on-disk database, and if so, compares the value of the 

initial feature to the current feature.  At a cost to performance, this allows us to construct a 

structural observation model without ever retaining the entire set of features in memory. 

6.4.2 Analysing Errors and Risk 

Figure 63 shows the implementation of the algorithm for calculating the absolute error in an 

observation model, and Figure 64 shows the implementation of the algorithm for calculating 

relative error.  We separate the procedure for determining each measure into two steps, 

constructing a per-execution vector of the measure before calculating its mean and standard 

error.  The algorithms produce the absolute error vector by determining the number of 

features in the model, creating a vector of the summed observation model columns, and 

subtracting the vector from the known number of features in the initial state.  As with the 

formula in Chapter 4, the relative error vector in defined in terms of the absolute error vector.  

 

Figure 63: Python implementation of the method for determining the absolute error in an observation 

model. 
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The value returned from the relative and absolute error methods is a type defined in the 

Uncertainties (Lebigot, 2013) module.  This module automatically handles the propagation of 

uncertainties in further calculations with these values. 

Figure 65 shows the implementation of the routine for calculating the attributable risk in a 

pair of observations.  This operation is defined in terms of the relative error of both the 

treatment and unexposed observation models.  We calculate the attributable risk as the 

difference between the relative error in both groups.  Implementing our measures of error and 

risk in terms of matrix and vector operations with the Numpy library has allowed us to 

minimise the distance between their abstract definition and realisation. 

We conclude this section by discussing the implementation of our method for visualising 

patterns of error and risk.  Figure 66 shows the implementation of the routine for visualising 

 

Figure 65: Python implementation of the method for determining the attributable risk in observation 

models. 

. 

 

 

Figure 64: Python implementation of the method for determining the relative error in an observation 

model. 
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relative error, and our implementation includes a similar method for visualising risk.  To 

support these routines, we developed an additional algorithm that calculates per-feature 

vectors of mean and standard error values.  The visualisation routine first applies these 

functions to construct two vectors, which it reshapes into square matrices using the method 

outlined in Chapter 4.  It then uses Matplotlib (Hunter, 2007) to render the matrix as a bitmap, 

configuring plotting parameters to hide any axis markers and labels, before plotting the square 

matrix of mean relative error values as a bitmap using a blackbody spectrum colour scheme.  

As the bitmap may be significantly larger than the number of pixels it will be rendered onto, 

we apply nearest-neighbour interpolation to ensure a good approximation of the original 

structure.  This process is repeated for the square standard error matrix.  Finally, to allow the 

caller to render a legend, the function returns the bitmap images of both mean and standard 

error. 

6.4.3 Command-Line Interface 

We implemented a collection of single-purpose scripts for generating descriptive statistics of 

the performance of the investigation platform.  Figure 67 shows an example command-line 

session using this interface, where the scripts calculate the results for the experiments 

presented in the next chapter.  These scripts interact with the observation model cache and 

 
Figure 66: Python implementation of the method for visualising the patterns of relative error 

. 

 



Chapter 6 – Implementation 

141 

our implementation of the risk and error measures to generate tabular reports.  The scripts we 

have implemented include support for reporting: 

 The error for a type of information in a set of evaluations, 

 The risk for a type of information in a set of evaluations, 

 The set of files with an attributable risk higher than a specified threshold value, 

 Aggregated performance information calculated from the output of the performance 

analysis implementation, and 

 The set of semantic features with an attributable risk higher than a specified threshold 

value. 

In addition, we have implemented scripts that use the visualisation algorithm to generate 

images containing the patterns of error and risk in multiple observation models.  These 

approaches use the algorithms outlined in the previous section.  We have also implemented a 

mechanism for producing graphs of performance data obtained from monitoring live digital 

forensic acquisition. 

6.5 Summary 

In this chapter, we have presented the implementation of our live digital forensic investigation 

platform.   Users define experiments in a high-level, text-based language, which is interpreted 

 

Figure 67: Interactive modelling and calculation of live digital forensic effectiveness and risk 

measures. 
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by our implementation of the experiment controller module.  The controller module retrieves 

analyst and technique implementations from a registry to conduct a live digital forensic 

experiment.  To automate experiment methodologies, the live digital forensic technique 

controls a virtual machine through the evaluation environment and Pypette agent interfaces.  

The analysis module is implemented as two separate components, where information is 

automatically extracted from observations during the execution of an experiment, and 

observation models are constructed after the experiment completes.   We presented the 

implementation of our methods for determining and visualising the error and risk of live 

digital forensics.  We also provided a set of scripts for interacting with these methods to 

produce textual reports and images combining multiple visualisations. 

In the next chapter, we use the implementation of our platform to conduct an experimental 

investigation of live digital forensic memory acquisition in a standard desktop operating 

system. 
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7 Experimental Investigation 

In this chapter, we present the results of an experimental evaluation of three live digital 

forensic acquisition techniques in two configurations of live digital forensic evaluation 

environments.  The purpose of this experiment was to: 

 Demonstrate that the implementation of our live digital forensic investigation 

platform design enables the detailed experimental evaluation of live digital forensics, 

 Generate observations on which we can demonstrate the effectiveness of our measures 

of the error and risk of live digital forensics, and 

 Collect information describing the performance of our investigation platform 

implementation for a quantitative evaluation in the next chapter. 

The remainder of this chapter is structured as follows.  We begin by detailing the design of 

the experiment, including the configuration of the evaluation environment and the selection 

of the acquisition techniques.  Next, we present the results of applying our measures of the 

error of live digital forensics to the observations collected during the experiment.  We then 

examine the risk posed by the live digital forensic acquisition techniques to the volatile and 

stored state of the environment.  The final set of results presented in this chapter covers the 

performance of the live digital forensic acquisition techniques, before we conclude the chapter 

with an overview of our findings. 

7.1 Experiment Design 

We obtained information for the results and quantitative evaluation presented in the 

remainder of this thesis from an experiment into the performance of three live digital forensic 

acquisition techniques in two virtual machine configurations.  The machine on which we 

conducted the experiments was relatively powerful, with an Intel i7 CPU and 4GB of memory.  

We installed the testing branch of Debian Linux on the machine, as this distribution contains 

all of the prerequisite software and libraries that are required by our investigation platform.  

For the duration of the evaluation, we left the machine undisturbed, with the exception of 
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periodically unlocking the desktop of the system to verify that the live digital forensic 

investigation platform was still producing output on the console.  In no cases were instances 

of the virtual machines executing the live digital forensic experiments disturbed. 

Table 8 enumerates the operating system and configuration of the live digital forensic 

evaluation environment used during the experiment.  In all cases, we conducted the 

experiments on a clean installation of the operating system, with no software executing on the 

desktop other than the default desktop environment and the live digital forensic guest agent.  

We configured the virtual machine with an additional 16GB fixed drive to act as a local storage 

vector for transferring acquired evidence to the host machine.  The network connection within 

the guest machine was active, so that processes within the guest environment could attempt 

to establish network connections.  However, we disconnected the physical network interface 

of the host machine to avoid any additional uncertainty arising from incoming connections or 

the behaviour of remote services.  We selected these two configurations as they allow us to: 

 Establish base-lines for the performance of live digital forensic techniques in ideal 

situations without interference from other software in the environment, and 

 Determine if the amount of memory in a system has a significant impact on the error 

and risk of live digital forensic intervention. 

Our intention is to provide sufficient information to both apply our investigation platform 

and measures to a practical live digital forensic experiment. 

Table 9 lists the live digital forensic memory acquisition techniques that our platform 

evaluated in each configuration of the evaluation environment.  We selected these three live 

digital forensic acquisition techniques as they are: 

 Released under open source licenses, or with permissive licenses that contain clauses 

permitting usage for research, 

Table 8: Configuration of the live digital forensic evaluation environment. 

Operating System Storage Memory Processor Situation 

Windows XP System – 24GB, 

Vector – 16GB 

1GB KVM64 Idle clean installation 

Windows XP System – 24GB, 

Vector – 16GB 

2GB KVM64 Idle clean installation 
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 Compatible with both of the live digital forensic situations, and 

 Marketed for use in real-world investigations. 

The Winpmem memory imaging software contains two methods of operation.  While we 

distinguish between these methods with the terms “direct access” and “memory mapped 

access,” they both technically involve some degree of mapping or indirection.  In the direct 

access case, the acquisition technique uses a Windows API routine called 

ZwMapViewOfSection (Microsoft, 2013) to map regions of low-level memory into the current 

process address space.  This is the most direct way of accessing the contents of memory, and 

the authors of both Winpmem and Windows Memory Reader prefer this mechanism.  In the 

memory mapped access case, a kernel module is responsible for calling the MmMapIoSpace 

(Microsoft, 2013) function to map pages of non-paged memory into process address space.  

For Windows Memory Reader, the documentation states that if calling ZwMapViewOfSection 

fails for a memory region, they use MmMapIoSpace as an alternative approach to access the 

memory region.  We believe an evaluation of these three acquisition techniques will allow us 

to distinguish which of these methods is more effective, and if any cause an increased risk to 

the state of a system. 

This evaluation required the majority of the functionality we have implemented in our 

platform.  The live digital forensic techniques used to conduct the experiments were: 

 The initial state technique, 

 The live digital forensic intervention technique configured with the acquisition toolkit 

behaviour, and 

 The control technique. 

With the exception of the initial state technique, we repeated each experiment thirty times, 

with the control experiments running for durations determined from the mean acquisition 

Table 9: Live digital forensic acquisition techniques selected for evaluation. 

Name Version Mechanism Developer License 

Winpmem (Direct Access) 1.3.1 ZwMapViewOfSection Volatile Systems GPLv2 

Winpmem (Memory 

Mapped Access) 

1.3.1 MmMapIoSpace Volatile Systems GPLv2 

Windows Memory Reader 1.0 ZwMapViewOfSection, 

MmMapIoSpace 

ATC-NY Permissive 
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time of the intervention experiments.  Table 10 shows the configuration of the live digital 

forensic analysts, where a cross indicates that we applied a live digital forensic analyst to a 

sample.  This configuration collected as much information as possible in our platform about 

both the evidence acquired by live digital forensic intervention, the state of the virtual 

machine, and the performance of our platform. 

7.2 Effectiveness of Live Digital Forensic Intervention 

In this section, we will apply our measures of the error of live digital forensic intervention to 

the experimental data gathered for this chapter.  As the techniques we are evaluating acquire 

images of the memory of a system, for this evaluation we determine the error rates in the: 

 Volatile structural evidence obtained by the live digital forensic acquisition 

techniques, and 

 Volatile semantic evidence contained within the volatile structural evidence obtained 

by the acquisition techniques. 

Unless stated otherwise, throughout this chapter we provide values for these figures in terms 

of their mean value and standard error, and timing information is given in terms of its mean 

and standard deviation.  The remainder of this section addresses these components of the 

effectiveness of the acquisition techniques. 

7.2.1 Volatile Structural Evidence 

We begin by examining the effectiveness of the live digital forensic acquisition techniques at 

obtaining structural evidence from the environment.  As the techniques that we are evaluating 

obtain memory images of systems, our evaluation of their effectiveness at acquiring structural 

evidence considers: 

Table 10: Live digital forensic analysts used in the experimental evaluation. 

  Storage Volatile Performance 

Evaluation Sample 

Block 

Storage 

File 

System 

Logical 

Page 

Physical 

Page 

Semantic 

Feature 

Acquisition 

Technique 

Guest 

Agent 

Initial Initial × × × × ×   

Acquisition Acquired   × × × × × 

 Final × × × × ×   

Control Final × × × × ×   
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 The ability of the technique to recover the physical contents of memory, and 

 The ability of the technique to recover pages from the virtual address space. 

In the remainder of this section, we will address these aspects of the effectiveness of the live 

digital forensic acquisition techniques. 

Table 11: Effectiveness of live digital forensic techniques at acquiring physical memory pages. 

Technique RAM Time (s) 𝒏 𝒌𝒙 Absolute Error Relative Error 

Winpmem 

Mapped 

1GB 60.6 ± 4.8 262,144 30 93,512.23 ± 42.66 35.67% ± 0.02% 

2GB 108.5 ± 1.2 524,288 30 249,265.83 ± 222.26 47.54% ± 0.04% 

Winpmem 

Direct Access 

1GB 63.7 ± 0.6 262,144 30 94,160.13 ± 20.11 35.92% ± 0.01% 

2GB 119.2 ± 5.8 524,288 30 253.523.47 ± 22.90 48.36% ± 0.0% 

Windows 

Memory Reader 

1GB 123.9 ± 0.3 262,144 30 6,512.3 ± 1.17 2.48% ± 0.0% 

2GB 246.8 ± 0.8 524,288 30 5,972.5 ± 1.79 1.14% ± 0.0% 

Table 11 shows the effectiveness of the live digital forensic techniques at acquiring physical 

memory pages in both system configurations.  The results for the absolute and relative error 

of Winpmem in both memory mapped and direct access modes are surprising.  As memory 

changes over time, a naïve assumption would be that faster acquisition techniques should 

have lower error rates.  However, the results show that this is not necessarily the case, with 

both Winpmem acquisition modes performing poorly when acquiring the physical contents 

of memory.  In addition, the memory images acquired by Windows Memory Reader in the 

2GB configuration consistently contained fewer errors than in the 1GB situation, despite 

taking nearly twice as long to acquire the image.  The absolute difference in the Windows 

Memory Reader errors is relatively small; however, as a percentage of the physical address 

space it is significant.  We cannot ascertain the causes of this without first considering both the 

veracity of our results and the distribution of the errors in the address space. 

As there is a high degree of discrepancy between the results, we have checked the output of 

our implementation and the experiment configuration.  Our testing confirmed that, for all 

evaluations, the physical page observation files: 

 Contain exactly the same number of physical pages, meaning that neither of the 

acquired memory images were truncated or incorrectly padded, and 

 Align at the same point, with the first non-padding values for pages, appearing on the 

thirty-third row of the observation file, equal across all evaluations. 
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From this, we can assume that any errors present in the observations are not the result of an 

error in our implementation.  Having determined that our implementation is correct, our 

conclusion from these results is that, in this situation, Windows Memory Reader performs 

well at acquiring the contents of physical memory, with a low error rate, and Winpmem 

performs poorly with a significantly higher error rate.  However, it is interesting that all of the 

acquisition techniques appear to be relatively consistent, with standard error values that are 

small when compared to the total number of physical memory pages.  To discover the cause 

of this problem, we developed a novel approach to visualising relative error in low-level 

structural observations. 

Figure 68 and Figure 69 show visualisations of the physical page relative error of the live 

digital forensic acquisition techniques.  The top row shows the mean relative error of a live 

digital forensic acquisition technique, and the bottom row shows the standard deviation of 

the relative error.  The first quantum in the structural feature is in the top-left corner of the 

axes, with adjacent quanta filling each row and wrapping to the next row until reaching the 

final quantum in the bottom-right corner of the axes.  Colours in the visualisation range from 

black, which indicates low mean-relative-error or standard error, to white, which indicates 

high mean-relative-error or standard error.  For structural features, then, these graphs show 

 
Figure 68: Visualisation of the mean and standard deviation of physical page acquisition errors in the 

Microsoft Windows XP 1GB virtual machine configuration. 
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the location, intensity, and dispersion across executions of the errors in a structural 

observation model. 

These visualisations, where black indicates low relative error and white indicates high relative 

error, show consistent errors in the physical memory image acquired by both configurations 

of Winpmem.  For the Winpmem experiments, 

 The recurring bands of high relative error indicate a systematic error in the 

implementation or the execution of the technique, 

 The fact that these bands are consistent between both methods of accessing memory 

indicates that the error is not related to this parameter and is instead an error elsewhere 

in the implementation of the software, and 

 There is a higher degree of dispersion in the standard deviation of the relative error in 

the memory mapped access mode. 

Comparing the pattern of errors between the 1GB and 2GB virtual machine configurations, 

we believe that the pattern will repeat in systems with larger amounts of memory.  The 

visualisations also show that the errors in the Windows Memory Reader evaluation were 

comparatively small, with a much lower amount of dispersion.  Given that both Windows 

 
Figure 69: Visualisation of the mean and standard deviation of physical page acquisition errors in the 

Microsoft Windows XP 2GB virtual machine configuration. 
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Memory Reader and Winpmem use the same low-level mechanisms to access the contents of 

memory, if there were a systematic error in our implementation, we would expect to see the 

same pattern of errors across all three sets of results.  However, as the pattern of errors is only 

present in the Winpmem experiments, we do not believe that the discrepancies between these 

results are a side effect of our investigation platform or guest agent. 

To determine the cause of these errors, we returned to the unprocessed data produced by our 

investigation platform and examined the contents of physical memory pages prior to live 

forensic intervention.  There appears to be a threshold point in Figure 68 and Figure 69 before 

which all of the acquisition techniques produce broadly equivalent results.  To determine the 

cause of this, we modified our visualisation algorithm to produce a bitmap to show the 

location of physical memory pages with non-zero values, indicating that the operating system 

has written data to those locations, and pages with zero-valued pages, indicating that the 

operating system had not written data at that location.  Figure 70 shows this visualisation, 

clearly indicating that the point at which all executions of Winpmem begin exhibiting 

systematic errors is the start of the large, unassigned block of physical memory towards the 

latter half of the address space. 

We conclude that the mechanism used by Winpmem to acquire physical memory fails when 

acquiring unassigned regions of physical memory, however, the Windows Memory Reader 

implementation does not suffer from this flaw, correctly producing a memory image with a 

1GB System Configuration 2GB System Configuration 

  
Figure 70: Location of assigned (white) and unassigned (black) physical memory pages in the initial 

state of the system configurations. 
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large contiguous region of zero-valued physical memory pages.  This also indicates that, with 

the exception of Winpmem in memory-mapped mode, which showed a higher degree of 

errors even in assigned memory regions, we should expect Winpmem in direct access mode 

and Windows Memory Reader to perform equally well when acquiring evidence at higher 

levels of abstraction.  

Table 12: Effectiveness of live digital forensic techniques at acquiring virtual memory pages. 

Technique RAM Time (s) 𝒏 𝒌𝒙 Absolute Error Relative Error 

Winpmem 

Mapped 

1GB 60.6 ± 4.8 14,110 30 1,740.03 ± 19.52 12.33% ± 0.14% 

2GB 108.5 ± 1.2 14,767 30 1,987.37 ± 6.17 13.46% ± 0.04% 

Winpmem 

Direct Access 

1GB 63.7 ± 0.6 14,110 30 1,574.7 ± 0.25 11.16% ± 0.0% 

2GB 119.2 ± 5.8 14,767 30 1,824.2 ± 1.17 12.35% ± 0.01% 

Windows 

Memory Reader 

1GB 123.9 ± 0.3 14,110 30 1,526.1 ± 0.41 10.82% ± 0.00% 

2GB 246.8 ± 0.8 14,767 30 1,810.8 ± 0.6 12.26% ± 0.0% 

Table 12 shows the effectiveness of the live digital forensic techniques at acquiring virtual 

memory pages in both system configurations.  In modern environments, virtual memory 

pages are not necessarily homogenous in size, as the operating system will allocate pages of 

different sizes to increase efficiency.  The Microsoft Windows XP operating system used in 

these evaluations allocated virtual memory pages in sizes of 4KB and 2MB.  This means that 

the logical pages described in this table represent: 

 A total of 146.9MB of allocated virtual memory pages in the 1GB configuration, and 

 A total of 205.3MB of allocated virtual memory pages in the 2GB configuration. 

As we conducted our experiment in an idle, clean installation, the operating system had not 

yet allocated all of the memory pages to programs.  All of the acquisition techniques 

performed relatively well at acquiring physical regions of memory that contained virtual 

pages.  However, in memory-mapped mode, Winpmem showed a slightly higher degree of 

dispersion. 

We now know that, across thirty executions of the experiment, all of the acquisition techniques 

acquired broadly the same number of virtual pages.  However, this does not indicate whether 

the pages each technique failed to acquire were the same pages the other techniques could not 

acquire.  The implementation of the virtual page observation model construction routine 

guarantees that virtual pages will be ordered, and thus adjacent logical pages will be appear 

on adjacent rows in the observation model.  From this, we apply the same visualisation 
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mechanism as before to determine where the live digital forensic techniques failed to acquire 

logical memory pages. 

Figure 71 and Figure 72 show visualisations of the virtual page acquisition relative error of 

the live digital forensic acquisition techniques.  The first page in the virtual address space 

appears in the upper-left corner of the visualisation, and the last page appears near to the 

bottom right corner.  Since the observations did not fit exactly into a square, there is a small 

amount of padding in the bottom right-hand corner, and as such, we do not recommend that 

these visualisations be used to interpret the quantity of errors, only their location and pattern.  

In addition, there is not necessarily a direct correlation between location in these figures and 

that in the visualisations of the physical address space.  The virtual address space only 

includes those pages that had some value in the initial observation, indicated in Figure 70.  

From these visualisations, we note that: 

 In all cases, the acquisition techniques failed to acquire broadly the same set of virtual 

memory pages, 

 The pages the techniques fail to acquire appear towards the upper end of the virtual 

memory address space, and 

 In memory-mapped mode, Winpmem shows a higher degree of intermittent errors 

and dispersion that are similar to its performance at acquiring physical memory pages. 

When compared to their performance at acquiring physical memory pages, the virtual page 

acquisition performance of both Winpmem configurations is good.  However, due to this 

being a clean installation of an operating system with minimal executing software, we note 

that the majority of allocated logical memory pages are were extant in the lower regions of the 

physical address space.  As the techniques perform a linear scan of memory from the lowest 
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physical address, in these situations it is likely that they would perform relatively well.  We 

can only say that under system configurations similar to the system configurations evaluated 

in this section, the poor performance of Winpmem at acquiring physical memory pages does 

not necessarily imply poor logical page acquisition performance. 

 
Figure 71: Visualisation of the mean and standard deviation of virtual page acquisition errors in the 

Microsoft Windows XP 1GB virtual machine configuration. 

 
Figure 72: Visualisation of the mean and standard deviation of virtual page acquisition errors in the 

Microsoft Windows XP 2GB virtual machine configuration. 
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7.2.2 Volatile Semantic Evidence 

In this section, we will examine the effects of the errors in the acquisition of physical and 

virtual memory pages on the recovery of semantic artefacts from evidence acquired by the 

techniques.  The experiment configuration extracted a set of operating-system level artefacts 

from the acquired memory images and the initial memory snapshot of the virtual machine.  

The information acquired by the volatile semantic analyst was: 

 The processes executing within the operating system, 

 The operating system services, 

 The modules loaded into the kernel, 

 The handles used by processes and services to interact with the environment, and 

 The sockets opened by processes and services. 

This information effectively describes the state of the operating system.  Some of this 

information, such as the list of operating system services and kernel modules, should change 

relatively infrequently.  We do not expect the live digital forensic techniques to have high error 

rates for these types of evidence.  Our evaluation will contrast this with features that we expect 

to change comparatively frequently, including the set of executing processes and their 

associated handles. 

 

 

Table 13: Effectiveness of Winpmem in memory mapped mode at acquiring volatile semantic 

evidence. 

Feature RAM Time (s) 𝒏 𝒌𝒙 Absolute Error Relative Error 

Processes 
1GB 60.6 ± 4.8 22 30 0.03 ± 0.03 0.15% ± 0.15% 

2GB 108.5 ± 1.2 24 30 1.17 ± 0.08 4.86% ± 0.34% 

Services 
1GB 60.6 ± 4.8 232 30 20.83 ± 10.49 8.98% ± 4.52% 

2GB 108.5 ± 1.2 232 30 15.53 ± 7.74 6.70% ± 3.34% 

Kernel Modules 
1GB 60.6 ± 4.8 95 30 7.73 ± 1.96 8.14% ± 2.07% 

2GB 108.5 ± 1.2 95 30 8.00 ± 2.77 8.42% ± 2.92% 

Handles 
1GB 60.6 ± 4.8 4,172 30 491.00 ± 105.41 11.77% ± 2.53% 

2GB 108.5 ± 1.2 4,629 30 350.13 ± 79.68 7.56% ± 1.72% 

Sockets 
1GB 60.6 ± 4.8 11 30 0.03 ± 0.03 0.30% ± 0.30% 

2GB 108.5 ± 1.2 11 30 1.47 + 0.68 13.33% ± 6.21% 
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Table 14: Effectiveness of Winpmem in direct access mode at acquiring volatile semantic evidence. 

Feature RAM Time (s) 𝒏 𝒌𝒙 Absolute Error Relative Error 

Processes 
1GB 63.7 ± 0.6 22 30 0.00 ± 0.00 0.00% ± 0.00% 

2GB 119.2 ± 5.8 24 30 1.00 ± 0.00 4.17% ± 0.00% 

Services 
1GB 63.7 ± 0.6 232 30 0.00 ± 0.00 0.00% ± 0.00% 

2GB 119.2 ± 5.8 232 30 0.00 ± 0.00 0.00% ± 0.00% 

Kernel Modules 
1GB 63.7 ± 0.6 95 30 0.00 ± 0.00 0.00% ± 0.00% 

2GB 119.2 ± 5.8 95 30 0.00 ± 0.00 0.00% ± 0.00% 

Handles 
1GB 63.7 ± 0.6 4,172 30 8.43 ± 0.09 0.20% ± 0.00% 

2GB 119.2 ± 5.8 4,629 30 20.37 ± 0.61 0.44% ± 0.01% 

Sockets 
1GB 63.7 ± 0.6 11 30 0.00 ± 0.00 0.00% ± 0.00% 

2GB 119.2 ± 5.8 11 30 0.00 ± 0.00 0.00% ± 0.00% 

Table 15: Effectiveness of Windows Memory Reader at acquiring volatile semantic evidence. 

Feature RAM Time (s) 𝒏 𝒌𝒙 Absolute Error Relative Error 

Processes 
1GB 123.9 ± 0.3 22 30 0.00 ± 0.00 0.00% ± 0.00% 

2GB 246.8 ± 0.8 24 30 1.00 ± 0.00 4.17% ± 0.00% 

Services 
1GB 123.9 ± 0.3 232 30 0.00 ± 0.00 0.00% ± 0.00% 

2GB 246.8 ± 0.8 232 30 0.00 ± 0.00 0.00% ± 0.00% 

Kernel Modules 
1GB 123.9 ± 0.3 95 30 0.00 ± 0.00 0.00% ± 0.00% 

2GB 246.8 ± 0.8 95 30 0.00 ± 0.00 0.00% ± 0.00% 

Handles 
1GB 123.9 ± 0.3 4,172 30 18.53 ± 0.20 0.44% ± 0.00% 

2GB 246.8 ± 0.8 4,629 30 48.73 ± 0.12 1.05% ± 0.00% 

Sockets 
1GB 123.9 ± 0.3 11 30 0.00 ± 0.00 0.00% ± 0.00% 

2GB 246.8 ± 0.8 11 30 0.00 ± 0.00 0.00% ± 0.00% 

Table 13, Table 14, and Table 15 summarise the effectiveness of the three acquisition techniques 

at acquiring volatile semantic evidence.  From these tables, we can see that: 

 In memory-mapped mode, Winpmem showed a significantly higher error rate and 

dispersion for services, kernel modules, and handles, 

 Despite taking nearly twice as long to acquire the contents of physical memory, the 

semantic artefacts in the evidence acquired by Windows Memory Reader are 

consistent with the initial state of the system, and 

 The error rates for Windows Memory Reader and Winpmem in direct-access mode are 

broadly similar, with Winpmem performing marginally better. 

As expected, handles were the semantic feature with the highest degree of volatility across all 

of the experiments.  From these results, we conclude that the systematic component of the 

physical memory errors in Winpmem using direct access mode had little effect on the results 

at higher levels of abstraction.  Conversely, the larger uncertain component of the error of 

Winpmem in the memory mapped access mode had a much greater effect on its ability to 
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recover semantic artefacts.  Given that Windows Memory Reader performed better when 

acquiring physical and logical memory pages, its results are unsurprising, and we attribute 

the slightly increased error when acquiring handles to the extended time taken acquiring the 

contents of memory. 

To determine the cause of this error, we apply our visualisation technique to the semantic 

observation model.  In this case, the ordering of elements in the figure does not convey any 

information.  However, each handle will always appear in the same position.  Figure 73 and 

Figure 74 show visualisations of the relative error of the acquisition techniques in terms of 

their ability to acquire regions of memory that contain handles.  The similarity of the pattern 

of white dots, indicating a relative error of 1 ± 0, shows that across both virtual machine 

configurations, all three techniques consistently failed to acquire the same subset of handles.  

However, there was a significantly uncertain component to the error in the Winpmem 

memory-mapped access evaluation.  Visualisations of the relative error for all the types of 

semantic features acquired by Winpmem in memory-mapped mode show a similar pattern of 

errors for each feature.  Again, we believe the cause of this effect is the significantly higher 

 
Figure 73: Visualisation of the mean and standard deviation of handle acquisition errors in the 

Microsoft Windows XP 1GB virtual machine configuration. 
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degree of errors shown by the technique when acquiring physical memory pages, which 

manifests in an increased error rate at higher levels of abstraction. 

7.3 Risk of Live Digital Forensic Intervention 

In this section, we will examine the risk of the live digital forensic acquisition techniques to 

the state of the system subject to intervention in terms of both structural and semantic features 

of the environment.  The evaluation presented in this section incorporates all of the methods 

of analysis implemented in our platform, including: 

 The volatile structural state of the virtual machine, 

 The stored structural state of the virtual machine, and 

 The volatile semantic state of the virtual machine. 

Our measurement of risk is a novel contribution of our investigation platform, contrasting the 

state of a system subjected to live forensic intervention with the state of a control system that 

executes for the same duration as the intervention.  In the remainder of this section, we apply 

our measures to determine the risk of the live forensic acquisition techniques in terms of the 

three types of evidence. 

 
Figure 74: Visualisation of the mean and standard deviation of handle acquisition errors in the 

Microsoft Windows XP 2GB virtual machine configuration. 
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7.3.1 Volatile Structural Evidence 

We begin by examining risk to the volatile structural state of the system.  As live digital 

forensic techniques necessarily execute within the system whose state they are acquiring, we 

expect to see an increased risk to the volatile contents of the system.  The evaluation will 

consider: 

 The risk of live digital forensic intervention to the physical contents of memory, and 

 The risk of live digital forensic intervention to the virtual address space. 

In the remainder of this section, we will address these aspects of the risk of the live digital 

forensic acquisition techniques. 

Table 16: Risk of live digital forensic acquisition techniques to physical memory pages. 

Technique RAM Time (s) 𝒏 𝒌𝒙 Attributable Risk 

Winpmem Mapped 
1GB 60.6 ± 4.8 262,144 30 0.1716 ± 0.0120 

2GB 108.5 ± 1.2 524,288 30 0.1004 ± 0.0123 

Winpmem Direct Access 
1GB 63.7 ± 0.6 262,144 30 0.1667 ± 0.0073 

2GB 119.2 ± 5.8 524,288 30 0.0877 ± 0.0028 

Windows Memory Reader 
1GB 123.9 ± 0.3 262,144 30 0.0189 ± 0.0001 

2GB 246.8 ± 0.8 524,288 30 0.0102 ± 0.0002 

Table 16 summarises the risk to physical memory pages posed by the live forensic acquisition 

techniques in both virtual machine configurations.  We expected to see some increase in the 

risk to the contents of both physical and virtual memory pages in systems subject to live 

forensic intervention.  In addition to user interaction, live forensic intervention requires the 

loading of programs into the memory of a system, and the operation of these programs will 

necessarily cause modifications to the virtual memory pages in a system.  However, these 

figures show that in all cases Winpmem posed a significantly higher risk to the contents of 

physical memory pages than Windows Memory Reader.  This is similar to the pattern shown 

in our measures of the effectiveness of the acquisition techniques. 

Figure 75 and Figure 76 show visualisations of the attributable risk of the live digital forensic 

acquisition techniques to physical memory pages in the virtual machine configurations.  As 

with our visualisations of the effectiveness of live forensic intervention, the first physical 

memory page is located in the top left corner of each plot, and the last physical memory page 

is located in the bottom right corner of each plot.  Areas of dark red indicate an increase in risk 
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that is directly attributable to the live forensic intervention, and areas of dark blue indicate a 

decrease in risk directly attributable to the intervention.  From these visualisations, we can see 

that: 

 
Figure 75: Visualisation of the attributable risk of live digital forensic acquisition techniques to 

physical memory pages in the 1GB virtual machine configuration. 

 
Figure 76: Visualisation of the attributable risk of live digital forensic acquisition techniques to 

physical memory pages in the 2GB virtual machine configuration. 
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 In both memory-mapped and direct access modes, Winpmem posed a significantly 

higher risk than Windows Memory Reader to the contents of physical memory pages, 

and 

 In memory-mapped mode, Winpmem showed a significantly higher degree of 

dispersion in its risk to memory pages. 

While live digital forensics will necessarily alter the contents of memory, there is a large 

difference between the effects of Winpmem and Windows Memory Reader.  We cannot 

directly infer the causes of the increased risk without a larger-scale evaluation in further 

situations.  However, the pattern of attributable risk to physical memory in both Winpmem 

evaluations mirrors the systematic error in the memory images that they acquire. 

If we compare Figure 75 and Figure 76 to Figure 70, we see that there is a significantly 

increased risk that pages contained in unallocated regions of physical memory will be 

modified by Winpmem in memory-mapped access mode.  Additionally, in both modes, there 

is a vastly increased risk that the contents of allocated memory pages will be changed because 

of intervention by Winpmem.  In effect, we believe that the result of the systematic error in 

the implementation of Winpmem is an increased risk of changes in the contents of physical 

memory resulting from live forensic intervention.  Similarly, the relatively minor additional 

risk resulting from intervention with Windows Memory Reader follows the same pattern as 

its error in acquiring physical pages. 

Table 17: Risk of live digital forensic acquisition techniques to virtual memory pages. 

Technique RAM Time (s) 𝒏 𝒌𝒙 Attributable Risk 

Winpmem Mapped 
1GB 60.6 ± 4.8 14,110 30 0.1427 ± 0.0012 

2GB 108.5 ± 1.2 14,767 30 0.1266 ± 0.0007 

Winpmem Direct Access 
1GB 63.7 ± 0.6 14,110 30 0.1425 ± 0.0011 

2GB 119.2 ± 5.8 14,767 30 0.1257 ± 0.0001 

Windows Memory Reader 
1GB 123.9 ± 0.3 14,110 30 0.0643 ± 0.0000 

2GB 246.8 ± 0.8 14,767 30 0.0326 ± 0.0000 

Table 17 shows the risk of the live digital forensic acquisition techniques to virtual memory 

pages in both situations.  These figures show that, across all of the evaluations, live forensic 

intervention caused an increased risk to the contents of virtual memory.  As with the risk to 

the contents of physical memory pages, an increased risk to the contents of virtual memory 

pages is an expected result of live forensic intervention.  However, again, the attributable risk 
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measures show a significantly smaller and more predictable risk associated with Windows 

Memory Reader than either of the two other acquisition techniques. 

Figure 77 and Figure 78 show visualisations of the attributable risk of the live digital forensic 

acquisition techniques to the contents of logical memory pages in the virtual machine 

 
Figure 77: Visualisation of the attributable risk of live digital forensic acquisition techniques to virtual 

memory pages in the 1GB virtual machine configuration. 

 
Figure 78: Visualisation of the attributable risk of live digital forensic acquisition techniques to virtual 

memory pages in the 2GB virtual machine configuration. 
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configurations.  This follows a similar pattern to the other visualisations of volatile structural 

error and risk, where: 

 In both memory-mapped and direct-access modes, Winpmem shows a consistent but 

relatively high risk to the contents of the virtual address space, and 

 By comparison, Windows Memory Reader has a significantly lower and more stable 

effect on the contents of virtual memory pages. 

From the visualisations, we can also see that live forensic intervention decreased the risk to a 

small number of pages in the virtual address space.  As we have already argued in the design 

of our measures, we are unsure whether measuring the risk to the volatile state of a system is 

a useful metric.  Assuming that an acquisition technique is capable of acquiring accurate 

evidence, the state in which it leaves the volatile content of a system is largely irrelevant.  

However, we note that in this case, evaluating the risk to volatile structural evidence has 

helped to confirm our belief that there is a systematic flaw in the implementation of 

Winpmem.  Regardless of whether a user configures it in memory-mapped or direct access 

mode, this error manifests itself as an increased error rate when acquiring, and increased risk 

to the state of, the volatile content of the system. 

7.3.2 Stored Structural Evidence 

In this section, we will examine the effects of live digital forensic intervention on the stored 

structural content of the systems.  Traditional views on forensic soundness are primarily 

concerned with confirming that digital forensic processes cause no changes occur to stored 

information.  As live digital forensics necessarily alters the state of the system, and some of 

these effects occur at the storage level, this has caused a lack of acceptance of live digital 

forensic mechanisms (Lessing & Solms, 2008).  In the majority of cases where examiners must 

increasingly rely on in-situ investigations of live computing environments (Adelstein, 2006), 

this is a precursor to quiescent analysis in a forensic laboratory.  Therefore, to support the 

evidence obtained from these investigations in court, it is necessary to determine the effects 

of live digital forensics on quiescent information. 
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Table 18 summarises the risk to evidence in block storage resulting from live digital forensic 

intervention in both virtual machine configurations.  The table shows that, in both the 1GB 

and 2GB system configurations, any change to the contents of block storage was negligible 

when compared to the overall size of the storage device.  Table 19 shows the attributable risk 

of the live digital forensic acquisition techniques to the contents of the virtual machine file 

system.  From these figures, we can see that in all cases, the live digital forensic intervention 

resulted in files being more likely to change compared to a control sample.  However, in terms 

of the overall number of files the risk was minimal.  As the magnitude of the effect is minor, 

and the number of files is relatively large, our previous approach of using visualisation to 

determine patterns of risk to structural features is inappropriate.  To determine the set of files 

whose risk of change the live digital forensic acquisition techniques increased, we developed 

a method to pair rows in observation models constructed from a file-system with their 

respective filenames. 

Table 20 lists the set of files modified by every execution of a live digital forensic acquisition 

technique in both virtual machine configurations.  This table shows that each live digital 

forensic acquisition technique: 

 Modified the contents of registry keys, and this modification is evident as a change in 

the file system, and 

Table 18: Risk of live digital forensic acquisition techniques to block storage. 

Technique RAM Time (s) 𝒏 𝒌𝒙 Attributable Risk 

Winpmem Mapped 
1GB 60.6 ± 4.8 6,289,440 30 0.0000 ± 0.0000 

2GB 108.5 ± 1.2 6,289,440 30 0.0000 ± 0.0000 

Winpmem Direct Access 
1GB 63.7 ± 0.6 6,289,440 30 0.0000 ± 0.0000 

2GB 119.2 ± 5.8 6,289,440 30 0.0000 ± 0.0000 

Windows Memory Reader 
1GB 123.9 ± 0.3 6,289,440 30 0.0000 ± 0.0000 

2GB 246.8 ± 0.8 6,289,440 30 0.0000 ± 0.0000 

Table 19: Risk of live digital forensic acquisition techniques to the file system. 

Technique RAM Time (s) 𝒏 𝒌𝒙 Attributable Risk 

Winpmem Mapped 
1GB 60.6 ± 4.8 21,438 30 0.0004 ± 0.0000 

2GB 108.5 ± 1.2 21,442 30 0.0003 ± 0.0000 

Winpmem Direct Access 
1GB 63.7 ± 0.6 21,438 30 0.0004 ± 0.0000 

2GB 119.2 ± 5.8 21,442 30 0.0003 ± 0.0000 

Windows Memory 

Reader 

1GB 123.9 ± 0.3 21,438 30 0.0004 ± 0.0000 

2GB 246.8 ± 0.8 21,442 30 0.0004 ± 0.0000 
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 Caused the creation of entries in the software and system event logs. 

In addition to these modifications to the file system, both instances of Winpmem were likely 

to change the contents of the page file in virtual machine configurations with 1GB of memory, 

with an attributable risk of 0.867 ± 0.0621 for Winpmem in memory-mapped mode, and 

0.9000 ± 0.0548 in direct access mode.  Further changes to the file system were relatively 

infrequent, with some small effect of 0.0333 ± 0.0328 attributable risk observed to font, 

internet browser cache, and desktop configuration files.  As the extent to which these changes 

are attributable to live forensic intervention is relatively low, we conclude that with respect to 

file system contents, the live forensic acquisition techniques were consistent across all 

evaluations.  From this information, we also conclude that: 

 For the Winpmem experiments, the increased risk of making changes to the page file 

is a source of changes at the block storage level, 

 The additional restore point file created by Windows Memory Reader is unlikely to be 

the reason, as this was consistent across both 1GB and 2GB system configurations. 

As we commented before, the actual changes to the contents of block storage were 

comparatively negligible.  For the 1GB experiment, they amounted to approximately 1MB for 

both instances of Winpmem, and 0.5MB for Windows Memory Reader.  From these results, it 

is reasonable to conclude that in these situations live digital forensic intervention is unlikely 

to overwrite evidence in block storage.  The most likely reason for the increased risk of 

changes in the 1GB configuration is that the operating system allocates smaller in-memory 

Table 20: List of files consistently (defined as those files with an attributable risk of 1 ± 0) modified by 

live forensic intervention. 

Filename 
Winpmem 

Mapped 

Winpmem 

Direct Access 

Windows 

Memory Reader 

C:\Documents and Settings\Brett\NTUSER.DAT × × × 

C:\Documents and Settings\Brett\NTUSER.DAT.LOG × × × 

C:\WINDOWS\system32\config\software × × × 

C:\WINDOWS\system32\config\software.LOG × × × 

C:\WINDOWS\system32\config\SysEvent.Evt × × × 

C:\WINDOWS\system32\config\system × × × 

C:\WINDOWS\system32\config\system.LOG × × × 

C:\System Volume Information\_restore{E8283F54-

197E-4117-A940-EA595C596F4B}\RP6\change.log 
  × 
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caches for storage devices.  That is, there is an increased likelihood that changes at the file 

system level will be committed to block storage. 

7.3.3 Volatile Semantic Evidence 

In this section, we will evaluate the risk of live digital forensic intervention to the content of 

semantic evidence in the subject system.  As with our evaluation of the effectiveness of live 

digital forensics, this analysis includes measures of the attributable risk for processes, 

operating system services, kernel modules, handles, and sockets.  While live digital forensics 

executes within the evaluation environment, for the techniques under evaluation we do not 

expect to see any attributable effect to volatile semantic features.  The creation of buffers to 

contain the memory images manifests as an increase in risk at lower levels of abstraction, 

however, the operating system is continuing to execute whilst undergoing live forensic 

Table 21: Risk of Winpmem in memory mapped mode to semantic artefacts in volatile memory. 

Feature RAM Time (s) 𝒏 𝒌𝒙 Attributable Risk 

Processes 
1GB 60.6 ± 4.8 22 30 0.0000 ± 0.0000 

2GB 108.5 ± 1.2 24 30 0.0764 ± 0.0028 

Services 
1GB 60.6 ± 4.8 232 30 0.0000 ± 0.0000 

2GB 108.5 ± 1.2 232 30 0.0000 ± 0.0000 

Kernel Modules 
1GB 60.6 ± 4.8 95 30 0.0000 ± 0.0000 

2GB 108.5 ± 1.2 95 30 0.0000 ± 0.0000 

Handles 
1GB 60.6 ± 4.8 4,172 30 0.0011 ± 0.0001 

2GB 108.5 ± 1.2 4,629 30 −0.0007 ± 0.0002 

Sockets 
1GB 60.6 ± 4.8 11 30 0.0000 ± 0.0000 

2GB 108.5 ± 1.2 11 30 0.0000 ± 0.0000 

Table 22: Risk of Winpmem in direct access mode to semantic artefacts in volatile memory. 

Feature RAM Time (s) 𝒏 𝒌𝒙 Attributable Risk 

Processes 
1GB 63.7 ± 0.6 22 30 0.0000 ± 0.0000 

2GB 119.2 ± 5.8 24 30 0.0792 ± 0.0023 

Services 
1GB 63.7 ± 0.6 232 30 0.0000 ± 0.0000 

2GB 119.2 ± 5.8 232 30 0.0000 ± 0.0000 

Kernel Modules 
1GB 63.7 ± 0.6 95 30 0.0000 ± 0.0000 

2GB 119.2 ± 5.8 95 30 0.0000 ± 0.0000 

Handles 
1GB 63.7 ± 0.6 4,172 30 0.0018 ± 0.0001 

2GB 119.2 ± 5.8 4,629 30 −0.0003 ± 0.0001 

Sockets 
1GB 63.7 ± 0.6 11 30 0.0000 ± 0.0000 

2GB 119.2 ± 5.8 11 30 0.0000 ± 0.0000 
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acquisition.  Hardware based approaches, similar to Tribble (Carrier & Grand, 2004), may 

cause significant changes to the volatile semantic state of a system, as it is not necessary for 

the operating system to continue functioning.  This is not the case for the techniques under 

consideration. 

Table 10, Table 11, and Table 12 show the risk of each live digital forensic acquisition technique 

to semantic artefacts in volatile memory.  With the exception of Windows Memory Reader 

causing a slight increase of risk to process table entries in the 2GB configuration, these figures 

show that the effects of live digital forensic intervention on the volatile semantic state of a 

system are negligible.  In the majority of cases, semantic features did not expire in either the 

intervention or control evaluations, which explains the high prevalence of zero attributable 

risk results. 

7.4 Performance of Live Digital Forensic Intervention 

In this section, we will examine the performance of the live digital forensic acquisition 

techniques.  The live digital forensic guest agent collected samples of the performance 

information provided by the operating system at five-second intervals while the acquisition 

technique was executing.  Due to limitations in the operating system and application 

programming interfaces, we could not determine the identifier of the acquisition technique 

process before creating it.  Consequently, the guest could only collect performance 

information after creating the process.  For the results presented in this chapter, then, this 

means that the guest agent collected: 

Table 23: Risk of Windows Memory Reader to semantic artefacts in volatile memory. 

Feature RAM Time (s) 𝒏 𝒌𝒙 Attributable Risk 

Processes 
1GB 123.9 ± 0.3 22 30 0.0000 ± 0.0000 

2GB 246.8 ± 0.8 24 30 0.0417 ± 0.0000 

Services 
1GB 123.9 ± 0.3 232 30 0.0000 ± 0.0000 

2GB 246.8 ± 0.8 232 30 0.0000 ± 0.0000 

Kernel Modules 
1GB 123.9 ± 0.3 95 30 0.0000 ± 0.0000 

2GB 246.8 ± 0.8 95 30 0.0000 ± 0.0000 

Handles 
1GB 123.9 ± 0.3 4,172 30 0.0013 ± 0.0000 

2GB 246.8 ± 0.8 4,629 30 0.0003 ± 0.0000 

Sockets 
1GB 123.9 ± 0.3 11 30 0.0000 ± 0.0000 

2GB 246.8 ± 0.8 11 30 0.0000 ± 0.0000 
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 The initial performance sample at some point close to, but not equal to, the time the 

acquisition technique began executing, and 

 The final performance sample at some point within the final five seconds of the lifetime 

of the process. 

In practice, we believe that none of these concerns brings the data presented in this section 

into question, as the performance information covers the majority of the lifetime of the 

acquisition technique.  We begin by revisiting the execution durations of acquisition 

techniques, as this is necessary to explain the remainder of the results presented in this section. 

Figure 79 shows the number of acquisition technique instances active in the virtual machine 

over time.  This information reflects the experiment duration information presented earlier in 

this chapter.  In particular, from this graph we can see that: 

 The Windows Memory Reader software acquired memory in nearly twice the time 

required by either Winpmem technique in the same situation, and 

 Most instances of a technique acquired the contents of memory within approximately 

the same time; however, a small number of Winpmem processes executed for another 

20 to 25 seconds. 

In the remainder of this section, we provide summary information for the input and output 

usage, memory usage, and processing time usage of the live digital forensic acquisition 

technique.  For information that is cumulative, such as the total number of read operations, 

the graphs will show downward trends towards the execution time limit of the technique.    

 
Figure 79: Duration of the execution time of the live digital forensic acquisition techniques. 
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This is unavoidable, as the majority of completed processes have terminated by this point, we 

can only compute summary statistics for those instances of acquisition techniques that were 

still executing at a given time. 

Figure 80 shows the memory usage performance for the live digital forensic acquisition 

techniques.  These figures show that, in all cases, the acquisition techniques allocate a fixed 

quantity of memory that does not change for the duration of the experiment.  All of the 

acquisition techniques allocate a relatively small area of memory that the operating system 

may write to the page file.  In addition, the amount of memory allocated to the acquisition 

techniques does not reflect the amount of memory in the host system, and instead appears to 

depend on some internal constant.  In our experiment, this occurred to the extent that the 

results for some evaluations are not visible on the graphs, where all instances of Winpmem 

and, separately, Windows Memory Reader, allocated the same amount of memory across all 

experiments.  The lack of visible error bars indicates that there was no variance between 

executions of the same experiment.  All of these factors lead us to believe that all of the 

acquisition techniques allocate fixed buffers to store information read from memory before 

writing it to the evidence vector. 

 
Figure 80: Memory usage of the live digital forensic acquisition techniques. 

 

 



Chapter 7 – Experimental Investigation 

169 

Figure 81 shows measurements of the input and output usage of the live digital forensic 

acquisition techniques.  From top to bottom, the graphs show: 

 The total number of read operations performed by each acquisition technique, 

 The total amount of data read by each acquisition technique, 

 The total number of write operations performed by each acquisition technique, and 

 The total amount of data written by each acquisition technique. 

These charts are particularly interesting, as they show two distinct strategies for reading and 

writing the contents of memory.  With respect to reading the contents of memory, the 

mechanism used by Windows Memory Reader to acquire the contents of memory does not 

count towards its process input quota, while the mechanism used by Winpmem in both access 

modes does count towards its process input quota.  In both cases, the total amount of data 

 
Figure 81: Measurements of the input and output usage of the live digital forensic acquisition 

techniques. 
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written by each acquisition technique is equal to the size of physical memory in the evaluation 

environment. 

While we do not have access to the Windows Memory Reader source code, its documentation 

states that it attempts to access memory pages using two different approaches, preferring to 

map views of sections of memory, and if that fails it uses a standard memory mapped 

approach.  What is unusual, however, is that an examination of the source code of Winpmem 

shows that, in direct access mode, it uses the same interfaces to access the contents of system 

memory.  Without access to the source code, we will not be able to determine the precise 

reason why the Windows Memory Reader does not appear to be directly reading the contents 

of memory.  The figure also shows that the acquisition techniques have different approaches 

to storing the acquired memory image on the evidence vector, where: 

 The Windows Memory Reader implementation uses a large number of relatively small 

write operations, and 

 The Winpmem implementation uses a relatively small number of large write 

operations. 

This explains the discrepancy in the duration of execution for each acquisition technique, as 

the approach taken by Windows Memory Reader appears to be relatively slower. 

 
Figure 82: Processor usage of the live digital forensic acquisition techniques. 
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Figure 82 shows the processer usage performance for the live digital forensic acquisition 

techniques.  From these graphs, we make the following observations: 

 While the difference in user-mode processing is within a fraction of a second, we 

attribute the increased time spent by Windows Memory Reader to its relatively 

detailed console output, 

 The relatively stable system time usage by Windows Memory Reader reflects its usage 

of a high number of small-sized write operations, and 

 There is a significantly higher degree of variance in the user and processor time usage 

by the Windows Memory Reader technique, which we cannot attribute to any 

underlying cause. 

We can also see that despite changes in the underlying system configuration, all acquisition 

techniques follow a broadly similar processor usage pattern throughout their lifetimes. 

7.5 Conclusions 

In this chapter, we have used the implementation of our live digital forensic investigation 

platform in a practical experiment.  By applying our observation model to information 

obtained at multiple levels of abstraction, and measures of the effectiveness and risk of live 

digital forensics, we have demonstrated that the design and implementation of our platform 

fulfil their purpose.  In addition, we have shown that our model, measures, and visualisations 

possess practical applications beyond their theoretical foundations.  This has been a thorough 

evaluation of the characteristics of the three live digital forensic acquisition techniques.  Where 

existing work has presented limited evaluations that focus on particular aspects of the 

acquisition technique or acquired evidence, or has focused on purely qualitative evaluation, 

our methods permit for automated and large-scale evaluation of multiple aspects of live 

digital forensics. 

The experimental evaluation shows that, in nearly all cases, Windows Memory Reader 

performs better than Winpmem in terms of both effectiveness and risk.  Despite requiring 

significantly more time to acquire the contents of memory, Windows Memory Reader 

obtained memory images that closely reflected the initial state of the machine, including 

semantic artefacts.  There were significant differences between Winpmem in memory mapped 
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and direct access modes with respect to the accuracy of acquired evidence and risk to system 

state.  In situations where an examiner must conduct live digital forensics within a relatively 

idle Windows XP system, we believe that it would be advisable to prefer Windows Memory 

Reader to Winpmem.  Further research will be required to determine the precise causes of the 

observed effects, particularly the discrepancies between Winpmem in memory mapped and 

direct access mode. 

In the next chapter, we will present a quantitative evaluation of the performance of our 

framework based on the experiment discussed in this chapter. 
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8 Evaluation 

In this chapter, we present a quantitative evaluation of the performance of our live digital 

forensic investigation platform.  We will present information that justifies the design and 

implementation of our live digital forensic investigation platform, discussing: 

 The time required to conduct live digital forensic experiments, 

 The space required to store the results of live digital forensic experiments, 

 The complexity of the observation model, in terms of the space required to store and 

represent observations, and the amount of time required to construct models from 

experimental results, and 

 The performance and impact of the live digital forensic guest agent. 

This evaluation is based on information collected while conducting the experiments and 

analysis presented in the previous chapter.   

8.1 Time Required to Conduct Experiments 

In this section, we will examine the time required to conduct the various stages of live digital 

forensic experiments with our investigation platform.  To generate the information presented 

in this section, we implemented scripts that parsed the extensive logs produced by our 

investigation platform to determine how much time it spent performing the major stages of 

an experiment.  Figure 83 and Figure 84 show the average time required to conduct the 

intervention and control experiments described in this chapter.  Each horizontal bar in the 

charts represents the average time required to conduct an execution of an experiment, with 

the bar divided into the durations for each experimental stage.  From these charts, we can see 

that across control and intervention experiments: 

 The majority of time is dedicated to analysing structural sources of information on 

storage media, 

 It takes nearly twice as long to perform post-intervention processing on the 2GB virtual 

machines than the 1GB virtual machines, and 
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 Relatively little time was required to analyse physical and logical memory pages. 

From the charts, it is also obvious that the investigation platform spent a disproportionate 

amount of time analysing semantic features in the memory mapped Winpmem intervention 

experiments.  Further analysis of the log files has shown that this only occurred for some 

 
Figure 83: Average time required to conduct intervention executions of live digital forensic 

experiments. 

 
Figure 84: Average time required to conduct control executions of live digital forensic experiments. 
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executions when analysing the memory image of the final state of the virtual machine, with a 

standard deviation of 4.9 minutes for the 2GB system and 3.6 minutes for the 1GB system. 

Figure 85 and Figure 86 show the total time required to conduct all executions of the 

intervention and control experiments.  As before, the horizontal bar represents the total time 

required to conduct an execution, divided into the total duration for each experimental stage.  

These charts show how conducting large-scale experimental evaluations of live digital 

forensic techniques requires a significant investment of time and would be difficult to conduct 

 
Figure 85: Total time required to conduct intervention executions of live digital forensic experiments. 

 
Figure 86: Total time required to conduct control executions of live digital forensic experiments. 

 

0.00 100.00 200.00 300.00 400.00 500.00 600.00 700.00 800.00 900.00

Winpmem Direct Access (1GB)

Winpmem Mapped (1GB)

Windows Memory Reader (1GB)

Winpmem Direct Access (2GB)

Winpmem Mapped (2GB)

Windows Memory Reader (2GB)

Time (Minutes)

Preparation Intervention Post-Processing Block Storage

File System Physical Pages Logical Pages Semantic Features

0.00 100.00 200.00 300.00 400.00 500.00 600.00

Winpmem Direct Access (1GB)

Winpmem Mapped (1GB)

Windows Memory Reader (1GB)

Winpmem Direct Access (2GB)

Winpmem Mapped (2GB)

Windows Memory Reader (2GB)

Time (Minutes)

Preparation Idle Post-Processing Block Storage

File System Physical Page Logical Page Semantic Feature



Chapter 8 – Evaluation 

176 

manually.  An advantage of our investigation platform over existing approaches is that it 

allows for the flexible specification of automated live digital forensic experiments in a high-

level configuration language.  In practice, each execution of an experiment is independent 

from all other executions of the experiment, and virtual machines are portable across systems 

with similar architectures.  As no manual intervention is required during experimentation, 

our platform allows large-scale evaluations to be conducted across a set of host systems.  This 

means that the only constraints on the scale of an evaluation are the computing resources the 

experimenter is willing to allocate to it. 

As our investigation platform spends the majority of its time analysing data, it is worth 

considering whether simultaneously executing multiple analysts within a single host machine 

would improve performance.  As the majority of time taken up during analysis is spent 

calculating hashes of blocks and files in stored media, a process bound by the speed of the 

underlying storage media and the capacity of the storage interface, we do not believe this 

would reduce the overall time required for analysis.  We would have liked to demonstrate 

significant reductions in the duration of experiments by moving the virtual machine disk 

images and temporary working area for the investigation platform to a solid-state drive.  

However, these resources were not available to us during the experimental evaluation of our 

platform.  Existing work on the performance improvements provided by solid-state storage 

leads us to believe, both in general (Dirik & Jacob, 2009) and for digital forensics (Roussev, 

Quates, & Martell, 2013), that this is a reasonable claim. 

8.2 Space Required to Store Experiment Results 

In this section, we will examine the space required to store data generated by our live digital 

forensic investigation platform, and the strengths and weaknesses of potential approaches to 

reducing the amount of generated data.  We begin by examining the space required to store 

the results generated by the experiments presented in the previous chapter.  Table 24 shows 

the total quantity of data produced by each form of analysis across all intervention and control 

executions of the live digital forensic experiment.  From this table, we can see that: 

 The majority of data produced during an experiment describes structural sources of 

information on storage devices, 
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 The amount of information required to represent semantic features is comparatively 

small, and 

 The amount of descriptive information produced during an experiment is negligible. 

In addition, this table shows that our decision to compress the results of experiments is 

reasonable, reducing the space required to store experimental results by approximately 

eighty-nine percent.  We gain the majority of this space-saving from compressing the results 

of block storage analysis.  The reason for this is that the virtual machine allocates sparse disk 

images, and as our evaluation environments were clean installations of an operating system, 

it has had to allocate relatively few blocks for the device.  When the disk image is processed, 

these unallocated blocks have a fixed value, which means they also hash to the same value.  

This allows the compression algorithm to achieve good performance for block storage devices, 

although this obviously depends on the system configuration.  It is possible that high-usage 

configuration of a system would require significantly larger quantities of space to store block-

storage analysis results. 

It would have been possible to take one of two different approaches in order to reduce further 

the storage requirements for live digital forensic experiments.  These approaches are: 

1. Using a binary format to store the results of live digital forensic analysis, or 

2. Generating the structural and semantic observation matrices directly from the output 

of live digital forensic analysts. 

Table 24: Total quantity of data produced by the live digital forensic experiment. 

  Compressed (MB) Uncompressed (MB) 

Source Feature 1GB 2GB Total 1GB 2GB Total 

Storage Block Storage 3871 3871 7742 35629 35629 71258 

 File System 77 77 154 307 307 614 

Volatile Physical Pages 328 439 767 2228 4456 6684 

 Logical Pages 59 61 120 204 208 412 

 Semantic Features 16 17 33 72 78 150 

Other Metadata 8 14 22 - - - 

 Logs 1 1 2 - - - 

 Total 4360 4480 8840 38449 40693 79142 
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In the first case, while a binary format would, when storing hash values, approximately halve 

the amount of space required for storing results, it would also require additional development 

and documentation.  This would make exchanging results between researchers difficult, and 

limit the options for software that is capable of interpreting the results.  If we had focused 

solely on interoperability, an XML-based format would have been a potential option, but this 

would significantly increase the amount of space required to store results.  We believe that 

using comma-separated value files provides a reasonable balance between storage 

requirements and usability. 

The second case is that proposed in our design.  This would have negated the need for the 

significant quantities of storage required to contain the intermediate sets of extracted features.  

We would only store the constructed observation models and the initial set of features in the 

investigation result repository, significantly reducing the amount of data generated during 

the experimental evaluation.  We cannot reduce this further, by discarding the initial feature 

set, as an experiment may discover that a given live digital forensic technique is particularly 

good, or poor, at acquiring certain types of evidence, or poses a significant risk to stored 

information on a machine.  In this case, the information describing the initial set of features 

would be useful in determining the cause or effect of this result.  The large quantities of 

intermediate information extracted during the experiment are, then, side effects of our 

prototype implementation and do not represent a limitation in our design. 

8.3 Observation Model 

The previous section addressed the problem of the quantity of information produced by a live 

forensic experiment.  This also has implications for the space required to store, and memory 

required to process, evidence observation matrices.  In this section, we examine the theoretical 

size of semantic and structural observation matrices, and the size and construction time of the 

observation matrices generated by the experiments conducted for this chapter. 

For semantic observation models, assuming an optimal implementation requiring a bit to 

represent each element in an observation matrix, the function 𝑆𝑒𝑚𝑎𝑛𝑡𝑖𝑐𝑆𝑖𝑧𝑒 gives the size in 

bits of a semantic observation matrix.  We define this function by: 
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𝑆𝑒𝑚𝑎𝑛𝑡𝑖𝑐𝑆𝑖𝑧𝑒(𝑆𝑥) = 𝑘𝑥𝑛 (13) 

where 𝑘𝑥 is the number of samples for the observation, and 𝑛 is the number of observed 

semantic features.  In practice, computer systems will generally align memory allocation to 

some unit larger than a bit.  However, even in the worst case, the amount of wasted space will 

be comparatively small.  Figure 87 shows how a semantic observation matrix will grow as the 

number of samples and observed features increases.  If we were to set a reasonable upper 

bound as the observation of 100,000 features across 250 samples, an optimal implementation 

will require no more than approximately 3MB of space to store and process a semantic 

observation matrix.  For semantic observations, then, this definition is sufficient, and we do 

not expect the size of the matrix to present storage or computational difficulties. 

 
Figure 87: Growth of semantic observation models as a) the number of samples increases, and b) the 

number of semantic features increases. 

A structural observation matrix, however, is likely to require a significantly higher amount of 

space to store and process.  Let 𝑘𝑥 be the number of samples for the observation, 𝑏 be the size 

of the structural feature in bits, and 𝑞 be the size of each structural quantum in bits.  For this 

case, again assuming an optimum implementation of a dense-matrix with one bit per element, 

the function 𝑆𝑡𝑟𝑢𝑐𝑡𝑢𝑟𝑎𝑙𝑆𝑖𝑧𝑒 gives the size in bits of a structural observation matrix, defined 

by: 

𝑆𝑡𝑟𝑢𝑐𝑡𝑢𝑟𝑎𝑙𝑆𝑖𝑧𝑒(𝑆𝑥) = 𝑘𝑥

𝑏

𝑞
 (14) 

While the execution count does not have an associated unit, given that the quantities involved 

in this expression are dimensionless, the resulting value is a count of binary symbols, also 
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with the unit bits.  From this equation, as the experimenter is not in control of the quantum 

size of the evaluation environment, when the number of samples and size of the structural 

feature grows, we expect the size of the observation matrix to increase to an unmanageable 

size. 

Figure 88 shows the growth of structural observation matrices for standard quantum sizes of 

system memory and storage.  If we were, again, to set a reasonable upper bound as the 

collection of 250 samples, in a system with 4GB of RAM divided into uniform 4096-byte pages 

this would result in an observation matrix requiring 31.25MB of space.  However, a structural 

observation matrix for a system with 256GB of storage split into 4096-byte blocks, which is 

still less than the typical amount of storage we expect to see in systems subject to forensic 

analysis, the dense observation matrix would require 2GB of space.  Under the same 

conditions, a 1TB storage device would be stored and processed in 8GB worth of space.  This 

is an unsustainable approach to representing structural observation matrices. 

 
Figure 88: Growth of structural observation models as a) the number of samples increases, and b) the 

size of the structural feature increases. 

Structural observation matrices model changes to structural quanta that, in the large storage 

devices where we foresee difficulties, will occur relatively infrequently.  From this, it would 

be reasonable to implement structural observation models as sparse matrices.  Even with a 

naïve implementation, where a pair of integer indices denote each non-zero element, this 

would significantly reduce the amount of space required to represent and store observation 

models.  In the worst case, the structural observation models for block storage information in 

our experimental evaluation did not exceed 180MB in size.  As there was no need for the 
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additional complexity, we have not implemented this in our existing evaluation and 

modelling package.  However, if necessary, it would be trivial to replace the existing matrix 

implementation with a sparse matrix. 

Table 25: Construction time of observation models from experiment data. 

Sample Feature Time 1GB (s) Time 2GB (s) 

Acquired 

Physical Pages 379.3 787.0 

Logical Pages 18.6 18.4 

Semantic Features 8.9 9.1 

Post-Acquisition 

Physical Pages 501.3 783.6 

Logical Pages 17.8 17.6 

Semantic Features 7.9 7.5 

Block Storage 5003.7 5109.3 

File System 24.8 24.9 

Control 

Physical Pages 652.6 1296.4 

Logical Pages 20.1 19.3 

Semantic Features 9.3 10.6 

Block Storage 4046.9 5446.9 

File System 27.8 24.6 

Table 25 lists the amount of time required to construct the observation models for the results 

presented in the last chapter.  Here, as with the time required to generate hashes of each block 

during live digital forensic analysis, the cause of the comparatively long time required to 

construct observation models of block storage data is the rate of throughput between the disk 

and main memory.  Constructing a single structural observation model of block storage 

involves decompressing the compressed block storage observations and processing 

approximately 6GB worth of hash values, performing approximately one-hundred and 

eighty-nine million comparisons.  We constrain the space required to construct observation 

models for block-storage features as our implementation uses a constant-space approach 

where we read a single line from each hash value file at a time.  To avoid constructing 

observation models for each application of our measures, we implemented the investigation 

result repository as a caching mechanism in our modelling and evaluation software.  This 

significantly reduces the time required to load instances of block-storage observation models, 

the largest type constructed for the work presented in the previous chapter, to approximately 

two seconds. 



Chapter 8 – Evaluation 

182 

8.4 Impact of the Pypette Agent 

In this section, we will evaluate the performance of the live digital forensic guest agent with 

respect to its footprint within the guest operating system.  For the purposes of this evaluation, 

we modified our implementation to collect performance information describing the guest 

agent in the same format we acquire for live digital forensic acquisition techniques.  This 

modification would not be required for real-world applications of our platform.  However, it 

was useful for our evaluation, and we achieved it by: 

 Adding an additional command to the guest agent that reported its performance and 

status, and 

 Altering the live digital forensic intervention methodology to invoke this command 

before and after executing the acquisition toolkit. 

The performance information collected by these modifications included input and output 

usage, user and kernel processor usage, and memory usage. 

Figure 89 shows the input and output statistics collected from the live digital forensic guest 

agent before and after intervention, where the values shown are the mean for each property, 

and error bars indicate one standard deviation around the mean.  From the operating system 

documentation (Microsoft Corporation, 2013), we know that the statistics in this graph include 

the number of bytes read and written and the number of read and write operations, for: 

 Initialising the guest agent, 

 Communicating with the investigation platform through the serial port 

communication channel, and 

 Interacting with the live digital forensic acquisition toolkit process. 

This explains the similarity in the number of bytes read across all of the experiments, where 

the majority of the operations occurred while initialising the guest agent process.  While there 

was very little variance within each experiment, indicated by the absent or small error bars, 

there are discrepancies in the number of read operations, bytes written, and bytes read across 

all of the experiments. 
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For the Windows Memory Reader experiments, we know that the acquisition process took 

nearly twice as long to complete compared to the other experiments.  Because of this, our 

guest agent collected much more performance information describing the acquisition process, 

which the agent then sent to the investigation platform over the serial port channel.  As these 

experiments also produced significantly more textual output, the guest agent also had to read 

and send more information to the investigation platform across the serial port communication 

channel.  These two factors explain the discrepancies in the number of read and write 

operations between these experiments. 

 
Figure 89: Guest agent input and output performance. 
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Figure 90 shows the mean system time and mean user time usage statistics collected from the 

live digital forensic guest agent before and after intervention.  From our knowledge of the 

implementation of the guest agent, 

 The initial processing time in both user and kernel mode indicates the processor usage 

while initialising the guest agent, and 

 The final kernel and user processor figures indicate the time spent creating and 

capturing the output of the acquisition process, and reading and writing to the serial 

port communication channel. 

As before, the error bars in the figures indicate one standard deviation around the mean 

processor usage time.  The large error bar in the system usage time for Winpmem is caused 

by a single outlier, where the process spend approximately 32-seconds executing low-level, 

system operations.  If we reject this execution, then the average system time for this case was 

0.5 ± 0.06 seconds.  The results from the previous chapter show some degree of variability in 

the execution time of the live digital forensic acquisition techniques.  Our guest agent 

 
Figure 90: Guest agent usage of system and user processor time. 
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implementation spends the majority of its time both waiting for output from the acquisition 

technique, and collecting information that describes its performance.  From this, we conclude 

that the relatively high dispersion in these figures are a result of corresponding discrepancies 

in the execution time of the acquisition process. 

Figure 91 shows the memory usage statistics collected from the live digital forensic guest 

agent before and after intervention.  It is difficult to interpret the peak working set and 

percentage usage information on the Microsoft Windows platform, as it does not differentiate 

between memory allocated to the guest agent and memory allocated to shared libraries used 

by the guest agent.  The peak paged pool information describes the amount of memory 

allocated to the guest agent that the operating system can store in the page file.  As this value 

remained consistently low across all experiments, at approximately 70KB, we can be confident 

that the guest agent had no significant impact on any measures of risk to storage devices.  The 

 
Figure 91: Guest agent memory usage. 
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peak working set and percentage usage graphs show an increase in memory usage after 

conducting a live forensic intervention.  We believe that the cause of this is the storage of: 

 Textual output from the live digital forensic acquisition technique, and 

 Performance information describing the behaviour of the live digital forensic 

acquisition technique. 

The relatively larger amount of memory allocated to the Windows Memory Reader 

experiments that, as we have already explained, produce a larger quantity of textual and 

performance information, support this belief. 

The effect of the guest agent in terms of memory footprint was consistent across all executions 

of the experiment.  As a proportion of the error in acquiring the physical contents of memory, 

the effects of the increase in memory allocated to the guest agent in the Winpmem experiments 

is negligible.  However, as a proportion of the physical memory acquisition error in the 

Windows Memory Reader experiments, the increase in memory usage is noticeable.  The 

increase in the size of the peak working set of the guest agent, caused by the increased amount 

of descriptive information produced by the Windows Memory Reader evaluations, was 

729.6kB in the 1GB system configuration, and 1310.1kB in the 2GB system configuration.  As 

a proportion of the absolute error of Windows Memory Reader when acquiring the contents 

of physical memory, this amounts to a maximum of 2.8% in the 1GB system configuration, 

and a maximum 5.4% in the 2GB system configuration.  These effects are not large enough to 

alter our interpretation of the results of the experiment, in fact, in spite of the larger change in 

the private working set of the guest agent Windows Memory Reader still performed 

significantly better than Winpmem. 

From the information in this section, we conclude that for the experiments presented in this 

chapter: 

 The guest agent itself had a predictable footprint within the guest environment, and 

 Any unpredictability in the operation of the guest agent was a direct result of the 

acquisition technique. 

The lack of variance in the memory usage, input usage, and output usage graphs indicates 

that the guest agent itself operated predictably.  Conversely, the higher degree of variance in 
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processing time was a direct result of the relative unpredictability of the acquisition 

techniques. 

We could improve the initial input and memory footprint of the guest agent by providing a 

native implementation.  However, our existing approach stores the output and performance 

information of the acquisition technique within memory before sending it to the investigation 

platform.  This means that a native implementation would have no significant effect on the 

magnitude of the difference between memory usage in the initial and final observations.  A 

better solution would be to maintain fixed-size buffers to contain performance and output 

information and to stream the data to the investigation platform as these buffers fill.  As this 

would require significantly altering the implementation of both our guest agent and 

investigation platform to support remote procedure call and streaming protocols, we have not 

implemented these changes.  Alternately, with our existing implementation, the interval 

between collecting samples of acquisition technique performance could be increased.  As the 

textual output from the techniques was, for this evaluation, relatively uninteresting, it would 

require much less work to alter our implementation to include a flag determining whether the 

output is collected at all. 

8.5 Summary 

In this chapter, we have presented a quantitative evaluation of the performance of our live 

digital forensic investigation platform, and the impact of the live digital forensic guest agent.  

While conducting experimental evaluations of live digital forensics takes a large amount of 

time, we believe that this is true regardless of whether the experimenter conducts this 

evaluation within our platform or manually.  As the previous chapter has shown, the benefit 

of our method is that we conduct detailed evaluations of live digital forensics using an 

automated approach.  The user is only involved in the initial stages of designing the 

experiment and creating the configuration of the evaluation environment, and after the 

experiment completes to evaluate the results.  At this stage, too, we have developed software 

support for constructing observation models and applying our measures of the effectiveness 

and risk of live digital forensics.  Combined, this leaves the only constraint on the scale of 

experiments as the amount of resources, in terms of computing power, storage, and time, that 
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a user is willing to dedicate to live forensic evaluation.  In the next chapter, we present the 

conclusions of this thesis and our directions for further work. 
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9 Conclusions and Further Work 

The focus of this thesis has been to address issues in the literature by providing improved 

models and methods for the experimental investigation of live digital forensics.  To achieve 

this, we developed novel theoretical and practical methods that included: 

 Defining a formal approach to modelling the observations collected during the 

experimental investigation of live digital forensics, using this model to define general 

methods for determining the error rate and risk of live forensics, and 

 Designing and implementing Pypette, a platform for the investigation of live digital 

forensics, which consists of modules that fully-automate experiment methodologies 

and apply our observation model and methods to automate the analysis of results. 

In the remainder of this chapter, we present a summary of this thesis, an overview of our novel 

contributions, comparisons to existing work, and directions for further research.  We conclude 

the thesis with final remarks on our aims and objectives, and our approach for disseminating 

the design and implementation of our platform. 

9.1 Thesis Summary 

Chapter 1 of this thesis presented an introduction to our work, beginning by outlining the 

current state of digital crime, digital forensics, and the motivation for this thesis.  We then 

discussed the aims and objectives of our work, and summarised our novel contributions.  

Next, we listed the journal and conference papers that we published during the completion of 

this thesis.  We concluded the chapter concluded by documenting the structure of this thesis. 

We began the main body of the thesis in Chapter 2 with background material on digital 

forensic investigation.  The content of this chapter was a brief introduction to digital forensics, 

including a discussion of the nature of digital evidence and the order of volatility, well-

established approaches to evidence acquisition and analysis, and the differences between 

quiescent and live digital forensics.  In Chapter 3, we presented work related to the problem 

of evaluating live digital forensics, beginning by presenting the requirements for the 
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evaluation of live forensics in both abstract and concrete terms.  This chapter continues by 

discussing theoretical and experimental models of digital forensic evaluation, and contrasts 

this with applied instances of live forensic evaluation in the literature.  We conclude the 

chapter with a discussion of the limitations of this existing work and directions for improving 

the evaluation of live digital forensics. 

In Chapter 4, we proposed a general model of the observations obtained by investigating live 

digital forensics.  This chapter began by offering a definition of the observations obtained by 

live digital forensic experiments.  Then, we provided a formal model of the observations of 

semantic and structural evidence obtained during a live forensic experiment.  In the next 

section, we used this model to define a general method for determining error rates of live 

digital forensics, and after this, we introduced concepts from clinical epidemiology to define 

a general method for determining the risk of live digital forensics.  The chapter concluded 

with a mechanism for visualising the patterns of error and risk in live digital forensics. 

Chapter 5 documented the design of our live digital forensic investigation platform.  We began 

by presenting the architecture of the platform and its separation into four core modules.  The 

next section discussed the design of the first of these modules, the experiment controller, 

which coordinates the execution of live digital forensic investigations.  Next, we presented the 

design of the evaluation environment module.  We followed this with the design of the live 

digital forensic technique module, which provided a foundation for automating methods for 

the investigation of live digital forensics, and presented the design of methods for 

investigating live forensic intervention and the behaviour of evidence.  We concluded the 

chapter by discussing the live digital forensic analysis module that provides a platform for 

automating the analysis of information obtained during the experimental investigation of live 

digital forensics, and presented the design of an automated approach for constructing our 

models of live forensic information and aggregating performance data.  

The implementation of this investigation platform was presented in Chapter 6.  We began with 

an overview of the architecture of the implementation and a discussion of its core components.  

Next, we presented the implementation of the live digital forensic techniques specified in our 

design.  We then discussed the implementation of our approach to automating the extraction 

of information from the observations collected during an experiment.  The chapter concluded 
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by presenting the implementation of our observation model construction algorithms, our 

methods for determining the error and risk of live digital forensics, and a set of command-line 

tools that we developed to assist generating reports and visualisations of this information. 

In Chapter 7, we presented the results of an experimental evaluation of three live digital 

forensic acquisition techniques conducted in two virtual machine configurations.  We began 

the chapter by discussing the design of the experiment, and then applied our measures of the 

error and risk of live digital forensics to produce a thorough examination of the behaviour of 

the acquisition techniques.  The chapter concluded with a discussion of our investigation 

platform and measures, concluding that our approach addresses limitations in existing 

experimental evaluations of live digital forensics.  We used performance information collected 

during this experiment to conduct a quantitative evaluation of the performance of our live 

digital forensic investigation platform in Chapter 8. 

9.2 Summary of Novel Contributions 

In this thesis, we have presented our proposal for Pypette (Lempereur, Merabti, & Shi, 2010; 

Lempereur, Merabti, & Shi, 2012; Lempereur, Merabti, & Shi, 2012; Lempereur, Merabti, & 

Shi, 2013), a platform that allows for the thorough experimental investigation of live digital 

forensics.  Our first contribution was a thorough review of the state of the art of live forensic 

acquisition, analysis, and evaluation.  This review identified key problems and limitations in 

existing work on the evaluation of live digital forensics.  The theoretical and practical 

foundations of our platform address these issues by providing mechanisms and models that 

contribute to the literature and enable researchers and practitioners to conduct thorough 

experimental evaluations of existing and novel live digital forensic techniques.  In the 

remainder of this section, we provide a summary of the novel contributions of this thesis. 

9.2.1 A Model for Investigating Live Digital Forensics 

In our examination of related work we show that there is, to date, no consensus on the metrics 

with which live digital forensics can be investigated; in addition, there has been no attempt to 

formalise a general description of methods for calculating these metrics.  In Chapter 4, we 

presented our model for investigating live digital forensics (Lempereur, Merabti, & Shi, 2013), 

and the main contributions of this chapter are: 
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 In order to allow for general consideration of live digital forensic evidence, we 

developed a formal description of the observations obtained by live digital forensic 

experiments in terms of an evidence observation model, which unifies evaluations of 

semantic and structural evidence.  Our literature survey indicates that a general formal 

model of system state observations for the evaluation of live digital forensics has not 

been defined prior to our work  (Lempereur, Merabti, & Shi, 2012; Lempereur, Merabti, 

& Shi, 2013), 

 In our survey of related work, we identified that the investigation of live digital 

forensics should consider duplication integrity, and to support this we defined a 

general method for calculating error rates of live digital forensics.  Where existing 

work has either been too abstract, providing little practical guidance, or was limited to 

an incomplete subset of the available information, our approach allows for the general 

determination of the error rates of live digital forensics for any type of information that 

can be represented as an observation model (Lempereur, Merabti, & Shi, 2013), 

 Our survey of related work also identified that no satisfactory method has been 

proposed for determining the identifiable non-interference of live digital forensics; to 

address this problem, we formulated a method for determining the forensic soundness 

of live intervention in terms of the attributable risk for any type of information that 

can be represented as an observation model (Lempereur, Merabti, & Shi, 2013), and 

 We built upon our methods for determining the error rates and risk of live digital 

forensics by developing a method for visualising the pattern of error and risk, allowing 

evaluations to determine the consistency of these measures across experiments 

(Lempereur, Merabti, & Shi, 2013). 

The methods and measures we proposed Chapter 4 improve upon existing research on the 

quantitative investigation of live digital forensics. 

9.2.2 A Platform for the Investigation of Live Digital Forensics 

In our examination of related work, we also identified a need for the rigorous analysis of live 

digital forensics, in terms of both the effectiveness of mechanisms used to acquire evidence, 

and the behaviour of evidence in a live environment.  To address this problem, in Chapter 5 

and Chapter 6 we presented the design and implementation of Pypette, a general-purpose 
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platform for the investigation of live digital forensics (Lempereur, Merabti, & Shi, 2010; 

Lempereur, Merabti, & Shi, 2012; Lempereur, Merabti, & Shi, 2012; Lempereur, Merabti, & 

Shi, 2013).  The main contributions of this platform are: 

 We identified that no general-purpose mechanisms have been proposed for the 

experimental investigation of live digital forensics in the literature.  To address this 

issue, this thesis presented the design of Pypette, a platform for the investigation of 

live digital forensics that incorporates: 

o An experiment controller module that interprets a high-level specification of an 

experiment, retrieves and creates the specified components of an experiment, 

and coordinates the automated extraction and analysis of information to 

automate the high-level experimental investigation of live digital forensics, 

o An evaluation environment module that consists of two components, the first 

provides an abstraction for automating interactions with a system to control its 

external behaviour and acquire observations of its state, the second is the 

Pypette agent, a mechanism that we designed to insert into the evaluation 

environment to allow our platform to automate live digital forensic 

intervention within the evaluation environment, 

o A live digital forensic technique module that provides a framework for the 

programmatic specification of automated experimental methodologies; as part 

of our design we also specified general-purpose methodologies that cover 

common cases we identified in our literature review, with support for 

investigating live digital forensic intervention and the behaviour of 

information in live environments, and 

o A live digital forensic analysis module that provides a framework for automating 

the extraction and analysis of information from observations collected during 

an experimental investigation of live digital forensics; our design also specified 

an analyst that applies our theoretical methods to constructing models for 

semantic and structural information, and an analyst that collects and 

aggregates performance information from interventions. 

 We also presented an implementation of our platform to enable the investigation of 

live digital forensics within common desktop operating systems that included 
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developing concrete implementations of all of our proposed modules.  In addition, we 

implemented automated mechanisms for extracting the types of information that we 

identified in our examination of related work as common metrics for the investigation 

of live digital forensics from the volatile and structural state of the environment, and 

the evidence obtained by live digital forensic intervention. 

The design of this platform has been well received by the digital forensic community, with 

our conference paper (Lempereur, Merabti, & Shi, 2012) being selected by the conference 

committee for extension and publication as the journal paper (Lempereur, Merabti, & Shi, 

2012). 

9.3 Comparisons to Existing Work 

Our examination of the literature identified that there is a consensus in existing work on the 

need for improved approaches for investigating live digital forensics (Beebe, 2009; Erbacher, 

2010; Inoue, Adelstein, & Joyce, 2011; Garfinkel S. L., 2010).  In this thesis, we addressed these 

challenges by developing theoretical and practical solutions that allow for the investigation 

of: 

 Duplication integrity by determining whether live digital forensics acquired valid 

evidence that represents the state of a system, 

 Identifiable non-interference by determining the extent of change to the state of a 

system as a direct results of live forensics, 

 Reproducibility by determining the extent to which live digital forensic intervention 

will produce similar results when applied to the same system multiple times, and 

 Computation time by determining the performance of live digital forensic 

intervention. 

Despite the interest in improved methods for the investigation of live digital forensics, 

individual experimental evaluations are still collecting relatively few measurements of 

different types of information (Lempereur, Merabti, & Shi, 2012).  Existing work often presents 

their analysis of the results of live forensic experiments in terms of the low-level content of 

memory (Walters & Petroni, 2007; Savoldi, Gubian, & Echizen, 2010; Su & Wang, 2011; Inoue, 

Adelstein, & Joyce, 2011; Vӧ mel & Freiling, 2012).  Our observation model and methods 
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extend this analysis to include structural and semantic information at separate levels of 

abstraction, including the state of a live system and the content of information in storage.  

These models allow us to determine duplication integrity through our method for calculating 

error rates of semantic and structural information acquired by live digital forensics.  To 

determine identifiable non-interference, we improve upon existing work by (Savoldi, Gubian, 

& Echizen, 2010; Savoldi & Gubian, 2009; Savoldi & Gubian, 2009) through a separation of the 

intervention and control environments, and providing a method for determining measures of 

the attributable risk of live digital forensics.  Our visualisation method improves upon work 

by (Inoue, Adelstein, & Joyce, 2011), allowing the comparison of acquired information to a 

ground-truth image of system state, and provides a method for visualising the risk to system 

state caused by live digital forensics. 

In addition to these theoretical models and methods, we designed a practical solution in the 

form of Pypette, a general-purpose platform for the investigation of live digital forensics.  Our 

examination of the literature has shown that no such general-purpose mechanism has been 

proposed prior to our work.  We improve upon existing work by automating the mechanisms 

for conducting experiments and the mechanisms for analysing acquired information 

(Lempereur, Merabti, & Shi, 2012).  This approach allows a single experiment to consider a 

much richer set of properties when investigating live digital forensics.  Combined with the 

scale that the automated nature of experimentation with our platform permits, researchers 

and practitioners can investigate live digital forensics, including reproducibility (Lempereur, 

Merabti, & Shi, 2012).  The performance analysis component of Pypette allows for the 

investigation of the computation time and resource usage of live digital forensics.  Our 

implementation of the platform allows for the investigation of live digital forensics within 

standard desktop operating systems. 

9.4 Further Work 

This thesis has documented the design and development of a novel experimental platform, 

model, and methods for determining statistical measures for the investigation of live digital 

forensic intervention.  Computer systems are becoming increasingly more complex and less 

amenable to quiescent digital forensic analysis.  This has raised further research questions, 

and led us to consider the potential applications of our methods in emerging problem 
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domains.  In this section, we provide an overview of these concerns and future research 

directions for experimental evaluations of live digital forensics. 

9.4.1 Digital Forensics in Emerging Computing Infrastructure 

Emerging classes of computing device and infrastructure are posing new challenges to digital 

forensic investigators.  In large-scale, virtualised infrastructure, such as cloud deployments, 

significant quantities of evidence are stored on ephemeral volumes, destroyed when 

terminating the instance.  Similarly, small-scale, specialised system-on-a-chip or single board 

computers often have either no system-accessible storage, or permanently attached storage 

soldered to the board.  These large and small-scale systems, deployed in public, corporate, 

and governmental networks, are lucrative targets for attack by malicious insiders and 

outsiders.  As the quiescent state of these systems is unavailable when the system is shutdown, 

live digital forensics will, increasingly, be the only choice for obtaining evidence. 

It is likely that the ability of an investigation to recover evidence from virtualised 

infrastructure will depend on the configuration and load of the system.  The virtualisation and 

analysis components of our platform have applications in the experimental evaluation of live 

forensics in these environments.  With modifications, monitors supporting our statistical 

measures can take action to alert administrators or automatically balance load should the 

configuration of a system mean that effective live forensic intervention is unlikely.  

Additionally, due to its ability to emulate different architectures, the virtualisation software 

we have used to implement our platform is also widely used for the development of operating 

systems and software for system-on-a-chip and other portable devices.  It would be possible 

to extend our framework to operate in these emulated environments through the 

development of additional guest agents. 

9.4.2 Further Statistical Measures of Live Digital Forensics 

The formal model of the observations made by live digital forensic experiments that we have 

developed can provide the basis for different types of statistical analysis of live digital 

forensics beyond those we propose in this thesis.  It would be possible, for example, to 

measure the decay of evidence by observing changes from the initial state of the machine as a 

function of time.  This would entail determining the time to decay for evidence in a live system 
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in terms of the expected lifetime of semantic features and structural quanta, and the expected 

proportion of the initial state that will still be available in a live system after a given duration 

of time has elapsed.  These are closely related problems, in fact, by measuring the expected 

lifetime of evidence it would be possible to determine the proportion of that evidence that will 

still be extant in the system at a given time.  Alternately, analysis could determine the expected 

lifetime of evidence given measurements of the proportion of the initial state of the machine 

that remains extant in the system over a series of observations. 

Survival analysis of digital forensic evidence would allow a researcher to answer these 

questions.  Methods covered by Kleinbaum and Klein (2012) would allow for the creation of 

a survivor function and hazard function for digital forensic evidence in a given situation.  

From this, explanatory factors, such as the presence or absence of malware and anti-forensics 

software could be included in the analysis using proportional hazards models.  This method 

allows for the comparison of the extent of the decay of evidence in live environments because 

of different system configurations.  Additionally, when analysing live forensic intervention, it 

would be feasible to clarify the extent to which the state captured by an acquisition technique 

is likely to have changed as a function of time, regardless of the effects of intervention.  Our 

platform would easily support the kind of experimentation required to collect information for 

this measure; however, significant experimental study would be required to conduct a 

satisfactory analysis. 

9.4.3 Training Live Digital Forensic First-Responders 

Existing research by Brueckner et al. (2008) has shown the usefulness of automated training 

environments for network security.  We propose that, with the functionality offered by our 

experimental platform, it would be feasible to develop similar pedagogical systems for 

training live digital forensic first-responders.  It would then be possible to design a set of live 

exemplar evaluation environments for teaching live forensic response, in which there is a 

known optimal approach to intervention.  A guided live digital forensic technique would 

simulate the intervention in the situation, guiding the user through a fixed series of steps, 

including attaching an acquisition toolkit and vector, and obtaining evidence.  Additionally, 

unguided techniques will allow the evaluation of user performance. 



Chapter 9 – Conclusions and Further Work 

198 

As our implementation is flexible and loosely coupled, the changes required to the core 

framework would be minimal.  By replacing our experimental interface with one designed for 

pedagogy, a training system can include 

 A graphical user interface to control virtualised hardware, 

 A training interface that provides the user with step-by-step instructions for 

performing live digital forensic intervention in the pedagogical situation, and 

 A mechanism to connect host devices, notably removable storage interfaces, to the 

virtual machine. 

We divide evaluations of user performance between considering their ability and their 

effectiveness.  The ability of a user can be determined by collecting detailed information about 

how a user interacts with a system, either from the subject virtual machine, or through the 

host machine.  This would enable the consideration of user ability in terms of their adherence 

to procedure, and ability to react to changing situations, such as the discovery of anti-forensics 

software.  Applications of our existing statistical measures to the results of their investigation 

in the pedagogical environment will determine the user’s effectiveness.  These measures could 

form the basis of directed training and evaluation of users and, with carefully designed 

environments, the practical element of a certification test for live digital forensic first-

responders. 

9.5 Concluding Remarks 

In this thesis, we have presented novel models and methods for investigating live digital 

forensics.  In our related work, we conducted a thorough survey of existing mechanisms for 

evaluating live digital forensics, identifying limitations in their methodology and analysis.  

From this, we formally defined a method for constructing a model of the observations made 

by live digital forensic experiments.  This allowed us to design and implement a general-

purpose platform for investigating live digital forensics.  Our application of multiple 

automated live digital forensic analysis methodologies allows a single live digital forensic 

evaluation to consider sources of data at multiple semantic and structural levels.  The flexible 

design of this platform reduces the distance between the abstract specification of an 

experimental methodology in live digital forensics and its implementation. 
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We contacted the company that develops the Windows Memory Reader acquisition technique 

that we investigated in our experimental analysis, ATC-NY.  In addition to confirming that 

our inferences about the internal operation of the technique were correct, they expressed 

interest in both our method and results.  After the completion of this work, we intend to 

release the live digital forensic investigation platform under an open-source license.  

Volatility, another live digital forensic project that follows this model (which we also made 

use of in our implementation) has gained considerable interest, with contributors 

implementing support for novel memory analysis techniques.  We hope that the availability 

of an extensible, concrete implementation of our platform will encourage the validation of 

existing and emerging live digital forensic methods and further research in this area. 
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