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Abstract
In many software systems there are concerns that must inherently cut across
many of the system’s other concerns. In order to separate these so-called
crosscutting concerns into their own modules, aspect-oriented programming
languages introduce an additional type of module called aspects. As aspects
are able to implicitly modify the behaviour of multiple existing modules, these
modules may no longer have the expected behaviour.
This thesis presents an approach to modular reasoning for aspect-oriented languages, in order to prevent such unexpected behaviour. Using this approach,
it is sufficient to understand the behaviour of a module by only considering
that module itself and any other module it explicitly refers to. This approach
consists of two parts: First, in order to remain unaware of an aspect while retaining modular reasoning, we present an advice substitution principle, similar
to behavioural subtyping rules. Second, if an advice cannot satisfy this principle, a simple specification clause can be used to make the presence of aspects
explicit while retaining the benefits of aspects as a quantification mechanism.
The approach is elaborated in the context of our own minimal, but representative aspect-oriented language. We show that the approach is sound within
this language for specifications in the form of pre- and postconditions. We
also provide both runtime and static means to ensure that developers are using the approach correctly. Finally, a frame inference analysis is introduced,
which allows us to infer what may be modified by a given body of code. This
analysis is then used to study existing aspect-oriented applications to find out
how often aspects modify more than they are allowed to, in the context of
modular reasoning.

Abstract (Nederlands)
In software systemen is er vaak bepaalde functionaliteit die inherent moet
kunnen interageren met vele andere delen van het systeem. Om zulke functionaliteit netjes te kunnen afscheiden in aparte modules, introduceren aspectgeoriënteerde programmeertalen een extra soort van module, genaamd aspecten. Doordat aspecten impliciet het gedrag van meerdere andere modules kunnen wijzigen, is het mogelijk dat die modules niet meer het gewenste gedrag
hebben.
Deze thesis stelt een aanpak voor om modulair redeneren mogelijk te maken
binnen aspect-georiënteerde talen, om op die manier onverwacht gedrag te
voorkomen. Met deze aanpak is het voldoende om het gedrag van een module
te begrijpen door enkel naar de module zelf te moeten kijken, of naar de
modules waar deze expliciet naar verwijst. Onze aanpak bestaat uit twee delen:
Ten eerste, opdat een aspect impliciet kan blijven werken, presenteren we een
aantal regels waaraan de specificaties van dit aspect zich moeten voldoen.
Ten tweede, indien een aspect niet aan deze regels kan voldoen, dan kan men
de werking van dit aspect expliciet maken aan de hand van een eenvoudige
specificatieclausule.
De aanpak is uitgewerkt in de context van een eigen minimale, maar representatieve aspect-georiënteerde programmeertaal. We tonen aan dat de aanpak
correct is voor specificaties in de vorm van pre- en postcondities. We voorzien
ook een statische en een dynamische manier om te kunnen nagaan of de aanpak
juist is toegepast. Tenslotte introduceren we een analyse om frame condities
af te leiden, welke beschrijven wat er mogelijk gewijzigd kan worden door een
stuk code. Deze analyse is vervolgens gebruikt om bestaande programma’s
te bestuderen en na te gaan hoe vaak aspecten meer wijzigen dan toegelaten,
opdat modulair redeneren mogelijk blijft.

Abstract (français)
Dans plusieurs logiciels système il y a certaines fonctionnalités qui doivent interagir avec beaucoup d’autres parties du système. Pour diviser ces fonctionnalités en modules séparés, les langages d’aspects introduisent une nouvelle
sorte de module, appelés des aspects. Lorsqu’un aspect peut modifier le comportement des autres modules existants, il est possible que ces modules n’aient
plus le comportement désiré.
Cette thèse propose une approche pour permettre le raisonnement modulaire
dans les langages d’aspects afin d’empêcher des comportements indésirables.
Avec cette approche il est suffisant pour comprendre un module de seulement
considérer ce module, et les modules auxquels il réfère explicitement. Notre
approche se compose de deux parties. Premièrement, pour laisser fonctionner
un aspect implicitement, nous présentons un nombre de règles que les spécifications de cet aspect doivent respecter. Deuxièmement, s’il est impossible de
respecter ces règles, on peut faire fonctionner un aspect explicitement avec une
clause de spécification simple.
L’approche a été développée dans le contexte d’un langage minimal, mais représentant des langages d’aspects. Nous montrons que cette approche est correcte
pour les spécifications en forme des pré et post conditions. Nous fournissons
également une manière dynamique et une manière statique, afin que les développeurs de logiciels puissent déterminer si l’approche est appliquée correctement. Enfin nous présentons une analyse pour déduire des conditions de cadre,
ce qui permet de déterminer les modifications dans un morceau de code. Cette
analyse est ensuite utilisée pour mesurer combien de fois les aspects modifient
plus que permis, dans le contexte du raisonnement modulaire.
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1 Introduction
“With great power comes great responsibility.” - Stan Lee

1.1 Context
As people have grown to rely more and more on technology, it also is inevitable
that the expectations towards technology are increasing as well: Computers,
appliances, cars, phones, (eventually) robots , ... should all become faster,
more reliable, more intuitive, more efficient, and so on. A key component of
technology is the software that brings it all to life. In order to meet people’s
expectations, software needs to become ever more flexible and scalable. This
also holds for the means to build and maintain software, a key component of
which are programming languages: While a very skilled developer can build
a wide variety of software with the most rudimentary of languages (e.g. assembly, to take an extreme example), he/she is no match compared to an
average developer using current (high-level) programming languages, at least
in terms of flexibility and scalability1 .
However, this trend towards increased flexibility and scalability does imply
additional trade-offs that must be taken into account. For example, simply
consider an object-oriented language like Java or C++. Such a language is
flexible in the sense that, when calling a method on an object, the actual
(dynamic) type of that object is allowed to diverge from its expected (static)
type. While this makes it easier to substitute one module for another, this
increased flexibility can also make it more difficult for the developer to reason
about the system: When writing code, the developer only has a static view
of the code, and only knows the expected type. As the actual type may not
correspond to the expected type, the method call’s actual behaviour may not
correspond to what is expected either. Alternatively, perhaps the developer
1 Scalability

along a variety of axes: Larger programs, more resources, larger development
teams, more users, ...
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does have a dynamic view of the system, e.g. in the form of a REPL (readeval-print loop), and can easily inspect what happens at runtime. While such
a dynamic view does show the program’s actual behaviour, it can also create
a false sense of security as this view does not consider all possible program
executions.
To deal with such increased flexibility, there should be some rules that can
ensure the developer’s (static) expectations will be met. In case of objectoriented languages, such rules can come in the form of behavioural subtyping
rules and type- and effect systems.
This thesis focuses on aspect-oriented programming (AOP) languages, which
are often implemented as an extension to object-oriented languages. AOP
languages introduce a number of additional mechanisms that increase the language’s flexibility and scalability. More specifically, AOP was designed with
the aim of improving separation of concerns [66], using a new kind of module
called aspects. The core mechanism of an aspect is that it is able to implicitly modify the behaviour of multiple existing classes, without those classes
being aware of these modifications. In other words, aspects are a quantification mechanism, as multiple classes can be affected simultaneously. It also
is a mechanism to which the remainder of the system is oblivious. These
two terms quantification and obliviousness have been long debated within the
AOP research community, which can be traced back to the “Aspect-oriented
programming is quantification and obliviousness” paper by Filman et al. [34].

Figure 1.1: Gartner Hype Cycle2
This debate can be related to the Hype Cycle, shown in Fig. 1.1, which gives
a rough idea of the typical expectations/visibility/hype surrounding a new
technology as it matures over time. Soon after AOP was introduced (during
2 Image

2

source: http://en.wikipedia.org/wiki/Hype_cycle
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the “peak of inflated expectations”), quantification and obliviousness could
be considered as the two main selling points of AOP: Using aspects, it would
be possible to introduce behaviour that cuts across multiple classes, packaged
neatly in a separate aspect, which can be developed independently from those
classes. While this statement does apply to several cases (e.g. logging functionality implemented with aspects), it certainly is not always true. It did
not take long before the “trough of disillusionment” phase was reached and
an “X considered harmful” paper appeared on AOP [29]. If an aspect is able
to modify the behaviour of multiple existing classes, this might cause surprising or undesired behaviour for anyone making use of those classes. Many
researchers have since then either partially or completely abandoned the notion of obliviousness, in favour of explicitly becoming aware of aspects in one
way or another. However, these changes also have an impact on AOP as
a quantification mechanism, consequently reducing both the advantages and
disadvantages of using AOP.
We argue that, while AOP currently does have some traction3 in the real
world, it has yet to reach its “plateau of productivity”. Our aim is to take the
double-edged sword that is AOP, and to provide an approach which shows how
to wield it responsibly. While we do not expect every single little detail of this
approach to reach a wide audience, our hope is that it does give developers
the intuition that there is a useful time and place for both obliviousness and
quantification, without having to sacrifice modular reasoning.

1.2 Aspect-oriented programming
The main aim of aspect-oriented programming (AOP) [48] is to improve the
separation of concerns in applications, focusing specifically on so-called crosscutting concerns. As the name implies, a crosscutting concern is a concern
that cuts across several other concerns. In an object-oriented application, a
crosscutting concern would be tangled with other concerns, as the code implementing this crosscutting concern is mixed with the code of other concerns.
Moreover, the code of these crosscutting concerns would be scattered across
multiple classes as well. Unsurprisingly, scattering and tangling are the two
keywords that typify a crosscutting concern. Examples of crosscutting concerns include: logging, profiling, contract enforcement, authentication, authorization, transaction management, ...
3 This

is mainly evident in the adoption of AOP in the well-known Spring application
framework.

3

Chapter 1

Introduction

In order to improve separation of concerns, it should be possible to implement
these crosscutting concerns within their own separate modules. This separation of crosscutting concerns is the focus of AOP, which it aims to achieve by
introducing an additional kind of module: aspects. Aspect-oriented extensions
exist for a very wide range of languages: object-oriented (e.g. Java, C++,
Smalltalk), functional (Lisp, Haskell), logical (Prolog), modelling (UML, Petri
nets) and even markup (XML) languages. There also are several kinds of languages related to AOP, which either use different language constructs, or have
similar constructs but a different intent: subject-oriented programming [39],
composition-filters [12], context-oriented programming [42], role-oriented programming [40], feature-oriented programming [10], ... While such a wide
range of aspect-oriented(-like) languages exists, this thesis focuses primarily
on aspects as an extension to object-oriented programming, since aspects have
gained most traction within these languages. At the time of writing, the most
mature implementation of aspects can be found in the AspectJ [47] language,
an aspect-oriented extension of Java.
aspect TransactionLogger {
before(): call(* Bank.do*(..)) {
transLog.write( ... );
}
private Log transLog;
}

Figure 1.2: A simple logging aspect
advice kind
aspect TransactionLogger {
before(): call(* Bank.do*(..)) {
transLog.write( ... );
}
private Log transLog;

pointcut
advice body
aspect

}

Figure 1.3: The components of an aspect
To give an informal overview of AOP, a (stereo)typical example of an aspect
written in AspectJ is presented in Fig. 1.2. An annotated version of this example can be found in Fig. 1.3, highlighting the different components of an
aspect. Consider a banking application in which the start of every transaction
(transfers, withdrawals, disposals, ...) should be written to a logbook. In the

4
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absence of aspects, this would be implemented by inserting a call to the logging library in every method body that implements a particular transaction.
This clearly indicates that logging is a crosscutting concern: The logging calls
are scattered across different places, and they are tangled with other concerns,
i.e. the transactions themselves. Rather than inserting these calls in different places, we can also put one logging call in a single aspect, which is the
TransactionLogger aspect in this example. This aspect essentially expresses
the following: "Before every call to any method named do* in Bank, write a
new entry into the log (i.e. execute the transLog.write( ... ); statement)."
This behaviour is achieved using the pointcut-advice mechanism: The expression call(* Bank.do*(..)) is called a pointcut; it describes certain points in
time during the execution of a program. In this example, it describes the
moments whenever any Bank.do*(..) method is about to be called. The
body {transLog.write( ... );} is called an advice body. Finally, the before
keyword indicates the advice kind. Given a pointcut, advice body and advice
kind, the pointcut-advice mechanism can be concisely described as follows:
Whenever a certain point is reached that matches with the pointcut, then the
advice body must be executed according to its advice kind.
aspect Authentication {
declare precedence Authentication, TransactionLogger;
around(User): call(* Bank.do*(User,..)) && args(u) {
if (u.isLoggedIn()) {
proceed(u);
} else {
throw new AuthException(u);
}
}
private boolean User.isLoggedIn() { ... }
...
}

Figure 1.4: An authentication aspect
A second example, using somewhat more advanced constructs, is given in
Fig. 1.4. This example implements the authentication crosscutting concern,
also in the context of a banking application. The Authentication aspect expresses the following: Whenever a transaction is about to be executed, the
advice is executed instead of the transaction: This advice checks whether the
user initiating the transaction is logged in. If so, we can now proceed with executing that transaction. If not, an exception is thrown. The pointcut in this
example makes use of the args construct, which binds the first argument (in

5
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the calls to Bank.do*) to variable u. The advice kind now is around, indicating
that the advice is executed instead of any calls to Bank.do*. To still be able
to execute the transaction, a so-called proceed call is made, which executes
whichever call was intercepted, or it executes the next advice that matched on
the same Bank.do* call.
In this case, the proceed call leads to executing TransactionLogger’s advice in
Fig. 1.2, as it also matches on Bank.do* method calls. Due to the presence of the
declare precedence statement, we also know that Authentication’s advice must
be executed before that of TransactionLogger, not the other way around.
Finally, note the User.isLoggedIn method declaration. To be accurate, it
is an inter-type method declaration, which means that it actually declares a
method isLoggedIn within class User, even though the declaration is located
inside Authentication.
After discussing these two introductory examples that covered some of the
most commonly used constructs, we can now make the terminology used in
AOP somewhat more precise:
Join point A join point represents a particular point in time during the execution of a program. While a join point is often also defined as “a point
in a program’s control flow”, we find the notion of points in time more
intuitive to grasp, while remaining a compatible definition. A few examples of join points include: the moment when a method is about to
be called, a method body is about to be executed, a field is about to be
accessed or modified, ...
Pointcut A pointcut describes a set of join points. In a language like AspectJ,
several constructs are available to describe such a set: call (method
calls), execution (method body execution), get (field access), ... To refine the selection of join points, additional “filtering” constructs can be
used, like cflow (filter join points within a particular control flow) or
within (join points associated with a particular class or package). Further refinement is possible by combining these constructs using boolean
operators. Finally, an AspectJ pointcut can also contain constructs such
as args or target, which can bind information related to the current
join point to variables. For example, the arguments or the receiver of a
method call can be bound to variables.
Advice body An advice body simply is a body of code, associated with a
pointcut. Whenever a join point matches with this pointcut, the corresponding advice body should be executed. However, note that it is

6
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possible that this execution is prevented by another advice matching at
the same join point.
Advice kind There commonly are three advice kinds: before, after and around.
These respectively indicate that an advice body should be execute before,
after or instead of the matching join point.
Precedence When two or more advice match at the same join point, the
sequence in which these advice should be executed needs to be defined.
That is, there should be a precedence relation between advice in order
to determine this sequence.
Proceed call Proceed calls can only be used in around advice. In case the
advice is the only one matching at a given join point, the proceed call
will execute the code at the join point. For instance, if an around advice
matches on a method call join point, then a proceed call would execute
that method call. However, in case there are multiple advice matching
at a join point, then a proceed call will execute the next advice that
is expected to run, taking into account the precedence relation between
advice.
Inter-type declaration An inter-type declaration is a method or field declaration within a particular class, but the declaration itself is located in
another module. We should note that inter-type declarations only rarely
occur in this thesis, as we primarily focus on pointcuts and advice.
Aspect A class-like type of module. In addition to fields and methods, an
aspect can also contain pointcuts, advice, inter-type declarations and
precedence declarations.
This brief summary should already give an idea of the constructs that are
commonly used within the field of AOP. Once we introduce our minimal AOP
language in chapter 2, these constructs and their semantics will also be formally defined.

1.3 Modular reasoning in aspect-oriented
programming
As mentioned before, the main aim of AOP is to improve separation of concerns, to enable the modularization of crosscutting concerns. One can argue
that this goal has been achieved: Crosscutting concerns can now effectively
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be written in separate modules. However, perhaps the question that matters
more is whether or not aspect-oriented programs are more maintainable, understandable, extendable, scalable, and various other kinds of -able. Such a
question is of course much more difficult to answer, as it largely depends on
how a developer actually uses aspects. As with everything that is powerful,
there are right and wrong ways to make use of aspects. Given that aspects
can alter the behaviour of existing modules without any consent from those
modules, aspects clearly are a powerful mechanism.
When considering the logging example of Fig. 1.2, it seems hard to imagine
that aspects can cause harm at first sight. The logging aspect does extend
the behaviour of existing modules, by inserting additional calls to a logging
library. It seems quite unlikely though that this modification could break the
existing behaviour of those modules. Now consider the authentication example
of Fig. 1.4. When the user is logged in, the application’s behaviour does not
change, whether or not the authentication aspect is present. However, if the
user is not logged in, the requested transaction is blocked by the authentication
aspect and an exception is thrown. This clearly modifies the existing behaviour of the module implementing that transaction, as its execution simply is
blocked. The module that initiated the transaction could not foresee that an
exception would be thrown, as there is no indication whatsoever that authentication is required.
This authentication example demonstrates that the use of aspects can also
cause surprising, unexpected behaviour. This is of course undesirable, as it
hinders the system’s understandability: As argued by Kiczales and Mezini [49],
in order to prevent any surprises, one could require that all modules become
aware of each aspect. While a sound solution, it also is quite conservative
and cancels out many of AOP’s benefits: While a crosscutting concern can be
defined in one place, all modules have to be aware of this one place, cancelling
out the benefits of having a quantification mechanism. Moreover, because the
modules would have to be aware of each aspect, it is no longer possible to be
oblivious towards aspects either.
More importantly, requiring that all modules become aware of all aspects goes
against the notion of modular reasoning. In the context of object-oriented
languages, the term modular reasoning made its first appearance in work by
Leavens and Weihl [55]. While there are a number of variations on the definition of modular reasoning, our notion of modular reasoning corresponds to the
definition used by Clifton and Leavens [22]: Modular reasoning is concerned
with the ability to reason about/to understand the behaviour of a module, by
considering only that module itself, as well as those modules that it explicitly
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refers to. This is not the case when all aspects should be taken into account,
and since the pointcut-advice mechanism is an implicit mechanism, there are
no explicit references either.
class Account {
public void transfer(Account to, int m) {
this.amount -= m;
to.amount += m;
}
...
}
class SavingsAccount extends Account {
public void transfer(Account to, int m) {
if(this.getOwner().equals(to.getOwner())) {
super.transfer(to,m);
} else {
throw new InvalidTargetException();
}
}
...
}
User u1 = new User("Finn");
User u2 = new User("Jake");
Account acc1 = new SavingsAccount(u1);
Account acc2 = new Account(u2);
acc1.transfer(acc2, 5); // An InvalidTargetException is thrown here.

Figure 1.5: A violation of the Liskov substitution principle
It is important to note that object-oriented programs (without any aspects) can
go against modular reasoning just as well. Due to polymorphism, the dynamic
(actual) type of the receiver in method calls is allowed to diverge from the
static (expected) type. An example that violates modular reasoning is given
in Fig. 1.5, where SavingsAccount is a subclass of Account. When transferring
money from a savings account, it may only be transferred to accounts with
the same owner. This is not the case in the transfer call in the last line of
the example, causing an exception to be thrown. However, because the static
type of that call is Account, the developer assumes/expects the behaviour of
Account.transfer will be executed. Hence, there is no indication that an
exception could be thrown, which goes against modular reasoning, just like
the aspect-oriented authentication example of Fig. 1.4.
However, such a counterexample does not mean that modular reasoning is
entirely impossible in object-oriented programs. It can be achieved, on the
condition that the Liskov Substitution Principle [58] is satisfied, which is stated
as follows:
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"Let φ(x) be a property provable about objects x of type T . Then φ(y) should
be true for objects y of type S where S is a subtype of T ."
Rephrased in a more informal manner: Wherever an object of one type is
expected, objects of a subtype should be able to substitute for it without
causing any surprising behaviour, i.e. without violating any properties that are
expected to hold. At first sight, it seems far from trivial to satisfy this principle.
This is why the notion of a behavioural subtype [60, 5] was introduced. While
several variants exist of the definition for a behavioural subtype, each definition
presents a number of rules that are reasonably easy to satisfy. For example,
one of these rules states that the precondition of a method may not be stronger
than the precondition of the method it overrides (if present). While we will not
yet delve into these rules any further, what is important to note is that these
rules are phrased in terms of a program’s specifications. More specifically,
specifications written using a design by contract approach [61]. Design by
contract is a modular approach to program specifications, where modules are
annotated with Hoare-style preconditions, postconditions and invariants. Such
specifications are necessary, as we do need some means to describe what exactly
constitutes desired behaviour, and conversely undesired behaviour.
The aim of this thesis is to provide an approach to modular reasoning that uses
the notion of behavioural subtyping as a starting point. Moreover, it is a key
design goal to try and stay as close as possible to modular reasoning in objectoriented languages. We deliberately made this choice such that our approach
feels both familiar and intuitive to object-oriented developers. In turn, this is
done in the hope that the approach eventually will be actually used, rather
than gather dust. While we do not expect that the average developer (the
author included) will start writing contracts for all of their software any time
soon, the approach can still serve a meaningful purpose regardless. Even in
the absence of any written specifications, developers should at least have some
informal idea of what their software modules require and ensure. Even given
such a rough form of “specifications”, the notion of behavioural subtyping
does give an intuition as to how classes should behave to allow for modular
reasoning. While the rules that constitute behavioural subtyping no longer
act as rigid rules in such as case, they do serve their purpose as guidelines.
Likewise, our approach to modular reasoning in AOP can similarly serve a
useful purpose, either as rules or guidelines, depending on whether or not
formal specifications are available.
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1.4 Contributions of the thesis
The thesis of this dissertation is that there exists a sound approach that allows for modular reasoning in aspect-oriented languages, which considers the
various subtleties of such languages: call and execution pointcuts, pointcuts
that can only be determined at runtime, higher-order advice, (non-)proceeding
around advice, overriding advice and first-class aspects. In terms of modular
reasoning, which makes use of a program’s specifications, we consider the essential constructs needed to specify a program’s desired behaviour: preconditions,
postconditions and frame conditions.
This thesis is supported by the following contributions:
• A detailed description of our approach to modular reasoning
• A minimal language called ContractAJ that supports all of the above
subtleties
• A soundness proof of the approach in ContractAJ, for pre-and postconditions
• A runtime contract enforcement algorithm to dynamically test whether
the approach is satisfied
• An algorithm to statically test whether the approach is (partially) satisfied
• A compositional analysis that is able to infer frame conditions of methods
and advice
• The use of this analysis to test whether modular reasoning is possible
with regards to frame conditions

1.5 Thesis structure
The remainder of this thesis is structured as follows:
Chapter 2 : The ContractAJ language In order to study modular reasoning
in a formal setting, a well-defined minimal language is required. This
chapter presents the syntax and semantics of the ContractAJ language,
modelled after AspectJ [47], CaesarJ [7] and EOS-U [68]. Aside from
support for AOP, programs written in ContractAJ can also be annotated
with basic contracts: preconditions, postconditions and invariants.
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Chapter 3 : Modular reasoning with basic contracts This chapter presents
our approach to modular reasoning for ContractAJ. This approach consists of two parts: First, there is the advice substitution principle. If an
advice satisfies this principle, it is possible to remain oblivious of this advice without causing any surprising behaviour. Second, for those advice
where it is impossible (or undesired) to remain oblivious, we introduce
the @advisedBy clause, which makes the presence of such advice explicit.
We also show that this approach is sound, i.e. that it effectively enables
modular reasoning, but only considering pre-and postconditions.
Chapter 4 : Enforcement of the approach To ensure the approach to modular reasoning is used correctly, this chapter present both a dynamic and
static technique that detect any instances where the approach is broken.
The dynamic technique is a runtime contract enforcement algorithm,
implemented using aspects, which looks for violations of the approach
while also testing the contracts of every method or advice execution.
The static technique is able to test the behavioural subtyping rules and
the advice substitution principle by essentially comparing whether one
contract is stronger/weaker than another using an SMT solver.
Chapter 5 : Modular reasoning with frame conditions Frame conditions are
studied in the context of modular reasoning in AOP. Such frame conditions specify which variables a method or advice body will not change.
Because specifying frame conditions can be a tedious and error-prone
process, we first provide an analysis that is able to infer these axioms
from Java/AspectJ source code. This analysis is flow-sensitive, contextsensitive, compositional and combines alias analysis with frame inference
in such a way that they help improve each other’s precision. Using these
inferred frame axioms, we can statically determine whether or not advice
make any unexpected modifications, even if they otherwise satisfy the
advice substitution principle.
Chapter 6 : Summary and outlook We conclude the thesis with an overall
summary and an outlook towards potential future research.
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2 The ContractAJ language
2.1 Introduction and motivation
In order to study modular reasoning in AOP at a formal level, a language
is required that captures the various subtleties of aspect-oriented languages,
as well as provides the means to describe the specifications of classes and
aspects in the form of pre-and postconditions. This chapter introduces such
a language, called ContractAJ. We first describe the language’s motivation,
which is then followed by its syntax and operational semantics.
There are two main reasons for introducing the ContractAJ language. First, it
is a minimal language, which makes it better suited to study modular reasoning
at a more formal level. The ContractAJ language is based on the minimal
ContractJava language introduced in Findler et al. [35], where it was used
to specify a contract enforcement algorithm in an object-oriented setting. In
its turn, ContractJava is an extension that adds contracts to the ClassicJava
calculus [37].
The second reason to introduce ContractAJ is that we wish to explore AOP
in a more flexible and unified form than is present in AspectJ. While AspectJ
currently is the most established AOP language, some design decisions were
made to achieve better performance or faster language adoption, resulting in
a number of more specialised, less flexible language constructs. This includes
the distinction between aspects and classes, limited control over instantiating
aspects, anonymous advice and the restriction that an aspect cannot extend
from a concrete (non-abstract) aspect. We prefer to keep ContractAJ a small
and flexible language. Additionally, unifying aspect-oriented concepts with
object-oriented ones also helps us to relate modular reasoning in AOP to modular reasoning in OOP. This type of unification is visible in several design
choices:
• Like Eos-U [68], CaesarJ [7] and AspectS [41], ContractAJ unifies aspects
and classes. This means aspects are first-class, and aspects can freely
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extend other aspects. Pointcut-advice pairs are also named, such that
they can be overridden.
• Before and after advice are treated as special cases of around advice,
rather than viewing around advice as a combination of before and after
advice. Around advice have the closest relation to overriding methods,
in the sense that around advice also override the behaviour of methods,
and that proceed calls behave in a similar fashion to super calls.
• The execution of advice is specified as an extension of the method lookup
mechanism.
• When an advice is about to be executed, the same lookup mechanism is
reused to allow for higher-order advice (advice that advises the execution
of other advice).

2.2 Syntax
The syntax of ContractAJ is shown in Fig. 2.1. To illustrate most of the
syntax’s constructs, an example of a simple ContractAJ program is given in
Fig. 2.2. It describes an aspect called Security with an around advice named
authenticate, which is executed at each method call to Account.withdraw.
What is immediately noticeable is the lack of an aspect keyword, indicating
the unification of aspects and classes. Like the classpects in Eos-U or Caesar
classes in CaesarJ, there is no separate module type dedicated to aspects.
Instead, definitions of pointcuts and advice are allowed in regular classes, such
that they can effectively serve as aspects. This allows for more flexibility, as the
developer regains precise control over the instantiation of aspects by reusing
the class instantiation mechanism. Once an aspect is instantiated with the new
keyword, its pointcuts are active.
As pointcuts and advice are now regular class members, aspects can extend
other aspects as well. Note that, for reasons of simplicity, pointcuts and advice are paired. Because these pointcut-advice pairs are named, this enables
overriding. That is, if an aspect with an overriding pointcut-advice pair is
instantiated, the overriding pointcut-advice pair is active, but the overridden
one is not.
The pointcut language, shown in the pcut rule, provides most of the basic
pointcut constructs: method and advice executions can be captured with
execution. Method calls are captured with call. Like AspectJ, the receiver
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program ::=
prec ::=
def ::=
field ::=
method ::=
adv ::=
contract ::=
arg ::=
e ::=

v ::=
bool ::=
binding ::=
pcut ::=
var ::=
c ::=
f ::=
m ::=
a ::=
x ::=
t ::=

prec def ∗ main{e}

declare precedence (c.a)∗ ;

class c extends c {(field | method | adv)∗ }
tf
contract [@advisedBy (c.a)∗ ] t m (arg ∗ ){e }
contract (before | after | around) a : pcut {e }
@requires e @ensures e
t var
new c | var | v
| e .f | e .f =e
| e .m (e ∗ ) | super.m (e ∗ ) | proceed(e ∗ )
| (t) e | e instanceof t
| let{binding ∗ } in {e }
| if(e ){e }else{e }
| error(e )
| {e ; e }
| proc
bool | null
true | false
var =e
execution(t c.x (arg ∗ )) && this (var )[&& if (e)]
| call(t c.m (arg ∗ )) && target(var)[&& if (e)]
a variable name or this
a class name (or Object)
a field name
a method name
an advice name
m|a
c | boolean

Figure 2.1: ContractAJ syntax
of method calls / advice executions can be bound to a variable using this or
While there is no args construct to bind parameters as in AspectJ,
method/advice arguments are bound directly in the execution/call pointcut.
Note that our pointcut language also includes an if construct. Just like AspectJ, when an if construct is used, the pointcut can only match when the
given if-condition is true at the current join point. We intentionally included
this if construct to demonstrate that our approach to modular reasoning also
takes into account pointcuts that can only be determined at runtime.
target.

The prec rule contains the syntax of the advice precedence/composition mechanism; it determines in which order advice should be executed when multiple
advice share the same join point. In the example of Fig. 2.2, the declare
precedence statement specifies that the advice Security.authenticate has a
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declare precedence Security.authenticate, Logger.write;
class Account extends Object {
@requires this.getAmount() >= m && m>0
@ensures
this.getAmount() == old(this.getAmount()) - m
@advisedBy Security.authenticate
int withdraw(int m) {...} ... }
class Security extends Object {
@requires proc
@ensures if(isLoggedIn(acc.getOwner)){proc}else{true}
around authenticate: call(int Account.withdraw(int m))
&& target(acc) {
if (isLoggedIn(acc.getOwner())) {
proceed(acc,m);
}
} ... }
...
main {
Security sec = new Security; Account acc = new Account;
acc.withdraw(10); // advised by sec.authenticate
}

Figure 2.2: An example ContractAJ program
higher precedence than Logger.write (not shown). ContractAJ’s precedence
mechanism is similar to that of AspectJ, apart from two small differences:
ContractAJ’s precedence statement is slightly more fine-grained, as it lists advice rather than aspects. ContractAJ programs also contain only one global
declare precedence statement. While AspectJ does allow for multiple precedence declarations, note that they can always combined into one global statement. (Otherwise there would be a precedence conflict.)
The constructs needed to specify contracts are provided in the contract rule.
Methods and advice can specify their preconditions and postconditions using
the @requires and @ensures constructs. Note that our main focus is on preand postconditions, which is why there is no syntax for invariants, history
constraints or frame properties. Additionally, the optional @advisedBy clause
can be used by a method if it should become aware of one or more advice.
We should also mention the proc keyword in the e rule, which serves as a
placeholder for the contracts of any proceed calls. This keyword can only be
used in the contracts of advice, to refer to the pre- or postcondition of the
next advice we are aware of. The semantics of both @advisedBy and proc are
detailed in Sec. 3.3.
Finally, note that we will use the symbols for a class (c), field (f ), method (m),
advice (a), method-or-advice (x) and type (t) as naming conventions throughout the entire chapter.

16

2.3 Informal ContractAJ semantics

2.3 Informal ContractAJ semantics
The semantics of ContractAJ is an extension of the object-oriented ContractJava [35] language. It is not a pure extension, in the sense that support
for interfaces was removed in order to keep the language minimal. What
is added semantics-wise can be found mainly in the language’s join point
model, pointcut language and the lookup procedure. This section describes
ContractAJ’s join point model, as well as informally explains ContractAJ’s
lookup procedure.

2.3.1 Join point model
The call and execution pointcuts of ContractAJ closely correspond to those of
AspectJ: a call pointcut matches on method calls where the receiver’s static
type is, or is a subtype of, whichever type is specified in the pointcut. Similarly,
an execution pointcut matches if the receiver’s dynamic type is (a subtype of)
the type specified in the pointcut.
However, what is different in ContractAJ is the join point model. In AspectJ,
call pointcuts describe a set of call join points, where a call join point refers
to the moment before method lookup. Likewise, execution pointcuts describe
a set of execution join points, which refer to the moment after lookup.
In ContractAJ, there only are call join points. Both ContractAJ’s call and
execution pointcuts make use of this one kind of join point. This is possible as
both the receiver’s static and dynamic type are available at the moment before
method lookup. We made this choice to simplify ContractAJ’s semantics, while
it still is representative for what is possible when using AspectJ’s pointcuts.
Another difference between call and execution join points in AspectJ is that
they are associated with different locations in the source code (i.e. join point
shadows). However, this difference is only relevant when combining call/execution pointcuts with other pointcut constructs that match on join point
shadows (e.g. AspectJ’s within and withincode), which are not present in
ContractAJ. Because of this, we argue that it is sufficient to support call join
points only.
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2.3.2 Lookup semantics
The execution of advice in ContractAJ is expressed as an extension of the
method lookup mechanism, which implies that advice execution is late-bound.
Executing a method call c.m in ContractAJ is done as follows:
1. For all instances of classes with pointcuts, try to match these pointcuts on
the c.m call join point. (If there are multiple instances of the same class,
the pointcut is checked for each instance.) Note that, when looking for
matching pointcuts, we do not yet consider any if pointcut constructs.
2. Given all matching pointcuts, the precedence mechanism will produce a
composition/sequence hc1 .a1 , . . . , cn .an , c.mi, where each ci .ai represents
the advice body associated with a matching pointcut. This composition
determines the precedence order of the advice that advise c.m. Push this
composition on a global stack.
3. Find the first advice in the composition where its corresponding pointcut
either does not contain an if construct, or the if construct’s condition
evaluates to true.
a) If no such advice is found, pop the entire composition from the
stack, perform method lookup on c.m and execute the body that is
found.
b) If an advice was found, remove this advice and all preceding advice
from the composition, then call the advice that was found (as if it
were a method call).
Note the emphasis on “call” in step 3.(b). This enables the use of higher-order
advice1 . A call to an advice is handled just like a method call, meaning that
it reuses the same lookup mechanism.
Finally, the semantics of a proceed call is a simpler version of the above steps:
As the desired composition already is on the stack whenever a proceed call
is made, it only performs step 3. As this step includes testing if pointcut
constructs, this implies that these tests are delayed until an advice body is
about to be executed, which corresponds to AspectJ’s semantics.
1 Advice

that match on other advice executions, which can come in useful when e.g. profiling
or authentication on an advice is needed.
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2.4 Formal ContractAJ semantics
This section presents the operational semantics of the ContractAJ language
in its entirety. The semantics follows a similar style as the ContractJava [35]
language it is based on, making use of a contextual rewriting system [89].

2.4.1 Source modifications
Before describing the semantics of ContractAJ, we will first perform three
small, harmless transformations at the source code level, which make it easier
to describe the operational semantics.
P, c ` a : call(t c0 .m(t1 x1 . . . tm xm )) && target(var ) . . . {e }
*sep a : call(t c0 .m(t1 x1 . . . tm xm )) && target(var ) . . .
t a (c0 var, t1 x1 . . . tm xm ){e }

Figure 2.3: Moving advice bodies to method bodies

*exec

x ∈ c00 and c0 ≤ c00
@c000 : x ∈ c000 and c00 < c000
P, c ` a : execution(t c0 .x(t1 x1 . . . tm xm )) && this(var )
a : call(t c00 .x(t1 x1 . . . tm xm )) && target(var ) && if(var instanceof c 0 )

Figure 2.4: Converting execution into call pointcuts
The first transformation, defined by the *sep judgement2 in Fig. 2.3, consists
of removing the advice body from each pointcut-advice pair, and moving this
body into a separate method declaration. This method declaration gets the
same name and the same parameters as the corresponding pointcut-advice
pair. If a pointcut now matches during program execution, ContractAJ’s semantics can simply call the method that corresponds to the advice. After
applying this transformation, ContractAJ essentially is a minimal version of
the Eos-U [68] language, which unifies classes and aspects, and uses regular
method bodies as advice bodies.
In the second transformation, we convert every3 execution pointcut into an
equivalent call pointcut. This transformation is defined by the *exec judge2 An

analogous definition of *sep can be given for advice with an execution pointcut.
that execution pointcuts matching on advice executions are also converted into call
pointcuts, which is accepted by ContractAJ’s operational semantics as it reuses the
dynamic type as static type in advice executions.

3 Note
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class Logger {
before log: execution(void Duck.fly(int dist)) && this(duck) {...}}

After applying the *sep and *exec judgements:
class Logger {
before log: call(void Bird.fly(int dist)) && target(duck)
&& if(duck instanceof Duck)
void log(Duck duck, int dist) {...}}

Figure 2.5: Example application of the first two transformations
ment4 in Fig. 2.4. (< is the strict subtyping relation, such that c < c0 relates
c to an ancestor class c0 . ∈ relates a method to its class.) As discussed
in Sec. 2.3.1, the only difference between ContractAJ’s call and execution
pointcuts is that the first matches on the receiver’s static type whereas the
latter matches on the dynamic type. When converting an execution pointcut
into a call pointcut, *exec ensures that the dynamic type still is taken into
account by adding an if pointcut construct with a simple instanceof test.
Note that, even though the call pointcut construct also tests the receiver’s
static type, we made sure that this test has no effect: The call construct tests
that the receiver is an instance of the class where the desired method is first
declared, which always is the case when the dynamic type test passes. An
example application of both *exec and *sep can be found in Fig. 2.5 (where
Bird declares method fly, and Duck is a subtype of Bird).
e ::=

. . . | e :c.f | e :c .f =e
| e :c.m (e ∗ )
.
| super ≡ this:c.m (e ∗ ) | . . .

Figure 2.6: Syntax modifications
In the third and final transformation, we will modify the syntax of method
calls, super calls, field accesses and field assignments in such a way that the
static type is always included explicitly, so we can easily refer to it when
needed. For example, a method call e.m(e ∗ ) now becomes e:c.m(e ∗ ),
where c is the static type of the receiver. We assume a type checker can be
easily implemented which infers the static type for each of these statements.
The altered syntax for these statements is shown in the e rule of Fig. 2.6.
4 An

analogous definition of *exec can be given in case an if construct is already present
in the execution pointcut.
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2.4.2 Operational semantics
The operational semantics of ContractAJ, like the ContractJava language, is
expressed as a contextual rewriting system [89]. Our rewriting system operates
on triples consisting of an expression, a store and a stack. That is, each
evaluation rule has the following shape:
P ` he, S, J i ,→ he, S, J i
Such a rule can be read as: within program P , the left-hand-side (a triple with
expression e, store S and join point stack J ) evaluates to the right-hand-side
if the rule is applied. Each of the different data structures used in these triples
is defined as follows:
P

A program, as defined by the ContractAJ syntax.

e

Each e is an expression, as defined by the syntax.
S ::=
F ::=

S

obj 7→ hc, Fi
f 7→ v

The store S allows us to find the field values of each object: it is a mapping
from objects to hc, Fi pairs, where each pair consists of a class c and a field
record F. A field record F contains the values for all fields in a particular
object: it is a mapping from field names (f ) to field values (v).
J

J ::= A; J | •
A ::= E + A | •
E ::= hc, x, obj, booli

The join point stack J keeps track of the sequence of advice/methods that
should be executed at each join point that is encountered. The join point
stack is a stack of A records. In turn, each A record is a stack5 of E tuples
hc, x, obj, booli. Such a tuple respectively describes a method/advice body c.x,
the this object to be used and a boolean value that indicates whether c.x is
ready to be executed (true), or further lookup is needed (false). The ordering
of E tuples within an A record will be determined by ContractAJ’s precedence
mechanism.
5 Note

that we use two different concatenation symbols to avoid ambiguity. “;” concatenates
records in J and “+” concatenates tuples in an A record.
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The example in Fig. 2.7 gives a more visual idea
of the join point stack’s structure, in the context of a banking application: In this example,
the stack contains three A records. The method
Account.transfer was called at some point and
Security.auth, TransMgr.commit and Logging.log
respectively matched on this method call. The
Security.auth advice was already moved into topFigure 2.7: J stack
most A record to look for higher-order advice. One
higher-order advice Profiler.measure was found.
The boolean in its E tuple still is false, indicating that we are about to check
whether any higher-order advice match on Profiler.measure.
In addition to the store and the join point stack, we also provide a number of
predicates and functions in Fig. 2.8 that help define the operational semantics.
Most of these are self-explanatory, but we will highlight the precedence and
lookup mechanisms in more detail:
The <prec predicate defines ContractAJ’s precedence mechanism, which makes
use of the global declare precedence statement to determine the ordering
of advice when multiple pointcuts match at the same join point. The <prec
predicate is defined in terms of precLook(c, a), which determines the element
in the declare precedence statement that corresponds to a particular advice
c.a, either directly or as a subtype. (The well-formedness rules in Sec. 2.4.4
ensures this element can always be uniquely determined.) Note that <prec is
undefined when neither of the two advice being compared are mentioned in
the declare precedence statement. In case only one advice is mentioned, it
gets the higher precedence.
The core of ContractAJ’s lookup mechanism is defined by mlook, call and
alook. The mlook(c, m) function performs regular method lookup. Predicate
call(c, x, c, a0 ) tests whether a particular method/advice c.x matches with the
call pointcut construct in advice c0 .a, either directly or as a subtype. Finally,
the alook function determines the sequence of advice whose call pointcut
matched on c.x. More specifically, the alook function produces a list of E
tuples, ordered by the precedence mechanism, where each tuple describes which
advice body matched, the corresponding aspect instance oi and a false value
to indicate that we have not checked for higher-order advice yet. Regarding
the aspect instance oi , we also specify that the matching advice ci .ai does not
always have to be part of the type of oi directly, but may also be inherited.
After discussing the helper predicates and functions, we can now present the
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≺
≤
<

Subtyping relations
c ≺ c0 ⇔ class c extends c0 { . . . } is in P
≤≡ transitive, reflexive closure of ≺
<≡ transitive, irreflexive closure of ≺

∈

Field f is a member of c
hc, f, ti ∈ c ⇔ class c{ . . . t f . . . } is in P
Method/advice xis declared in class c
hx, (t1 , . . . , tn → t), (var 1 , . . . , var n ), ei ∈ c
⇔ class c{ . . . t x (t1 var1 . . . tn varn ){e} . . . } is in P

∈

precLook(c, a)

Advice c.a is listed in the precedence statement as c0 .a
declare precedence . . . c0 .a . . . is in P
c ≤ c0 and ha, _, _, _i ∈ c0
@c” : (c ≤ c” < c0 and declare precedence . . . c00 .a . . . is in P )
preclook(c, a) = c 0
Advice precedence relation
hca , aa , _, _i <prec hcb , ab , _, _i
⇔ either (precLook(ca , aa ) = c0a and precLook(cb , ab ) = c0b
and declare precedence . . . c0b .ab . . . c0a .aa . . . is in P )
or (@c0a : precLook(ca , aa ) = c0a and precLook(cb , ab ) = c0b )

<prec

isBef ore(c, a)
isAf ter(c, a)
isAround(c, a)
isMethod(c, x)

target(c, a)

ifPcut(c, a)
ifPcut(c, a)

mlook(c, m)

0

call(c, x, c , a)

alook(c, x, S)

Test advice kind
class c . . . { . . . before a : . . . } is in P
class c . . . { . . . after a : . . . } is in P
class c . . . { . . . around a : . . . } is in P
!isBefore(c, x) and !isAfter(c, x) and !isAround(c, x)
Retrieve name of target binding
class c . . . { . . . a :call( . . . ) && target(var )} is in P
target(c, a) = var
Retrieve the condition of an if pointcut construct
class c . . . { . . . a : . . . && if(e) . . . } is in P
ifPcut(c, a) = e
class c . . . { . . . a : . . . && if(e) . . . } is not in P
ifPcut(c, a) = true
Method lookup of m in the dynamic type c
c ≤ c0 and hm, _, _, _i ∈ c0
@c00 : hm, _, _, _i ∈ c00 and c ≤ c00 < c0
mlook(c, m) = c 0
Advice/method c.x matches with call pointcut of advice c0 .a
class c0 . . . { . . . a:call(t cpcut .x( . . . )) . . . }is in P
where c ≤ cpcut and ∃c0pcut : c0pcut = mlook(cpcut , x)
Find the sequence of advice matching on c .x
A is a sequence of distinct E-tuples such that:
∀Ei ∈ A : (Ei = hci , ai , oi , falsei and call(c, x, ci , ai ))
and S(oi ) = hc0i , _i and ci = mlook(c0i , ai )
∀Ei , Ei+1 ∈ A : Ei <prec Ei+1
alook(c, x, S) = A

Figure 2.8: Helper predicates and functions
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rules that compose ContractAJ’s operational semantics, shown in Fig. 2.9.
First, note that the syntax of expressions (e) is extended with two new statements: return and jpop. These two statements are not available to the developer writing ContractAJ programs, but are only used internally by the
semantics. The jpop statement is used whenever an A record needs to be
popped from the join point stack. The only purpose of the return statement
is to serve as a marker in the theorems of Sec. 3.4, such that we can easily refer
to any configuration where the execution of a method/advice body is about to
finish. Next, the definition of evaluation context E specifies the order in which
subexpressions should be evaluated for each type of compound expression,
which ensures there can only be one possible sequence of rule applications to
evaluate a ContractAJ program. Finally, we can discuss the evaluation rules
themselves in Fig. 2.9. The more interesting rules are those that specify the
behaviour of method and proceed calls: [call], [before], [after], [around],
[callaround ], [exec] and [jpop]:
[call] - This rule matches on method calls obj :c.x. This method call is replaced with a proceed call (wrapped in a jpop expression). While it may seem
peculiar to replace every method call with a proceed call, they both share the
same intuition: Try to execute the next matching advice; otherwise do regular
method lookup. The only difference is that a method call has the additional
task of looking for the matching advice, which is exactly what this [call] rule
does with the help of the alook function. This function produces a list of E
tuples that each represent an advice whose call pointcut construct matched
on c.x. The hc, x, obj, truei tuple, representing the method call, is appended
to the result of alook to complete the A record that is then pushed onto the
join point stack. After an application of the [call] rule, the proceed call it
produced must be evaluated next. The semantics of proceed calls is defined
by the [before], [after], [around] and [exec] rules.
[before] - This rule matches if there is a before advice c.a in the tuple at the
top of the join point stack. This tuple is popped and the proceed expression
is replaced with an explicit method call to the advice body, followed by the
implicit proceed call. Note that this explicit call to the advice body will only
be executed if the advice’s if pointcut construct succeeds. Because we are
using an explicit method call, this will cause the [call] rule to match, which
will then look for any higher-order advice that match on c.a. An infinite
regression cannot occur when this before advice reappears at a later point in
the evaluation; this is due to the boolean value in each E tuple. It indicates
whether we have already processed this advice or not. More specifically, the
[before] rule will only match if the boolean in the join point stack’s top entry
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E=
. . . | jpop{e}
e=
| return:c{e}
v = . . . | obj

[]
|
|
|
|
|

| E : c.f | E : c.f =e | v :c.f = E
E.m (e . . . ) | v .m (v . . . E e . . . )
super ≡ v :c.m (v . . . E e . . . )
(t) E | E instanceof t | if(E){e}else{e}
{E;e} | let{var =v . . . var =E . . . var =e . . . }in{e}
return:c{E} | jpop{E}

[call]

P ` hE[obj :c.x(v1 . . . vn )], S, J i
,→ hE[jpop{proceed(obj v1 . . . vn )}], S, A; J i
where A = alook(c, x, S) + hc, x, obj, truei and !isAround(c, x)
[before]
P ` hE[proceed(obj v1 . . . vn )], S, A; J i
,→ hE[if(e0 ){objasp :c.a(obj v1 . . . vn )};proceed(obj v1 . . . vn )], S, A0 ; J i
where A = hc, a, objasp , falsei + A0 and ha, (t1 , . . . , tn → t), (var 1 , . . . , varn , e)i ∈ c
and isBefore(c, a) and vartgt = target(c, a) and e = ifPcut(c, a)
and e0 = e[objasp /this, obj/vartgt , v1 /var 1 , . . . , vn /var n ]
[after]
P ` hE[proceed(obj v1 . . . vn )], S, A; J i
,→ hE[proceed(obj v1 . . . vn );if(e0 ){objasp :c.a(obj v1 . . . vn )}], S, A0 ; J i
(same constraints as [before], except that isBefore(c, a) becomes isAfter(c, a))
[around]
P ` hE[proceed(obj v1 . . . vn )], S, A; J i
,→ hE[if(e0 ){objasp :c.a(obj v1 . . . vn )}else{proceed(obj v1 . . . vn )}], S, A0 ; J i
(same constraints as [before], except that isBefore(c, a) becomes isAround(c, a))
[callaround ] P ` hE[objasp :c.a(v1 . . . vn )], S, A; J i
,→ hE[proceed(objasp v1 . . . vn )], S, A0 + A; J i
where A0 = alook(c, a, S) + hc, a, objasp , truei and isAround(c, a)
[exec]
P ` hE[proceed(obj v1 . . . vn )], S, A; J i
,→ hE[return:c{e[objthis /this, v1 /var 1 , . . . , vn /var n ]}, S, A0 ; J i
where A = c, x, obj 0 , true + A0
and if isMethod(c, x) then (objthis = obj) else (objthis = obj 0 )
and S(objthis ) = hc0 , . . .i and c 00 = mlook(c 0 , x)
and hx, (t1 , . . . , tn → t), (var 1 , . . . , varn , e)i ∈ c00
[jpop]
P ` hE[jpop{v }], S, A; J i ,→ hE[v], S, J i
[super]
P ` hE[super ≡ obj :c.m(v1 . . . vn )], S, J i
,→ hE[e[obj/this, v1 /var 1 , . . . , vn /var n ], S, J i
where hm, (t1 , . . . , tn → t), (var 1 , . . . , varn , e)i ∈ c
[return]
P ` hE[return:c {e}], S, J i ,→ hE[e], S, J i
[new]
[get]
[set]
[cast]
[insttrue ]
[instfalse ]
[let]
[iftrue ]
[iffalse ]
[seq]
[error]

P ` hE[new c], S, J i ,→ hE[obj], S[obj 7→ hc, Fi], J i
where obj ∈
/ dom(S) and F = {c0 .f 7→ null | c ≤ c0 and ∃t : hc0 , f , ti ∈ c0 }
P ` hE[obj :c0 .f ], S, J i ,→ hE[v], S, J i
where S(obj) = c, F and F(f ) = v
P ` hE[obj :c0 .f =v], S, J i ,→ hE[v], S[obj 7→ hc, F[c0 .f 7→ v]i], J i
where S(obj) = c, F
P ` hE[(t) obj], S, J i ,→ hE[obj], S, J i
where S(obj) = c, F and c ≤ t
P ` hE[obj instanceof t], S, J i ,→ hE[true], S, J i
where S(obj) = c, F and c ≤ t
P ` hE[obj instanceof t], S, J i ,→ hE[false], S, J i
where S(obj) = c, F and c  t
P ` hE[let {var1 =v1 . . . varn =vn } in {e}], S, J i ,→ hE[e[v1 /var1 , . . . , vn /varn ]], S, J i
P ` hE[if(true){e1 }else{e2 }], S, J i ,→ hE[e1 ], S, J i
P ` hE[if(false){e1 }else{e2 }], S, J i ,→ hE[e2 ], S, J i
P ` hE[{v ;e}], S, J i ,→ hE[e], S, J i
P ` hE[error(msg )], S, J i ,→ herror: msg, S, J i

Figure 2.9: Operational semantics of ContractAJ
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is false. Once the [call] rule has processed the explicit call to the before
advice, that boolean will be set to true.
[after] - This rule is analogous to [before], except that the implicit proceed
call comes before explicitly calling the advice.
[around] - This rule is analogous to [before] as well. If the if pointcut
construct evaluates to true, an explicit call is made to the around advice.
Otherwise, the advice is skipped by only making a proceed call to the next
advice.
[callaround ] - This rule is a variant of the [call] rule; it only handles explicit
calls to around advice. Whereas [call] will push a new record onto the join
point stack, [callaround ] will extend the existing record that is currently at
the top of the stack. The reason for this difference is to support higher-order
around advice that do not make a proceed call. If an around advice c.a
does not proceed, this means that any remaining advice in the current advice
composition, and the method/advice body being advised will no longer be
executed. Additionally, it is possible that the body being advised is another
around advice: in this case all remaining advice in the composition of that
around advice and the body it advises will not be executed either, and so on.
To achieve this behaviour, [callaround ] extends the record at the top of the
stack: all of the bodies that should no longer be executed are now grouped into
one record, such that they will be removed from the stack once the execution
of c.a is finished.
[exec] - This rule matches once we are ready to execute the E tuple at the top
of the join point stack, as indicated by the true value in this tuple. The mlook
function is first used to perform regular method lookup using dynamic type c
and method/advice x, resulting in lookup result c0 . The receiver object objthis
is determined in one of two ways: If x represents an advice, it is retrieved from
the top tuple in the stack. Otherwise, we use the first argument of the proceed
call (obj), which represents the binding of the target pointcut construct. This
adds support for receiver substitution, as the value of obj can be chosen by
the developer (if the proceed call is part of an around advice).
We can then replace the proceed expression with e, the body of c0 .x. Formal
parameters and the this object are also bound to their values. A return wrapper is also added to the e expression, which ensures the [return] rule will
match once the evaluation of e is finished. Finally, the E tuple at the top of
the stack is removed, as it is no longer needed6 .
6 The
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tuple might still be needed in case an around advice makes multiple proceed calls.
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[jpop] - This rule pops the top A record from the join point stack. This top
record typically already is empty at this point, unless there were around advice
that did not make a proceed call. Note that jpop expressions are only created
by the [call] rule, not by [callaround ]. This is because there should only be one
jpop expression per record, and [callaround ] only extends an existing record
instead of adding a new one.
[super] - This rule handles super calls. In order to keep the semantics simple,
we chose not to support advice on super calls. As such, the rule can immediately replace the call with the corresponding method body.
[return] - As mentioned earlier, return expressions only serve as markers that
indicate the end of a body’s execution. These expressions are created by the
[exec] rule at the start of a body’s execution.

2.4.3 Lookup sequences
To provide a more high-level view on ContractAJ’s lookup mechanism, Fig. 2.10
represents all possible sequences of rule applications that can be taken starting from a configuration with a method/proceed call, and ending with the
configuration where we have determined which body will be executed. A few
example sequences are also given in Fig. 2.11.
mcall
pcall
lookup
match
skip

::= [call] lookup∗|skip∗ [exec]
::= lookup∗ | skip∗ [exec]
::= skip∗ match
::= ([before] . . . [iftrue ] [call]) | ([around] . . . [iftrue ] [callaround ])
::= ([after] . . . [iffalse ] | [iftrue ]) | ([before] | [around] . . . [iffalse ])

Figure 2.10: All possible lookup sequences
mcall/pcall - mcall represents all possible sequences of rule applications for
method calls, whereas pcall represents proceed calls. Note that the only difference between the two is that mcall initially applies the [call] rule. A method
call starts in a configuration he, S, J i, where e decomposes into the method
call to be executed. The [call] rule then replaces this method call in e with a
proceed call, such that the lookup mechanism for proceed calls can be reused.
lookup - The lookup sequence may be applied multiple times in mcall and
pcall. It searches for the first before/around advice that must be executed.
This is however not supported, as it is an uncommon scenario and would unnecessarily
complicate the semantics.
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Method call leading to the execution of a method body (no matching advice):
[call] [exec]
Method call where the first advice to be executed is an around advice:
(The call pointcut of an after advice did match first, but its if construct failed.)
[call] [after] . . . [iffalse ] [around] . . . [iftrue ] [callaround ] [exec]
Method call advised by a before advice, which is advised by an around advice:
[call] [before] . . . [iftrue ] [call] [around] . . . [iftrue ] [callaround ] [exec]

Figure 2.11: A few example lookup sequences
(After advice will be discussed later as a separate case, due to the preceding
implicit proceed call.) If lookup does not match in mcall/pcall, the subsequent
application of [exec] must initiate the execution of a method body, as there
is a method body at the top of J . If lookup matches exactly once, [exec]
will initiate a non-higher-order before/around advice. If lookup matches more
than once, a higher-order before/around advice will be initiated.
skip - The skip sequence represents an advice that initially matches, but will
not be executed. This can happen for one of two reasons: The call pointcut
construct of an advice matches, but its if construct does not. In this case,
either [before],[after] or [around] is applied first, which will insert a runtime
test for the if pointcut construct. The subsequent rule applications (indicated
with an ellipsis) represent the evaluation of this if condition. If it fails, [iffalse ]
matches and this advice will not be executed. The second reason for not
(immediately) executing an advice is because it is an after advice. Because
there is an preceding implicit proceed call which must be evaluated first, a
method/proceed call cannot directly result in the execution of an after advice
body.
match - The match sequence represents a matching before/around advice.
In this case, the advice’s if pointcut construct does succeed, as indicated
by the application of [iftrue ]. We will now explicitly call the matching advice (to look for any higher-order advice), as indicated by the application of
[call]/[callaround ].
Finally, we should still discuss the execution of after advice bodies: Due to the
presence of the implicit proceed call, an after advice body can only be initiated
once this implicit proceed call finishes, resulting in the “[return] mcall” rule
sequence. The application of [return] represents the end of the after advice’s
implicit proceed call, which is then followed by an explicit call to the after
advice body.
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2.4.4 Well-formedness rules
U niqClasses

Each class is defined only once.
∀ c, c0 class c . . . class c0 . . . is in P =⇒ c 6= c0

U niqF ields
U niqM ethAndAdv

Each member is defined only once per class.
∀ f, f 0 class . . . { . . . f . . . f 0 . . . } is in P =⇒ f 6= f 0
∀ x, x0 class . . . { . . . x . . . x0 . . . } is in P =⇒ x =
6 x0

CompleteClasses

The superclass of each class is defined.
rng(≺) ⊆ dom(≺) ∪ {Object}

W ellF oundedClasses

Class hierarchy is an order.
≤ is antisymmetric

ClassM ethodsOK

Method overriding preserves the type.
∀c, c0 , e, e0 , m, T, T 0 , V, V 0 (hm, T, V, ei ∈ c and hm, T 0 , V 0 , e0 i ∈ c0 )
=⇒ (T = T 0 or c ≤ c0 )

P recedenceOK

No duplicate entries in the precedence declaration.
∀ c, a, c0 , a0 declare precedence . . . c.a . . . c0 .a0 . . . is in P =⇒ hc, ai =
6 hc0 , a0 i

P roceedInAdvice

Proceed calls may not be used in methods.
@m : class . . . { . . . m(. . .){ . . . proceed . . .} . . . } is in P

P rocInSpecs

The proc keyword may only be used in specifications.
@x : class . . . { . . . x(. . .){ . . . proc . . .} . . . } is in P

advBy(c, m)

AdvByOK

Retrieve the complete @advisedBy clause of a method
class c . . . { . . . @advisedBy c1 .a1 , . . . ,cn .an ; . . . m . . . } is in P
A = advBy(c0 , m) if (∃c0 : c0 = mlook(c, m) and c 6= c0 )
A = ∅ otherwise
advBy(c, m) = (c1 , a1 , . . . , cn , an ) ◦ A
Advice in an @advisedBy clause may not override each other
and should respect the precedence order.
∀c, m, A hm, _, _, _i ∈ c and A = advBy(c, m) = (c1 , a1 , . . . , cn , an )
=⇒ ((ci ≤ cj =⇒ ai 6= aj ) where i 6= j) and (ci <prec cj where i < j)

Figure 2.12: Static constraints on ContractAJ programs
To wrap up the definition of ContractAJ’s semantics, Fig. 2.12 presents the
constraints that must be satisfied by every ContractAJ program in order to
be well-formed. Most constraints were carried over from the object-oriented
ClassicJava [37] language. The constraints specific to ContractAJ are mostly
self-explanatory. Only the AdvByOK constraint should be discussed in some
more detail: This constraint is defined in terms of the advBy(c, m) helper
function, which retrieves the complete @advisedBy clause of c.m, including
the part inherited from its super class. An @advisedBy clause specifies a list
of advice that a method is expecting to be advised by, in the given order.
At runtime, this expectation may also be fulfilled by an overriding advice.
To prevent ambiguities when determining which element in an @advisedBy
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clause corresponds to a particular advice, the AdvByOK constraint requires
that these elements may not override each other. Additionally, the constraint
requires that the elements of the @advisedBy clause are ordered such that they
respect the precedence declaration.

2.5 Related work
A number of minimal aspect-oriented languages and calculi have been introduced for various purposes: The work on such languages was initiated by
Wand et al. [85] and their denotational semantics, which focuses on AspectJ’s
pointcut and advice mechanism.
Most closely related to our work is the MiniMao language [24] by Clifton
and Leavens, as it was also designed with modular reasoning in mind. The
MiniMao language is mainly modelled after AspectJ. Whereas ContractAJ also
takes inspiration from AspectJ, it is also modelled after CaesarJ and Eos-U.
This reflects our aim to support a broader range of aspect-oriented languages,
as these languages unify several aspect-oriented concepts with object-oriented
ones.
The work of Schippers et al. [77] describes a delegation-based semantics for an
intermediate language that can support various kinds of languages that aim to
modularize crosscutting concerns, such as aspect-oriented programming. Similar to ContractAJ, this intermediate language unifies several concepts (with
prototype-based OOP) such that the language can be both minimal and flexible. However, as the language abstracts away from aspect-oriented programming to a certain degree, as there is no direct equivalent of pointcuts, this
language would be less suited to study modular reasoning.
The µABC calculus [14] abstracts itself away from the base language, such
that it can be used to describe aspect-oriented extensions of e.g. class-based
languages or functional languages. However, it does not support more advanced aspect-oriented features such as pointcuts that can only be determined
at runtime, which we deem an important feature to have in order to construct
an all-inclusive approach to modular reasoning.
The calculus of De Fraine et al. [31] focuses on a number of type safety issues that exist in the AspectJ language by making use of type ranges. Our
work does not focus on these issues, but avoids the type safety problems as
ContractAJ’s call/execution pointcuts also perform argument bindings, which
is more restrictive than AspectJ.
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2.6 Summary
This chapter has presented the motivation, syntax and operational semantics
of the ContractAJ language, as a representative aspect-oriented language. The
main design goals for this language were to provide basic support for design
by contract, and to unify aspect-oriented concepts with object-oriented ones
where possible. We can now make use of the ContractAJ language in the
subsequent chapters to present our approach to modular reasoning in AOP.
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3 Modular reasoning with basic
contracts
3.1 Introduction and motivation
After defining the ContractAJ language, we can now present our approach
to modular reasoning in AOP, using ContractAJ as a representative aspectoriented language. One of our main goals in designing this approach was to
allow for modular reasoning without restricting the benefits of AOP whenever
possible. There are several languages that restrict AOP [2, 67, 80] in the sense
that advice can only apply to join points that have been explicitly exposed by
the developer, making it easy to distinguish which method calls may or may not
be affected by advice. While this greatly helps in restoring modular reasoning,
the advantages of the widely debated quantification and obliviousness [34]
properties of AOP are lost to a certain extent.
If all usable join points need to be mentioned explicitly, it becomes less appealing to use aspects for crosscutting concerns where being unaware/oblivious of such concerns is unlikely to cause harm. This includes examples such
as logging/tracing, caching, profiling, contract enforcement and various other
concerns that provide additional functionality without interfering with the rest
of the system. The extra effort needed to make join points explicit only grows
as the aspects that implement such concerns rely more extensively on quantification, i.e. as they need to affect more and more locations in the source code.
Given this observation, our goal is to enable modular reasoning in a manner
that preserves obliviousness for those aspects where it is an advantage, and to
become aware of those aspects where obliviousness is a disadvantage.
We will do this from a design by contract [61] perspective, based on a notion
of substitution for advice. In object-oriented programming, the developer may
not know the receiver’s dynamic type when making method calls, so he/she
can only take into account the specifications of the static type. Such specifications are defined in terms of preconditions, postconditions and invariants,
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also commonly referred to as contracts. To prevent any surprising behaviour
when making method calls, subtypes should respect the contracts of their
ancestors. In other words, they should adhere to a notion of behavioural subtyping [5, 32, 58]. This allows an instance of a subtype to substitute for any
instance of an ancestor type. We use a similar notion of substitution for advice: the advice substitution principle (ASP). This principle essentially states
that an advice should comply with the contracts of the join points it advises.
The ASP was first introduced informally by Wampler [84, Sec. 3.1.3] as one of
several aspect-oriented design principles. We will present the ASP on a more
formal level in Sec. 3.2, as one of the two parts that form our approach to
modular reasoning in AOP languages.
The second part of our approach, presented in Sec. 3.3, focuses on advice that
cannot satisfy the ASP. Unlike behavioural subtyping in OOP, we do not use
the ASP as a strict rule that should hold for all advice. Instead, the ASP is
used to distinguish between the advice that already preserve modular reasoning (e.g. logging, caching, profiling, ...), and the advice where extra effort is
needed to restore modular reasoning (e.g. authentication, authorization, transaction management, ...). This extra effort comes in the form of a specification
clause called @advisedBy. This clause explicitly indicates that a method may
be advised by a given sequence of advice, such that this method and its clients
become aware of these advice. Once the ASP and the @advisedBy clause have
been established, we will show that our approach is sound in Sec. 3.4. That is,
the approach effectively preserves modular reasoning of method and proceed
calls in ContractAJ, even in the presence of shared join points, overriding advice, higher-order advice (advice that advises advice) and pointcuts depending
on runtime information.

3.2 The advice substitution principle
We will first focus on the first half of our two-part approach to modular reasoning, the ASP. If an advice complies with this principle, modular reasoning
is possible even while remaining oblivious of this advice. That is, the advice
will not cause any surprising behaviour whenever a method call (or proceed
call) is made. The purpose of the ASP is similar to the notion of observers,
spectators, spectative and harmless advice [22, 30, 46, 74]. However, the key
difference between these notions and the ASP is that the ASP is a property
of an advice’s specification rather than its implementation. This allows for
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two advantages: First, our approach to modular reasoning should be familiar to OOP developers, as it is a natural extension of modular reasoning in
OOP, which is typically also defined in terms of a program’s specifications.
Second, because a program’s specifications describe the expected behaviour
of each module, it also is clear what constitutes unexpected/surprising behaviour. This is what allows the ASP to be weaker/less conservative than
observers, spectators, spectative and harmless advice. These notions only rely
on the program implementation, where it is far from trivial to deduce what
constitutes unexpected behaviour.
The ASP is based on the notion of behavioural subtyping in object-oriented
languages [5, 32, 54, 58]. The ASP presented here is however slightly different
than the ASP first introduced by Wampler [84], which is an adaptation of
Liskov and Wing’s constraint-based behavioural subtyping [58, Fig. 4]. Our
version of the ASP is based on Dhara and Leavens’ strong behavioural subtyping (SBS) [32, Def. 4.1 and 4.2], as it has a postcondition rule that is more
flexible than Liskov and Wing’s. We paraphrase the rules on preconditions,
postconditions and invariants of the SBS definition as follows:
Strong behavioural subtyping (SBS). Type t is a strong behavioural subtype
of type u, if and only if t < u and:
• For all objects of type t, and for all common methods m
in t and u:
– The precondition of t.m must be equal to or weaker than the precondition of u.m.
– The postcondition of t.m must be equal to or stronger than the
postcondition of u.m, if the precondition of u.m held in the prestate.
• For all objects of type t:
– The invariant of u should be preserved in t.
To adapt the SBS rules to an aspect-oriented setting, the basic idea is to
view the execution of an advice as a form of substitution. This is quite easy
to understand when all advice are viewed as around advice. This is not a
simplification, as a before advice can be seen as an around advice where the
proceed call at the end is implicit. Likewise, an after advice corresponds to
an around advice where the implicit proceed call is at the beginning. If the
pointcut associated with an around advice matches on a certain join point,
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then that join point essentially is replaced with the execution of that advice.
In other words, the join point representing a method call is substituted with the
execution of an advice. In order to perform a method call, while remaining
unaware of the advice that substitutes for it, an advice’s contracts should
comply with the contracts of those join points it advises.

3.2.1 Around advice
From the point of view that executing advice can be seen as a form of substitution, the SBS rules can be adapted as follows to an advice substitution
principle for around advice:
ASP for around advice. Consider an around advice a in type t that is applied
to join point u.x, representing a method call or an advice execution. If
x is a method, u is the static type of the receiver. If x is an advice, u is
the class containing x. The around advice satisfies the ASP if and only
if, for all objects of type t:
• The precondition of t.a must be equal to or weaker than the precondition
of u.x.
• The postcondition of t.a must be equal to or stronger than the postcondition of u.x, if the precondition of u.x held in the pre-state.
• The invariant of u should be preserved in t.
What is important to note is that we defined the ASP in terms of a single advice
applying at a particular join point. Stating that “aspect t complies with the
ASP” means that each advice in t must take into account the contracts of all
the join points it advises. Each of these join points can have its own contracts,
which means that an advice may need to take into account several different
contracts, depending on the advice’s pointcut. While the exact set of join
points in a pointcut can only be determined at runtime, the developer only
needs to take into account all join point shadows, i.e. the mapping of each
join point to its location in the source code. These join point shadows can
be determined statically by examining the advice’s pointcut. Nonetheless, the
amount of reasoning tasks does rise with the amount of join point shadows an
advice has, and it is not always possible to determine these join point shadows
by only considering the pointcut itself. While our primary focus is on enabling
modular reasoning about method calls, we do discuss this scaling problem,
and how to mitigate it, in Sec. 3.5 .
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3.2.2 Before and after advice
As mentioned earlier, before/after advice can be interpreted as special cases of
around advice. It is important to note however that it would be unintuitive to
include the effects of the implicit proceed call in the contracts of a before/after
advice, such that these contracts would effectively be the same as an equivalent
around advice. It is unintuitive for the simple reason that the developer does
not need to be aware of any implicit proceed calls. Moreover, even if the
developer knows there is an implicit proceed call, he/she may not consider it
to be part of the advice body. Consequently, the ASP needs to be adjusted
for before/advice to take this into account.
In a before advice, its postcondition refers to the moment before executing the
implicit proceed call at the end of the advice body. In order for the composition
of the before advice body (t.a) and the implicit proceed call to be substitutable
for the advised join point (u.x), the ASP for before advice becomes:
• The precondition of t.a must be equal to or weaker than the precondition
of u.x.
• If the precondition of u.x held before executing the advice, it should still
hold after the advice (at the implicit proceed call). This implies the postcondition of t.a may not invalidate u.x’s precondition.
• The invariant of u should be preserved in t.
Similarly, an after advice’s precondition refers to the moment after executing
the implicit proceed call in the beginning of the advice body. The ASP for
after advice is as follows, for an after advice body t.a advising join point
u.x:
• The precondition of t.a must be equal to or weaker than the postcondition
of u.x.
• If the postcondition of u.x held before executing the advice, it should
still hold after the advice. This implies the postcondition of t.a may not
invalidate u.x’s postcondition.
• The invariant of u should be preserved in t.

3.2.3 The proc keyword
Because an advice may need to comply with the contracts of several different join points, a mechanism is needed to keep advice contracts reasonably
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compact, and to prevent any unnecessary coupling with the contracts of each
join point. After all, aspects are meant to implement crosscutting concerns,
which indicates that they are typically loosely coupled to the functionality
implemented by the advised join point.
ContractAJ provides a “specification inheritance” mechanism in the form of
the proc keyword. When proc is used in the pre/postcondition of an advice
that complies with the ASP, it refers to the pre/postcondition of the join
point being advised. For example, consider the caching aspect in Fig. 3.1.
If Cache.store is advising a call to List.set, its precondition is i>=0 &&
i<this1.getLength(). That is, proc now refers to the precondition of List.set.
The postcondition is this1.get(i)==val && this2.isCached(i,val). Note that
we numbered each this keyword to avoid naming conflicts, as one refers to the
instance of List and the other to the Cache instance.
class List{
@requires i>=0 && i<this.getLength()
@ensures this.get(i)==val
void set(int i, Object val) {...} ...}
class Cache {
@requires proc
@ensures proc && this.isCached(i,val)
around store: call(void List.set(int i, Object val)) {...} ...}

Figure 3.1: Example of using the proc keyword
The proc keyword is somewhat similar to e.g. the also keyword used in
JML [53, section 2.3] to inherit the specifications of an overridden method.
The main difference is that the proc keyword can be used anywhere in the
pre- or postcondition, whereas the use of also is constrained such that behavioural subtyping is always enforced by construction. We do not impose such
constraints on proc, and hence make it possible for preconditions to be too
strong, and postconditions too weak. This is needed to allow for aspects that
cannot comply with the ASP, which is explained in Sec. 3.3.

3.2.4 Effective specifications
To make our notion of modular reasoning precise, we need to define which preand postconditions need to be ensured whenever a method or proceed call is
made. We refer to these specifications as the “effective pre/postcondition” of
a particular method call or proceed call. These effective pre/postconditions
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should allow for modular reasoning, in the sense that a developer who wants
to make a call within a certain class, only needs to consider the specifications
of that class itself, or anything explicitly referenced by that class.
pre(c, x)

class

c . . . {@requires e . . . t x . . . } is in P
pre(c, x) = e

effpre (c, m) = pre(c, m)
effProcpre (c, m) = pre(c, m)
effProcpre (c, a) = pre(c, a)[proc 7→ effProcpre (c 0 , x)]
where c.a advises c0 .x and !isM ethod(c, a)

Figure 3.2: Defining the effective precondition of method/proceed calls
The definition1 of effective preconditions can be found in Fig. 3.2. The pre(c, x)
function simply retrieves the precondition of a body c.x from the program’s
code. The effpre (c, m) function defines the effective precondition of a method
call obj : c.m. Note that we use the method call notation (defined in Fig. 2.6 of
Sec. 2.4.1) of ContractAJ’s semantics to emphasize that c stands for the static
type of the receiver (obj). Because the developer does not need to be aware
of any ASP-compliant advice, the effective precondition simply is pre(c, m),
which is no different from modular reasoning in object-oriented languages.
The effProcpre (c, m) function defines the effective precondition of a proceed
call, where the proceed call is located in an advice that advises a method call
obj : c.m. Because an ASP-compliant advice does not have to be aware of
any other advice, the effective precondition of a proceed call also is pre(c, m).
However, keep in mind that effProcpre is defined in terms of a single method
body c.m, and that an advice can apply to multiple different method bodies.
As the ASP requires that an advice takes into account all of its advised join
points, the developer should also take into account the multiple applicable
versions of effProcpre when making a proceed call.
Finally, effProcpre also is defined for proceed calls that occur in higher-order
advice. That is, effProcpre (c, a) defines the effective precondition of a proceed
call, if this proceed call occurs within an advice that advises c.a. In this case,
the effective precondition is pre(c, a), but because c.a might make use of the
proc keyword, we should also evaluate the keyword to its concrete value. The
1 This

definition only applies if all advice are ASP-compliant; it will be extended later in
Sec. 3.3.5 to take into account non-ASP-compliant advice as well.
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keyword is replaced with the effective precondition of any proceed calls
inside c.a, which is effProcpre (c 0 , x), considering that c.a advises c0 .x.
proc

Next to the definitions of effective preconditions, one can also give definitions
of effective postconditions in effpost and effProcpost , which are identical to effpre
and effProcpre apart from replacing every occurrence of “pre” with “post”.

3.3 The @advisedBy clause
The ASP ensures that, if an advice complies with this principle, that advice can
safely substitute for the join points it advises without causing any surprising
behaviour, while preserving the notion of obliviousness. While several kinds
of crosscutting concerns (e.g. logging, profiling, caching, monitoring, ...) can
be implemented in an ASP-compliant manner, there are several valid cases
where it is either impossible or undesired to remain oblivious of an advice.
It may be undesired because the developer is aware of a certain advice and
intends to rely on an advice’s postcondition when making method calls that
are affected by that advice. In such a case it would be beneficial if the advice’s
existence became explicit. Perhaps more importantly, it may be impossible
to safely remain oblivious as several kinds of advice inherently cannot comply
with the ASP. That is, they must alter the specifications of their advised
join points in some way. For example, consider the Security.authenticate
advice in Fig. 3.3. If the user is currently logged in, the advice will ensure
the same postcondition as its advised join points, which is okay with the ASP
in this instance. However, if the user is not logged in, the advice will block
the execution of the advised method and ensures nothing at all (i.e. true).
In this case, the postcondition clearly is weaker than the advised join point,
which violates the ASP. It is also clear that this advice cannot be rewritten
in an ASP-compliant way, as its very purpose is to ensure that the requested
operation is blocked when the user is not authenticated.
Even if only a single advice in the system would violate the ASP, it seems that
we should revert back to global reasoning, which would defeat the purpose of
the ASP. To deal with such non-ASP-compliant advice (or “non-ASP advice”
for short), one option is to simply avoid non-ASP advice altogether and implement their functionality using plain method calls instead. While this certainly
is a valid option, it also sacrifices AOP’s benefits. In particular, there no longer
is a notion of quantification: Rather than using one pointcut to indicate all
the join points where a block of code should be executed, several method calls
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have to be added instead, possibly including additional residual logic if these
calls should only be executed on certain (run-time) conditions.
Rather than going back to square one, we propose a simple clause called
“@advisedBy” that preserves modular reasoning, quantification, allows pointcuts
that can only be determined at runtime, and allows ASP-advice to share join
points with non-ASP advice. The starting observation is that, if an advice
cannot comply with the ASP, it must be doing something surprising that was
not expected by the caller of the advised method.
A similar situation can also occur in OOP: If a class cannot satisfy the SBS
rules, it may cause surprising behaviour. The recommended practice [44, p.
139-150, 175-184] in such a case is to prevent that this class can substitute
for its ancestors: This can be remedied by converting the class into a wrapper
class: The relation to its superclass is removed, and a reference to an instance
of this “superclass" is kept instead. To be able to call any methods from this
wrapper class, the method call’s static type now must be the wrapper class (or
a subtype), which implies that the developer must be aware of the wrapper
class to be able to use it.
Similarly, in AOP, any method calls advised by a non-ASP-compliant advice
should be made aware of that non-ASP advice. This is done by adding an
@advisedBy clause to the method’s specifications. An example usage of the
@advisedBy clause is shown in Fig. 3.3. The clause is used in Account.withdraw,
specifying that this method expects to be advised by Security.authenticate
and Security.authorize, in that order. Note that the deposit method is also
advised by Logger.log, which does not need to be mentioned in the @advisedBy
clause as it is ASP-compliant.
In general, the @advisedBy clause indicates that a method is expecting to
be advised by the listed advice. Consequently, any client that wants to call
this method will notice its @advisedBy clause and should take into account
the listed advice. From the perspective of an advice, if it is mentioned in an
@advisedBy clause and it makes a proceed call, that advice should now be aware
of the next element executed in the clause. In the example of Fig. 3.3, when
authenticate makes a proceed call, it should be aware that this will execute
the authorize advice. Likewise, the proc keyword mentioned in authenticate’s
specifications will refer to the pre/postcondition of authorize. Because the log
advice is not mentioned explicitly in the @advisedBy clause, the proc keyword in
authorize refers directly to the specifications in Account.deposit, as discussed
in Sec. 3.2.3.
Finally, note that the @advisedBy clause can only be added to methods, which
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class Account {
@requires this.getAmount() >= m && m>0
@ensures
this.getAmount() == old(this.getAmount()) - m
@advisedBy Security.authenticate, Security.authorize
int withdraw(int m) {...} ...}
class Security {
@requires proc
@ensures if(isLoggedIn()){proc}else{true}
around authenticate: call(void Account.withdraw(int m)) {...}
@requires proc
@ensures if(isAuthorised()){proc}else{true}
around authorize: call(void Account.withdraw(int m))
&& if(isEnabled()) {...} ...}
class Logger {
@requires true
@ensures old(getLogEntries())+1==getLogEntries()
before log: execution(void Account.withdraw(int m)) {...} ...}

Figure 3.3: Using the @advisedBy clause
implies that all higher-order advice should be ASP-compliant. Conceptually
it is possible to add an @advisedBy clause to an advice, to indicate that it
is aware of the listed higher-order advice. However, constructing effective
pre/postconditions is complicated by a combination of two factors: First, when
advising a before/after advice, only the advice body is advised, not the implicit
proceed call. Second, all before/after advice should take into account the
effects of their implicit proceed call (even if they are non-ASP-compliant).
These two factors complicate the definition of effective pre/postconditions in
method/proceed calls, which is why we decided to leave support for non-ASPcompliant higher-order advice as future work.

3.3.1 Relating the @advisedBy clause to quantification
At this point, the reader may wonder how the @advisedBy clause still preserves
AOP’s notion of quantification. After all, for every method call obj :c.m that
may be advised by a non-ASP advice, there should be an @advisedBy clause in
c.m that mentions this advice. At first glance, all the extra effort required to
add all of these @advisedBy clauses seems to cancel out the benefits of having
pointcuts as a quantification mechanism. However, it is possible to provide tool
support that automatically inserts all @advisedBy clauses in the right places of
the source code, and removes the need to write each clause manually. Given
such tool support, we consider that the @advisedBy clause does not inhibit the
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quantification property of AOP.
Generating @advisedBy clauses in AspectJ is quite straightforward, where it is
sufficient to inspect the pointcut of every advice. In a nutshell: If a pointcut
makes use of a call construct, an @advisedBy clause should only be added to
the method bodies specified directly in the call construct. In case a pointcut
makes use of an execution construct, which only matches if the dynamic type
is a certain (sub)type, the @advisedBy clause should be added into the types
that declare the specified method bodies.
To take into account the fact that call/execution constructs also include subtypes, @advisedBy clauses are implicitly inherited by subtypes. In this manner,
an @advisedBy clause will mention the desired advice when examining the static
type of any method call that may be advised by that advice. Tool support
that could generate @advisedBy clauses is actually already largely present in
the AspectJ Development Tools [20], as it is quite similar to the markers that
indicate each join point shadow.
In case of ContractAJ, some additional information is required to generate
@advisedBy clauses in the right places. This is because it is possible to override
advice, and an advice may be mentioned either directly or as a subtype in an
@advisedBy clause, which allows for additional expressiveness. Nonetheless, we
assume ContractAJ can be easily extended with a simple construct to describe
in which locations an @advisedBy clause should be added. For example, a class
might contain the following “declare @advisedBy” statement:
declare @advisedBy Security.authenticate:

Bank.set*(*);

Tool support can then make use of this information to insert the necessary
@advisedBy clauses that list Security.authenticate in every method body that
matches Bank.set*(*). Finally, if multiple such statements want to add an
@advisedBy clause to the same method, the program’s precedence declaration
is used to ensure that the advice listed in the @advisedBy clause are ordered
correctly.

3.3.2 Interaction with ASP-compliant advice
Using the @advisedBy clause allows advice to alter the contracts of the join
points they advise. However, what does this mean when such advice shares join
points with an ASP-compliant advice (that is not mentioned in the @advisedBy
clause)? An ASP-compliant advice only needs to take into account the advised
join points’ pre- and postconditions, but it can ignore any @advisedBy clauses.
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As a consequence, if both an ASP- and a non-ASP advice advise the same
join point, the ASP-advice should get a lower precedence. That is, it should
come after the non-ASP advice in an advice composition. While it is possible
that the ASP-advice may never cause surprising behaviour if it had a higher
precedence, this is not automatically ensured by the ASP. Aside from this
constraint, the benefits of ASP-advice remain: An ASP-advice can be positioned anywhere after the non-ASP advice in advice compositions, while the
remainder of the system does not have to be aware of this advice. In case it is
required for an ASP-advice to be executed at a higher precedence, it always
is possible to explicitly mention it in @advisedBy clauses.

3.3.3 Overriding advice
Because each advice in ContractAJ has a name, it becomes possible to override
advice. Analogous to method overriding, when an advice in one aspect has the
same name as an advice in one of its ancestor aspects, that advice is said to
be overriding. However, overriding only has a purpose when the developer is
expecting one advice body to be executed, but at runtime an overridden version
might substitute for it. There are no such expectations if advice execution is
implicit, which is the case for ASP-compliant advice.
class Security {
around authenticate: call(int Account.withdraw(int i)) {...}}
class RemoteSecurity extends Security {
around authenticate: call(int Account.withdraw(int i)) {...}}
class Account {
@advisedBy Security.authenticate
void withdraw(int i) {...}}
main {
Security sec = new RemoteSecurity;
Account acc = new Account(30);
account.withdraw(10);}
// The @advisedBy clause in Account.withdraw lists Security
// , but is actually advised at runtime by RemoteSecurity.

Figure 3.4: Example of overriding advice
The introduction of the @advisedBy clause gives purpose to overriding advice. When a method uses an @advisedBy clause, it is expecting those listed advice. These expectations, which can be determined statically, do not
have to be fulfilled per se by exactly those listed advice. They might as
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well be implemented by a subaspect with an overriding advice. As can be
seen in the example of Fig. 3.4, Account.withdraw is expecting to be advised
by Security.authenticate. At runtime, this expectation could be filled in
by a subaspect RemoteSecurity, which overrides the authenticate advice to
e.g. implement a different authentication system. A similarly useful scenario
could be that Security only is an abstract aspect, and the overriding advice
in RemoteSecurity provides a concrete implementation. This notion of overriding advice implies that, similar to overriding methods in classes, overriding
advice leave aspects “open for extension, but closed for modification” (the
open/closed principle [60]). That is, an aspect’s behaviour can be modified by
defining a subaspect, without the need to modify any @advisedBy clauses.
As the use of overriding advice is similar to overriding methods, the SBS rules
can be reused to ensure that aspects with overriding advice can substitute for
any ancestor aspect without causing surprising behaviour. We only need to
make a minor extension to the SBS such that the pre- and postcondition rules
apply to both methods and advice:
Strong behavioural subtyping, extended (SBS’). Type t is a strong behavioural subtype of type u, if and only if t < u and:
• For all objects of type t, and for all common methods and advice x in
t and u:
– The precondition of t.x must be equal to or weaker than the precondition of u.x.
– The postcondition of t.x must only be equal to or stronger than the
postcondition of u.m, if the precondition of u.m held in the prestate.
• The invariant of u should be preserved in t.
Note that ensuring the SBS’ rules for an advice is independent from the join
points it advises, even if the proc keyword is used. While the actual value
of the proc keyword does depend on which join point is advised, we know
that this value will be the same for the pre/postcondition of both t.x and
u.x. Consequently, it is not necessary to know proc’s value to determine
whether one advice’s pre/postcondition is stronger or weaker than another.
However, while the SBS’ rules can be satisfied without considering the value
of the proc keyword, an advice’s implementation should of course correspond
to its specifications. By simply using proc in the precondition of an advice
(without knowing which contracts it refers to), we can ascertain that the right
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precondition is satisfied to make a proceed call at the very beginning of the
advice body. However, if a proceed call is made at a later point in time, we
need to make sure that this precondition is preserved. Because of this, we may
still need to determine which contracts proc refers to. Likewise, we may need
these contracts to ensure that the postcondition of a proceed call is preserved
at the end of the advice.

3.3.4 Constraints on the @advisedBy clause
To avoid ambiguities when executing a call with an @advisedBy clause, there
may not be multiple aspect instances that correspond to the same element in
the @advisedBy clause. Moreover, if an advice is mentioned in the @advisedBy
clause of a method, it is expected that this advice, or an overriding version, will
be executed when that method is called (unless the advice’s if pointcut construct failed). If the developer is free to instantiate aspects at any time, which
is the case in ContractAJ, these two constraints cannot be enforced statically.
The easiest solution would be to throw a runtime exception whenever the constraints are broken, which is also done by ContractAJ’s contract enforcement
algorithm in Sec. 4.2. Another approach would be to use AspectJ’s more constrained instantiation mechanism, which ensures by construction there cannot
be more than one instance of the same aspect at a given join point. While
this approach avoids runtime exceptions, we still opted to give the developer
full control over aspect instantiation in ContractAJ, as it would be difficult
to combine AspectJ’s instantiation mechanism with the notion of overriding
advice in an intuitive/useful manner. We give preference to supporting overriding advice, because it leaves aspects open for extension in the presence of
non-ASP advice.

3.3.5 Extending the effective specifications
Due to the introduction of the @advisedBy clause, applications may now contain
both ASP- and non-ASP-compliant advice. However, this also requires some
modifications to our definitions of effective specifications in Sec. 3.2.4. These
new definitions can be found in Fig. 3.5. The effpre and effProcpre functions still
have the same intuition behind them: effpre defines the effective precondition
of method calls and effProcpre defines the effective precondition of proceed
calls. However, note that effProcpre (c, m, i) has now gained a third parameter
i, which indicates a certain position within the @advisedBy clause of c.m.
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More specifically, effProcpre (c, m, i) describes the effective precondition of any
proceed calls within an advice mentioned at position i of c.m’s @advisedBy
clause. This effective precondition essentially states that the advice at position
i should become aware of all subsequent advice in the @advisedBy clause. Let
us now take a closer look at each of the functions in Fig. 3.5:
[effpre ] - The effective precondition of method calls effpre (c, m). This corresponds to effProcpre (c, m, 0). Because the first advice of the @advisedBy clause
only has index 1, setting i to 0 intuitively means that we should become aware
of all advice in the @advisedBy clause when making a method call, which indeed is the desired definition. An example of the effective precondition of a
call to Bank.createAccount is also given in Fig. 3.6.
effpre (c, m) =

effProcpre (c, m, 0)


if(ifPcut(ci+1 , ai+1 )){advpre (ci+1 , ai+1 , c, m, i + 1)}




 else if(ifPcut(ci+2 , ai+2 )){advpre (ci+2 , ai+2 , c, m, i + 2)}
...
effProcpre (c, m, i) =


else if(ifPcut(cn , an )){advpre (cn , an , c, m, n)}



else{pre(c, m)}
where isMethod(c, m) and advBy(c, m) = hc1 , a1 , . . . , cn , an i and 0 ≤ i < n
effProcpre (c, m, i) = pre(c, m)
where isMethod(c, m) and |advBy(c, m)| = 0
effProcpre (c, a, i) = pre(c, a)[proc 7→ effProc(c 0 , x, j)]
where c.a advises c0 .x and !isM ethod(c, a)
and c.a is mentioned at position j of the @advisedBy clause of c 0 .x
advpre (c, a, c0 , x, i) =

iPre(c, a) =

iP re(c, a)[proc 7→ effProcpre (c0 , x, i + 1)]
where c.a advises c0 .x
pre(c, a)
pre(c, a) && proc

if isAround(c, a)
if isBefore(c, a) or isAfter(c, a)

Figure 3.5: Definition of a method’s effective preconditions
[effProcpre ] - The effective precondition of proceed calls is split up into three
different cases. The second and third case are straightforward, as they correspond to the old definition of effProcpre in Sec. 3.2.4. The first case however is
new: it describes the effective precondition of proceed calls where the advised
method has a non-empty @advisedBy clause. Given i, the effective precondition
that is produced consists of an if statement that iterates over all succeeding
advice (from i + 1 to n) in the @advisedBy clause of c.m. What may be surprising is that we test the if pointcut construct for each of these advice (using the
ifPcut function defined in Fig. 2.8). This is necessary because, if we allow the
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class Bank {
@requires u.getBank()==this
@ensures result!=null && result.getOwner()==u
@advisedBy Security.authenticate, Security.authorize
Account createAccount(User u) {...}}
class Security {
@requires proc
@ensures if(isLoggedIn(u)){proc}else{true}
around authenticate: call(Account Bank.createAccount(User u))
&& target(b) {...}
@requires isLoggedIn(u) && proc
@ensures if(isAuthorized(u)){proc}else{true}
around authorize: call(Account Bank.createAccount(User u))
&& target(b) && if(isEnabled()) {...}}
main {
Bank b = new Bank;
b.createAccount(new User);}
// Effective precondition of Bank.createAccount:
// if(isEnabled()) {
//
isLoggedIn(u) && u.getBank()==this
// } else {
//
u.getBank()==this
// }

Figure 3.6: Example of an effective precondition
advice mentioned in the @advisedBy clause to modify the expected behaviour
of a method/proceed call, we must know which advice will be executed next.
Because the if constructs are the only2 part of a ContractAJ pointcut that
(in general) cannot be determined statically, they are included in the effective
precondition itself.
[advpre ] - Once we have determined which advice will be executed next, the
advpre function is used to retrieve that advice’s precondition. Additionally,
advpre replaces any occurrences of the proc keyword with the effective precondition of any proceed calls in its advice body using effProcpre , meaning that
we recursively iterate through the remainder of the @advisedBy clause. This
continues until we eventually reach the else branch in effProcpre , which ends
with the precondition of the advised method.
[iPre] - What is important to note about advpre is that we do not directly retrieve the precondition of an advice with the pre function, but we make use of
iPre(c, a) instead. In case c.a is an around advice body, iPre(c, a) = pre(c, a).
2 An execution

pointcut can only be determined dynamically, but we assume that it has
already been converted into a call pointcut conjoined with an if construct, as described
in Fig. 2.4 of Sec. 2.4.1.

48

3.3 The @advisedBy clause
However, if c.a is a before or after advice, the proc keyword will also be conjoined. This is necessary because otherwise the effects of the implicit proceed
call would not be included into the effective precondition. In other words, iPre
makes the implicit proceed call of a before/after advice explicit, such that we
obtain that advice’s precondition as if it were an around advice. This also
holds for the analogous iPost function, which conjoins proc to a before/after
advice’s postcondition. In general, we are not allowed to simply conjoin the
proc keyword, e.g. because a before advice body might not preserve the precondition of its proceed call. However, this is remedied by the rules that will be
defined in Sec. 3.3.6 and ensure that all before/after advice take into account
their implicit proceed call.
This covers each function used to define the effective preconditions of method
and proceed calls. The definitions for effective postconditions are analogous,
as each occurrence of “pre” is simply replaced with “post”.
We should note that, in general, the entire effective specification of a method/proceed call can become quite large and complex. However, the functions
of Fig. 3.5 do take into account the worst case where every pointcut effectively
makes use of an if construct (that can only be determined at runtime). However, as indicated in Apel et al. [6], typically only a small fraction of aspect code
makes use of such advanced features. In the best (and more common) case,
each pointcut in an @advisedBy clause can be determined statically, drastically
simplifying the entire effective precondition of a method call to the following:

effpre (c, m) =

iPre(c1 , a1 )[proc 7→
iPre(c2 , a2 )[proc 7→
...
iPre(cn , an )[proc 7→ pre(c, m)] . . .]]
where isMethod(c, m)
and advBy(c, m) = hc1 , a1 , . . . , cn , an i

That is, c.m would use the precondition of the first advice in the @advisedBy
clause, and each advice’s proc keyword would be replaced with the precondition
of the next advice in the clause.

3.3.6 Before and after advice
The iP re function in Fig. 3.5 includes the effects of the implicit proceed call
in before/after advice by simply conjoining the proc keyword to its pre- and
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postcondition. However, in order for this to be correct, there are some rules
that must be satisfied. These rules, which are a weaker version of the ASP for
before/after advice, are referred to as the “implicit proceed rules” (IPR):
IPR for before advice. Consider a before advice t.a that is applied to
join point u.x. If t.a is mentioned in the @advisedBy clause of u.x, it is mentioned at position i. If t.a is not mentioned in the @advisedBy clause (or such
a clause is not present) then i = 0. The before advice satisfies the IPR if and
only if, for all objects of type t:
• If effProcpre (u, x, i) held before executing the advice, it should still hold
after the advice.
• If post(t, a) holds after the advice, it should still hold after the implicit
proceed call.
• The invariant of u should be preserved in t.
Likewise, the IPR for after advice are defined as:
• If effProcpost (u, x, i) held before executing the advice, it should still hold
after the advice.
• If pre(t, a) held before the implicit proceed call, it should still hold after
the implicit proceed call.
• The invariant of u should be preserved in t.
Note that the second rule in the IPR of both before- and after advice requires
that the implicit proceed call should preserve a certain condition. As the advice
body has no control over what the proceed call may or may not preserve, we
can only rely on what we can determine to be preserved. If we are conservative,
we can only ascertain that the proceed call will preserve anything that is equal
to or weaker than its postcondition. However, a weaker notion of preservation
is possible when frame conditions [13] are available: In addition to preserving
the proceed call’s own postcondition, we know that it will preserve conditions
that depend only on variables/fields that are not modified by the proceed call.

3.3.7 Modular reasoning in ContractAJ
To summarize Sec. 3.2 and Sec. 3.3, modular reasoning about method/proceed
calls in ContractAJ can be achieved as follows:
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• All classes should take into account the SBS’ rules (Sec. 3.3.3). That is,
a subtype should take into account the contracts of its supertype. This
also holds for overriding advice.
• To remain oblivious of an advice, it should comply with the ASP (Sec. 3.2.1
and Sec. 3.2.2). That is, the advice should comply with the contracts of
all join points it advises. If an ASP-compliant advice shares join points
with advice mentioned in an @advisedBy clause, the ASP-compliant advice should have a lower precedence. (Sec. 3.3.2)
• If it is not possible or undesired to be oblivious of an advice c.a, it should
be mentioned by an @advisedBy clause in all method bodies c0 .m, where
c0 is the static type in any method calls to m that are advised by c.a.
Advice c.a may either be mentioned directly in an @advisedBy clause,
or indirectly as an overridden advice. If c.a is a before/after advice, it
should comply with the IPR (Sec. 3.3.6) in order to take into account the
effects of its implicit proceed call. Finally, the constraints of Sec. 3.3.4
should be taken into account as well.
In using this approach, there is little that changes from the perspective of an
OOP developer who writes classes (without advice). This is especially important when considering that the bulk of a typical aspect-oriented application
consists of regular classes and only a fraction of the code is made up of aspects [6]. When making a method call that only has ASP-compliant advice
applied to it, nothing changes. When calling a method that has an @advisedBy
clause, the listed advice need to be taken into account. This arguably does
not add much complexity compared to reasoning about OOP applications:
In OOP applications, the contracts of a method not only reflect the concern
that it implements, but the contracts of any crosscutting concerns would have
to be included as well. In AOP, these two are now separated, though the
@advisedBy clause provides an explicit link needed to construct the effective
specification. Moreover, the developer does not even have to construct this
specification by him/herself, as it should be straightforward to build a tool
that statically determines the effective pre- and postcondition of all method
and proceed calls.
As for the developers writing advice, ensuring that the rules for either ASP
or non-ASP advice hold can be done quite easily for advice that advise only a
small number of join point shadows. However, the number of reasoning tasks
grows with the number of advised join point shadows. In this case, an option is
to write the the contracts of an advice without rigorously inspecting each join
point shadow, but to rely on tools like the contract enforcement algorithm of
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Sec. 4.2 to help verify whether the advice satisfies the approach. Nonetheless,
our approach has focused mainly on modular reasoning about calls. Modular
reasoning about pointcuts, which ultimately determine an advice’s join point
shadows, is left as an open problem, and is discussed in more detail in Sec. 3.5.
Finally, in case an advice is non-ASP-compliant, the right methods should
mention the advice in an @advisedBy clause. As discussed in Sec. 3.3.1, tool
support can be provided to generate these clauses. Because the use of an
@advisedBy affects the effective specification of method calls, deciding on which
@advisedBy clauses go where should be done as early as possible. Keep in
mind that crosscutting concerns also form part of a system’s design and aspects should therefore not be added as an afterthought. Nonetheless, using
@advisedBy clauses still leaves the system open for extension, as the listed
advice may also be implemented by subaspects.

3.4 Soundness of the approach
In Sec. 3.2 and Sec. 3.3 we presented our approach to modular reasoning in
aspect-oriented languages. We now want to show that this approach is sound.
That is, if a ContractAJ program is written such that it takes into account
the SBS’ rules, the ASP, IPR and the constraints on @advisedBy clauses, then
all pre- and postconditions encountered in any program execution are satisfied. Note that we do not consider invariants: In OOP, the precondition and
postcondition rules of SBS are known to be sound, but the invariant rule is
not [54]. For example, because a subclass may strengthen its invariant, and
because an invariant can be considered a part of each method’s pre- and postcondition, it is possible to create conflicts with the precondition rule. Such
problems with the invariant rule are carried over to the ASP as well. While
achieving soundness in invariants could be done by only allowing an invariant
to depend on certain parts of the program state, or by placing restrictions on
ownership [57, 64, 65], we consider this to go beyond the thesis’s scope.
Aside from focusing only on pre- and postconditions, we do consider the various complex ways in which advice can be composed: Multiple advice can
apply to the same join point; advice can depend on pointcuts that can only
be determined at runtime; advice can be overridden, and higher-order advice
(advice that advise other advice executions) are allowed. We will first define
what constitutes a valid advice composition. Once this is done, we can show
that our approach preserves modular reasoning in a number of theorems: Initially programs with only ASP-compliant advice are considered. We then add
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support for advice mentioned in an @advisedBy clause and finally allow for
higher-order advice.

3.4.1 Valid advice compositions
In Sec. 3.3.4 we discussed two dynamic constraints that should hold for each
advice composition, in order to avoid ambiguities in @advisedBy clauses. To
show that our approach to modular reasoning is sound, we should first make
these constraints precise by defining what constitutes a valid advice composition. An advice composition is a sequence hc1 .a1 , . . . , cn .an , c.xi, where each
ci .ai represents an advice body that will be executed, in the given precedence
order, and c.x represents the body advised by each ci .ai . We can now define
a valid advice composition (for method call join points) as follows:
Valid advice composition (for method calls). During the evaluation of program P, consider a join point that represents a method call obj :c.m. The
method call corresponds to an advice composition hc1 .a1 , . . . , cn .an , c.mi.
Method body c.m has the following valid @advisedBy clause: @advisedBy
d1 .b1 , . . . , dk .bk ,where k ≥ 0. The advice composition is valid if and
only if there exists an index j, 0 ≤ j ≤ k such that:
• There is an order-preserving, injective function f from
(c1 .a1 , . . . , cj .aj ) to (d1 .b1 , . . . , dk .bk ) such that, for each i,
either ci .ai = f (ci .ai ) or ci .ai overrides f (ci .ai ).
• For each di .bi in (d1 .b1 , . . . , d1 .bk ) the pointcut of di .bi matches on
obj :c.m if and only if di .bi ∈ {f (c1 .a1 ), . . . , f (cj .aj )}.
This definition states that a valid advice composition can be divided into two
parts: (c1 .a1 , . . . , cj .aj ) represents the advice mentioned in the @advisedBy
clause and (cj+1 .aj+1 , . . . , cn .an ) represents the ASP-compliant advice, which
have a lower precedence. The function f is order-preserving to ensure that
each advice mentioned in the @advisedBy clause respects the precedence order
specified by the @advisedBy clause. (This is already ensured statically by
the constraints in Sec. 2.4.4) The function is injective to prevent that two
advice in the composition could be mentioned by the same element in the
@advisedBy clause. Finally, we require that the pointcut of each advice in the
@advisedBy clause is respected, such that it matches the expectations created
by the effective pre- and postconditions of c.m. This constraint only is needed
because an overriding advice might use a different pointcut than the advice it
overrides.
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The definition of valid advice compositions for advice execution join points is
trivial: Because advice cannot have an @advisedBy clause, all advice compositions on advice executions are valid.

3.4.2 Shared join points
We will now show that our approach is sound when multiple advice can share
the same join points. That is, the developer can assume that all effective
pre/postconditions of any method/proceed calls and all pre/postconditions of
method and advice bodies during program execution will hold, on the condition that our approach is taken into account and that he/she ensures that
the implementation of each advice/method body correctly implements its own
specifications. In doing so the developer is allowed to assume modular reasoning at any method call. To make these conditions more precise, we first define
what it means when “modular reasoning about a method call is possible”:
Definition 1. Modular reasoning about a method call obj :c.m during an
execution of a program P is possible if the following holds: Let he, S, J i be a
configuration in P, where e decomposes to a context with method call obj :c.m.
If eff pre (c, m) is satisfied in this configuration, then eff post (c, m) is satisfied in
the configuration that represents the end of the method call.
Rephrased informally: When modular reasoning is possible, the effective postcondition of a method call will be satisfied if the effective precondition is
satisfied. An analogous definition can be given for proceed calls. In this
case, the developer should ensure the preconditions of the next advice that
this proceed call will execute. However this developer can, and should, only
determine which advice comes next based on the @advisedBy clauses where
the current advice is mentioned, which can be statically determined using the
effProc functions of Sec. 3.3.5.
Definition 2. Modular reasoning about a proceed call during an execution of
a program P is possible if the following holds: Let he, S, J i be a configuration
in P, where e decomposes to a context with a proceed call. Let this proceed
call be part of the execution of an advice body c0 .a that advises method c.m
and assume that either c0 .a satisfies the ASP or it is mentioned at position i of
c.m’s @advisedBy clause. If effProcpre (c, m, i) is satisfied in this configuration,
effProcpost (c, m, i) is satisfied in the configuration that represents the end of
the proceed call.
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Next, we can define what it means for an advice/method body to correctly
implement its own specifications; we refer to this property as “local correctness”:
Definition 3. An advice/method body x in class c is locally correct in a
program P if the following holds:
• If, at a method/proceed call in any execution of body c.x in P: (1)
pre(c, x) was satisfied at the beginning of executing c.x. (2) Modular
reasoning is possible for all prior method/proceed calls in the execution
of c.x.
Then: the effective precondition of that method/proceed call is satisfied.
• If, in any execution of body c.x in P: (1) pre(c, x) was satisfied at the
beginning of executing c.x. (2) Modular reasoning is possible for all method/proceed calls in the execution of c.x.
Then: post(c, x) is satisfied when the execution of c.x finishes.
In Theorem 1, we start by considering the execution of ContractAJ programs
that only contain ASP-compliant advice, no @advisedBy clauses and no higherorder advice. Theorem 2 then extends the first theorem with the use of the
@advisedBy clause. We assume that all pre- and postconditions are free from
side-effects and always terminate. Likewise, we also assume that the conditions
in any if pointcut constructs are free from side-effects and always terminate,
as they should only be used to determine whether an advice matches, rather
than altering the program’s state.
Theorem 1. Let P be a program without any @advisedBy clauses or higherorder advice. The effective pre/postcondition of each method/proceed call (including implicit proceed calls) and the pre/postcondition of each method/advice
body during the evaluation of P will be satisfied if: (1) All advice in P satisfy
the ASP rules. (2) All classes in P satisfy the SBS’ rules. (3) All method/advice bodies in P are locally correct. (4) The initial precondition of P is satisfied
at the start of the program.
We only need to focus on those points during the execution where a method/advice body is about to start or about to end. It is only at those points
that we need to check whether the pre/postcondition of a method/advice body
is satisfied, as well as the effective pre/postcondition of the method/proceed
call that initiated the body’s execution. Any other point in the execution of
P is irrelevant, as there are no method/advice contracts to be considered.
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The proof proceeds by induction on the length of the reduction sequence leading to such relevant points, with a case analysis on the last steps. In the base
case, 0 steps, P’s initial precondition is satisfied by (4). In the inductive step,
consider the start of a method/advice body. The “start of a body” does not
refer to just one particular configuration in the evaluation of a program, but
rather to the entire sequence of configurations that decomposes a method/proceed call into the body that will be executed. These sequences are precisely
described by Fig. 2.10 in Sec. 2.4.3, which specifies all possible sequences of
rule applications during the lookup process. During the entirety of such a
sequence, both the effective precondition of the method/proceed call and the
precondition of the body to be executed must hold. Note that it is sufficient
to show this for any one configuration in this sequence, because none3 of the
rules in Fig. 2.10 can modify the program’s store.
(A) Body initiated via method call - Consider the case where the execution of a body is initiated by a method call, as described by the mcall sequence
in Fig. 2.10. Let he, S, J i be a configuration in P where e decomposes into a
method call obj :c.m. (Keep in mind that c represents the receiver’s static
type.)
(A.1) We first show that pre(c, m) is satisfied in this configuration, using (3)
and induction on the length of the execution: Let c0 .x be the body that contains
the method call obj :c.m. By (3), we know c0 .x is locally correct. By induction,
the pre/postconditions in all configurations prior to he, S, J i were satisfied.
This implies that pre(c0 , x) was satisfied at the start of c0 .x, and moreover
modular reasoning is possible for all method/proceed calls in the execution of
c0 .x, prior to the call obj :c.m. Now local correctness of c0 .x indeed ensures
that pre(c, m) holds at he, S, J i. (We will reuse this reasoning a few times;
we will use “by (3)+induction” as a shorthand for it.) Because there are
no @advisedBy clauses in P, effpre (c, m) = pre(c, m), and hence the effective
precondition of method call obj :c.m holds.
(A.2) The mcall sequence of Fig. 2.10 always leads to the execution of either
a method, before advice or around advice body. It remains to be shown that
the precondition of this body holds when its execution starts. Consider configuration he0 , S, J 0 i, in which the [exec] rule at the end of mcall is applied:
• Method body - Let c00 .m be the method body that is executed by our
method call obj :c.m. Because pre(c, m) holds, and because SBS’ ensures
3 The

evaluation of the condition in if pointcut constructs might involve store-altering rule
applications. However, this is harmless as we assume that these conditions are free from
side effects and always terminate.
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that pre(c00 , m) cannot be stronger than pre(c, m) (2), the precondition
of the method body pre(c00 , m) is satisfied.
• Before/around advice body - Let c00 .a be the before/around advice
initiated by obj :c.m. Because pre(c, m) holds, and because the ASP (1)
ensures that pre(c00 , a) cannot be stronger than pre(c, m), the precondition of the advice body pre(c00 , a) is satisfied.
(B) Body initiated via proceed call - Now consider the case where the
execution of a body is initiated by a proceed call, as described in the pcall
sequence of Fig. 2.10. Let he, S, J i be a configuration where e decomposes
into a proceed call (i.e. a proceed not produced by the [call] rule, as this
corresponds to the mcall sequence). Let c.m be the method that is being
advised by c0 .a , the advice that initiated this proceed call. If c0 .a is an
around advice or an after advice, the effective precondition of this proceed call
effProcpre (c, m) holds by (3)+induction. If c0 .a is a before advice, we only know
by (3)+induction that effProcpre (c, m) is satisfied when the execution of c0 .a
starts. However, because the ASP (1) requires that before advice preserve this
effective precondition, effProcpre (c, m) still holds at he, S, J i. We now know
effProcpre (c, m) always holds at he, S, J i. As there are no @advisedBy clauses,
effProcpre (c, m) = pre(c, m). Because effProcpre (c, m) holds, and because the
pcall expression is identical to mcall (apart from the initial application of
[call]), we can reuse the reasoning of (A.2) to conclude that the precondition
of the body to be executed is satisfied in this case as well.
(C) Initiating after advice bodies - As the execution of an after advice
body cannot be initiated directly by a method/proceed call, it is treated as a
separate case. For the same reason, we only need to show that the after advice
body’s precondition holds; there is no effective precondition that needs to hold.
As discussed in Sec. 2.4.3, the execution of an after advice body corresponds
to the rule sequence “[return] mcall” where [return] indicates the end of the
implicit proceed call. Let he, S, J i be the configuration where we are about to
apply the [call] rule in mcall. In this configuration, e decomposes to obj :c.a,
representing a “call” to the after advice to be executed. (Keep in mind that the
operational semantics internally uses method calls to execute advice bodies.)
Let c0 .m be the method advised by c.a. In case the implicit proceed call
preceding c.a ended with another after advice body, we know effProc post (c0 , m)
held at the beginning of executing this body, by (3)+induction. By the ASP
(1), we know that effProc post (c0 , m) still holds at he, S, J i, as after advice
are required to preserve the effective postcondition. In any other case, the
preceding implicit proceed call directly ensures effProc post (c0 , m) at he, S, J i
by (3)+induction. As there are no @advisedBy clauses, effProc post (c0 , m) =
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post(c0 , m). Because the ASP (1) requires that pre(c.a) may not be stronger
than post(c0 , m), the precondition of the after advice body pre(c, a) holds.
(D)Returning from a body - After covering every possible way to initiate
the execution of a body, we still need to do the analogue for the end of executing a body. In short: We now only need to consider the [return] rule,
as it always represents the end of a body’s execution. Let he, S, J i be a configuration where e decomposes into a return expression. By (3)+induction,
the body’s postcondition holds. In case of method, after advice and around
advice bodies, we still need to show that the effective postcondition holds of
the method/proceed call that initiated the execution of this body. For method
bodies, this is ensured by SBS’ (2). For around/after advice bodies, this is
ensured by the ASP (1). In case of a before advice body, there is no effective
postcondition to be shown at he, S, J i, due to the presence of the implicit
proceed call that follows.
Theorem 2. Let P be a program without any higher-order advice. The effective pre/postcondition of each method/proceed call (including implicit proceed
calls) and the pre/postcondition of each method/advice body during the evaluation of P will be satisfied if: (1) All advice in P that are not mentioned in any
@advisedBy clauses satisfy the ASP rules. (2) All classes in P satisfy the SBS’
rules. (3) All method/advice bodies in P are locally correct. (4) The initial
precondition of P is satisfied at the start of the program. (5) Each advice composition is valid. (6) All before/after advice satisfy the IPR rules. (7) Advice
mentioned in an @advisedBy clause have a higher precedence than advice not
mentioned in any @advisedBy clauses.
This proof is an extension of Theorem 1’s proof; the main difference is that
we now have a distinction between those advice that are mentioned in an
@advisedBy clause, and those that are not.
Body initiated via method call - Let he, S, J i be a configuration where
e decomposes to a method call obj : c.m. By (3)+induction, the effective
precondition of the method call, eff pre (c, m) = effProcpre (c, m, 0), is ensured
at he, S, J i. Let c0 .a be the body to be executed.
• In case c0 .a is an ASP-compliant around/before advice or a method body,
then either c.m does not have an @advisedBy clause, or the if pointcut
of each advice in the @advisedBy clause must have evaluated to false
(because each advice composition must be valid (5)). We know that
effProcpre (c, m, 0) = pre(c, m) in both cases, which corresponds to the
situation after (A.1) in the proof of Theorem 1. Consequently, we may
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conclude that the precondition of the method/ASP-compliant body to
be executed is satisfied.
• If c0 .a is an around/before advice mentioned at index i of the @advisedBy
clause of c.m, then it follows from (5) that all preceding if pointcut constructs have evaluated to false. We now know that effProcpre (c, m, 0) =
advpre (ci .ai , c, m, i), where ci .ai is the ith advice in the @advisedBy clause
of c.m and c0 .a ≤ ci .ai . Because c0 .a satisfies SBS’ (2) and its precondition may not be stronger than advpre (ci .ai , c, m, i), advpre (c 0 .a, c, m, i) is
satisfied as well, which is the precondition of c0 .a (with the proc keyword
adjusted to the current join point).
Body initiated via proceed call - Let he, S, J i be a configuration where
e decomposes to a proceed call which executes body c.a. Consider that this
proceed call is located in c0 .a0 , which advises c00 .m. Method c00 .m has an
@advisedBy clause with n elements, where n > 0.
• If c0 .a0 is an ASP-compliant advice, pre(c 00 , m) is satisfied. If it is mentioned as the last advice in the clause of c00 .m, effProcpre (c 00 , m, n) =
pre(c00 , m) is satisfied. Both cases correspond to the situation after (A.1)
in the proof of Theorem 1, and we know the body to be executed must
be either ASP-compliant or a method body, due to (7). We conclude
that the body’s precondition holds as well.
• If c0 .a0 is mentioned at position i of the @advisedBy clause, where i 6=
n, then by (3)+induction (and the IPR if c0 .a0 is a before advice),
effProcpre (c 00 , m, i) is satisfied. Let the body to be executed at he, S, J i
be located at position j, where i < j ≤ n. Due to (5), all if constructs
between i and j must have evaluated to false, so effProcpre (c 00 , m, i) =
advpre (cj , aj , c00 , m, j). Because c.a ≤ cj .aj and due to the SBS’ rules,
advpre (c, a, c00 , m, j) is satisfied as well.
Initiating after advice bodies - Let he, S, J i be a configuration where e
decomposes to obj :c.a, representing the “call” to an after advice body. By
(3)+induction (and the IPR if the preceding proceed call ended with another
after advice), effProcpost (c 0 , m, i) is ensured by the preceding proceed call. Due
to the IPR rules, pre(c, a) holds.
Returning from a body - Let he, S, J i be a configuration where e decomposes to a return expression, where the execution of a body c.x is about
to finish. By (3)+induction, its postcondition holds. If c.x is a method
body, the SBS’ ensures the effective postcondition of the method/proceed
call that initiated c.x. If c.x is an after/around advice not mentioned in
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the @advisedBy clause, this is ensured by the ASP. Finally, if c.x is an after/around advice mentioned at position i of the @advisedBy clause of c0 .m, then
SBS’ implies that advpost (ci , ai , c0 , m, i) holds. Due to (5), the if condition
of c.a must have been the first to evaluate to true at the method/proceed
call initiating the execution of c.a. In case of a method call, we know that
advpost (ci , ai , c0 , m, i) = effProcpost (c 0 , m, 0 ) = effpost (c 0 , m). In case of a proceed call, advpost (ci , ai , c0 , m, i) = effProcpost (c 0 , m, j), where 0 < j < i.

3.4.3 Higher-order advice
As ContractAJ’s pointcuts can also match on the execution of advice, it is
possible to create higher-order advice: advice with pointcuts that match on
other advice executions. For example, it is possible that an advice myAdvice intercepts executions of myMethod, and there is another advice myHOAdvice which
intercepts executions of myAdvice. We will refer to myAdvice as a first-order
advice and myHOAdvice as a second-order advice. There also is no restriction
on the number of orders, so there may be a third-order myHHOAdvice which
advises myHOAdvice, and so on. Note that “the order of an advice” is not a
fixed number; it can change per join point, as the same pointcut can match
on advice executions of different orders.
Note that all higher-order advice must be ASP-compliant, which is a consequence of the fact that we only allow @advisedBy clauses to be specified for
method bodies, not for advice bodies. This implies that a higher-order advice
cannot be mentioned in an @advisedBy clause.
We can now show once more that, if our approach to modular reasoning is
used, the effective pre/postconditions of each method/proceed call and the
pre/postconditions of each method/advice body will be satisfied. While we allow the use of higher-order advice, we do make the assumption that the order
of an advice must be a finite number. This is necessary to avoid situations
where an advice (directly or indirectly) advises itself and creates an infinite recursion. In this case, we of course cannot show that the advice’s postcondition
would ever hold, as the program no longer terminates.
Theorem 3. Let P be program where higher-order advice (of finite order) are
allowed. The effective pre/postcondition of each method/proceed call (including
implicit proceed calls) and the pre/postcondition of each method/advice body
during the evaluation of P will be satisfied if: (1) All advice in P that are not
mentioned in any @advisedBy clauses satisfy the ASP rules. (2) All classes in
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P satisfy the SBS’ rules. (3) All method/advice bodies in P are locally correct.
(4) The initial precondition of P is satisfied at the start of the program. (5)
Each advice composition is valid. (6) All before/after advice satisfy the IPR
rules. (7) Advice mentioned in an @advisedBy clause have a higher precedence
than advice not mentioned in any @advisedBy clauses.
The proof extends that of Theorem 2. In this previous theorem, lookup could
only match at most once within the mcall and pcall rules of Fig. 2.10. Because
higher-order advice are now allowed, lookup may now match multiple times.
Body initiated via method call - Consider a configuration he, S, J i in the
evaluation of P. Let e decompose into a context where we are about to execute
a method call obj :c.m. By (3)+induction, eff pre (c, m) is satisfied. In case the
body to be executed is either a method body or a first-order before/around
advice body, this corresponds to cases covered by Theorem 2. If the body
to be executed is an nth -order before/around advice cn .an , it can be shown
that its precondition will be satisfied by transitively applying the ASP: In
order for the lookup procedure to reach this nth -order advice body, there must
have been n − 1 lower-order advice (c1 .a1 , . . . , cn−1 .an−1 ) that matched first.
That is, cn .an advises cn−1 .an−1 , which in turn advises cn−2 .an−2 , and so on,
until we end up at c1 .a1 which advises the obj :c.m call. Due to the ASP (1),
pre(c1 , a1 ) may not be stronger than pre(c, m). In turn, pre(c2 , a2 ) may not
be stronger than pre(c1 , a1 ), and so on. Because of this, we can conclude that
pre(cn , an ) is satisfied, as it cannot be stronger than pre(c, m).
Body initiated via proceed call - Let he, S, J i be a configuration, where
e decomposes into a context with a proceed call. Let this proceed call be
located in an nth -order advice body cn .an , n ≥ 1. The effective precondition
of this proceed call is ensured by (3)+induction (and the ASP if cn .an is a
before advice). The execution of the proceed call at he, S, J i can lead to either
another nth -order advice body (the next advice in the composition), an advice
with an order greater than n (if the next nth -order advice that would otherwise
be executed is being advised) or an n − 1th -order body (if we are executing the
last element of the composition). Knowing that the order of the body to be
executed is at least n − 1, showing that its precondition holds can be divided
into three cases:
• If cn .an is a first-order advice and its proceed call leads to a method body
or a first-order advice body, this situation corresponds to Theorem 2.
• If cn .an is a first-order advice and its proceed call leads to a higher-order
advice body, we can apply the reasoning of Theorem 2 and conclude that
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the precondition holds of the first-order advice that would normally be
executed, in the absence of any matching higher-order advice. Knowing
that this precondition holds, the ASP can be applied transitively to
conclude that the precondition holds of the higher-order advice that is
actually executed.
• Finally, if cn .an is a higher-order advice, the effective precondition of
its proceed call takes into account the precondition of cn−1 .an−1 . By
transitively applying the ASP, we know the precondition of the body to
be executed holds, as its order must be n − 1 or greater.
Initiating after advice bodies - Let he, S, J i be a configuration, where
e decomposes into a context where an nth -order after advice is about to be
executed. If it is a first-order advice, this corresponds to Theorem 2. By
(3)+induction (and the ASP if the preceding proceed call ended with another
after advice), the effective postcondition of the preceding implicit proceed call
holds. Consequently, pre(cn .mn ) holds by the ASP.
Returning from a body - Let he, S, J i be a configuration where e decomposes to a return expression, where the execution of a body c.x is about to
finish. By (3)+induction, post(c, x) holds. In case c.x is a method body or a
first-order advice body, which is initiated by a method call, or a proceed call in
a first-order advice, these cases correspond to Theorem 2. In any other case,
the ASP can be applied transitively to show that the effective postcondition
holds of the call that initiated c.x.

3.5 Modular reasoning about pointcuts
The approach to modular reasoning that we presented in this chapter is primarily focused on the ability to make method calls in terms of the specifications
of the receiver’s static type. However, this notion of modular reasoning is
more specific than the general notion of being able to reason about an entire
module in terms of the module itself, and those modules it explicitly refers to.
While, from the perspective of classes (without pointcuts and advice), modular reasoning about method calls is sufficient to be able to understand a class
in terms of itself and what it refers to, but this is not the case for aspects.
In particular, in addition to modular reasoning about method calls, it should
also be possible to reason about pointcuts in a modular fashion, by considering
the pointcut itself, and what it explicitly refers to. This is an open problem
that we have not addressed in our approach. This section does not aim to
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solve this problem, but to discuss it and to offer potential ways to mitigate or
solve the problem. Sec. 3.5.1 first focuses on two subtleties specific to call and
execution pointcuts, followed by a more general discussion on pointcuts as a
quantification mechanism in Sec. 3.5.2.

3.5.1 Call and execution pointcuts
Both ASP-compliant advice and advice mentioned in @advisedBy clauses should
be aware of their join point shadows: The ASP is defined in terms of the contracts of an advice’s join points. Advice mentioned in @advisedBy clauses
should be aware of those clauses to determine the effective specifications of
any proceed calls. There are however two subtleties to call and execution
pointcuts when trying to determine this set of join point shadows. We will
discuss both in terms of examples with ASP-compliant advice.
First, there is the fact that the specified type in execution pointcuts refers
to the dynamic type of method calls, whereas the ASP is defined in terms
of the contracts in the static type. It would be much easier if developers
who write advice with an execution pointcut should only have to consider
the types specified directly in the pointcut. Fortunately, this is possible, as
long as those specified types satisfy the SBS’ rules. For example, consider
a method User.toString(). If User is a strong behavioural subtype, it may
substitute for any of its ancestor classes. By extension, if an advice with
pointcut execution(* User.toString()) only takes into account the contracts
of User.toString, the advice may substitute for any call to toString where the
static type is User, or an ancestor. In other words, the ASP also is satisfied
if an advice takes into account the dynamic type of its join points, assuming
those types are behavioural subtypes.
The second subtlety involving call and execution pointcuts is that these
pointcuts not only match if the static/dynamic type equals the pointcut’s
specified type, but they also match on subtypes. This means that the developer of advice should be aware of all subtypes of the pointcut’s specified
type, which goes against the grain of modular reasoning. Unfortunately, in
this case the ASP is not automatically guaranteed if we only take into account
the specified types, even if all of their subtypes comply with the SBS rules.
This can be demonstrated with the counterexample shown in Fig. 3.7.
The advice in C is written such that it takes the contracts of A.foo into account. However, the developer of C may not take into account subclass B,
which overrides A.foo. Note that B.foo complies with the SBS’ rules, but its

63

Chapter 3

Modular reasoning with basic contracts

class A {
@requires x > 0
void foo(int x) {...}}
class B extends A {
@requires x > -10 // Weaker than A’s precondition
void foo(int x) {...}}
class C {
@requires x > -5 // Weaker than A’s precondition
around anAdvice: execution(void A.foo(int x)) {...}}
main {
A inst = new B;
inst.foo(5);
B inst2 = new B;
inst2.foo(-8);}

// No contract violations
// Contract violation in C

Figure 3.7: Contract violation caused by C only taking into account A
preconditions happen to be stronger than the advice in C. The advice could
now inadvertently cause a contract violation whenever B is the static type in
a method call. It is possible that the problem illustrated in Fig. 3.7 hardly
ever occurs in practice, as it seems quite unlikely to accidentally create a
situation where an advice does not comply with a subtype, but does comply
with the specified type. Moreover, advice are meant to implement crosscutting concerns, which often means that the concern implemented by an advice
is only loosely (if at all) related to the concerns implemented by their join
point shadows. Nonetheless, a practical approach to solve the problem is that
the developers of aspects initially only take into account the types specified
directly in a pointcut, but then also use tool support (like the contract enforcement algorithm of Sec. 4.2) to monitor whether any subtypes are causing
ASP violations.

3.5.2 Relating the approach to quantification
As pointcuts are a quantification mechanism, a pointcut may potentially describe a large set of join point shadows. A call/execution pointcut not only
matches with the given type, but also its subtypes. Likewise, a pointcut (e.g.
in AspectJ) could make use of wildcards to match with a large amount of
shadows. It is important to consider that the number of reasoning tasks per
advice grows with the number of join point shadows it advises, both for ASPand non-ASP-compliant advice. While we do not aim to tackle this scaling
problem here, as it is separate from modular reasoning about method calls,
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the problem can be mitigated in a number of ways.
First, it is possible to force an advice’s specifications to become ASP-compliant
by using a notion of specification inheritance similar to the work of Dhara and
Leavens for OOP [32]. In a nutshell, the precondition of each advice would
automatically be appended with "|| proc"; the postcondition would be appended with "&& proc". An explicit mechanism could then be used to indicate
where this automatic specification inheritance is undesired. However, while
specifications would then be ASP-compliant by construction (unless indicated
otherwise) , this does shift the problem towards ensuring that an advice’s
implementation corresponds to its specifications.
A second option may be to introduce annotations to indicate that subclasses
are not allowed to weaken preconditions, strengthen postconditions or change
any @advisedBy clause of its superclass. While such an approach would be
conservative, it ensures that it is sufficient to reason in terms of the types
mentioned explicitly in pointcuts.
A third option to (partially) solve the problem would be to examine only the
advice body itself, which can sometimes already reveal whether it is ASPcompliant or not. For example, an advice that only modifies its own state,
often classified as observer, spectator or spectative advice [22, 46, 74], most
likely is ASP-compliant.
Finally, the developer can rely on tool support like the contract enforcement
tools of chapter 4 to determine whether or not an advice satisfies the ASP, or
if the @advisedby clause is used correctly. While it does help tackle the scaling
problem, it does not aid in enabling modular reasoning about pointcuts. It
still is possible that, whenever a new method is added to the system, this
creates additional join point shadows that a number of advice may need to
consider, even though this change is not reflected in their pointcuts. This
leads us to the observation that modular reasoning about pointcuts is closely
related to the fragile pointcut problem [51]. This problem is concerned with
pointcuts (typically in AspectJ) relying on the names of types and methods to
determine the set of matching join points, which is quite sensitive to changes.
The various methods to tackle this fragility problem may also mitigate the
scaling problem, as pointcuts can only get more fragile when they intend to
match with a larger set of join point shadows.
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3.6 Related work
Observers and assistants - There are several related papers in the field of
modular reasoning for aspects. Most closely related is the work on observers
and assistants by Clifton and Leavens [22, 21, 23]. Their work focuses on
modular reasoning in AspectJ, using JML as the specification language. On
the surface, our work looks quite similar to theirs, as our distinction between
ASP-advice and non-ASP advice is akin to the distinction between observers
and assistants. As mentioned in Sec. 3.2, the main difference between ASPcompliant advice and observers is that the ASP is defined in terms of the
advice’s specification rather than its implementation. This allows the ASP to
be more permissive than the notion of observers: An observer can only modify
the state it owns, as well as global state. In Clifton’s thesis [21], observers
(also called spectators) are further restricted since around advice must make
exactly one proceed call. ASP-advice is not subjected to these restrictions: In
addition to the state it owns and global state, ASP-advice may also modify
any state that is being modified by the join points it advises, as long as the
specifications of its advised join points are taken into account. Likewise, ASPcompliant advice may make as many proceed calls (including zero) as desired.
To give a few examples that distinguish ASP-compliant advice from observers:
Consider a caching aspect for e.g. a database. Whenever a query is made, an
advice would test the cache. This advice would be ASP-compliant, as it does
not alter the database’s behaviour. It is however not an observer, since the
advice does not make a proceed call on a cache hit. Another kind of example,
closely related to context-oriented programming [42], would be an advice that
acts like an overriding method (i.e. a body of code that extends the behaviour
of an existing method), but one that is only active within a certain context, e.g.
a particular control flow. Such an advice should be ASP-compliant, just like
overriding methods should be SBS-compliant. However, if this advice modifies
a field in the receiver of the advised method calls, it cannot be an observer, as
this field is not owned by the corresponding aspect.
Moreover, ASP-compliant advice are guaranteed to preserve modular reasoning, on the assumption that each module correctly implements its own specifications. Ensuring that an advice is ASP-compliant can be done statically
by the developer, given the advice’s specifications and those of its join point
shadows. On the other hand, it is undecidable in general to statically ensure
that an observer will only modify its own/global state and will make one proceed call in any control flow path. Granted, in case of ASP-compliant advice,
the undecidability problems have been delegated to the assumption that each
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module correctly implements its own specifications. Nonetheless, this problem is well-known and the vast amount of work that strives to approximate a
solution can be readily leveraged.
Clifton and Leavens’ notion of assistants is closely related to @advisedBy clauses.
Restoring modular reasoning for assistants is done by explicitly mentioning
these aspects in an accepts statement in a module, to indicate that any
join points in this module may be advised by the mentioned advice. Using
an @advisedBy clause has a similar purpose, but it is more fine-grained: An
@advisedBy clause is associated with a method and mentions a number of advice, which makes it straightforward to tell which advice are expected at a
particular method call. Constructing the effective specification of an advice is
also done very differently: In case of assistants, a graph is constructed that contains the possible advice compositions per join point shadow. The specification
of each path in the graph is then constructed by composing the specification of
each node on the path and eliminating all intermediate states, which can be a
demanding process. It also does not prevent interference between the advice, as
before/after advice are not constrained such that they take into account their
implicit proceed call. In case of non-ASP advice, the effective specification is
arguably much simpler to construct, the IPR of Sec. 3.3.6 prevents interference and the specification leaves room for extension using overriding advice
or higher-order advice. Finally, Clifton and Leavens’ work also approaches
around advice quite differently: There is no equivalent of a proc keyword. Instead, the specification of an around advice is split up into a before and an
after part. The before part refers to all code up until a proceed call is made,
and the after part refers to the code after a proceed call is made. This becomes
more complex/verbose once proceed calls appear in control statements (e.g.
in an authentication or authorization advice). Multiple specification cases are
needed, as there now are multiple possible before-and after parts. While the
proc keyword does not expose when/whether a proceed call will be made, it
also is simpler to use.
Translucid contracts - The work on translucid contracts for the Ptolemy
language [8] is closely related as well. The Ptolemy language requires all
advisable join points to be announced explicitly as events, including which
information is exposed to event handlers (similar to advice). Each event is
associated with its own specifications called translucid contracts. The modules
that announce events are aware of these contracts, and event handlers have
to comply with the contracts in order not to cause any surprising effects.
While this approach is flexible in the sense that the event announcer can be
oblivious of which, how many or in what order event handlers are present, this
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flexibility arguably also makes it more difficult to design the specifications of
events such that they are sufficiently restrictive for the event announcer, but
sufficiently permissive for any event handlers that might register to the event.
An @advisedBy clause is more restrictive, as it announces which advice are
expected, in what order, but it leaves open which (sub)types should implement
the listed advice. Another difference between translucid contracts and our
approach is that translucid contracts are grey-box specifications, as they also
expose how event handlers should alter control flow, i.e. when a proceed
call is made or not. Our contracts in ContractAJ are black-box, yet the use
of the proc keyword often gives away on what conditions a proceed call is
made. Nonetheless, the proc keyword is nothing but a placeholder for another
module’s pre- or postcondition, and is not a guarantee that an advice body
will (or will not) make a proceed call on certain conditions.
Pipa and CONA - In Zhao et al. [91], the design of Pipa is presented, a
language to specify contracts for AspectJ programs, as an extension to the
JML specification language. The interaction of an advice with the base system is viewed from a weaving perspective, at a syntactical level: the contracts
of an advice are woven into the contracts of the corresponding advised methods. There is no notion of an advice substitution principle however, as no
constraints are placed on how an advice’s contracts should relate to those
of advised methods. In Lorenz et al. [59], aspects are classified as agnostic,
obedient or rebellious. Each of the three types correspond to aspects with
only ASP-compliant advice. To enforce that an aspect is of a particular type,
blame assignment tables are presented for each type. Developers can indicate
which of the three types an aspect belongs to, and a prototype implementation called CONA will then perform contract enforcement using these blame
assignment tables. The CONA tool uses aspects to enforce contracts on objects, but uses objects to enforce contracts on aspects. The work of Agostinho
et al. [1] as well is based on the advice substitution principle in Wampler [84]
and informally discusses its application to various concrete aspect-oriented
languages (AspectJ, CaesarJ and FuseJ).
Modular reasoning in AOP-like languages - Related work can also be
found for other types of languages similar to AOP: the work of Thüm [82] discusses design by contract for feature-oriented programming. Several different
approaches to integrate design by contract are discussed and compared in a
number of use cases. The “explicit contract refinement” approach is closest to
the ASP, as it is based on method refinement and has the original keyword,
which is similar to proc. The different approaches are compared on a number of
case studies, and some cases were identified where none of the approaches were
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sufficiently expressive, which could indicate the need for a construct similar to
the @advisedBy clause.
In Hähnle et. al [72], design by contract is discussed for delta-oriented programming, which is as well closely related to AOP. Liskov substitution [58] is
adapted to this type of languages. It also demonstrates that making a language’s constructs more dynamic also makes it more difficult to reason about:
a dynamic element is present, in the sense that the feature configuration of
delta-oriented programs can take on various different forms. As a consequence,
method contracts will need to take into account more than just the superclass.
This is similar to the fact that our proc keyword depends on the advised join
point.
Finally, there are also several related papers that focus on restoring modular
reasoning by establishing new kinds of interfaces between aspects and the
modules they advise, such as open modules [2], crosscutting program interfaces
(XPIs) [80, 71], join point types [78] or join point interfaces [43]. While some
of these interfaces restrict what each aspect is allowed to advise, this work is
mostly complementary to ours, in the sense that such intermediate interfaces
can alleviate the fragile pointcut problem and reduce the number of reasoning
tasks for developers of aspects.

3.7 Summary
This chapter has presented an approach to achieve modular reasoning in
aspect-oriented languages, using the ContractAJ language. This approach
is centred around an advice substitution principle and the @advisedBy clause.
For those advice that satisfy the ASP, obliviousness can be preserved without
affecting modular reasoning. For all other advice, the @advisedBy clause should
be used to become aware of such advice. Apart from the fact that each advice should take into account the contracts of any (implicit) proceed calls,
there are no restrictions on what an advice is allowed to do. The approach is
shown to preserve modular reasoning in pre-and postconditions when making
method/proceed calls.
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4.1 Introduction
To ensure our approach to modular reasoning presented in the previous chapter
is being used correctly, we will now present two enforcement techniques, both
a dynamic and a static variant. The dynamic variant in Sec. 4.2 is a runtime
contract enforcement algorithm, which tests whether all contracts are satisfied
at runtime. If a contract is ever broken, the correct module is assigned the
blame by taking into account the approach’s rules. This variant has been
specified in ContractAJ, and has also been implemented for AspectJ. The
static variant in Sec. 4.3 can be used alternatively. We will first present it for
OOP (Java), as this variant checks whether behavioural subtyping is possible,
whereas this is typically forced. The static variant is then extended for our
approach in AOP. While this variant does not test whether the implementation
of each method/advice satisfies its specification, it does statically test whether
the specifications themselves satisfy the approach’s rules.

4.2 Runtime contract enforcement
This section focuses on a runtime contract enforcement algorithm for the
ContractAJ language. Because the contract enforcement algorithm needs access to some additional join point information, we will first define a few extensions to expose this information. The contract enforcement algorithm is
then specified by means of a transformation that adds contract enforcement
aspects to a given ContractAJ program. We also briefly discuss the algorithm’s
implementation in AspectJ, to demonstrate that it can also be applied to a
full-fledged aspect-oriented programming language.
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4.2.1 ContractAJ extensions
In this section, a few extensions are made the ContractAJ language so that we
can retrieve additional information about each advised join point, similar to
the notion of the thisJoinPoint variable in AspectJ. This runtime information
is needed to be able determine which contracts need to be checked.
Additional run-time information is also needed in case a higher-order around
advice makes use of the proc keyword. To evaluate the proc keyword within
an nth -order around advice, we should be able to determine which n-1th -order
advice it advises. In turn, if this n-1th -order advice uses proc, we need to
determine the n-2th -order it advises, and so on.
To make this information available, we will first extend the E tuples used in
the join point stack with a fifth element:
E ::= hc, x, obj, bool, E|•i
When considering an E tuple that represents a particular advice execution, this
fifth element is used as a pointer to the E tuple of its advised join point. We
will refer to this pointer as the AP (advised join point pointer). For example,
consider the execution of an advice c.a that advises method c0 .m. This results
in the following tuple for c.a:
hc, a, _, _, EAP i where EAP = hc0 , m, _, _, •i
The AP in the tuple of c.a refers to the tuple of c0 .m. In turn, the AP in
the tuple of c0 .m is empty, as it represents a method. We can now use this
AP to navigate from an nth -order advice to all lower-order advice it advises
(i.e. with an order smaller than n). To ensure that the AP is filled in correctly, the [call], [around] and [callaround ] rules of the operational semantics
are modified accordingly in Fig. 4.1. The [epop] rule is added as well, and
ContractAJ’s syntax is extended with the epop expression:
[call] - In case of the [call] rule, which handles method calls, the AP of the
tuple that represents the method (E) is empty. The alook function (not shown
here) can be easily extended such that the AP of the tuples for all matching
advice is set to E. Note that the execution of a before/after advice body is
also handled via the [call] rule, meaning that their AP is also set to •. This is
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[call]

P ` hE[obj :c.x(v1 . . . vn )], S, J i
,→ hE[jpop{proceed(obj v1 . . . vn )}], S, A; J i
where A = alook(c, x, S, E) + E and E = hc, x, obj, true, •i and !isAround(c, x)

[around]

P ` hE[proceed(obj v1 . . . vn )], S, A; J i
,→ hE[if(e0 ){objasp :c.a(obj v1 . . . vn )}else{epop();proceed(obj v1 . . . vn )}], S, A; J i
where A = hc, a, objasp , false, Ei + . . .
and isAround(c, a) and vartgt = target(c, a) and e = ifPcut(c, a)
and e0 = e[objasp /this, obj/vartgt , v1 /var 1 , . . . , vn /var n ]

[callaround ] P ` hE[objasp :c.a(v1 . . . vn )], S, E + A; J i
,→ hE[proceed(objasp v1 . . . vn )], S, A0 + A; J i
where A0 = alook(c, a, S, E 00 ) + E 00 and isAround(c, a)
and E = hc, a, objasp , false, E 0 i and E 00 = hc, a, objasp , true, E 0 i
[epop]

P ` hE[epop()], S, E + A; J i ,→ hE[true], S, A; J i

Figure 4.1: Adding support for the AP
not a problem, as we only use the AP to resolve the value of the proc keyword,
which can only be used in the pre/postcondition of around advice.
[around] - The main modification made to this rule, which processes around
advice, is that it no longer pops the around advice’s tuple from the stack. This
is done because we still need its AP if e0 evaluates to true and the objasp :c.a
call is processed by [callaround ]. However, if e0 evaluates to false the tuple is
not needed and should be removed, which is done by the epop() statement.
[callaround ] - When looking for higher-order advice matching on an around
advice, the tuples of these matching advice will get E” as their AP, representing
the around advice. In turn, the AP of E”, which is E’, can be found in the
tuple that was left on the stack by the application of [around].
[epop] - This rule simply pops the top tuple from the join point stack.
After introducing the AP, we can use it to define the helper functions in
Fig. 4.2: The jpElem(J , i, j) function is used to retrieve a particular E tuple
from the join point stack, relative to the tuple at the top of the stack. Given
that this top E tuple is an nth -order advice, we make use of jpElem(J , E, i, j)
to navigate to the E tuple of the n-ith -order advice. If this tuple is the kth
element in the A record that contains it, the k+jth element is finally returned.
The two advBy functions relate to the @advisedBy clause of a method: One
determines the position at which an advice is mentioned in an @advisedBy
clause, whereas the other retrieves an advice’s class at a certain position in
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jpElem(J , i, j)

jpElem(J , E, i, j)

advBy(c, a, c 0 , m)

advBy(c, m, i)
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Retrieve the j th element in an (n − i)th -order composition,
with an n th -order element at the top of J
J = A ; . . . and A = E + . . . and E 0 = jpElem(J , E, i, j)
jpElem(J , i, j) = E 0
i = 0 and (J = h. . . , hE1 , . . . , Ek , . . . , Ek+j , . . .i , . . .i and Ek = E and Ej = E 0
jpElem 0 (J , E, i, j) = E 0
i > 0 and E = h_, _, _, _, E 00 i and E 0 = jpElem 0 (J , E 00 , i − 1 , j)
jpElem 0 (J , E, i, j) = E 0
Determine at which position c.a is mentioned in the @advisedBy clause of c0 .m
advBy(c 0 , m) = (c1 , a1 , . . . , cn , an )
where a = ai and c ≤ ci and @cj : j 6= i and c ≤ cj < ci )
otherwise i = −1
advBy(c, a, c 0 , m) = i
Retrieve the class at position i in the @advisedBy clause of c.m
advBy(c, m) = (c1 , a1 , . . . , ci , ai , . . . , cn , an )
advBy(c, m, i) = ci

Figure 4.2: Helper functions
the clause. Both make use of the advBy(c, m) function (defined in Fig. 2.12
of Sec. 2.4.4) to retrieve the complete @advisedBy clause of a method, which
includes the clause inherited from the super class.
Finally, using jpElem and advBy, we can extend the ContractAJ language
with the following new keywords that will be used to define the contract
enforcement algorithm: advBy, jpStatic, jpThis, pre, iPre, effProcPre and
advPre. Their semantics is defined in Fig. 4.3:
[advBy] - The advBy(c, a, c 0 , m ) expression directly uses the advBy function
to retrieve the position in which advice c.a is mentioned in the @advisedBy
clause of c0 .m.
[jpStatic] - If the E tuple at the top of J is an nth -order advice, the jpStatic(i )
expression uses jpElem to retrieve the type of the n-ith -order body being advised.
[jpThis] - This expression is similar to jpStatic, but it retrieves the instance
corresponding to the n-ith -order body being advised.
[pre] - The pre(c, x, obj, obj 0 , proc, v1 . . . vn ) expression retrieves the precondition e of body c.x, as well as binds all variables in e to their values. These
variables respectively constitute of the this object, the target binding, the
proc keyword and the arguments of c.x.
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[advBy]

P ` hE[advBy(c, a, c0 , m)], S, J i ,→ hE[i], S, J i
where i = advBy(c, a, c0 , m)

[jpStatic]

P ` hE[jpStatic(i)], S, J i ,→ hE[c], S, J i
where E = jpElem(J , i, 1) and E = hc, _, _, _, _i

[jpThis]

P ` hE[jpThis(i)], S, J i ,→ hE[obj], S, J i
where E = jpElem(J , i, 1) and E = h_, _, obj, _, _i

[pre]

P ` E[pre(c, x, obj, obj 0 , proc, v1 . . . vn )], S, J
,→ E[e[obj/this, obj 0 /tgt, proc/proc, v1 /var 1 , . . . , vn /var n ], S, J
and class c{ . . . @requires e . . . t x (var1 , . . . , varn ) . . . } is in P
and tgt = target(c, x)

[effProcpre ] P ` hE[effProcPre(i,j ,k ,v1 . . . vn )], S, J i
,→ E[if(ifCond[obj/this, obj 0 /tgt, v1 /var 1 , . . . , vn /var n ]){
advPre(i,j ,k ,v1 . . . vn )
} else {effProcPre(i,j ,k + 1,v1 . . . vn )}, S, J i
where jpElem(J , i, j) = hc, a, obj, _, Ei and E = hc0 , m, obj 0 , _, _i
and advBy(c, a, c0 , m) 6= −1 and c 6 advBy(c 0 , m, k)
and ha, (t1 , . . . , tn → t), (var 1 , . . . , varn , e)i ∈ c
and ifCond = ifPcut(c, a) and tgt = target(c, a)
[effProcpre ] P ` hE[effProcPre(i,j ,k ,v1 . . . vn )], S, J i
,→ hE[pre(c0 ,m0 ,obj 0 ,obj 00 ,proc,v1 . . . vn ))], S, J i
where jpElem(J , i, j) = hc, m, obj, _, Ei and E = hc0 , m0 , obj 0 , _, E 00 i
and advBy(c, m, c0 , m0 ) = −1
and if isMethod(c0 , m0 ) then (proc = true and obj 00 = null)
else (proc = effProcPre(i + 1,1,advBy(c0 , m0 , c00 , m00 ),v1 . . . vn )
0
and E 00 = c00 , m00 , obj 0 , _, _ )
[effProcpre ] P ` hE[effProcPre(i,j ,k ,v1 . . . vn )], S, J i
,→ hE[error("@advisedBy mismatch, expected instance of c0 ")], S, J i
where jpElem(J , i, j) = hc, _, _, _, Ei and E = hc0 , m0 , _, _, _i
and c00 = advBy(c 0 , m 0 , k) and c  c00
[advpre ]

P ` hE[advPre(i,j ,k ,v1 . . . vn )], S, J i
,→ hE[iPre(c,a,obj ,obj 0 ,effProcPre(i,j + 1,k + 1,v1 . . . vn ),v1 . . . vn ))], S, J i
where jpElem(J , i, j) = hc, a, obj, _, Ei and E = h_, _, obj 0 , _, _i

Figure 4.3: Semantics of contract enforcement expressions
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[effProcpre ] - The effProcPre(i,j ,k ,v1 . . . vn ) expression is the runtime equivalent of effProcpre in Fig. 3.5 of Sec. 3.3.5, which defines the effective precondition of a proceed call. Parameters i and j are used to describe which advice
contains the proceed call in question, as determined by jpElem(J , i, j). Parameter k indicates the position of the advice within the @advisedBy clause (if
any) of its advised join point. The effProcPre expression is defined as three
cases: The first describes the effective precondition if there is an @advisedBy
clause, whereas the second describes the effective precondition in the absence
of an @advisedBy clause. The third case detects invalid advice compositions, as
defined in Sec. 3.4.1. If jpElem(J , i, j) is not mentioned as the k th element in
the @advisedBy clause, a runtime error is produced, as it is no longer possible
to evaluate the effective precondition in an unambiguous manner.
[advpre ] - Finally, the advPre(i,j ,k ,v1 . . . vn ) expression is the runtime equivalent of the static advpre function defined in Fig. 3.5 of Sec. 3.3.5. It retrieves
the precondition of an advice body using iPre and determines the value of its
proc keyword. Note that iPre of course is the runtime equivalent of the iP re
function of Fig. 3.5. Its semantics are not shown here, as the rule is nearly
identical to [pre].

4.2.2 Contract enforcement in ContractAJ
After defining the extensions to the ContractAJ language, we can make use
of them to present our contract enforcement algorithm. This algorithm has
been implemented as a number of judgements, based on the algorithm for the
object-oriented ContractJava language of Findler et al. [35]. Applying these
judgements will transform a ContractAJ program into a new version of the
program where support for contract enforcement is added. What is different
from Findler et al. [35] is that, because contract enforcement is a crosscutting
concern, we can implement it by adding a number of aspects. The judgements
that form the contract enforcement transformation have the following shape:
context ` lhs * rhs
This can be read as: “Within context, an occurrence of lhs in the source code
produces the code in rhs”. The most important judgements describing the
contract enforcement algorithm are shown in Fig. 4.4:
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[def ]

[advm ]

xj is a method or an advice
f or j ∈ [1, m]
P, c ` xj *adv xcheckj if @c00 : xj ∈ c00 and c < c00
P, c ` xj *pre xprej P, c ` xj *post xpostj
P ` declare precedence . . . ; . . . class c extends c0 {x1 . . . xm } . . . main{ . . . } *def
declare precedence . . . ,Contract_c.xcheck1 , . . . ,Contract_c.xcheckm ; . . .
class Contract_c extends Object {xcheck1 . . . xcheckm }
class c extends c0 {x1 . . . xm xpre1 . . . xprem xpost1 . . . xpostm }
. . . main{Contract_c c_c = new Contract_c; . . . }
P, c ` t m(t1 x1 , . . . ,tn xn )) *adv
around m: call(t c.m(t1 x1 , . . . ,tn xn )) && target(dyn) {
if(pre(jpStatic(0),m,dyn,null,true,x1 . . . xn )) {
dyn.m_SbsPreCheck(x1 . . . xn )
} else {error("Precondition violation: getStackTrace[1]")}
let {returnV al=proceed(dyn ,x1 . . . xn )} in {
if(post(jpStatic(0),m,returnVal, dyn,null,true,x1
dyn.m_SbsPostCheck(returnVal ,x1 . . . xn )
} else {error("Postcondition violation:" dyn)};
returnV al}}

. . . xn )) {

P, c ` around a: call|execution(t c0 .x(t1 x1 . . . tn xn ) *adv
around a: execution(t c.a(t1 x1 . . . tn xn )) && this(dyn) {
let {i = advBy(jpStatic(0),a,jpStatic(1),x)} in {
if(i ==-1) { // If the user-advice is not mentioned in @advisedBy
let {jpP re = effProcPre(0,1,-1,x1 . . . xn )
advP re = pre(jpStatic(0), a, dyn, jpThis(1), jpPre x1 . . . xn )} in {
if(jpPre ) {
if(!advPre ) {error("ASP violation, precondition too strong:" dyn )}
} else {error ("Precondition violation:
let {returnVal =proceed(dyn ,x1 . . . xn )
jpP ost = effProcPost(0,1,-1,x1 . . . xn )

[adv ]
ar

getStackTrace[1]")}}

advP ost = post(jpStatic(0), a, returnVal, dyn, jpThis(1), jpPost, x1 . . . xn )} in {
if(jpPost ) {
if(!advPost ) {error("ASP violation, postcondition too weak:" dyn )}
} else {error("Postcondition violation:" dyn )};
returnVal }
} else { // If the user-advice is mentioned in @advisedBy
let {proc = effProcPre(0,2,i + 1,x1 . . . xn )
pre = pre(jpStatic(0), a, dyn, jpThis(1), proc, x1 . . . xn )} in {
if(pre ) {dyn.a_SbsPreCheck(jpThis(1), proc, x1 . . . xn )
} else {error("Precondition violation: getStackTrace[1]")}}
let {returnVal =proceed(dyn ,x1 . . . xn )
proc = effProcPost(0,2,i + 1,x1 . . . xn )

post = post(jpStatic(0), a dyn, jpThis(1), proc, x1 . . . xn )} in {
if(post ) {dyn.a_SbsPostCheck(jpThis(1), proc, returnV al, x1 . . . xn )
} else {error("Postcondition violation:" dyn )};
returnVal }}}

P, c ` t m(t1 x1 , . . . , tn xn ) {e} *pre
m_SbsPreCheck(t1 x1 , . . . , tn xn ) {
let{next=(∃? super.m_SbsPreCheck(x1 . . . xn )
res=pre(c, m, this, null, true, x1 . . . xn )} in {
if (!next || res) {
res

boolean

[prem ]

} else {error("SBS’ violation, precondition too strong:" this)}}

Figure 4.4: Contract enforcement judgements
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[def ] - This rule specifies the *def judgement, which describes the entire transformation at a high level: the transformation is initiated by applying this
judgement to every class in the program. As a result, a contract-checking
class (Contract_c) will be generated for each existing class (c). An example
is given in Fig. 4.5 where the contract checking class Contract_Security is
generated for class Security.
First, the declare precedence statement is extended to ensure that every advice in Contract_c has a lower precedence than all other advice. This is necessary to make sure that the existing advice will not interfere with contract
enforcement advice at shared join points. Next, we can examine the definition
of Contract_c itself: For each method/advice xj in c, an advice xcheckj is added to Contract_c. This around advice is executed whenever xj is called and
will then perform contract enforcement. To avoid confusion, henceforth we will
call the contract enforcement advice “contract-advice”. Normal advice defined
in the original program will be called “user-advice”. Note that the xcheckj
contract-advice are only created for non-overriding methods/advice. It would
be redundant to add them to overriding members due to the use of a call
pointcut, which also matches on subtypes. The code of each contract-advice is
produced by the *adv judgement, defined in the [adv] rules (only [advm ] and
[advar ] are shown). Next, xprej and xpostj are two helper methods that are
added to the existing c class; they check whether the SBS’ pre- and postcondition rules hold. These two methods are specified by the [pre] and [post] rules
(only [prem ] is shown). Finally, the program’s main expression is extended
such that Contract_c is instantiated.
[advm ] - This rule specifies the contract-advice that enforces contracts of methods. An around contract-advice is used for this purpose, associated with a call
pointcut that matches whenever c.m is called, where c is (a subtype of) the
static type of the call.
In the contract-advice’s body, the precondition of m is first checked, within
class jpStatic(0), which corresponds to the receiver’s static type in the c.m
call. If this precondition check fails, we state that “getStackTrace[1]” is to
be blamed. In most cases, this simply means that the caller of the method
is to be blamed. However, if one or more user-advice are present at this
method, the previous user-advice in the composition is to be blamed. We
can only blame this previous advice; otherwise an error would have been
generated earlier by the contract-advice that check each user-advice. After
pre(jpStatic(0),m ,. . .) is checked, we invoke dyn.m_SbsPreCheck, the SBS’checking helper method, which is specified in rule [prem ]. After this SBS’check has passed for the preconditions, we can make a proceed call to execute
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declare precedence Security.authenticate, contract_Security.authenticate;
class Bank {
@requires u.getBank()==this
@ensures result!=null && result.getOwner()==u
@advisedBy Security.authenticate
Account createAccount(User u) {...}}
class Security {
@requires proc
@ensures if(isLoggedIn(u)){proc}else{true}
around authenticate: call(Account Bank.createAccount(User u)) && target(b) {...}
boolean authenticate_SbsPreCheck(Bank b,boolean proc,User u) { ... }
boolean authenticate_SbsPostCheck(Bank b,boolean proc,Account returnVal,User u) {...}}
class Contract_Security {
around authenticate: execution(Account Security.authenticate(User u)) && this(dyn) {
let{i=advBy(Security,authenticate,Bank,createAccount)} in {
if(i==-1) { ...
} else {
let{proc="u.getBank()==this"
pre="u.getBank()==this"} in {
if(pre) {dyn.authenticate_SbsPreCheck(jpThis(1),proc,u)
} else {error("Precondition violation: getStackTrace[1]")}}
let{returnVal=proceed(dyn,u)
proc="result!=null && result.getOwner()==u"
post="if(isLoggedIn(u)){result!=null && result.getOwner()==u}else{true}"} in {
if(post) {dyn.authenticate_SbsPostCheck(jpThis(1),proc,returnVal,u)
} else {error("Postcondition violation:" dyn)};
returnVal}}}
main {
Contract_Security c_security = new Contract_Security; ...}

Figure 4.5: Example of a contract enforcement aspect
the method that we are checking. Once this is done, the postconditions are
checked, which is analogous to checking the preconditions.
[advar ] - This lengthy rule specifies the contract-advice that checks all around
user-advice. The reason for its length is the fact that it handles both ASPcompliant advice and advice mentioned in an @advisedBy clause. First, we try
to determine the position (i) of the user-advice within the @advisedBy clause
of its advised join point using advBy. If it returns -1, this indicates the useradvice is not mentioned in the @advisedBy clause (if there was one), which
implies the user-advice is ASP-compliant:
ASP-compliant advice - We first determine the precondition of the advised
join point in jpP re. This precondition corresponds to the effective precondition of the user-advice’s proceed call, which is why effProcPre(0,1,. . .) is
used. The precondition of the user-advice itself is stored in advP re (with
jpP re as the value of the proc keyword). Next, jpP re is checked: Similar to
[advm ], “getStackTrace[1]” is to be blamed if the test fails. If the test passes,
advP re is tested next: If checking the user-advice’s precondition fails, we know
it is too strong and the ASP is broken. If this check passes, we can proceed
with executing the user-advice, do the analogous checks for postconditions and
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finally return the user-advice’s return value.
Advice mentioned in an @advisedBy clause - In case the user-advice is
mentioned in an @advisedBy clause, we will first determine the value of the
proc keyword using effProcPre(0,2,i + 1 ,. . .). The pre variable then contains the user advice’s precondition. The contract enforcement procedure itself is quite similar to [advm ]: The precondition is first tested. If this test
passes, dyn.a_SbsPreCheck should be tested, as the elements in an @advisedBy
clause can also match with subtypes. Once this test passes, the proceed call
is made and the analogous postcondition tests are done. Fig. 4.5 presents an
example of a contract-advice, such that the contracts that will be checked are
visible. These concrete contracts are only shown to improve the example’s
clarity. The actual code of Contract_Security.authenticate would show pre,
effProcPre, post and effProcPost expressions instead, as this contract-advice
should also be able to enforce the contracts of any user-advice that override
Security.authenticate.
[prem ] - This rule checks that the precondition of a particular method is not
stronger than any of its ancestors. This is done by recursively traversing up
the subtype hierarchy tree with a super.m_SbsPreCheck call. (The ∃? symbol
before super.m_SbsPreCheck means that: if m_SbsPreCheck does not exist in
super, the call is left out.) There is also a similar [pre] variant of this rule (not
shown) for advice: The only difference is that this helper method contains two
extra parameters: the value of the target binding and the value of the proc
keyword.

To finish up the contract enforcement algorithm, we should still discuss the
[adv] rules that are not shown in Fig. 4.4. The [advar ] rule that was discussed
here is focused on around user-advice. We should also specify separate variants
for before and after user-advice, which are mostly similar to [advar ]. In case
of before advice, the postcondition checks are replaced by only checking the
postcondition of the advice itself, i.e. without testing the ASP or SBS’. If this
check fails, the advice itself is to blame. If the before advice interferes with
the next element in the composition, this will be detected by that element’s
precondition check, which will correctly blame getStackTrace[1]. The after
advice is treated similarly, precondition checks are replaced by only checking
the precondition of the advice itself.
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4.2.3 AspectJ implementation
To demonstrate an instantiation of our contract enforcement algorithm in a
full programming language, we have implemented it as a lightweight design by
contract library for AspectJ1 . The library itself is written completely using the
constructs provided by AspectJ itself. As the library consists of aspects, and
aspects are implicitly instantiated in AspectJ, contract enforcement is automatically enabled as soon as the library is included on a project’s build path.
Contracts are specified as strings in Java annotations (@ensures, @requires,
@invariant); they are evaluated at runtime by a scripting engine. To keep
the library small and simple, we make the assumption that the developer will
not produce any side effects in the program’s contracts, rather than build
a fleshed-out behavioural interface specification language like JML. Contracts
have access to the necessary information to implement basic design by contract
support in AspectJ: the this object, parameters, the return value (in case of
postconditions) and the old() function to evaluate expressions in the pre-state
of a method/advice execution and retrieve the result in the post-state.
Regarding the implementation of the enforcement algorithm, most of the algorithm can be translated fairly directly from ContractAJ to AspectJ. Rather
than creating a contract enforcement aspect per class/aspect, the implementation only has two contract enforcement aspects that handle all method/advice
executions. The extensions made in Sec. 4.2.1 can be reproduced in AspectJ
using reflection and the thisJoinPoint variable. The AspectJ counterpart of
the AP (the fifth element in each E tuple) is also available in higher-order
advice as the last argument of thisJoinPoint.getArgs(), which points to the
thisJoinPoint variable2 of the advised join point.
One subtle difference between the algorithm and the implementation is concerned with making sure that a contract-advice always is the very last advice
to be executed in an advice composition, which requires using an execution
pointcut. This is due to the fact that, in AspectJ, an advice matching at a
call join point is always executed before an advice that matches at the corresponding execution join point. This is not the case for ContractAJ, due to its
simpler join point model discussed in Sec. 2.3.1. Using an execution pointcut
creates a new problem, as AspectJ only provides access to the dynamic type of
the advised method call. We also need to know the static type to be able to de1 The

library and source code are available for download at:
https://github.com/timmolderez/adbc
2 One caveat is that an advice body should make use of its thisJoinPoint variable in order
for it to be available for higher-order advice.
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termine which contracts need to be enforced. Luckily, we can work around this
problem by introducing a helper advice that matches on any call join point,
and temporarily stores the static type in a stack, until contract enforcement
is performed at the corresponding execution join point.

4.3 Static enforcement
The runtime contract enforcement algorithm that we presented in Sec. 4.2 is
reasonably straightforward in both its operation and its use. It also checks
whether or not contracts are satisfied, as well as whether our approach to modular reasoning is satisfied. However, it still is a runtime/dynamic algorithm.
In other words, it is not exhaustive and thus cannot guarantee whether or not
our approach to modular reasoning will hold for all executions of a particular
program. In this section we present an alternative approach that can statically
test whether modular reasoning is possible or not. We should however make
it clear that this approach only tests whether the specifications of a program
allow for modular reasoning. It does not test whether a program’s implementation actually satisfies its specifications, which is a different problem that has
already been the subject of quite a substantial amount of research [36, 11, 15].
Before we present our static approach to testing modular reasoning in aspectoriented languages, we will first concentrate on object-oriented programming
languages (without aspects) as a starting point. In OOP, behavioural subtyping is typically forced by libraries/languages that support design by contract,
whereas our static approach only checks whether or not behavioural subtyping is possible. Both checking and forcing behavioural subtyping are valid
approaches with each their own advantages and disadvantages, which are discussed in Sec. 4.3.1. Sec. 4.3.2 continues by presenting the static approach for
OOP, followed by Sec. 4.3.3, which covers the approach for AOP.

4.3.1 Forcing behavioural subtyping in OOP
In most libraries or languages that provide design by contract support, behavioural subtyping is forced according to the rules described by Dhara et
al. [32]. More specifically, the specification of each class is forced to become
a valid behavioural subtypes (i.e. to satisfy the SBS rules) by means of specification inheritance. When specification inheritance is used, the specifications of a class are (implicitly) combined with those of their ancestor classes.

82

4.3 Static enforcement
This is done according to the rules in Fig. 4.6, where pre(c, m), post(c, m)
and inv(c, m) respectively obtain the precondition and postcondition and invariant of a method/class and effpre , effpost and effinv represent the effective
precondition, postcondition and invariant. The key point in these rules is that
the precondition of a method is disjoined (or’ed) with the preconditions of
its ancestors. By doing so, the effective precondition cannot possibly become
stronger than that of its ancestors. Likewise, postconditions/invariants are
conjoined (and’ed) such that the effective postcondition/invariant cannot be
weakened. In other words, each class’s effective specification will now satisfy
the SBS rules; each class is a behavioural subtype.
effpre (c, m) = pre(c, m) ∨ effpre (c0 , m) , where c < c0
effpre (c, m) = pre(c, m), where @c0 : c < c0
effpost (c, m) = post(c, m) ∧ effpost (c0 , m), where c < c0
effpost (c, m) = post(c, m), where @c0 : c < c0
effinv (c) = inv(c) ∧ effinv (c0 ), where c < c0
effinv (c) = inv(c), where @c0 : c < c0
Figure 4.6: Specification inheritance
To highlight the differences between forcing behavioural subtyping according
to the rules of Fig. 4.6 and checking for behavioural subtyping, we will make
use of the example in Fig. 4.7: In this example, the GenericPacket class represents a fixed-size network packet. In its subclass HeaderPacket, a part of the
packet is used for a header. Both classes have a setContents method to modify
the packet’s content, but the contents of a HeaderPacket must be smaller due
to the header’s presence. This implementation breaks the Liskov substitution principle, as HeaderPacket instances cannot substitute for GenericPacket
instances whenever the packet’s contents is too large to also fit a header.
Whether behavioural subtyping is forced or checked, the substitution principle
is broken in this example. The setContents call in main is made with a contents
array that is too large, and it will cause an error either way. The differences
between forcing and checking become evident in how this error is reported to
the developer, and how he/she should solve it.
When behavioural subtyping is forced, the rules of Fig. 4.6 ensure the specifications of HeaderPacket are a behavioural subtype. As such, when the
setContents call is made in main, this will execute HeaderPacket.setContents
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@invariant("SIZE=1640")
public class GenericPacket {
final int SIZE=1640;
char[] contents=new char[SIZE];
@requires("body.length <= SIZE")
@ensures("Arrays.equals(contents,body)")
protected void setContents(char[] body) {
System.arraycopy(body,0,contents,0,SIZE);
}
}
public class HeaderPacket extends GenericPacket {
final int HDR_SIZE=180;
char[] content = new char[SIZE];
@requires("body.length <= SIZE-HDR_SIZE")
@ensures("Arrays.equals(
Arrays.copyOfRange(contents,HDR_SIZE-1,SIZE-1),contents)")
protected void setContents(char[] body){
System.arraycopy(createHeader(),0,contents,0,HDR_SIZE);
System.arraycopy(body,0,contents,HDR_SIZE,SIZE-HDR_SIZE);
}
...
}
main {
GenericPacket np = new HeaderPacket();
char[] contents = new char[1600]; // Too large (1600 + 180 > 1640)
np.setContents(contents);
}

Figure 4.7: Example of a specification-implementation mismatch
and its precondition will succeed (because it is automatically disjoined with
that of GenericPacket.setContents). We will catch the error once we attempt
to copy contents into the packet, as the precondition to System.arraycopy will
fail, and the caller is to blame. The developer who needs to fix this bug can
infer from this error that the implementation of HeaderPacket.setContents
seems to have stronger requirements than its actual preconditions, meaning that the implementation does not correspond to its specifications. Note
that it is important for the developer to know the complete specification of
HeaderPacket.setContents, i.e. including the effects of specification inheritance, to be able to come to this conclusion. This can be easily achieved by
means of tool support, e.g. the jmldoc tool for JML specifications.
In case behavioural subtyping is not forced and instead we check whether or
not the SBS rules are satisfied, the error is made at the call to setContents
in main. In this case, the precondition of the HeaderPacket.setContents has
failed. Our static checker would then report that HeaderPacket does not satisfy
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the SBS as setContents’ precondition is too strong.
In both approaches, tool support is required: Either the complete specification
should be made visible, or a static SBS checker is needed. In both approaches,
the blame is pointed at HeaderPacket, but for different reasons: When SBS
is forced, the error is that the implementation does not correspond to its
specification. When SBS is checked, the error is that the SBS precondition rule
was broken. What is interesting here is that, when SBS is forced, the notion
of SBS rules is effectively abstracted away for the developer, which lowers the
learning curve. The SBS rules are always satisfied, so he/she should not be
aware of them and only needs to make sure that the implementation of each
body satisfies its specifications. On the other hand, when the SBS is checked,
the developer is made aware of the SBS rules whenever they are broken. The
argument here is that the developer should know about these rules to have a
good grasp of writing classes that satisfy the substitution principle. In this
sense, it can also be considered an advantage to be confronted with the rules
whenever they are broken. Either way, as mentioned before, both are valid
approaches and it is difficult to claim one is better than the other based on
just mentioning these differences. Ultimately, our reasoning to opt for checking
SBS over forcing it is quite simple: We chose it for reasons of consistency. In
the context of aspects, it should be possible to violate the ASP when necessary
(and use the @advisedBy clause to restore modular reasoning). As such, the
ASP is not forced, but it is checked instead in Sec. 4.3.3. Knowing this, it seems
only natural to do the same for SBS. In hindsight, an alternate option might
also be to force the ASP by default, and to provide an additional mechanism
to explicitly indicate when the ASP needs to be broken.

4.3.2 Static enforcement in OOP
4.3.2.1 Introduction
Our approach to statically test behavioural subtyping is implemented for the
Java language, considering a very basic design by contract library. Methods
can have @requires and @ensures annotations to specify pre- and postconditions; classes can have @invariant annotations to specify invariants. The
contracts themselves are Java expressions, producing a boolean. Each contract (i.e. a precondition, postcondition or invariant) has access to a method’s
parameters, and the this object. While a contract may contain a method
calls, we do assume these methods are pure, i.e. they must always terminate
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and cannot contain any side effects. Otherwise the use of a runtime contract
enforcement tool could alter the behaviour of a program, which is of course
undesired. Additionally, postconditions may contain two special forms: the
\return variable (return value of a method) and the \old function (evaluates
an expression in the pre-state of a method).
4.3.2.2 Approach
The basic idea to statically test behavioural subtyping is fairly straightforward:
Each of the three rules in the definition of SBS concerns testing whether one
contract is stronger (or weaker) than another contract. Contract A is stronger
than a contract B, if there is a case where A holds, but B does not. In other
words, if conjunction contractA ∧ ¬contract B can ever evaluate to true, then A
is stronger than B. We can now use this conjunction to rephrase the definition
of SBS as follows:
Strong behavioural subtyping (SBS). Type t is a strong behavioural subtype
of type u, if and only if t < u and:
• For all objects of type t, and for all common methods m
in t and u:
– The precondition of t.m must be equal to or weaker than the precondition of u.m.
That is, pre(t, m) ∧ ¬pre(u, m) may not have a solution.
– The postcondition of t.m must be equal to or stronger than the
postcondition of u.m, if the precondition of u.m held in the prestate. That is, ¬(old(pre(t, m)) ⇒ post(t, m)) ∧ (old(pre(u, m))
⇒ post(u, m)) may not have a solution.
• For all objects of type t:
– The invariant of u should be preserved in t.
That is, ¬inv(t, m) ∧ inv(u, m) may not have a solution.
To statically test whether any solutions exist that can make the above conjunctions true, we chose to make use of the Z3 SMT solver [63]. Due to the
limitations on contracts, i.e. they are boolean expressions without any sideeffects, it also is reasonably straightforward to convert a contract into a logical
formula, suitable for an SMT solver.
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4.3.2.3 Java to Z3 mapping
In order to be able to compare the “strength” between a pair of contracts,
where one contract belongs to a type and another to a supertype, there are
some preprocessing steps that must occur before an SMT solver can be used
to test the SBS definition against a pair of types. Each contract should be
converted into a format suitable for an SMT solver. In our case this is Z3’s own
input format. This input format is an extension of the SMT-LIB 2.0 language,
a standard supported by most SMT solvers. An example that demonstrates
the conversion of a Java contract into a Z3 script is given in Fig. 4.8. We will
informally describe the mapping of a Java contract into Z3 as follows:
First, it is possible that an overriding method uses different names for its
formal parameters than the method it overrides. This can be easily solved by
renaming the parameters such that the overriding method now uses the same
names as the overridden method.
Second, for each formal parameter that has a non-primitive type (i.e. a class),
we define a corresponding record using the declare-datatypes Z3 command.
As these class are mapped onto records, this implies that only the fields are
represented in Z3. Methods are not carried over. This is sufficient, as method
calls are handled separately, which are covered later in this section.
Third, the declare-const3 command is used to declare each formal parameter
(including the this object, which can be considered an implicit formal parameter) in the Z3 script.
The final step consists of transforming the contract itself, i.e. a Java expression, into a Z3 assertion. We can informally describe this transformation
process for each type of construct that can appear in a Java expression:
Literals Literal types (integers, reals, booleans, strings) are trivially mapped,
as Z3 also directly supports these primitive types.
Logic/math operations These operations are trivial to map as well; the
only change is that Z3 uses a prefix notation instead of an infix notation.
Formal parameters (in preconditions) Any direct uses of formal method
parameters within preconditions can safely remain unmodified. When testing
whether one type can substitute for another at a method call, we know that
the formal parameters of both types will refer to the same values in the prestate, i.e. before the call is executed. Because of this, we don’t need to make
any changes to formal parameters.
3 In

Z3, a const stands for “constant function”, i.e. a function with no arguments.
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public class Account {
private int m;
private String owner;
@requires amount>0 && this.m>=amount
@ensures \old(this.m)==this.m+amount && \old(to.m)==to.m-amount
public int transfer(Account to, int amount) {
this.m -= amount;
to.m += amount;
}
}
// Z3 mapping of precondition
(declare-datatypes () (Account (ctor (m Int) (owner String))))
(declare-const amount Int)
(declare-const this Account)
(assert (and
(> amount 0)
(>= (m this) amount)))
// Z3 mapping of postcondition
(declare-datatypes () (Account (ctor (m Int) (owner String))))
(declare-const amount Int)
(declare-const this Account) (declare-const $old_this Account)
(declare-const to Account) (declare-const $old_to Account)
(assert (and
(= (m $old_this) (+ (m this) amount))
(= (m $old_to) (- (m to) amount))))

Figure 4.8: Java to Z3 transformation example
Field accesses As we have defined all relevant classes as records in Z3, accessing fields of objects can be easily mapped to accessing record elements.
Array accesses As Z3 supports recursive data structures, it is fairly straightforward to map the use of arrays onto Z3’s List type.
Method calls Like the JML specification language, we assume that contracts
can only contain calls to pure methods, i.e. methods that must terminate and
contain no side-effects. In order to avoid having to support the entire Java
language in our Java to Z3 mapping, we also assume that the body of these
methods can be written in the form of just a single return statement. In other
words, the method’s body only consists of the Java expression in this return
statement. This is a reasonable assumption, as we can already assume that
these methods should be pure. Given these assumptions, we can reuse the
transformation of contracts to transform the method’s body into Z3 and to
substitute the method call for this transformed body.
Formal parameters in postconditions and the \return variable Like
formal parameters used in preconditions, no modifications are made. The same
holds true for the \return variable; no modifications are made to it. This does
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imply that, when comparing the postcondition of an overriding method with
the postcondition of an overridden method, parameters of the same name in
both methods will refer to the same value. However, there is nothing to prevent
the implementation of the overriding method to modify its formal parameters
(and return value) in a different manner than the overridden method. Nonetheless, even if in a given state the overriding method modifies its formal
parameters in a different manner than the overridden method, the postcondition of the overriding method must hold regardless. The same parameter
values that made this postcondition hold, should also make the postcondition of the overridden method hold. Otherwise an execution of the overriding
method cannot safely substitute for an execution of the overridden method.
function The \old function can only be used in postconditions. It only
has one argument, which is an expression that should be evaluated during the
pre-state. When comparing the postcondition of an overriding method with
an overridden one, we know that the occurrence of a particular variable within
a use of \old must have the same value in both methods. As such, these
variables should still have the same name within both methods. However, it is
unknown whether or not that variable will have the same value in the pre-state
as the post-state. If anything, it is likely that the value has changed, as \old is
typically used to compare the differences between the old and the new value of
a variable. To reflect this unknown, we prefix all uses of formal parameters in
a call to the \old function with $old_ , such that they have a different name4
than the values in the post-state. Once the parameter of the \old function
has been transformed into Z3, it can be substituted for the call to the \old
function. This is possible because the \old function itself does not have any
behaviour; it just indicates that its parameter makes use of an older version
of the program state, which is now taken into account by adding the $old_
prefixes.
\old

4.3.2.4 Implementation
After establishing a mapping from Java contract to a Z3 script, it can be used
to implement a tool that can statically test whether or not the specification
of each class in a Java program satisfies the SBS rules. An initial proof of
concept for such a tool has been developed as part of Luis Mayorga’s research
4 This

cannot cause name clashes, as $ is an illegal character in Java identifiers, but it is
allowed in Z3.
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internship5 . An overview of the tool’s process is given in Fig. 4.9.

Figure 4.9: Overview of the SBS checking tool
Given the source code of a Java program, an annotation processor first extracts
all contracts from the source code. The Java to Z3 mapping of Sec. 4.3.2.3
is then used to convert each contract into a corresponding Z3 script. For
each class, we then compare its contracts (in the Z3 format) to those of its
superclass, using the conjunctions of the SBS definition in Sec. 4.3.2.2. Each
of these conjunctions is fed into the Z3 SMT solver. If Z3 concludes that a
conjunction is unsatisfiable, this ensures that the conjunction complies with
the SBS definition. However, if Z3 finds a solution that makes a conjunction
satisfiable, this shows the SBS rules are not respected, and Z3 provides a
counterexample by giving values for each variable in the conjunction, such
that the conjunction evaluates to true. As the names of these variables have
not been altered during the Java to Z3 mapping, an inverse mapping is not
necessary, as the counterexample can be understood directly by the developer.

4.3.3 Static enforcement in AOP
In order to statically enforce the approach to modular reasoning in AOP,
as presented in chapter 3, we can reuse a large portion of Sec. 4.3.2, which
provided a static enforcement approach in OOP. In addition to testing whether
each class satisfies the SBS rules, we should also test whether or not each advice
complies with the ASP, unless it is correctly mentioned in an @advisedBy clause.
A proof of concept that implements this idea has been developed as part of
Luis Mayorga’s master thesis6 . An overview of this tool is shown in Fig. 4.10.
Given the source code of an AspectJ application, we first need to extract the
contracts of each method and advice, as well as the join point shadows that correspond to each advice. This is done using the Ekeko [27] meta-programming
5 This

proof of concept is available for download at:
https://github.com/rapsioux/behavioural-subtyping
6 This proof of concept is available for download at:
https://github.com/rapsioux/asp-checker
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Figure 4.10: Overview of the ASP checking tool
library, together with its GASR [33] extension that adds support for AspectJ.
Ekeko is a library that enables writing logic queries about Java/AspectJ source
code, which makes it reasonably straightforward to extract the necessary information and relations in a given AspectJ program. All contracts that were
extracted are then transformed using the Java to Z3 mapping of Sec. 4.3.2.3.
To test whether each advice satisfies the ASP, we compare its precondition,
postcondition and invariant to those of each method body that it can advise,
which is why we need to obtain the join point shadows for each advice. In case
a contract of an advice makes use of the proc keyword, it is substituted for
the corresponding contract (in Z3 form) of the method that the comparison is
made with. Each comparisons is made by constructing conjunctions, similar to
those of the SBS, and passing them into the Z3 solver. These conjunctions for
around advice are determined using the following augmented ASP definition:
ASP for around advice. Consider an around advice a in type t that is applied
to join point u.x, representing a method call or an advice execution. If
x is a method, u is the static type of the receiver. If x is an advice, u is
the class containing x. The around advice satisfies the ASP if and only
if, for all objects of type t:
• The precondition of t.a must be equal to or weaker than the precondition
of u.x.
That is, pre(t, a) ∧ ¬pre(u, x) may not have a solution.
• The postcondition of t.a must be equal to or stronger than the postcondition of u.x, if the precondition of u.x held in the pre-state.
That is, ¬(old(pre(t, a)) ⇒ post(t, a)) ∧ (old(pre(u, x)) ⇒ post(u, x))
may not have a solution.
• The invariant of u should be preserved in t.
That is, ¬inv(t, a) ∧ inv(u, x) may not have a solution.
There are analogous definitions for before and after advice. However, we should
note that two rules are currently not tested by the tool. We do not test whether
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the execution of a before advice is able to preserve the precondition of its implicit proceed call, nor do we test whether an after advice can preserve the postcondition of its implicit proceed call. Testing these rules is far from trivial, as
we would have to examine the before/after advice’s implementation to determine which properties it can preserve. Nonetheless, static analysis tools such
as ESC/Java2 [28] could be employed to (partially) derive this information.
Moreover, as will be discussed in chapter 5, the addition of frame conditions,
which specify what remains unmodified when executing a method/advice, can
also help in determining which properties can be preserved.
If Z3 ever finds a counterexample to a conjunction, we may conclude that the
ASP was broken for a given advice, when substituting a given method. If
this is the case, we can test whether the advice is mentioned in an @advisedBy
clause at that method. If not, the tool suggests adding an @advisedBy clause
to this method (or it can simply do this automatically). Even if the method
already has an @advisedBy clause, it can provide a corrected @advisedBy clause
by taking into account the advice’s precedence declaration. Of course, keep in
mind that this correction does not automatically guarantee modular reasoning:
If an @advisedBy clause is added to a method, its effective specification changes
as well, and the tool does not test whether a body that calls this method is
able to satisfy this new effective specification.

4.4 Related work
Runtime assertion checking - Our runtime contract enforcement algorithm
is related to the object-oriented version of Findler et. al [35] in the sense that
it also does not force modular reasoning, but only checks whether or not it
is possible. Most implementations of runtime assertion checkers, such as the
checkers of JML [17] and Eiffel [62], force behavioural subtyping by assuming
specification inheritance. Our enforcement algorithm does differ from that of
Findler et al., as our specification of the algorithm itself makes use of aspects,
which is a more lightweight approach than having to transform the program
being checked. Moreover, this specification maps almost directly to its AspectJ
implementation.
Modular reasoning is not forced either in the Ptolemy language [8]. The presence of crosscutting behaviour is always announced explicitly in Ptolemy, similar to always using @advisedBy clauses. It is different from @advisedBy clauses
in the sense that an announcement does not list which advice are to be expected. Instead, an announcement is associated with a particular event, which
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has its own specifications. Multiple handlers (an advice-like body) can then
register to this event, but each handler should take into account the specifications of its event. A runtime assertion checker is built into the Ptolemy
compiler, which tests the specifications of the events at each announcement,
as well as the specifications of the handlers registered to it.
The work of Zhao and Rinard presents Pipa, a behavioural specification language for AspectJ [91]. While the language does not force nor check modular
reasoning for aspects, it can be transformed into JML, such that the contracts
of advice can be tested using JML’s runtime assertion checker.
Static requirements checking - The PROBE framework is presented by
Katz and Rashid [45]. Using this framework, proof obligations expressed
in LTL are generated from a system’s initial aspectual requirements. Model
checkers can then be used to test these proof obligations.
The work of Ciraci et al. [18] focuses on detecting interference between aspects
at the requirements level, using a graph-based model checker on requirements
specified in an aspect-oriented version of UML. Similar to our approach, it is
exhaustive and produces a counterexample whenever interference is detected.
Weston et al. [87] present a formal approach to describe the compositions
between aspects using logic predicates, such that these compositions can precisely specified at the requirements level. They also describe how conflicts can
be detected using off-the-shelf tools.

4.5 Summary
Two different methods to test whether our approach to modular reasoning
is used correctly have been presented in this chapter. The dynamic, runtime
approach is similar to the contract soundness algorithm of Findler et al. [35] for
OOP: It test whether contracts are satisfied during a program’s execution, and
uses the approach’s rules to perform blame assignment whenever a contract is
broken. The static approach makes use of an SMT solver to exhaustively test
whether the specifications themselves satisfy the approach’s rules.
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5.1 Introduction and motivation
The previous chapters have presented an approach to modular reasoning in
the ContractAJ language, focusing on the essentials of program specifications,
i.e. pre- and postconditions. However, basic pre -and postconditions only specify what a method/advice will do. It also is important to consider what a
method/advice should not do. Such information is specified in so-called frame
conditions [13] (also known as frame axioms or frame properties). Frame
conditions, which can be considered part of a postcondition, are used to specify what will not change when executing a method (or advice). That is, a
frame condition lists all variables that will not be modified by a given body
of code. In practice such a list would get lengthy very quickly, so specification languages like JML [53], Eiffel [62] or Spec# [9] specify frame conditions
by listing everything that might change instead, in the form of assignable /
modifies clauses. Note that we use the terms assignable clause and frame
condition interchangeably, as they both express the same information. Frame
conditions can then be used in the context of formal verification, for example
to (semi-)automatically check whether an implementation corresponds to its
specification, or to perform (semi-)automatic code parallelization [70].
In this chapter, we will study frame conditions in the context of AOP. There
are a few different uses for frame conditions in relation to aspects: They could
be used to determine whether an advice can be executed concurrently with
the methods they advise. Another use of frame conditions refers to statically
checking the IPR of Sec. 3.3.6, which cannot be done based on basic pre-and
postconditions alone, as mentioned in Sec. 4.3.3. However, knowing which
variables will remain unmodified by an advice, to a certain extent we can
statically test whether a before advice is able to preserve the precondition of its
implicit proceed call, or whether an after advice can preserve the postcondition
of the implicit proceed call.
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Finally, frame conditions can be used in relation to modular reasoning, which is
the focus of this chapter: To achieve modular reasoning, it should be possible
to reason about a method call’s behaviour by considering only its effective
specification. If the developer expects that a certain list of variables will not
be modified, an overriding method or ASP-compliant advice is not allowed to
make any additional modifications. Otherwise, such additional modifications
might be unexpected, and hence go against modular reasoning. Note that
we only mention ASP-compliant advice: Advice that are mentioned in an
@advisedBy clause do not cause an issue. They are explicitly mentioned in an
@advisedBy clause where needed, which also means we are aware of their frame
conditions as well. In case of ASP-compliant advice however, the aim is to
retain both obliviousness and modular reasoning. The goal of this chapter is
to investigate the following question: How often does it occur in practice that
an advice, which is otherwise ASP-compliant, modifies additional variables
than the method bodies it advises?
While we do expect that several, otherwise ASP-compliant, advice will modify
some of their own private fields (including inter-type declared fields), such
additional modifications are still acceptable and do not compromise modular
reasoning, as long as these modifications have no effect beyond the aspect’s
control flow. We are mainly interested in finding any cases that make modifications beside the aspect’s own fields and the variables modified by the advised
method bodies.
To find such modifications, we will inspect the frame conditions in a number
of existing AspectJ programs. However, to our knowledge, there currently
are no existing aspect-oriented applications that have already been annotated
with frame conditions. Moreover, because writing frame conditions by hand
is a rather tedious and error-prone process, we decided to infer the frame
conditions by implementing our own frame inference analysis using the Soot
framework [83] and the Ekeko meta-programming library [27]. This analysis
is presented in Sec. 5.2. The frame conditions inferred with this analysis are
then used to study modular reasoning in Sec. 5.3.

5.2 Frame inference
Before discussing the use of frame conditions in relation to modular reasoning,
this section first presents our frame inference analysis. We discuss the design
choices that set the analysis apart from similar analyses in Sec. 5.2.1. As the
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analysis does not operate directly on Java/AspectJ code, but relies on the
Jimple intermediate language of the Soot framework, we will briefly describe
this representation next in Sec. 5.2.2. The main data structure used by the
analysis, aliasing diagrams, is introduced in Sec. 5.2.3. The analysis itself is
presented in Sec. 5.2.5, Sec. 5.2.6 and Sec. 5.2.7, which respectively describe
the analysis’s intraprocedural part, its interprocedural part and how frame
conditions can be inferred from the analysis’s results.

5.2.1 Design choices
While several frame inference analyses, including closely related analyses such
as side-effect and purity analyses already exist, we have chosen to construct
our own analysis. There are a number of design decisions that set the analysis
apart. The first is that our analysis assumes that modular reasoning is possible. This implies that, when analysing which variables a particular method
call might change we only assume the static type of the receiver, which leaves
only one method body to analyse. Other analyses either take a conservative approach, by assuming that the receiver might be the static type or any
subtype of it, or they reach for precision in trying to reduce the number of
dynamic types a receiver might have, by using a points-to analysis. In other
words, our choice of considering only the static type is generally unsound.
However, it actually is a sound choice when assuming modular reasoning: We
only care about the frame conditions produced by the analysis, and if it infers
that a method body may modify a certain set of variables, then any overriding
methods may not modify any more variables. Otherwise modular reasoning
would no longer be possible. Moreover, the assumption of modular reasoning
is actually necessary for two reasons: First, if frame conditions are written
manually, rather than automatically inferring them, the developer assumes
modular reasoning just the same, as he/she is unlikely to know all potential
dynamic types of the receiver in method calls. Second, our aim is to use the
inferred frame conditions such that we can compare the condition of an advice
with the conditions of the methods it advises. If we did not assume modular
reasoning, the frame condition of a method should technically also include the
effects of any advice1 affecting its behaviour, which would defeat the purpose
of the comparison.
Another design choice that sets our analysis apart is that it is a compositional
analysis. Most data-flow analyses start from one or more entry points (e.g. the
1 If

the advice is mentioned in an @advisedBy clause however, it should be taken into account,
as the developer assuming modular reasoning is now aware of that advice.
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method) and traverse all code that is transitively reachable from those
points. Our analysis can start from any given method/advice body and infer its
frame condition. As such, this means the analysis always infers the same frame
condition for a given body, regardless of the context in which that body can
be used. This is a desirable property, again due to the assumption of modular
reasoning. The compositionality property also makes the analysis well-suited
for incremental use. If the code of a method/advice body is ever changed, it is
straight-forward to deduce which bodies should be updated as well. Likewise,
the compositionality property also makes it suited for on-demand use. If a
developer is only interested in the frame condition of one particular method,
then only that method, and those methods that are reachable from it, need
to be analysed. The results computed for each method can also be reused, in
order to speed up later analyses.
main

Finally, our frame inference analysis also includes an alias analysis, which tries
to deduce which variables might point to the same object, i.e. which variables
are “aliased". This in itself is nothing extra-ordinary, as many analyses depend
on an alias or points-to analysis. However, our analysis keeps track of which
variables may/must have been modified, which enables so-called strong field
updates in certain cases. A strong field update refers to the notion that, when
the value of a field is updated, the old value is discarded. Most analyses keep
this old value, as it is often not certain whether the field value of an object
must have changed, or may have changed. Removing the old value would
then make the analysis unsound. Because our analysis explicitly distinguishes
between what may or must have been modified, it can be considered a maymust analysis [38]. This allows for strong field updates in cases where it is
certain which object is being modified, thus improving the precision of the
analysis.

5.2.2 Language representation
The frame inference analysis was designed for use with AspectJ (or Java) programs. It is important to note however that the analysis in itself is not specific
to AOP. Due to our assumption of modular reasoning, the effects of advice are
not considered when analysing a body of code. The analysis also does not
operate directly on AspectJ source code, but our implementation2 makes use
of the Soot [83] framework to convert (unwoven) AspectJ source code into
2 The

implementation of the frame inference analysis is available for download at:
https://github.com/timmolderez/ajfx
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its equivalent in Jimple. Jimple is a three-address code representation of Java
bytecode. By using this representation, the analysis only has to consider a very
limited set of statements. Our syntax for this set of statements, which can be
trivially mapped to Jimple, is presented in Fig. 5.1. This syntax consists of
assignments, conditionals, loops and method calls. Note that we intentionally
left the condition in if and loop statements empty, which emphasizes that the
analysis does not consider these conditions. While the analysis remains sound
despite this simplification, i.e. it produces valid frame conditions, the results
may be overapproximations, as is often the case in any static analysis. Finally,
note that method calls are annotated with the receiver’s static type (c).
body ::=
stmt ::=

v
val
c
m
f

::=
::=
::=
::=
::=

stmt∗
v =val
v = v .f
v .f = val
| v = new c
| if(){body }else{body }
| loop(){body }
| [v :]c.m(val ∗ )
| return val
local variable, argument or this
v or a literal value
class name
method name
field name
Figure 5.1: Instruction syntax

5.2.3 Aliasing diagrams
The main data structure used within our frame inference analysis is a graph
structure we refer to as an aliasing diagram. When applying the analysis to
a particular body of code, a given aliasing diagram is transformed into a new
one after processing each statement. The definition of aliasing diagrams is
presented in Fig. 5.2: An aliasing diagram A is a directed graph that not only
determines the aliasing relations among objects, but it also contains information that describes which object fields may have been accessed, and which
fields may/must have been modified. A diagram A is described as as a set
of node labels N , return values V and three sets R, M, W that respectively
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contain the graph’s three types of edges: read edges, may-be-modified edges
and must-be-modified edges. An example of what such a diagram looks like
is given in Fig. 5.3. Interpreting the diagram in this example should become
clear as we discuss each of the N , V, R, M and W components.
A
N
V
R, M, W
Obj
v

::=
::=
::=
::=
::=
::=

hN , V, R, M, Wi
v 7→ Obj
Obj
hObj, f, Obji
set of all objects in a program
local variable, argument or this

Figure 5.2: Data structures

Figure 5.3: Example aliasing diagram
Nodes - N is described as a function from a variable name to a set of objects3 .
In other words, each name is associated with the objects this name might refer
to. In the example diagram of Fig. 5.3, each node represents a unique object.
The information described by the N function is reflected in the diagram, as
some of the nodes/objects have one or more names. Note that it is possible
that the same name can appear at multiple objects (e.g. there are two nodes
named bar). This is due to imprecisions caused by the analysis, where it may
3 The
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no longer be certain which one object a name refers to. What is important
to note as well is that, when analysing a method/advice body, the names of
its formal parameters will occur twice in its aliasing diagrams, once with an @
prefix and once without one. The names with an @ prefix represent immutable
references to the objects that each parameter name initially refers to. We will
refer to these references as the root binding of each formal parameter (including
this). These root bindings are necessary as it is possible in Java to reassign
parameters to different objects, and frame conditions must be expressed in
terms of the pre-state, i.e. the initial references of each parameter.
Next to the N function, another attribute of nodes in aliasing diagrams is found
in the V set. This set simply contains those objects that might represent a
return value of the body being analysed. The set is also reflected visually in
the diagram of Fig. 5.3, as each object in V is marked with an asterisk (*).
Edges - As mentioned earlier, three different kinds of edges can be used in
aliasing diagrams: read, may-be-modified and must-be-modified edges. As
can be seen in Fig. 5.3, all edges have a label representing a field name. The
source node of an edge is the object containing that field, and the target node
represents the field’s value. The three types of edges can be distinguished by
looking at the field label’s prefix. If there is no prefix, it is a read edge. If it
is a may-be-modified edge, the label is prefixed with a question mark (?). If
it is a must-be-modified edge, it has an exclamation mark4 (!) as a prefix.
The R set contains all of the diagram’s read edges, described as a set of triples
containing an edge’s source, field name and target. Each of the read edges in
R represent a particular field of an object. The target of a read edge points
to the field’s value, before any modifications were made to that field. To
be more precise: before any modifications within the method body currently
being analysed. These read edges are necessary to be able to embed the alias
diagram of the callee within the diagram of the caller when processing method
calls, as a mapping needs to be made between the nodes of both diagrams. An
important property of our aliasing diagrams, which allows this embedding, is
that they are constructed such that an object can have at most one read edge
for a particular field name.
The may-be-modified edges in M indicate that a particular field of an object
may have been modified (within the method body being analysed). The target
of these may-be-modified edges points to the field’s new value, if the field was
modified. Note that, due to imprecisions in the analysis, an object can have
multiple may-be-modified edges with the same field name.
4 This

is reminiscent of using an exclamation in functional languages to indicate side effects.
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Finally, the must-be-modified edges in W specify that a field of an object must
have been modified (within the method body being analysed). The target of
these edges points to the field’s new value. As with may-be-modified edges, it
also is possible that an object has multiple must-be-modified edges with the
same field name.
Using these aliasing diagrams to determine aliases now is quite straightforward:
Any two paths that can be taken via may/must-be-modified edges (or read
edges, but only if an object has no must-be-modified edges for the same field)
may be aliases. For example, in Fig. 5.3 , @foo may alias foo; foo.f may alias
@bar.f.g; this.g may alias this.g.next.next; ...

5.2.4 Properties of aliasing diagrams
After describing the structure of aliasing diagrams, there are two properties
associated with them, which we rely on in our frame inference analysis. Both
of these properties hold by construction. That is, every rule and function that
makes up the frame inference analysis ensure that these properties continue
to hold.
The first property, defined as MayOrMust in Fig. 5.45 , is that an object cannot
have a mix of may- and must-be-modified edges for a given field. It either has
may-be-modified edges, must-be-modified edges, or neither. It would otherwise
be unclear whether or not that field must have been modified or not. This
property is essentially ensured by testing for which kinds of edges already
exist before adding a new one. Likewise, when merging (parts) of multiple
diagrams, must-be-modified edges are converted to may-be-modified edges if
it would otherwise create an ambiguous result.
The second property, defined as UniqReadPath in Fig. 5.4, is related to a diagram’s read edges: Every node in a diagram is uniquely identified by a path
of read edges, which starts from a node with a root binding. In other words,
each node with a root binding forms the root of a tree structure if we only
consider read edges. This property allows us to identify every node, which is
needed to create mappings between the nodes of different diagrams, e.g. the
diagrams of two branches in an if statement, or the diagrams of a method
caller and the callee. The UniqReadPath property follows from the manner in
which new nodes are added to a diagram. As described in Sec. 5.2.5, initially
there are no edges, only nodes with root bindings. Whenever a new object is
5 Note

102

that we use an underscore (_) to indicate a "don’t-care" value, a wildcard.

5.2 Frame inference
created via new, this only adds a new node with a root binding to the diagram,
without adding any edges. Whenever a field is accessed for the first time from
an object, a new node is created for that field value, as well as a read edge,
effectively adding a new child in the tree. Moreover, read edges are immutable,
as they are never modified or removed during the analysis. The one exception
would be an optimization step that occurs at the end of analysing a method
body, where leafs of the tree can be pruned/removed to reduce the diagram’s
size, which still preserves the tree structure.
MayOrMust(A, o)

May- and must-be-modified edges cannot be mixed
∃f : ho, f, _i ∈ W ⇒ ho, f, _i ∈
/M
∃f : ho, f, _i ∈ M ⇒ ho, f, _i ∈
/W

UniqReadPath(A, o)

There is a unique path of read edges per object
∃! v, f1 , . . . , fn : v is a root binding
and oroot ∈ N (v) and readPath(A, oroot , f1 , . . . , fn ) = o

Follow a path of read edges from o in A
ho, f, o0 i ∈ R
readP ath(A, o, f1 , . . . , fn ) =
rPath(A, o, f1 , . . . , fn ) = rPath(A, o0 , f2 , . . . , fn )
readP ath(A, o) =
o

Figure 5.4: Aliasing diagram properties

5.2.5 Intraprocedural analysis
The entire frame inference analysis is represented by the infer function:
infer(c, m, f1 , f2 , . . . , fn ) 7→ A. It computes the aliasing diagram of the given
method body c.m with formal parameters f1 , f2 , . . . , fn . Note that inf er also
applies to advice bodies, as part of compiling AspectJ to Jimple code is to
convert all advice to method bodies.
The infer function is defined by the rules in Fig. 5.5, such that there is a rule
for each kind of statement. These rules are applied in such a manner that body
c.m is traversed from beginning to end, statement per statement. Whenever a
branching statement is reached (if/loop), the body of each branch is processed
separately. Each rule inFig. 5.5 specifies how the current aliasing diagram A,
i.e. the result of processing all previous statements in c.m, will result into a
new diagram after processing the current statement. This implies that the end
result of applying infer is the alias diagram produced after processing the last
statement in c.m.
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Before discussing each rule in more detail, we should note that these rules can
make use of two different kinds of auxiliary functions. The functions in Fig. 5.8
follow a more traditional set notation to describe global operations on aliasing
diagrams, whereas Fig. 5.6 and Fig. 5.7 use graph rewrite rules [75], a visual
notation that is well-suited to describe small, local changes in graphs.
A graph rewrite rule is split into two parts, a left-hand-side (LHS) and a righthand side (RHS), separated by a white arrow. If an instance of the LHS is
found in a given alias diagram (i.e. the LHS matches), the rule is applied by
replacing this instance by the RHS, while leaving the LHS’s context intact.
This implies that, if there is a node/edge in the LHS, not present in the RHS,
that element is removed. Likewise, if there is a node/edge in the RHS, not
present in the LHS, that element is added. The nodes in graph rewrite rules
are often numbered, to make it clear how a node in the LHS corresponds to a
node in the RHS. We decided not to add these numbers, as we made sure it
already is sufficiently clear from looking at the nodes’ positions. In case nodes
or edges are missing a label in the RHS, this simply indicates that this label
remains unaltered from the LHS. Nodes or edges in the LHS can also have a
dashed linestyle (red colour); this indicates a negative application condition.
These are the elements that may not occur in the graph, in order for the LHS
to match. Finally, note that most of the rules are prefixed with a ∀ quantifier.
This indicates that the rule should be applied simultaneously to all (including
0) matches of the rule’s LHS in the diagram.
After this brief introduction to graph transformation rules, we can now proceed
to discussing the rules that make up the intraprocedural analysis in Fig. 5.5:
Initially

h{@this 7→ {othis }, f1 7→ {o1 }, @f1 7→ {o1 }, . . . ,
fn 7→ {on }, @fn 7→ {on }}, ∅, ∅, ∅, ∅i
where o1 , . . . , on are the formal parameters of c.m
v =w
copy(remName(A, v), v, w)
v = w.f
read(remName(A, v), v, w, f )) where v 6= w
v.f = w
store(remField(A, v, f ), v, w, f )
v =new c
new(remName(A, v), v)
if(){p }else{q }
merge(A[p], A[q])
loop(){p }
merge( . . . merge(merge(A, A[p]), A[p; p]), . . .))
v = o : c0 .m0 (a1 , . . . , an ) embed(A0 , A, v, hthis, oi , ha1 , f1 i , . . . , han , fn i)
where infer(c 0 , m 0 , f1 , . . . , fn ) = A0
return v
return(A, v)
Finally
prune(A)

Figure 5.5: Rules defining infer(c, m, f1 , . . . , fn ) 7→ A
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V : w∈V

V ∪v

∀

(a) copy(A, v, w)

f

∀

V −v

V : v∈V

(b) remName(A, v)

f
{v}

V :w∈V

!f
f || ?f

∀

V :w∈V

V0

V 0 ∪ {v}

V0

V 0 ∪ {v}

!f

∀

V :w∈V

(c) read(A, v, w, f )

!f
V0 :w ∈V0

V :v∈V

!f

∀

6=

∀

6=

W : v∈W

!f

V0 :w ∈V0

V :v∈V
W : v∈W
∀

6=

∀

V :v∈V

!f
?f
V0 :w ∈V0

(d) store(A, v, f , w)

Figure 5.6: Aliasing diagram rewrite rules
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W : v∈W
6=

∀

?f ||!f

V : v∈V

(a) remField(A, v, f )

?f
||

alap

!f

f

(b) prune(A)

V : @w ∈ V

{v, @w}

(c) new(A, v)

∀

∗
V : v∈V

(d) return(A, v)

Figure 5.7: Aliasing diagram rewrite rules (continued)
Initially - Initially, the aliasing diagram only contains nodes to represent the
this object, and all formal parameters of c.m. The root bindings (indicated
with the @ prefix) of each formal parameter are present as well. The graph
contains no edges yet.
Assignment - While there are four different kinds of assignments, the general
idea is similar for all four: As the LHS of the assignment will be modified, the
old aliases of the LHS are removed first. Next, new aliases are created such
that the LHS now points to the RHS.
v = w assignment: In case of a v = w assignment, the only change that
occurs is that the variable named v now refers to a different object. First, the
remName rewrite rule in 5.6b is applied, which removes all occurrences of v
in any nodes of A. The copy rule in 5.6a then adds v to all nodes that the w
name refers to. If w is a literal, the copy rule simply does not match, so it is
never applied, meaning that v no longer appears in the graph.
v = w.f assignment: This type of assignment similarly does not modify
any objects, but only moves around variable names. The remName rule first
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removes all occurrences of v. The read rule is applied next, which consists
of three different cases: First, if the object representing the value of w.f has
not been created yet, it is created now together with a read edge. Second, if
the value of w.f has only been read, or may-be-modified (i.e. there are no
must-be-modified edges) that read/may-be-modified edge is used to add v to
the value of w.f . Third, if there is a must-be-modified edge, only that edge is
used to add v to the current value of w.f . Finally, we should note that using
remName and read will only work if v and w are different names. In case v
and w are the same (e.g. when iterating through a list), this can be described
in a slightly more complex variant (not shown here) in which we first attach
the name $new_v to the objects representing the new value of v, then remove
all old occurrences of v, then rename $new_v to v.
v.f = w assignment: A field assignment is the only kind of assignment that
actually modifies the contents of objects. The remField rule first removes the
old value(s) of the v.f field, which reflects that our analysis is able to perform
strong field updates. However, this can only be done if there only is one
object that is referred to as v. This is specified in the rule’s LHS by explicitly
indicating that there may not be a second, different object node named v in
the diagram. In case it is unclear which particular one object v refers to, i.e. if
there are multiple objects named v, then the v.f = w assignment will modify
one of those objects, but we cannot determine which one will be modified, and
which ones not. As such, the old value of v.f is preserved.
After applying remField, the store rule is applied next, which consists of three
cases: First, in case we are certain there is only one object named v, we are
certain that the f field of this object must be modified, and add a mustbe-modified edge. In the second case, there may be multiple objects named
v, but if the object in the rule’s LHS has a must-be-modified edge (with a
different value), we know that the f field of this particular object must have
been modified in the past. This fact remains true, regardless of the current
assignment. Keep in mind that a must-be-modified only ascertains that a field
of the source object must be modified; the field’s value might be the target
object. As such, we can add a must-be-modified edge. In the third and final
case, there are multiple objects named v in the diagram, and the v object
that matched does not have a must-be-modified edge. As it is not possible to
determine in which one object that field f will be modified, we add a may-bemodified edge.
v = new c assignment: In case of an instantiation, the new rule is applied
once to create a node representing the newly instantiated object. Aside from
assigning it the v name, we also give the new object a root binding @w. This
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name must be unique in the diagram, as it may not occur in the rule’s lefthand-side. This root binding is needed such that we can create a mapping
between all objects when merging two aliasing diagrams. This mapping is
defined on an objects reachability from a root binding, and objects created via
new may not be reachable from the formal parameters’ root bindings.
Merge two aliasing diagrams
∀v s.t. N (v) = O and N 0 (v) = P : N 00 (v) = O ∪ P
Wun = W ∪ W 0
∀osrc , f, otgt s.t. (hosrc , f, otgt i ∈ Wun
and hosrc , f, _i ∈ W and hosrc , f, _i ∈ W 0 )
merge(A, A0 ) =
: hosrc , f, otgt i ∈ W 00
M00 = (M ∪ M0 ) ∪ (Wun − W 00 )
merge(A, A0 ) = hN 00 , R ∪ R0 , M00 , W 00 i
Test whether o in A and o0 in A0 are the same object
∃v, f1 , . . . , fn : v is a root binding
and oroot ∈ N (v) and o0root ∈ N 0 (v)
0
0
eq(o, A, o , A ) =
and readPath(A, oroot , f1 , . . . , fn ) = o
0
and readPath(A0 , oroot
, f1 , . . . , fn ) = o0

Figure 5.8: Auxiliary global functions
Conditional - The result of processing an if statement is produced by merging
the two alias diagrams of its if-and-else branches. The A[p] notation is used to
denote the aliasing diagram that is produced after processing the statements in
p, given diagram A. The actual merging operation is defined by the functions
in Fig. 5.8. First, we need to establish how the objects in one graph correspond
to those in the graph that we wish to merge. This is defined by the eq relation6 .
It states that two objects, each in their own aliasing diagram, are equal if and
only if there is a path of read edges that can be followed in both diagrams,
starting from the same root binding. This relies on the UniqReadPath property
of aliasing diagrams discussed in Sec. 5.2.4. Even if two object nodes were
created separately in each diagram during the execution of each branch, they
must be the same objects if they are reachable from a root binding via the
same immutable path. Note that our implementation of the analysis does not
literally implement an equivalent of the eq relation, as this would result in
6 For

conciseness, if a relation or function is defined in terms of an aliasing diagram A, the
definition implicitly includes A = hN , V, R, M, Wi to make the diagram’s components
available.
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poor performance. The analysis simply generates a unique id number for each
node when it is created, making it easy to identify each object.
The operation to merge two diagrams is defined by the merge function: The
names attached to each object are combined by union. All read edges are
combined by union. In case of must-be-modified edges, we only retain those
must-be-modified edges, where if there is a must-be-modified edge from osrc
with field f in one diagram, there also is a must-be-modified edge from osrc
with field f in the other diagram. The target object is allowed to differ in
both edges: If a field of a particular object must have been modified in both
diagrams, even though the field value may differ, the fact remains that the
field must be modified. Finally, may-be-modified edges are merged by union.
Additionally, must-be-modified edges which are not part of W 00 are converted
into may-be-modified edges as well. The intuition here is that, if a field must
be modified in one diagram, but may only be read or modified in the other
diagram, we should conclude the field may be modified in the merged diagram.
Loop - This rule is similar to conditionals, in that it also makes use of the
merge function. The diagram in which the loop body is not executed, is
merged with the diagram in which the loop body is executed once, which is
then merged with the diagram where the body is executed twice, and so on.
We continue to merge with the next iteration of the loop body, until either a
fixpoint is reached or a user-defined maximum number of iterations. In case
we do reach this maximum, the diagram of zero iterations is compared to that
of the maximum number of iterations. For every may/must-be-modified edge
pointing to an object that only appears in the maximum-iterations diagram,
we add a may-be-modified edge with the same source and field name, but
pointing to a special "any-node". This any-node can represent any one of the
program’s objects. Any variable names that were re-assigned in the loop body
are also bound to the any-node. These changes (not shown in Fig. 5.5) add
imprecision to the analysis, but ensure it remains sound.
Calls - As mentioned before, because we assume modular reasoning in our
frame inference analysis, we only consider the static type of the receiver when
analysing method calls. We first obtain the aliasing diagram of body c0 .m0 ,
where c0 indicates the static type of the receiver, using the infer function.
Once this is done, the resulting aliasing diagram A0 can be embedded into
the current diagram A within c.m. This embedding process represents the
interprocedural part of the frame inference analysis, and is detailed in the
next section. Note that, in case a recursive call is made, a similar process
to processing loops takes place (not shown in Fig. 5.5): To simulate the base
case, we first produce the resulting aliasing diagram A0 for the c.m body in
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which any recursive calls are ignored. Next, we process c.m once again, but we
now embed A0 whenever the recursive call is made. This results in A1 . The
body is processed again, now embedding A1 at recursive calls, resulting in A2 ,
and so on. This continues until either embedding the recursive call no longer
changes the diagram, or until a user-defined maximum is reached. In case the
maximum is reached, any modifications made to new objects produced by the
embedding will also point to the any-node.
Return - When variable v is returned, all objects that v might refer to are
added marked as a return value.
Finally - Once all statements in c.m have been processed, the prune rule in
5.7b is used to try and reduce the size of the aliasing graph. This is done
by removing those nodes which have no outgoing edges, and only have a read
edge as an incoming edge. Such nodes can be safely removed, as it does not
provide any aliasing information, or information on variables being modified.
This is the only rule prefixed with the alap keyword7 . It indicates that the
rule should be applied repeatedly (not simultaneously) until no more matches
of its LHS can be found. If multiple matches are found, one is chosen nondeterministically.

5.2.6 Interprocedural analysis
To complete the frame inference analysis, we should also provide its interprocedural analysis. This interprocedural part has already been referred to as
the embed function within the call rule of the intraprocedural analysis. This
function takes the aliasing diagram of a particular method body, and embeds it into a diagram where that method body is about to be called. We
have described this embed function, along with the functions it depends on,
as pseudocode in Fig. 5.9. The work performed by this function is split up in
two steps: First, using the computeMapping helper function we construct a
mapping from the objects in Acall , the resulting diagram of the called method
body, to the objects in Actxt , the diagram of the calling context, before the
method call is made. Second, the adjustEdges function is used to transfer the
may/must-be-modified edges of Acall to Actxt .
Object mapping - The object mapping created in computeMapping is stored
in µ : Obj 7→ Obj, mapping each object in Acall to a set of objects in Actxt .
7 This

keyword, which we borrowed from the Groove [73] graph transformation tool, stands
for “as long as possible".
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embed(Acall , Actxt , v, ha1 , f1 i , . . . , han , fn i) {
µcall2ctxt := computeMapping(Acall , Actxt , ha1 , f1 i , . . . , han , fn i)
µctxt2call := inverse map of µ (objects in Actxt map to sets of objects in Acall )
for(octxt in dom(µctxt2call )) {
Actxt := adjustEdges(octxt , Acall , Actxt , µcall2ctxt , µctxt2call )}
Nctxt (v) := ∅
for(oret in Vcall ) {
Nctxt (v) := Nctxt (v) ∪ µcall2ctxt (oret )}
return Actxt }
computeMapping(Acall , Actxt , ha1 , f1 i , . . . , han , fn i) {
µ := ∅
for(o in {o | ∃v : v is a root binding and o ∈ Ncall (v)}) {
if(∃ hai , fi i : hai , fi i ∈ {ha1 , f1 i , . . . , han , fn i} and o ∈ Ncall (@fi )) {
µ(o) := Nctxt (ai )
} else {
µ(o) := {newObject(Actxt )}}}
workList := Rcall
while(workList 6= ∅) {
∃ hosrc , f, otgt i : hosrc , f, otgt i ∈ workList and µ(osrc ) 6= ∅
for(o0src in µ(osrc )) {
0
if(curValue(Actxt , osrc
, f ) 6= ∅) {
0
µ(otgt ) := µ(otgt ) ∪ curValue(Actxt , osrc
,f)
} else {
0
otgt := newObject(Actxt )
µ(otgt ) := µ(otgt ) ∪ {o0tgt }
Rctxt := Rctxt ∪ { o0src , f, o0tgt }}}
workList := workList − hosrc , f, otgt i}}
adjustEdges(octxt , Acall , Actxt , µcall2ctxt , µctxt2call ) {
for(f in {f | ∃osrc : osrc ∈ µctxt2call (octxt ) and hosrc , f, _i ∈ (Mcall ∪ Wcall )}) {
hMmrg , Wmrg i := mergeEdges(octxt , f, Acall , µinv )
if(Wmrg 6= ∅ and @o0 , ocall : octxt 6= o0 and ocall ∈ µctxt2call (octxt ) and ocall ∈ µctxt2call (o0 )) {
Mctxt := Mctxt − {e | e = hoctxt , f, _i and e ∈ Mctxt } ∪ mapEdges(Mmrg , octxt , µcall2ctxt )
Wctxt := Wctxt − {e | e = hoctxt , f, _i and e ∈ Wctxt }} ∪ mapEdges(Wmrg , octxt , µcall2ctxt )
else {
Mctxt := Mctxt ∪ mapEdges(Mmrg ∪ Wmrg , octxt , µcall2ctxt )}}}
return Actxt }
mergeEdges(octxt , f , Acall , µctxt2call ) {
mayEdges := {e | ∃ocall : e = hocall , f, _i and ocall ∈ µctxt2call (octxt ) and e ∈ Mcall }
mustEdges := {e | ∃ocall : e = hocall , f, _i and ocall ∈ µctxt2call (octxt ) and e ∈ Wcall }
if (∀ocall ∈ µctxt2call (octxt ) : ∃ hocall , f, _i ∈ Wcall ) {
return hmayEdges, mustEdgesi
else {return hmayEdges ∪ mustEdges, ∅i}}
mapEdges(edges, octxt , µcall2ctxt ) {
mapped := ∅
for(h_, f, otgt i in edges) {
mapped := mapped ∪ { octxt , f, o0tgt | o0tgt ∈ µcall2ctxt (otgt )}}
return mapped}
curValue(A, o, f ) {
if (ho, f, _i ∈ W) {return {ho, f, o0 i | ho, f, o0 i ∈ W}
} else if (ho, f, _i ∈ M) {return {ho, f, o0 i | ho, f, o0 i ∈ M ∪ R}
} else if (ho, f, _i ∈ R) {return {ho, f, o0 i | ho, f, o0 i ∈ R}
} else {return ∅}}

Figure 5.9: Functions of the interprocedural analysis
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This mapping is constructed by starting at the nodes with a root binding.
In case the root binding corresponds to a formal parameter in Acall , this is
mapped to the corresponding actual parameter in Actxt . Otherwise the root
binding must represent a newly allocated object that was created via new
during the execution of the method body. In this case, newObject (definition
not shown) creates a corresponding new object in Actxt and returns this new
object, such that it can be added to the mapping. Once all objects with root
bindings are mapped, the remainder of the mapping is constructed by visiting
all read edges in Acall . Starting from the root bindings, all nodes in Acall
can be uniquely reached via its read edges. If the mapping of the source node
in a read edge is already known, we can now determine the mapping of the
target node. Keep in mind that a read edge represents the value of a field,
before any modifications are made to that field (in the method body that
Acall represents). The key intuition here is that these particular field values
are equal to the current field values in Actxt , as this diagram represents the
calling context before the method body is executed. Retrieving the current
value of a field is done using the curValue function. Keep in mind that, as
our inference analysis has imprecisions, there can be multiple possible objects
representing the current value. If the given object has must-be-modified edges,
the targets of those edges are the field’s current value. If not, the targets of any
may-be-modified edges are the current value. If there are no such edges, the
target of the read edge is the current value. Lastly, if there is no read edge, the
field value has never been accessed yet in Actxt . In that case, computeMapping
will create a new object and a new read edge for it. Once we have traversed
all read edges in Acall , all of its objects will be visited as well and our object
mapping is now finished.
Edge transferral - After determining the mapping between the objects of
Acall and Actxt , all that remains is to update the field values in Actxt to their
new values after the execution of the method call, as described in Acall . This is
done by iterating over all objects in Actxt , which have a corresponding mapping
to Acall . For each of these objects, adjustEdges is called. In this function, we
iterate over each of this object’s fields (which may/must have been modified by
the method call). Note that an object in Actxt may map to multiple objects in
Acall . This is possible because two or more actual parameters in the method
call can be related. For example, the same object may be passed into a function
call as two actual parameters. Likewise, one actual parameter may be a field
of another actual parameter. Because an object in Actxt can map to multiple
objects in Acall , their field values should be merged, to obtain the updated field
value in Actxt . The mergeEdges function gathers all may/must-be-modified
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edges of these mapped objects. What is important here is that a must-bemodified edge of a field can only remain must-be-modified if one occurs in all
mapped objects. If not, they are converted into may-be-modified edges. Once
mergeEdges has finished gathering edges, we will test whether it is safe to
remove the old field value of the current object in Actxt . This is only possible
when two conditions are met: First, the new field value should be determined
by must-be-modified edges (Wmrg 6= ∅). Second, there may not be a second
object in Actxt that maps to the same object in Acall . Otherwise, (part of)
the new field value would be transferred to multiple objects in Actxt , and it
is unsure which of those objects will get this new value. As such, if these two
conditions are not met, the old field value may not be removed for our analysis
to remain sound. Note that, when transferring the new field values to Mctxt
and Wctxt , we use the mapEdges function to map the source and target objects
of each edge to Actxt .
Return value - Finally, after updating all the necessary field values, embed
concludes by transferring the possible return values of the executed method to
Actxt . This is done by assigning the v name to the mappings of all objects in
Vcall .

5.2.7 Inferring assignable clauses
Applying our frame inference analysis to a given method body will produce a
final aliasing diagram, after processing each of they body’s statements. Using
this diagram, we can infer (an overapproximation) of the method body’s assignable clause, which lists those fields that may have been modified. In turn,
this information can be used to determine the frame condition, which lists what
will not be modified. Determining the assignable clause is defined in Fig. 5.10:
What is important about this clause is that it is part of a method body’s
public specification. As such, the clause should be relevant to developers who
want to call that method. This means the clause should be specified in terms
of the method’s pre-state, and in terms of what is publicly accessible, i.e. the
method’s formal parameters and the containing class’s (public) fields. The
assignable function takes all this into account by producing all v.f1 .f2 . . . . .fn
paths, starting from a root binding, where all but the last edge are read edges.
The last edge must be a may/must-be-modified edge. Each of these paths is
relevant in the method’s pre-state: It starts from a root binding, which refer to
the formal parameters / this in the pre-state. Likewise, read edges refer to field
values before any modifications are made, i.e. the pre-state. Only the very last
edge on the path represents a modification, which is what we are interested
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in. If any of there other edges on the path would be a may/must-be-modified
edge, the last edge would no longer represent a modification in the pre-state,
which is undesired. Moreover, it can be considered redundant information, as
the last edge represents a modification of a field, which is (in)directly part of
another object that is already modified.
assignable(A) = Obtain fields that may/must be changed in A
{v.f1 .f2 . . . . .fn | v is a root binding of a formal parameter or this
and oroot ∈ N (v)
and readPath(A, oroot , f1 , . . . , fn−1 ) = o
and ho, fn , _i ∈ (M ∪ W)}

Figure 5.10: Inferring an assignable clause from a diagram
Finally, while not the focus of our analysis, note that the aliasing diagram
can also be used to infer so-called accessible clauses, which describe the fields
that may be accessed during the execution of a method. As objects are only
created in an aliasing diagram when they are accessed, all possible paths of read
edges starting from a root binding represent the method’s accessible clause.
Similar to assignable clauses, an accessible clause can also provide helpful
information in (semi-)automatic formal verification or software parallelization.
For example, it can be used to determine that one method is not modifying
any of the fields that another method reads, meaning that they can be safely
executed simultaneously.

5.3 Comparing frames between advice and advised
methods
After presenting our frame inference analysis, we can now make use of it to
study the inferred frame conditions in the context of modular reasoning and
AOP. To reiterate, our aim is to answer the question: How often does an, otherwise ASP-compliant, advice make modifications that go beyond the frame
conditions of the methods it advises? We have done this using a suite of six
existing AspectJ applications. These applications, together with the study’s
results, are listed in Tab. 5.1. As none of these applications have any specifications for them, we have used our frame inference analysis to deduce the
frame conditions of the necessary method and advice bodies. Note that, as the
analysis is compositional, it was not necessary to analyse every single body to
obtain those frame conditions we are interested in.
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In particular, we are interested in the frame condition of every advice, as well
as those of the method bodies they can advise. These method bodies can
be determined by essentially examining the call and execution constructs in
pointcuts. In case of an advice with a call pointcut, which matches based on
the static type of the receiver, the method bodies it can advise correspond to
the method body mentioned in the pointcut, including all overriding method
bodies. In case of an execution pointcut, which is based on the receiver’s
dynamic type, an advice can potentially advise any method call that calls
the method mentioned in the execution construct, disregarding whether that
method is declared in an ancestor or descendant class of the type mentioned
in the construct. As such, we consider the class where the mentioned method
is first declared (i.e. it is non-overriding), and include all overriding versions
of that method. In addition to call and execution, AspectJ pointcuts can
also make use of constructs such as within or withincode to restrict the range
of a pointcut to e.g. methods within a particular package. This information
can also be used to reduce the number of methods that need to be considered
per advice.
Name
AJHSQLDB8
AJHotDraw9
Healthwatcher10
MobileMedia11
SpaceWar12
Telestrada13

LOC
62692
21046
5898
3870
1383
3947

Advice
106
47
73
77
13
46

ASP
55
43
64
54
11
22

Bad frames
12/22
13/13
3/3
5/8
0/0
0/0

Description
SQL database engine
Framework for 2D drawing applications
Web-based health information system
Software product line for multimedia editing
Example bundled with AJDT
Traveller information system

Table 5.1: Overview of frame condition comparisons

After determining the method bodies that correspond to each advice, the frame
inference analysis is used to obtain the assignable clause of each of these bodies, as described in Sec. 5.2.7. Finally, the frame condition of each advice is
compared to those of the bodies it advises, to look for any cases where an advice is modifying more variables than one or more of its bodies. More precisely,
for each variable v.f1 .f2 . . . . .fm that appears in the advice’s assignable clause,
the same variable, or a prefix, (v.f1 .f2 . . . . .fn , where m ≥ n) should occur
in in all bodies it advises. The exception to this rule is that we additionally
5 AJHSQLDB

source: http://sourceforge.net/projects/ajhsqldb
source: http://ajhotdraw.sourceforge.net
7 Healthwatcher source: http://www.kevinjhoffman.com/tosem2012
8 MobileMedia source: http://sourceforge.net/projects/mobilemedia
9 Spacewar source: http://www.eclipse.org/ajdt
10 Telestrada source: http://www.kevinjhoffman.com/tosem2012
6 AJHotDraw
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allow advice to make modifications to the enclosing aspect’s private fields and
private inter-type-declared fields, as we assume modifications to these members have no effect beyond the aspect. Note that the interface of an advice is
also matched up to the interface of the bodies it advises. That is, we take into
account the this, target and args pointcut constructs to map the receiver of
the method call and its arguments between the advice and the advised method
bodies.
The analysis itself, and the process to retrieve the necessary advice and the
bodies they advise has been implemented in Clojure, using the Ekeko [27] metaprogramming library and GASR [33], an Ekeko extension that adds AspectJ
support. Ekeko is built on top of Eclipse and the Soot framework, and makes
it possible to query, transform and analyse Java and AspectJ code. While
we have not extensively tested the performance characteristics of the analysis,
initial results seem promising. For example, analysing all 47 advice bodies
(and the bodies reachable from them) in AJHotDraw requires less than half
a second; analysing all11 bodies in the project takes about 12.6 seconds. We
prefer to defer testing the analysis’s scalability to future work using a suite of
regular Java applications, as there are far more and larger-scale existing Java
applications.
The results of our study are presented in Tab. 5.1. The columns of this table
respectively present the lines of code in each project, the total number of
advice; the number of ASP-compliant advice, and the number of advice that
modify more variables than the bodies they advise (among ASP-compliant advice / among all advice). We should note that the number of ASP-compliant
advice for each project is somewhat open to interpretation: as none of the
projects have any specifications written for them, we determined whether or
not each advice can be considered ASP-compliant by manually examining the
project’s source code. It turns out that the majority of advice can be considered ASP-compliant in most projects, which is of course highly dependent
on the kinds of crosscutting concerns being implemented: profiling, caching,
undo/redo functionality, exception handling (catching an exception and rethrowing a more specific one), persistence, adding additional user interface
elements, ... all make their appearances in these projects and are often written in an ASP-compliant manner. Of these ASP-compliant advice, in most
projects only a reasonably small portion of these advice modify more variables
than allowed. In most cases, any modifications made by an advice are to the
enclosing aspect’s fields or inter-type-declared fields. When too many variables
11 This
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5.4 Related work
are modified, this refers to either a field in one of the advice’s arguments (that
is not modified by its advised bodies), or to an inter-type declaration that is
not owned by the enclosing aspect (, but often by another advice in the same
package).
While the size of our study is fairly small, these results provide a rough indication that only small measures need to be taken to restore modular reasoning once frame conditions come into play. One option is to simply use an
@advisedBy clause to become aware of the otherwise ASP-compliant advice
modifying too many variables. Another option might be based on the use
of data groups [56]: A method’s assignable clause can specify that a certain
"data group" is allowed to be modified, which essentially represents a group
of variables that is allowed to be extended with additional variables by overriding methods. Perhaps data groups should also be allowed to be extended
by advice as well. Yet another option would be to use an ownership type and
effect system [19, 3, 25], which makes it possible to curb the effects of modifications to a particular area of the source code. It would however be preferable
to keep such a system lightweight, such that extending types with ownership
information only needs to be done where it proves useful.

5.4 Related work
Frame inference and purity analysis - Our analysis is most closely related
to that of Salcianu and Rinard [76]. It can detect whether a methods is pure,
and can produce regular expressions to describe which modifications a method
might make. Like our analysis, it also is compositional. Their analysis only
depends on a may-alias analysis however, which does not allow for strong field
updates. What is also noteworthy is that their work, as well as the work
on which their analysis is based [88], uses a visual notation akin to graph
rewrite rules to informally explain the analysis’s rules. Our work uses graph
rewrite rules to formally specify the analysis’s rules where we consider it more
intuitive.
Kogtenkov et al. [50] focus on inferring frame conditions in Eiffel applications.
While their inference analysis is not compositional or considers a may-must
distinction, it is simpler as the Eiffel language does not allow for remote field
updates, i.e. it only allows directly modifying fields of the this / self object.
Rakamaric and Hu [69] present a technique to infer frame conditions in C
programs. While C programs are not concerned the distinction of static and
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dynamic type in method calls, their analysis has to deal with e.g. pointer
arithmetic. Consequently the data structure graph used in the analysis is quite
different from our graphs, as they are a closer representation of the program’s
memory.
The CHASE [16] tool does not infer frame conditions, but it checks whether
or not existing JML assignable clauses are correct. As the analysis assume the
clauses of method calls are correct, this tool mainly performs an intraprocedural analysis.
The work of Taghdiri et al. [81] not only performs frame inference, but it
also serves to describe the modifications made by a method in terms of the
method’s prestate. This is done by symbolically executing the method. As
the analysis is context-sensitive, the summaries produced for each method do
depend on the context in which it is called.
Data-flow analysis in AOP - A number of similar data-flow analyses have
been performed in the area of AOP: Alperin-Tsimerman and Katz [4] use dataand control-flow analysis to detect whether aspects are able to detect certain
classes of LTL properties. In this manner they can categorize aspects, e.g.
whether or not they are able to modify the state or control flow of the base
system.
Weston et al. [86] focus on detecting interactions among aspects. This is done
using a definition-use analysis, which associates the assignment of a variable
to all potential places where that modified variable might be used.
Xu and Rountev [90] present a control- and dataflow representation to be
used in interprocedural dataflow analyses. This representation is used in an
effect analysis, based on a context-sensitive, flow-sensitive must-alias analysis.
While this effect analysis allows for strong updates, it may miss effects due to
its dependence on a must-alias analysis.
Modular reasoning in AOP - The work of Clifton et al. [26] is also concerned with frame conditions in the context of modular reasoning and AOP.
Whereas we informally mention that an aspect is still allowed to modify its
own fields without breaking modular reasoning, their work goes into more detail within this area: They provide an ownership system in the form of concern
domains, to ensure the effects of an aspect are restricted to a concern domain,
and cannot spread to the base system.
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5.5 Summary
This chapter has discussed the use of frame conditions in the context of modular reasoning and ASP-compliant advice. As manually specifying frame conditions can be an error-prone process, a large portion of this chapter was
dedicated to presenting a frame inference analysis. This may/must-analysis is
flow-sensitive, compositional and can be used to produce aliasing information,
assignable and accessible clauses for methods and advice.
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6 Summary and outlook
This thesis started out from the observation that the execution of an advice
can be considered a form of substitution, similar to the dynamic type substituting for the static type in method calls. Following this observation, we
developed an approach to modular reasoning that is both familiar to OOP developers, and also covers most constructs that are available in aspect-oriented
languages. We have developed this approach in the context of our ContractAJ
language, which is minimal and simultaneously representative for AOP by
unifying several aspect-oriented concepts with object-oriented ones. We have
provided the syntax and formal semantics for this language. Our approach
to modular reasoning was shown to be sound for ContractAJ programs, when
considering pre-and postconditions. This takes into account call and execution pointcuts, pointcuts that can only be determined at runtime, higher-order
advice, (non-)proceeding around advice, overriding advice and first-class aspects. We have provided two means to ensure this approach is used correctly:
a runtime and a static version, each of which have their own strengths and
weaknesses. The runtime contract enforcer can test whether the system’s
implementation satisfies its specification, in accordance to our approach to
modular reasoning, but only does this for one execution at a time. The static
version only tests whether the specifications themselves satisfy the approach to
modular reasoning, but it does this exhaustively. Finally, we have also studied
frame conditions in the context of AOP. To obtain these frame properties, we
presented a flow-sensitive, compositional frame inference analysis. Not only
does it infer which variables may be modified by a given method/advice, it
additionally infers which variables may have been accessed, which variables
must have been modified.
Based on the work in this thesis, several directions of future research can be
explored:
Quantification and modular reasoning - One open problem is the fact
that, in order to satisfy the advice substitution principle, or to determine the
behaviour of a proceed call, an advice has to consider all method bodies it
might advise. As pointcuts are a quantification mechanism, the number of
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different methods that should be taken into account can become quite large.
This raises the question of whether or not it is sufficient to rely on tool support
to test whether or not the ASP is satisfied. A hypothesis that might soften
the blow of this problem is that, if an advice advises a larger amount of different method bodies, the amount of coupling between the advice and those
bodies becomes smaller. After all, the amount of commonalities among the
interfaces of different join point shadows can only shrink as the number of join
point shadows matching with a pointcut grows. To bind any variables in a
pointcut, only the commonalities can be addressed. Consequently, we suspect
the amount of coupling should drop, but more research should be done to test
this hypothesis.
Nonetheless, if reasoning about a large amount of join point shadows proves
difficult, this may warrant some changes at the language level to alleviate
this problem. While languages like Ptolemy [67] or constructs such as join
point interfaces [43] introduce an intermediate interface between advice and
the methods they advise, this shifts the problem and creates a different set
of questions: How and when should these intermediate levels be designed to
be provide sufficient freedom towards advice, yet also sufficiently restrictive
towards the bodies of code that allow themselves to be advised. Additionally,
do these intermediate interfaces still allow for obliviousness where it is desired?
How many levels of indirection are too many?
Pointcut fragility - Another facet of advice having to interface with a potentially large amount of methods is concerned with the pointcut fragility
problem [52]. It certainly is possible to statically determine which method
bodies a pointcut may match with as this is needed, for example, to perform
compile-time weaving. However, which bodies match with a given pointcut
may change as the source code of an application evolves, and such changes are
outside the pointcut’s control. This is similar to a subclass having no control
over how its ancestor classes will evolve, but this problem is amplified in the
context of pointcuts, as they are a quantification mechanism. One improvement that should be conceptually straightforward to implement is to provide
tool support that warns the developer whenever new matches are found for a
particular pointcut as the application evolves. If anything, this can prove a
useful aid in determining cases that are prone to introducing new bugs. In addition, it can serve as a reminder for the pointcut’s developer to check whether
this pointcut still produces the desired matches. While there are suggestions
to make pointcuts more stable by avoiding to specify the desired join points
in terms of fragile entities like class and method names, the fact remains that
source code evolves, so we would argue that a perfectly stable pointcut does
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not exist. As such, we argue an interesting general direction of future work
would be not to focus on making pointcuts (appear) as stable as possible, but
rather to embrace change and to focus on what can be done to deal with change
as swiftly as possible to ensure the entire system still behaves as desired.
Beyond AspectJ - Another direction of future work would be to apply our
approach to modular reasoning to a wider range of languages than AspectJ-like
languages. That is, pointcut-and-advice flavoured aspect-oriented languages,
which extend object-oriented languages. One axis of exploration are the several variants on aspect-like constructs: subject-oriented programming [39],
composition-filters [12], context-oriented programming [42], role-oriented programming [40], feature-oriented programming [10], ... Another axis would be
the many different kinds of base languages that can be extended with aspects.
An AOP extension can be written for virtually any language, as is evidenced
by the vast array of languages for which an AOP extension already exists. It
does not even have to a programming language, as shown by the existence of
the domain-specific aspect language (DSAL) community and AOP extensions
for languages like petri nets, SQL, Matlab, UML, XML, ... If some notion of a
join point can be defined for a language, it does not even have to a dynamic1
one, it should be possible to define an AOP extension for it. This is possible,
as pointcuts are defined in terms of join points, and advice (bodies) are defined
in terms of the base language. Trying to define this essence of AOP in itself
is an interesting research direction, but the common theme across this axis of
different base languages and the axis of different aspect-like constructs seems
to be that there is a quantification mechanism (optionally with a notion of
obliviousness) expressed in terms of some notion of join points. This quantification mechanism is at the heart of what makes aspects powerful, but can
simultaneously quantify the amount of effort needed to ensure that modular
reasoning is possible.
Frame inference and performance - Next, the work on frame inference
analysis also opens up a few paths of future work. A direct path is to use the
analysis to look for any opportunities where advice can run concurrently to the
base system. Another would be to test whether or not a before/after advice is
able to preserve the effects of their implicit proceed call. A more indirect path
we are interested in is to improve the runtime performance of frame inference,
and other kinds of static program analyses such that they eventually become
viable tools included in the average’s developer’s arsenal. The current kinds
1A

join point is often considered a point in time / the control flow during the execution of
a program. However, in some AOP extensions a join point is a static entity, a particular
location in the source code.
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of analyses are either quick intraprocedural analyses to detect local potential
errors, or more heavy-weight whole-program analyses that should be restarted
from scratch on each use. We have designed our frame inference analysis to
take into account the fact that software evolves, as it is compositional and can
be used in an incremental and on-demand fashion. Our goal is that all frame
conditions can be kept up-to-date seamlessly while the developer hardly ever
notices an analysis may be running in the background. While we used frame
conditions in the context of modular reasoning, our reasoning is that the presence of frame conditions in itself already provides very valuable documentation
to developers, such that they can tell at a glance what a method/advice might
modify. In general, we’d like to push towards more seamless integration of
interprocedural analyses in the developer’s workflow, such that these analyses
can provide near-instantaneous answers to more complex questions about a
system’s source code. For example, current IDEs often do not go much further
than answering questions like "Where is this method called?". This is only
a primitive means to answer equally valid, but more complex questions like
“Given this line of code, where might this particular object be last modified?"
or "Can this line of code ever be reached from this method body?". It would
be no surprise if developers have spent countless hours in trying to answer
such questions by manually inspecting source code. We believe the key to
make this possible is to focus not only on incremental and compositional analyses, but to offload (and distribute) the heavy lifting to remote servers. This
seems especially viable for large software projects, as the majority of the code
base is the same for each developer, allowing for a great amount of reuse in a
compositional analysis’s results.
Arguing semantics - Finally, we’d like to argue that the term “aspectoriented programming” is a misnomer. The name strongly suggests that AOP
is a programming paradigm, much like object-oriented, functional or logic
programming. However, there is an unspoken rule within the research community not to call AOP a programming paradigm. Instead, AOP is often
called something nondescript, e.g. it is a “kind of language”, a “type of language”. Moreover, it is clear that AOP in itself is something crosscutting. This
is shown by the fact that an AOP extension can be written for a vast array of
languages, as discussed earlier.
As such, our hope is that the term aspect-oriented programming is allowed to
settle in the dust, and eventually fades into history. No new term needs to take
its place; we can simply think of pointcuts, advice and inter-type declarations
as language features, in the same vein as closures, mixins, traits, delegation, ...
Either a language has a particular feature or it does not, but a feature does not
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necessarily represent a fundamentally new way of thinking; it is not a paradigm
shift. An object-oriented language with a pointcut-advice mechanism still is
an object-oriented2 language. It could be called an aspect-oriented language,
which is what is currently done. However, this overemphasises aspects, as
the vast majority of modules in a typical “aspect-oriented” system still are
plain old OOP classes. While aspects, by their very nature, can affect a very
large part of the system, only a small fraction of the system really consists of
aspects.
We’d even like to argue that “aspect” is a redundant term. As evidenced
by EOS-U, CaesarJ and ContractAJ, an aspect is nothing more than a class
that can also contain pointcuts, advice and inter-type declarations3 as its
members. There is no fundamental reason why the aspect keyword needs
to exist. AspectJ uses the aspect keyword to be able to impose restrictions,
such as the limited control over instantiating aspects or limited inheritance
between aspects, which allows for some under-the-hood simplifications and
creates a clear distinction between what is familiar and what is alien to an
OOP developer. However, developers should then know about all of these
peculiar limitations, which raises the learning curve. Additionally, we do not
think there needs to be such a clear distinction between what is OOP and
what is AOP, especially given an approach to modular reasoning. Methods
can still be called just like before, without having to consider every aspect
in the system, so it is not all that important any more to be able to easily
tell what is crosscutting and what is not4 . Whenever an advice should be
considered, it will be listed explicitly in an @advisedBy clause. When there is
a distinction between classes and aspects, it also reinforces that aspects are
something alien.
Our hope is that, eventually, existing languages will come equipped standard
with features like a pointcut-advice mechanism, without the need to put an
“aspect-oriented” sticker on it. As with everything that is sold as an add-on,
the number of people investing in it will be drastically smaller than something
that comes standard.
If anything, our hope is that the terms “aspect-oriented” and “aspects” can
2 Some

would argue that even “object-oriented programming” is a misnomer. It may be
more appropriate to call many OOP languages “class-oriented”, as developers reason
about classes rather than objects, which only exist at runtime.
3 Even inter-type declarations are really not much more than fields and methods declared
from another type.
4 Even if it were important for some other reason, it is trivial for an IDE to tell which
classes are crosscutting by testing for the presence of pointcuts or advice.
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fade away, such that the research and developer community can once again
use the word “aspect” just like everyone else:
aspect [79] /"aspEkt/
noun: aspect; plural noun: aspects
1. a particular part or feature of something; a particular way in which
something may be considered; a particular appearance or quality.
2. the positioning of a building or other structure in a particular direction;
the side of a building facing a particular direction.
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