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1. Supervised learning 

Supervised machine learning is also a type of classification. The goal of 

supervised machine learning is to identify a model that maps instances in 

a dataset to their class labels. The assumption is that if the identified model 

accurately maps the known instances to their class labels, it will accurately 

predict the labels of new instances with unknown labels.  

There are several supervised learning algorithms. To apply these 

algorithms effectively, it is important to understand the algorithms so that 

the ideal technique that is suitable for the particular problem can be 

selected.   
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 K-Nearest neighbours 

K-nearest neighbour classifiers (Cover and Hart, 1967) are instance-based 

learning algorithms called learning classifiers because they delay the 

generalization process until the classification is performed (Kotsiantis, 

2007), and thus requires less computational time in the training process. 

Instance-based classifiers have an advantage over other learning 

algorithms because of their simplicity. The K-nearest neighbour algorithm 

has just one adjustable parameter, k, which controls the number of nearest 

neighbours that are used to define class membership.  

Figure 1.1 shows the schematic of a two class K-nearest neighbour 

classifier. When the instance (designated by star) is classified with either K 

= 3 or K = 7, it is assigned to the black class because more instances in 

the most similar 3 and 7 neighbours belong to the black class. Similarity 

between neighbours can be computed with a variety of metrics, the most 

popular of which are listed in Table 1.1. These metrics can also be used to 

determine the quality of clustering solutions. 

Figure 1.1 A two class K Nearest neighbour classifier (La et al., 2012) 

k = 7 
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A drawback of instance-based classifiers is the computational time 

that it takes for classification.  The time it takes to classify an instance is 

proportional to the number of training instances and the number of features 

that describe each instance (Guo et al., 2003).  Instance-based algorithms 

like the  k nearest neighbour classifier are  stable, in some cases, the 

classification accuracy does not drop significantly when up to 80% of 

training instances are removed (Kotsiantis, 2007). Because it only has one 

parameter “k”,  it may be easy to find the optimal classification models, 

even though there is not a principled way to choose “k”  (Kotsiantis, 2007), 

only through methods like (Guo et al., 2003) that increases the already 

poor computational time.  
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Table 1.1 K Nearest neighbour distance metrics (Kotsiantis, 2007) 
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 Decision tree induction 

Utgoff (1989) formally defined decision trees as “a leaf node (answer node) 

that contains a class name, or a non-leaf node (decision node) that contains 

an attribute text with a branch to another decision tree for a possible value 

of the attribute”.  Decision tree induction recursively splits data into disjoint 

sets according to a criterion.  Each node is a feature that an instance can 

have, and leaf nodes contain output classes for instances that reach that 

node. Classification of instances starts at the root node, and then the 

instances traverse down the tree in the direction that meets several criteria 

until a leaf node is reached. The value of the leaf node is then assigned to 

that instance. 

Constructing optimal binary decision trees is a NP-complete problem 

(Kotsiantis, Zaharakis and Pintelas, 2006), however several techniques, 

like the C4.5 algorithm (Quinlan, 1993) and CART, an acronym for 

Classification And Regression Trees (Breiman et al., 1984)  can be used to 

build decision trees. The C4.5 algorithm is implemented in the popular 

machine learning toolkit, WEKA  (Hall et al., 2009).  The J48 algorithm in 

the WEKA machine learning toolkit is an implementation of the C4.5 

decision tree induction algorithm. 

Two major phases of some types of decision tree induction algorithms 

are the growth phase and the pruning phase (Kotsiantis, 2013). The growth 

phase involves splitting the training data into disjoint sets and the pruning 

phase reduces the size of the decision tree to avoid overfitting.  Pruning is 
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necessary to reduce the size of an over grown decision tree and also to 

avoid overfitting (Bradford et al., 1998). 

Decision tree induction Pseudo Code (Kotsiantis, 2007) 

1 For each attribute a 

2    Find the feature that best divides the training data 

3 Let a_best be the attribute that best splits data 

4 Create a decision node that splits on a_best 

5 Recurse on the sub-lists obtained by splitting on a_best and add 

nodes as children until leaf nodes contain only one instance 

 A major difference between the C4.5 and CART algorithms is the way 

that the best feature that separates the training data is selected.  The 

attribute with maximum information gain is used to split the training set. 

C4.5 uses entropy to compute the information gain, while CART uses the 

Gini index.  The entropy is calculated by: 

𝐸𝑛𝑡𝑟𝑜𝑝𝑦(𝑆) =  − ∑ 𝐹𝑟𝑒𝑞(𝐶𝑖, 𝑆) ∗ 𝑙𝑜𝑔(𝐹𝑟𝑒𝑞(𝐶𝑖, 𝑆))

𝑛

𝑖=1

 

𝐹𝑟𝑒𝑞(𝐶𝑖, 𝑆)  is the relative frequency of instances in class Ci.  

Figure 1.2 An example of a decision tree classifier 

Y 

Y Y 

N 

N N 
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The Gini index is computed by: 

𝐺𝑖𝑛𝑖𝐼𝑛𝑑𝑒𝑥(𝑆) =  1 −  ∑ 𝐹𝑟𝑒𝑞(𝐶𝑖, 𝑆)2

𝑛

𝑖=1

 

And information gain is computed by: 

𝐼𝑛𝑓𝑜𝑟𝑚𝑎𝑡𝑖𝑜𝑛𝐺𝑎𝑖𝑛(𝑆, 𝐴) =   𝐼(𝑆) −  ∑
|𝑆𝑖|

|𝑆|

𝑛

𝑖=1

∗ 𝐼(𝑆𝑖) 

The formula above computes the information gain of attribute A in 

data set S where 𝑖 = 1 … 𝑛 are possible values of attribute A,  𝑆𝑖 … 𝑆𝑛 are 

partitioned subsets of S where attribute A is 𝑖 , 𝐼(𝑆) is the entropy in the 

C4.5 algorithm and the Gini index in the CART algorithm. 

The advantage decision trees have over other supervised learning 

algorithms is that the resulting tree can be seen as a set of rules which 

makes it easy to understand the classification model. 

 The Perceptron Algorithm 

The perceptron algorithm (Rosenblatt, 1962) is a well-known classification 

algorithm. The simplest classification problems are dichotomous. The input 

x can belong to one of two classes (𝑦 = 1 𝑜𝑟 𝑦 =  −1 ). For a given input 

represented as a vector, 𝑥 = (𝑥1 … 𝑥𝑛), the goal of machine learning is to 

classify x to either of two classes (−1, 1) . For a given input x, linear models 

describe a function 𝑔(𝑥) that returns the output 𝑦 based on a linear function 

determined from a training dataset 𝐷 = ( 𝑥1𝑦1 ), … . , (𝑥𝑛𝑦𝑛). Linear 

discriminant functions for pattern classification are described in 

(Highleyman, 1962).  
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The perceptron algorithm (Rosenblatt, 1962) is a linear classifier 

written as:  

Here, 𝑥 is the input vector and the goal of the perceptron algorithm is 

the find the appropriate values of the weight vector  𝑤 that accurately 

classifies the training dataset.   

The perceptron algorithm aims to find any line that can separate the 

two classes in a dataset. It finds this line by iteratively updating the weight 

vector until all objects in the dataset are correctly classified, if possible. The 

perceptron learning algorithm is mathematically proven to get a solution if 

the input space is linearly separable (Rosenblatt, 1962). 

 
𝑔(𝑥) = 𝑠𝑖𝑔𝑛 (∑ 𝑤𝑖𝑥𝑖

𝑑
𝑖=0 );  𝑥0 = 1 

 

 

Figure 1.3 A visual representation of the perceptron 
classifier 
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Perceptron-like algorithms may have advantages when data has a 

high number of features with few relevant ones (Kotsiantis, 2007). 

However, a simple perceptron algorithm will not find an adequate solution 

if the data is not linearly separable and most real world machine learning 

problems are not linearly separable. 

 Multilayer Perceptron 

Multilayer perceptron (Ruck et al., 1990) is a kind of neural network. Neural 

networks are models based on the human nervous system. Essentially, they 

are black boxes that are able to predict the output class when they 

recognize a given input pattern. Single perceptrons will not reach a solution 

when the training set is not linearly separable. This can be overcome by 

using artificial neural networks (Rumelhart, Hinton and Williams, 1986), 

that combine multiple linear classifiers, hence the name multilayer 

perceptron.  

Figure 1.4 The perceptron linear classifier 
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Multilayer perceptrons are made up three components, the input, 

hidden layers and the output. The feed forward nature of the multilayer 

perceptron means that the output of the previous layer is the input of the 

next layer. The back propagation algorithm (Rumelhart, Hinton and 

Williams, 1986) is widely used to determine the weights of perceptrons in 

each layer of the neural network. Training of neural networks can be 

improved by pruning (Castellano, Fanelli and Pelillo, 1997; Parekh, Yang 

and Honavar, 2000); which is removing redundant neurons or weight 

vectors.  

One of the main challenges of the multilayer perceptron is finding the 

optimal number of layers. Underestimation can lead to poor generalization 

while overestimation can lead to overfitting, also training with the back 

propagation algorithm may find solutions slower that other machine 

learning algorithms.  

Figure 1.5 Feed forward artificial neural networks 
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 Naïve Bayes 

The Naïve Bayes algorithm can be defined as “a classification algorithm 

based on Bayes rule that assumes the attributes X1 ... Xn (input sample) 

are all conditionally independent of one another, given Y (class label)” 

(Mitchell, 2010). 

Naïve Bayes classifiers are statistics-based learning algorithms. Bayes 

classifiers use conditional probabilities of random variables in their 

algorithms. For example, the probability that it is raining and cloudy P(x = 

Raining | y = cloudy) is higher than the probability that it is raining and 

sunny P(x = Raining | y = sunny).  

Classification with the naïve Bayes algorithm is determined by the 

formula: 

This essentially is the same as maximizing the numerator because 

𝑃(𝑖𝑛𝑝𝑢𝑡) is the same for all classes. The probability of class 𝑃(𝑐𝑙𝑎𝑠𝑠) is 

computed by the number of training examples in class c divided by the total 

number of training examples.  

 
𝑃(𝑐𝑙𝑎𝑠𝑠|𝑖𝑛𝑝𝑢𝑡) =

𝑃(𝑖𝑛𝑝𝑢𝑡|𝑐𝑙𝑎𝑠𝑠)𝑃(𝑐𝑙𝑎𝑠𝑠)

𝑃(𝑖𝑛𝑝𝑢𝑡)
 

 

 

 
𝑃(𝑐𝑙𝑎𝑠𝑠) =  

𝑁𝑐

𝑁
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To estimate the conditional densities 𝑃(𝑖𝑛𝑝𝑢𝑡|𝑐𝑙𝑎𝑠𝑠), the naïve Bayes 

classifier assumes that all parameters of the input vector are conditionally 

independent. If the input is represented as a feature vector of 𝑖𝑛𝑝𝑢𝑡 =

𝑃(𝑥1 , 𝑥2 , … 𝑥𝑛 ), 𝑥1 , … 𝑥𝑛 are conditionally independent. A way to estimate a 

class conditional density is using a multinomial class conditionally density. 

As all input features are assumed to be conditionally independent given the 

class, 𝑃(𝑖𝑛𝑝𝑢𝑡|𝑐𝑙𝑎𝑠𝑠) is simple the product of the probability of each input 

feature given the class. 

 
𝑃(𝑥1 , 𝑥2 , … 𝑥𝑛 |𝑐𝑙𝑎𝑠𝑠 ) =  ∏ 𝑃(𝑥𝑖|𝑐𝑙𝑎𝑠𝑠)

𝑛

𝑖=1

 

 

 

The Naïve Bayes algorithm’s computational time for training is 

significantly shorter than other machine learning algorithms (Kotsiantis, 

2007). 
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 Support vector machines (SVM) 

Like all supervised machine learning techniques, the goal of support vector 

machines is to identify patterns in a training set and then use these 

identified patterns to predict future unseen cases. Support vector machines 

(Cortes and Vapnik, 1995) do this by describing a hyper plane that 

separates the training data whist maximizing the distance separating the 

two classes.  

Figure 1.6 is a graphical representation of support vector machines. The 

SVM aim is to identify the hyper plane "𝑤. 𝑥 − 𝑏 = 0" that separates the 

classes in the training set by the distance 2M, where M is the maximum 

distance from any class to the separating hyper plane. The input data on 

the margins act as support, and hence are called support vectors, and only 

these points are required to predict future classifications which make the 

Figure 1.6 A graphical representation of support vector machines. 
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data required for classification much smaller than the size of the training 

set. 

The task of finding the optimal separating hyper plane can be 

mathematically represented as a dual optimization problem and solved 

using quadratic programming.  

Mathematical representation of SVMs 

From geometry, the distance between two hyper planes; 𝑤𝑥 − 𝑏 =  −1 and 

𝑤𝑥 − 𝑏 =  +1  is 2/‖𝑤‖  . Support vector machines aim to maximize this 

margin whilst meeting the constraints that: 

If equations 2.1 and 2.2 are combined into one equation, it results in: 

Hence the mathematical problem of SVMs is to: 

 𝑤. 𝑥 − 𝑏 ≤  −1 𝑤ℎ𝑒𝑛 𝑐𝑙𝑎𝑠𝑠 𝑙𝑎𝑏𝑒𝑙  𝑦𝑖 =  +1 and 2.1 

 𝑤. 𝑥 − 𝑏 ≥ +1 𝑤ℎ𝑒𝑛 𝑐𝑙𝑎𝑠𝑠 𝑙𝑎𝑏𝑒𝑙 𝑦𝑖 =  −1 2.2 

 𝑦𝑖(𝑤. 𝑥𝑖 − 𝑏) − 1 ≥ 0 2.3 

 

𝑀𝑖𝑛𝑖𝑚𝑖𝑧𝑒  
‖𝑤‖2

2
 

𝑆𝑢𝑏𝑗𝑒𝑐𝑡 𝑡𝑜 𝑦𝑖(𝑤. 𝑥𝑖 − 𝑏) − 1 ≥ 0 

 

2.4 
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This optimization problem can be solved using Lagrangian multiplier 

method.  The SVM problem as a Lagrangian is: 

 

When the derivative of 𝜁(𝑤, 𝑏, 𝛼) with respect to w and b is computed, it 

implies that: 

Substituting the weight vector back into the Lagrangian equation (2.5) 

results in the SVM dual optimization problem: 

The conversion of the original SVM problem (2.5) using the 

Lagrangian multiplier to the SVM dual optimization problem (2.7) makes 

the training data (𝑥𝑖 , 𝑥𝑗)  occur only as dot products. This product is usually 

substituted though kernel functions. For example, in WEKA (Hall et al., 

 
𝜁(𝑤, 𝑏, 𝛼) =  

‖𝑤‖2

2
−  ∑ 𝛼𝑖  [𝑦𝑖 (𝑤. 𝑥𝑖) − 1]

𝑛

𝑖=1

 

𝛼𝑖  ≥ 0    ∀ 𝑖 

2.5 

 𝑤 =  ∑ 𝛼𝑖𝑦𝑖𝑥𝑖   ;  ∑ 𝛼𝑖𝑦𝑖

𝑛

𝑖=1

𝑛

𝑖=1

 2.6 

 

𝑀𝑎𝑥𝑖𝑚𝑖𝑧𝑒  ∑ 𝛼𝑖 −  
1

2
 ∑ 𝑦𝑖𝑦𝑗𝛼𝑖𝛼𝑗(𝑥𝑖 , 𝑥𝑗)

𝑛

𝑖,𝑗=1

𝑛

𝑖=1

 

𝑆𝑢𝑏𝑗𝑒𝑐𝑡 𝑡𝑜     𝛼𝑖  ≥ 0    ∀ 𝑖 

                                                                
                                             ∑ 𝛼𝑖𝑦𝑖

𝑛
𝑖=1 = 0 

 

2.7 
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2009) there are several implementations of kernel functions that can be 

used to determine an SVM learning model. Using different kernel functions 

may result in better or poorer accuracy, depending on the machine learning 

problem.  

SVMs can perform either as well as or significantly better than 

competing methods in most machine learning contexts (Burges, 1998) and 

so are a logical first choice for webometrics. However, the no free lunch 

theorem (Wolpert and Macready, 1997) suggests that no algorithm can 

outperform all others in all machine learning problems. So even though 

SVMs most times outperform other machine learning algorithms, it is worth 

investigating if any algorithm will be best suitable for a particular learning 

problem. 
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