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Methods matter

○ When structure is invisible or obfuscated, methods act as an 
“epistemological bottleneck” for the questions we can ask and answer

○ In naturalistic neuroscience, high-dimensional signals for both brain and 
behavior compound this problem



The challenge of validating methods

○ Knowing a priori dimensions that can influence method performance is 
challenging

○ Simulations can be useful here (e.g. Ellis et al., 2020) but naturalistic stimuli 
can be re-coded into many different “tasks”

○ Creating well-powered train-test-validation splits requires an amount of 
data that most researchers will not have in-house

○ Naturalistic paradigms are often more costly to collect in terms of scanning hours and 
therefore funding

https://www.biorxiv.org/content/10.1101/532424v2


Our goals for today

○ Today I’ll share my experience in working to validate methods using a 
community-driven approach

○ Although I’ll touch on my research, this isn’t primarily intended as a 
research talk. Instead, I’d like to argue for the potential of this approach in 
research projects across naturalistic neuroscience
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○ Lessons from fmralign: constraints from data availability
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Methods depend on software

○ The broad adoption of computers in experimental science has both 
enabled and obscured research (Marwick, 2015)

○ Experimental methods have become tightly linked with particular analytic 
software choices

○ Different implementations of the same algorithm can yield different results 
(e.g., Engstrom et al., 2019)

○ Different computational environments running the same software can yield 
different results (e.g., Glatard et al., 2015)

https://theconversation.com/how-computers-broke-science-and-what-we-can-do-to-fix-it-49938
https://openreview.net/pdf?id=r1etN1rtPB
https://www.frontiersin.org/articles/10.3389/fninf.2015.00012/full


An article about computational science in a scientific 
publication is not the scholarship itself, it is merely advertising 
of the scholarship. The actual scholarship is the complete 
software development environment and the complete set of 
instructions which generated the figures.

Buckheit and Donoho (1995). 

https://statweb.stanford.edu/~wavelab/Wavelab_850/wavelab.pdf


Reproducible methods, open software

○ Reproducible science needs FAIR 
(Findable, Accessible, 
Interoperable, and Reusable) 
research objects (Wilkinson et al., 
2016)

○ Openly available code and data 
has become a cornerstone of 
reproducible research (Poldrack, 
Gorgolewski, & Varoquaux, 2019) The Turing Way (2019) 

https://www.nature.com/articles/sdata201618
https://www.nature.com/articles/sdata201618
https://www.annualreviews.org/doi/pdf/10.1146/annurev-biodatasci-072018-021237
https://www.annualreviews.org/doi/pdf/10.1146/annurev-biodatasci-072018-021237
https://zenodo.org/record/3233986


“Free” vs “open”: a historical perspective

○ Free software is traditionally defined as “free as in speech” or “free as in 
beer” (libre or gratis; Free Software Foundation, 1997)

○ “Open” software evolved from this movement but focuses on the 
production rather than distribution of software (Raymond, 1999; Klabnik, 
2019)

https://www.gnu.org/philosophy/free-sw.html
https://monoskop.org/images/e/e0/Raymond_Eric_S_The_Cathedral_and_the_Bazaar_rev_ed.pdf
https://words.steveklabnik.com/what-comes-after-open-source
https://words.steveklabnik.com/what-comes-after-open-source


Modern open-source: 
The importance of communities

○ Today, many production models co-exist under the banner of “open 
source” (Mozilla, 2018)

○ A subset—including many academic open source projects (e.g., Jupyter, 
Scikit-learn)—have participatory and inclusive development practices 

○ For this reason, I’ll use the term “community-driven” throughout this talk

○ Importantly, communities grow from conscious investment rather than 
the availability of resources

https://blog.mozilla.org/wp-content/uploads/2018/05/MZOTS_OS_Archetypes_report_ext_scr.pdf
https://jupyter.org/
https://scikit-learn.org/stable/


Impact of community-driven software today

○ SciPy has attributed their success to having high standards for both 
software development and community management (Virtanen et al., 
2020)

○ The recent Chan Zuckerberg Initiative funding opportunity “Essential Open 
Source Software for Science” specifically acknowledges the importance of 
community-driven software in supporting biomedical science

https://www.scipy.org/
https://www.nature.com/articles/s41592-019-0686-2
https://www.nature.com/articles/s41592-019-0686-2
https://chanzuckerberg.com/rfa/essential-open-source-software-for-science/
https://chanzuckerberg.com/rfa/essential-open-source-software-for-science/


Chan Zuckerberg Initiative (May 2019). 

Open source is more than just writing code. It 
includes improving documentation, 
addressing usability, managing the project, 
and building community.

https://medium.com/@cziscience/essential-open-source-software-for-science-72faec2c38c1


Chan Zuckerberg Initiative (Nov 2019). 

https://medium.com/@cziscience/the-invisible-foundations-of-biomedicine-4ab7f8d4f5dd


Why does community-driven software succeed? 

○ Having domain-knowledge drive development creates more usable 
software (Nowogrodzki, 2019)

○ Many strategies for good software engineering also facilitate 
community-involvement (e.g., version control, continuous integration, etc)

○ When code is designed to be widely understandable and usable, it can be 
more widely adopted and tested (Varoquaux, 2019)

https://www.nature.com/articles/d41586-019-02046-0
http://gael-varoquaux.info/programming/getting-a-big-scientific-prize-for-open-source-software.html
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Functional alignment

○ Motivated by individual variability in functional organization, functional 
alignment (originally introduced as hyperalignment) is a family of 
methods to align on function rather than anatomy (Haxby et al., 2011)

○ Alignment is often performed on a naturalistic dataset to more densely 
sample functional response patterns

○ Many related methods such as regularized Canonical Correlation Analysis 
(rCCA; Bilenko & Gallant, 2016) or Shared Response Modelling (SRM; Chen 
et al., 2015) have been proposed

https://www.cell.com/neuron/fulltext/S0896-6273(11)00781-1?_returnURL=https%3A%2F%2Flinkinghub.elsevier.com%2Fretrieve%2Fpii%2FS0896627311007811%3Fshowall%3Dtrue
https://www.frontiersin.org/articles/10.3389/fninf.2016.00049/full
https://papers.nips.cc/paper/5855-a-reduced-dimension-fmri-shared-response-model
https://papers.nips.cc/paper/5855-a-reduced-dimension-fmri-shared-response-model


Bazeille et al. (2019)

https://hal.archives-ouvertes.fr/hal-02278663/file/Local_optimal_transport_for_functional_brain_template_estimation.pdf


The fmralign toolbox

○ Provides access to methods for functional alignment and template 
estimation of fMRI data with a scikit-learn-style implementation 

○ Developed in part to investigate alternative methods of functional 
alignment such as optimal transport (Bazeille, Richard, Janati, & Thirion, 
2019)

https://github.com/Parietal-INRIA/fmralign
https://scikit-learn.org/stable/
https://hal.archives-ouvertes.fr/hal-02278663/file/Local_optimal_transport_for_functional_brain_template_estimation.pdf
https://hal.archives-ouvertes.fr/hal-02278663/file/Local_optimal_transport_for_functional_brain_template_estimation.pdf


Benchmarking methods: the need for data

○ Overfitting within a given dataset is generally well-addressed with a 
train-test-validation split (Roelofs et al., 2019)

○ However, even small variations in data characteristics can cause 
significant changes in performance (Recht et al., 2018)

○ We need to benchmark methods against a number of datasets in order to 
provide reasonable estimates of performance

https://papers.nips.cc/paper/9117-a-meta-analysis-of-overfitting-in-machine-learning.pdf
https://arxiv.org/pdf/1806.00451.pdf


Poldrack et al. (2019)

https://hal.archives-ouvertes.fr/hal-02278663/file/Local_optimal_transport_for_functional_brain_template_estimation.pdf


Stanford Center for Reproducible Neuroscience (2019)

https://hal.archives-ouvertes.fr/hal-02278663/file/Local_optimal_transport_for_functional_brain_template_estimation.pdf


Challenges in creating benchmark datasets

○ Finding appropriate, well-described datasets remains a challenge

○ For naturalistic neuroscience in particular, finding datasets with fully 
available stimulus information is difficult due to copyright restrictions 
(DuPre, Hanke, and Poline, 2019)

○ NeuroScout currently only supports nine BIDS datasets with available 
naturalistic stimuli

https://psyarxiv.com/sdbqv/
https://neuroscout.org/


Recommendations for sharing naturalistic stimuli

○ If your local copyright laws allow you to directly share the stimuli, please 
do so !

○ Consider using public domain stimuli, or re-using stimuli that have 
already been publicly shared

○ If you cannot release the stimuli, provide sufficient information such that 
another researcher could recreate your materials; for example using 
reporting guidelines from Vanderwal et al. (2018)

For more information, see DuPre, Hanke, and Poline, 2019

https://www.sciencedirect.com/science/article/pii/S1878929318301178
https://psyarxiv.com/sdbqv/
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Multi-echo fMRI

○ Traditional fMRI acquisition 
methods collect a single echo 
time (TE)

○ However, multiple TEs can be 
collected after a single RF-pulse, 
provided T2* relaxation has not 
been achieved

Figure adapted from Kundu et al (2017) 

https://www.sciencedirect.com/science/article/abs/pii/S1053811917302410?via%3Dihub


Multi-echo denoising methods

○ By collecting at least three TEs, we can sample along the underlying T2* 
decay curve

○ BOLD-related signal should be related to TE, while non-BOLD-related 
noise (such as participant movement) should be independent of TE 
(Kundu et al., 2012)

○ Using this information can help to differentiate noise and signal sources

https://www.sciencedirect.com/science/article/abs/pii/S1053811911014303?via%3Dihub


Multi-echo ICA (ME-ICA)

○ One such denoising method is ME-ICA, originally introduced in Kundu et 
al. (2012)

○ Available echos are used create an average, voxelwise T2* map following 
Posse et al., (1999)

○ This T2* map is used to create a time series that is the weighted-average of all 
echos with sufficient signal

○ PCA and ICA are performed on this time series and the resulting components 
are classified as signal or noise based on an internal decision tree

https://www.sciencedirect.com/science/article/abs/pii/S1053811911014303?via%3Dihub
https://onlinelibrary.wiley.com/doi/abs/10.1002/%28SICI%291522-2594%28199907%2942%3A1%3C87%3A%3AAID-MRM13%3E3.0.CO%3B2-O?sid=nlm%3Apubmed


Implementing ME-ICA

○ A reference implementation of ME-ICA was distributed in AFNI (Cox, 2012) 
shortly after its initial publication

○ This allowed the method to be tested on a wide variety of datasets; 
however, method development remained largely a responsibility of 
Kundu as the sole package maintainer

https://www.sciencedirect.com/science/article/abs/pii/S1053811911009736?via%3Dihub


Why consider denoising for naturalistic datasets? 

○ Resting-state and naturalistic datasets lack a defined task structure, so 
partitioning noise and signal with statistical models can be difficult

○ We were interested in considering the impacts of multi-echo denoising on 
subsequent relationships with task performance (DuPre, Luh, and Spreng, 
2016)

https://pubmed.ncbi.nlm.nih.gov/27996964/
https://pubmed.ncbi.nlm.nih.gov/27996964/


tedana: TE-dependent analysis

○ To improve and extend ME-ICA, we created the tedana toolbox in 2017

○ By creating a modular, tested, pure python implementation of the 
method, we hoped to be able to convert ME-ICA into a community-driven 
method

https://tedana.readthedocs.io/
https://tedana.readthedocs.io/


tedana’s successes to date

○ Three years later, we have 15 
contributors from over 10 
institutions, with a strong core 
developer team

○ We have monthly open 
developer calls, a semi-regular 
newsletter, and have had one 
dedicated hackathon

https://tedana.readthedocs.io/
https://github.com/me-ica/tedana#contributors
https://github.com/me-ica/tedana#contributors
https://tedana.readthedocs.io/en/latest/developing.html
https://tinyletter.com/tedana-devs
https://twitter.com/fMRI_today/status/1192105841442332674


Influencing a broader community

○ By focussing on creating a well-documented project with a readable 
codebase, we have been able to bridge with other tools such as fMRIPrep 
(Esteban et al., 2019)

○ We have also noted a significant increase in the number of presentations 
using multi-echo at conferences such as OHBM

https://fmriprep.readthedocs.io/en/stable/
https://doi.org/10.1038/s41592-018-0235-4


tedana’s challenges to date

○ The conversion rate of users to contributors is low for any scientific 
software. For a domain-specific software, this means a small absolute 
number of developers

○ We do not yet have an academic publication describing the software

○ Developing governance structures outside of traditional grant-based or 
institutional infrastructure remains an ongoing conversation

https://tedana.readthedocs.io/


Perez (2019)

https://speakerdeck.com/fperez/open-source-academic-science-and-the-public-mission-of-research-reflections-from-the-field?slide=54


Acknowledging the trade-offs

○ Consciously building a community takes time, and that time is not 
accounted for in traditional funding cycles

○ It is easier to get funding for creating a new method than for maintaining 
the software that supports that method



One step at a time

○ Consciously building a community takes time, and it can’t happen 
overnight. We can only do what makes sense in a given moment

○ Making steps in this direction can result in long term gains—both for 
individual scientists and for the method itself



From a new method to a community project

○ Making code available online isn’t enough. We need to think about how 
colleagues can interact with our code

○ Ensuring that it works across a variety of platforms is an important first 
step

○ Consider adopting documentation-driven development methods (Thirion, 
2020)

https://www.crowdcast.io/e/software-development-day-3
https://www.crowdcast.io/e/software-development-day-3


Components of community-driven projects

○ A clear project scope

○ Pathways for contributions

○ Governance and decision-making

○ Defined categories of work

○ Public goal-setting



Challenges for community

○ The “hard parts” of open source are largely social (Czaplicki, 2018). Online 
discussions lack tone or context that define so much in-person interaction

○ Rules exist for every social environment, whether written or unwritten. 
Unwritten rules can create a tyranny of structurelessness (Freeman, 1972)

https://www.thestrangeloop.com/2018/the-hard-parts-of-open-source.html
https://www.jofreeman.com/joreen/tyranny.htm


Reasons to be optimistic

○ We’ve seen many successes in neuroimaging from community-driven 
projects that have increased the accessibility and impact of the associated 
methods (e.g., Nilearn, MNE, Nipype)

○ Naturalistic neuroscience datasets are becoming more widely available, 
increasing opportunities to benchmark new methods. Approaching this in 
a community-driven framework may better test their generalizability

https://nilearn.github.io/
https://mne.tools/
https://nipype.readthedocs.io/en/latest/


Thank you
Jean-Baptiste Poline

The ORIGAMI Lab

Bertrand Thirion

Thomas Bazeille

Gaël Varoquaux
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Basile Pinsard

Courtois-NeuroMod

Taylor Salo

Joshua Teves

Logan Dowdle

Eneko Uruñuela

Stefano Moia

Cesar Caballero Gaudes

Dan Handwerker

Kirstie Whitaker



Take-home ideas

○ Naturalistic neuroscience is driven in 
large part by the availability of 
methods

○ Considering methods development 
in a community-driven framework 
may yield more generalizable and 
impactful results



Resources to learn more:

○ Mozilla open leadership training series 

○ GitHub open source guides

https://mozilla.github.io/open-leadership-training-series/
https://opensource.guide/

