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Abstract

This work presents the evolution of research repositories, from collections of peer-

reviewed outputs, such as journal articles or monographs, to collections holding a

wide array of materials, including data sets, preprints, scientific software or proto-

cols, based on the new realities of the scientific research endeavour. It also discusses

a number of novel practical solutions to repository issues such as licencing, bibli-

ographic record modelling, dissemination and linking, or record management and

migration, by employing new technologies such as linked data, blockchain, and ex-

tract, transform and load frameworks.

Această lucrare prezintă evolut, ia depozitelor de materiale provenite din activităt, ile

de cercetare, de la biblioteci ce stochează publicat, ii verificate, precum jurnale sau

monografii, la colect, ii digitale vaste ce includ seturi de date, preprint-uri, software

s,tiint, ific sau protocoale, ı̂n acord cu noile realităt, i ale domeniului cercetării. Sunt

discutate solut, ii practice la problemele existente ı̂n acest tip de aplicat, ie, cum ar

fi licent, ierea materialelor, modelarea, diseminarea s, i corelarea informat, iilor biblio-

grafice, sau administrarea s, i migrarea lor, solut, ii ce fac uz de tehnologii noi precum

linked data, blockchain sau sisteme de extragere, transformare s, i ı̂ncărcare.
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1. Introduction

Libraries, structured and curated collections of informational resources, play a key

role in preserving the collective memory of the human civilisation and its heritage.

The resources they store take various structural (manuscripts, media, articles) and

semantic (historic records, research, literature) forms and are made available to

either the general public or more finer-grained user groups.

With the advent of the World Wide Web (WWW) in the late 20th century, lib-

raries were among the first applications of the new online technologies, giving rise

to digital libraries. It can be argued that the WWW as a whole represents in itself

a library; still, discrete instances can maintain the structural and semantic differen-

tiation mentioned previously and can better target various user groups, catering to

their specific needs.

As the WWW was the driving factor behind the digitisation of libraries, the

progress of scholarship and scientific research played an important role in the evolu-

tion of digital libraries, a number of aspects being factored into this. First, research

funding has greatly increased, as presented in Fig. 1.1 and, as a direct result, the

number of outputs, such as monographs, journal articles or theses, has increased

(see Fig. 1.2). This impacted digital libraries which now need to be able to man-

age a larger influx of new content while ensuring its proper dissemination across

stakeholders.

Second, a number of significant events in the area of research and scholarly

communications have taken place; two of these are of interest.

The Open Access (OA) reforms came to prominence along with digital libraries;

as the medium for disseminating research switched from physical (paper journals or

monographs) to digital, researchers questioned the suitability of the traditional busi-

ness plans of publishers (e.g., Springer Nature or Elsevier), which could no longer

1



2 Introduction

(a) Evolution of number of research grants since 1971. Data since 2018 is incom-

plete.

(b) Evolution of total amount of research grants since 2011, in pounds sterling.

Data for 2020 is incomplete.

Figure 1.1: Evolution of research funding; source https://app.dimensions.ai.

fully justify the costs inquired for typesetting and printing, among others. OA is

one proposed way of resolving this, its aim being to shift the costs of publishing

from being supported by consumers to being supported by producers (i.e., research-

ers wishing to disseminate their work, or, most often, their funders). OA can be

practically implemented in a number of ways, but of interest here are the following:

https://app.dimensions.ai
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Figure 1.2: Evolution of number of research publications, data since 2019 is in-

complete; source https://app.dimensions.ai.

• Gold: the article is published as OA in a journal pending the publication of a

fee by the authors and using a licencing model that places no barriers towards

sharing and reuse.

• Green: while the reviewed, typeset and copy-edited article is published by the

journal under its own terms, the authors are allowed to freely share their own

versions using other means.

An obvious platform for depositing both these types of OA manuscripts is the digital

library managed by the authors’ affiliated institutions. In [HHC19] the authors

measured that between 2000 and 2016 over 4 million gold OA have been published

and over 2 million green OA versions have been deposited in repositories.

OA is a subset of a much complex movement, open science, which aims at making

all research outputs and workflows publicly available; this includes, but is not limited

to, tools and applications used in research, methods for measuring the impact of

published results, or policies allowing a wider audience to consume and produce

research1.

1An example here is the concept of citizen science, which aims at involving amateurs in research

by allowing them, among others, to perform repetitive task which do not require in-depth domain

knowledge.

https://app.dimensions.ai
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The reproducibility crisis is a phenomenon generated by a number of research

studies that failed to replicate, other researchers not being able to verify the claims

of the original authors by repeating similar experiments. An infamous such example

is a paper2 published in 1998 in The Lancet, which linked the measles, mumps and

rubella vaccine to colitis and autism spectrum disorders in children. The paper was

lately retracted, due to evidence of fraud, conflicts of interest and manipulation of

data. The literature currently documents multiple instances of studies that exhibit

reproducibility or replication3 issues, due to, among others, technical, methodology

or workflow faults (see, for example [BL17; ENK16]).

As a result of this crisis, the world of research focused in latest years on ensuring

that published scientific result are accompanied by all the required artefacts (e.g.,

data, software, protocols) necessary to allow other researchers to fully verify the

claims of the original authors. This move was also formalised by both research

funding bodies[Dir17; Nata] and publishers[Elsb; Spra], such that good practices

are enforced across the whole scientific community. This type of policies are part

of the open data movement, which along with OA form the so-called democratic

school of thought in open science, which concerns itself with removing any barriers

to accessing and reusing research.

For digital research libraries this meant, above everything, adapting to the new

types of outputs; data sets or scientific software present new challenges, due to their

structural and semantic particularities. Moreover, libraries need to ensure that all

outputs generated by a scientific study are presented in a coherent and consolidated

manner, in order to facilitate reproducibility. Assisting with reproducibility is a

crucial dimension that needs to be considered by all tools in the research ecosystem,

as “expecting a researcher to reproduce either entirely or in part the outcomes of a

large or costly study or data collection exercise is not reasonable”[HHC19] and thus,

all possible forms of assistance, including those at the technological level, need to

made available.

In [HHC19] the authors note that “the reproducibility crisis is just one manifest-

2Wakefield et. al. (1998) RETRACTED: Ileal-lymphoid-nodular hyperplasia, non-specific

colitis, and pervasive developmental disorder in children
3It is widely accepted that reproducibility is the act of reaching original research result by using

the same research materials (data, software, instruments), while replicability uses different inputs

(e.g., a new set of patients for a clinical study) in order to reach similar results[PPL16].
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ation of a broken credit system where researchers are incentivised to publish positive

results and suppress or disregard negative results”; this comes to strengthen the

motivations behind open science, and at the same time, suggests that the role of re-

positories is continuously expanding to include, for example, support for new types

of outputs or novel methods of quantifying and qualifying the impact of research.

This thesis documents the evolution of digital libraries in light of the two chal-

lenges mentioned above and by describing how this suite of applications has overcome

them by developing new features and workflows. It approaches this by considering

the development of data repositories, digital libraries aimed of hosting the new types

of outputs mentioned above in general and research data in particular. For a consid-

erable span of time, data repositories evolved in parallel with their more traditional

counterparts, Institutional Repositories (IRs), archives of intellectual outputs of a

research institution, most often a university. IRs are a subset of digital libraries, as

the latter could also hold content which is not scientific in nature, and, as opposed

to data repositories, are more focused on scientific literature, such as journal articles,

monographs or theses. It is worth noting that across the thesis the term repository

is employed, due to its wide use in the field as a direct result of the spread of IR

solutions.

Nevertheless, in the last years, institutional, data, software and other scientific

outputs repositories started to converge into unified solutions which can accommod-

ate the disparate needs of researchers on one hand, and minimise the administrative

work of librarians and technology teams on the other4. Thus, it can be argued that

a new type of platform, the research, or, as [SV19] designates it, comprehensive re-

pository is beginning to take shape, by taking advantage of both the strong points

of each type of existing platform, and also of the opportunities offered by the new

research ecosystem and evolution of technology in general.

Thus, Chapter 2 begins with a detailed description of data repositories and

follows with a description of the reasons and means for merging all types of repository

applications into generic research repositories. The next three chapters focus on

the practical implementation of features and workflows which could benefit this

4The distinction between this two types of staff is beginning to fade, as librarians need to adapt

to the new realities of the research ecosystem by including software-assisted workflows and tools

in their craft; an example of this is the the Software Carpentry project at https://software-

carpentry.org/blog/2015/05/coding-for-librarians.html.

https://software-carpentry.org/blog/2015/05/coding-for-librarians.html
https://software-carpentry.org/blog/2015/05/coding-for-librarians.html
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type of software infrastructure, namely licencing solutions using blockchains and

smart contracts (Chapter 3), data modelling using Resource Description Framework

(RDF) (Chapter 4), and record migration and management solutions employing

Extract, Transform, Load (ETL) pipelines. This is an attempt of employing tools

and processes specific to software engineering, which are wide spread in other types

of applications, to digital libraries, with the aim of presenting a possible blueprint

for the next generation research repository.



2. From institutional to research reposit-

ories

One of the first definitions of an IR is “a set of services that a university offers to

the members of its community for the management and dissemination of digital ma-

terials created by the institution and its community members. It is most essentially

an organisational commitment to the stewardship of these digital materials, includ-

ing long-term preservation where appropriate, as well as organisation and access or

distribution. While operational responsibility for these services may reasonably be

situated in different organisational units at different universities, an effective insti-

tutional repository of necessity represents a collaboration among librarians, inform-

ation technologists, archives and records managers, faculty, and university admin-

istrators and policymakers. At any given point in time, an institutional repository

will be supported by a set of information technologies, but a key part of the services

that comprise an institutional repository is the management of technological changes,

and the migration of digital content from one set of technologies to the next as part

of the organisational commitment to providing repository services. An institutional

repository is not simply a fixed set of software and hardware.”[Lyn03].

This extensive definition is interesting for a number of reasons. First, it places

the repository in the context of an institution, an organisation that has research as

its main object of activity. As a result, it is used for managing all outputs that are

a result of research; for example, here are three repositories used by universities for

managing their scholarship:

• DSpace@MIT, the digital repository of the Massachusetts Institute of Tech-

nology: https://dspace.mit.edu/

• VTechWorks, the scholarship access platform of Virginia Tech: https://

7

https://dspace.mit.edu/
https://vtechworks.lib.vt.edu/
https://vtechworks.lib.vt.edu/
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vtechworks.lib.vt.edu/

• ORA, the Oxford University Research Archive: https://ora.ox.ac.uk/

Second, the definition enumerates the three main functions a repository needs

to implement:

1. Stewardship and organisation: as mentioned in the introduction, repositories

are the digital equivalent of physical libraries and, as a result, they need to

implement most of the workflows and practices in this area. These include, for

example, cataloguing (creating extensive descriptions of the stored content),

content classification, or curation.

2. Preservation: traditionally libraries have ensured that the content they hold

remains available over time, and in some cases this requires creating special

physical environments necessary for maintaining fragile materials. While di-

gital content might not be afflicted by the exact same issues (e.g., degradation

of paper over time), special care is still required in order to ensure that it will

remain available in perpetuity.

3. Dissemination: scholarship’s value increases as the audience it reaches in-

creases; thus it is important that repositories incorporate functionality that

will facilitate the distribution and discoverability of content.

As a direct result of the mentioned functions, the definition also mentions that

repository staff needs to include not only librarians, but also information technology

staff, archivist, researchers, or administrative personnel. In [SV19] the authors de-

scribe a repository team comprising of over ten members in three different squads,

each serving a different role in the operation of the digital library, from management,

to curation, and engagement. Apart from the human resource angle, the repository

does not need to be understood as a stand-alone system, but as a collection of mod-

ules, each focusing on a specific part of the encompassing workflow and providing a

certain functionality to the stakeholders.

Coming back to the presented definition, the most interesting aspect in the con-

text of this work is that it does not explicitly mention the types of content reposit-

ories should hold. The author of the cited paper elaborates on this, by making a dis-

tinction between scholarly publishing, which is concerned, for example, with journal

https://vtechworks.lib.vt.edu/
https://vtechworks.lib.vt.edu/
https://ora.ox.ac.uk/
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articles or monographs, and scholarly communication, which is characterised by the

development of new types of output, such as datasets or research software. In fact,

scholarly publishing is a subset of scholarly communication, being concerned only

with the specific types of outputs characteristic to traditional research publishing.

While this definition, including the distinction above, was proposed in 2003, it

is important to note that most institutional repositories focus on outputs specific to

scholarly publishing (this is also true for the three repositories enumerated above).

Nevertheless, the rapid evolution of scholarly communication, fuelled by OA and the

reproducibility crisis, led to the expansion of the traditional institutional repository

in order to allow for the full set of scholarly communication outputs to be part of

the managed corpus.

One way to look at this expansion is by considering an intermediate step between

traditional institutional repositories and research repositories, namely repositories

solely aimed at outputs outside the established publishing model; prime examples are

data and research software repositories. Section 2.1 will take an in-depth look at data

repositories while Section 2.2 will consider how data and institutional repositories

merged, creating new systems which aim at managing any scholarly communications

output.
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2.1 Data repositories

Research data repositories have come to prominence as a direct result of the reprodu-

cibility crisis, as funders and publishers required researchers to publish all underlying

materials along with publications and thus, platforms that could support the new

types of outputs were in demand. Apart from the reproducibility crisis, it is worth

noting that the scientific endeavour also evolved, researchers producing a wide array

of new types of outputs, which traditionally were not published; this means that

for a considerable amount of outputs researchers could not receive any credit (re-

view from peers, citations), diminishing the usefulness of the full research activity.

An interesting example of such a Non-Traditional Research Output (NTRO) are

negative results which are generated by experiments, studies or analyses that did

not render the expected outcomes; outputs from such endeavours crossed the line

between traditional and non-traditional research publishing, as journals dedicated

to negative results were established (for example, the Journal of Pharmaceutical

Negative Results1.

As a result, a wide array of data repositories were built, either by non-profit

organisations or by private companies capitalising on the new opportunities in the

research ecosystem; some examples include:

• ZENODO, https://zenodo.org: a public repository financed by the European

Commission

• Dryad Digital Repository, https://datadryad.org: a non-profit repository

offering paid curation and preservation services

• Figshare, https://figshare.com: a commercial solution with a free tier for

public research

• Mendeley Data, https://data.mendeley.com: a repository solution developed

by Elsevier, an academic publisher

• PANGAEA, https://pangaea.de: a data repository targeting the earth and

environmental science community

1http://www.pnrjournal.com/

https://zenodo.org
https://datadryad.org
https://figshare.com
https://data.mendeley.com
https://pangaea.de
http://www.pnrjournal.com/
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As the number of options increased, both researchers and librarians faced the

challenge of making the correct choice for publishing research data. This choice

depends on a high number of dimensions, spanning both the facilities offered by

each repository solution and the legal, policy, and technical requirements of the

various stakeholders (researchers, curators funders). A common subset of these can

be grouped in three main themes, storage and preservation, metadata, and legal

requirements.

2.1.1 Data storage and preservation

While data storage has a long history, closely linked to that of computing, research

data presents a handful of new and unique challenges, especially when it comes to

persistence and privacy. Most often the underlying technology for storing data can

be of less relevance for the scholarly and scientific pursuit, but other characteristics

can play an important role when choosing a solution.

The first considered aspect is the physical location of the data storage solution.

Storing data on a local machine is advantageous as it allows the researcher to quickly

access it, but might place obstacles when attempting to share it with a larger team,

and also requires that the owner of the machine is fully responsible for its dur-

ability. Storage facilities managed at the institutional level, such as Storage Area

Network (SAN) systems, move the burden of managing data storage from the indi-

vidual researcher to specialised personnel, providing higher reliability and enhanced

possibilities for sharing data among peers.

Nevertheless, the most common solution nowadays is for data to be stored off-

site in specialised facilities; this model became prominent with the advent of cloud

systems, such as Amazon Web Services (AWS), Microsoft Azure or Google Cloud

Platform (GCP), and has benefits in terms of reliability, scalability and accessibility.

This might be preferred when the individual researcher or institution does not pos-

sess the required resources for managing a storage solution, when large quantities

of data need to be stored, or when data needs to be shared across a large network

of collaborators. At the same time, the privacy and legal implications need to be

considered, given that a 3rd party usually handles the storage. It is worth noting

that cloud deployments can also be managed by governmental bodies or similar of-

ficial entities, this alleviating some of the legal issues (for example, the Australian
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National Data Storage Services (ANDS)2 provides such facilities to researchers in

Australia, including storage of sensitive data, such as clinical trial datasets).

From a technical point of view, the choice of a storage solution needs to account

for the following:

• Redundancy: as no storage system can be guaranteed to function without

faults it is important that data is copied and stored on different systems simul-

taneously. The higher the number of copies and the broader their geographical

distribution, the higher the guarantee for their persistence is.

• Persistence: simply having data stored on a medium does not provide guaran-

tees that, over time, it would not become inaccessible. For example, both tape

drives and hard disks can become demagnetised, hence corrupting the stored

data. This phenomenon is frequently described as bit rot. Hence, data needs

to be periodically tested, and if problems arise, fixed. A common method for

detecting issues employs so-called checksums, fingerprints of data files which

change when even one byte switches value. If a file is detected to have changed

it is usually replaced with a redundant copy.

• Transformation: as technology evolves, so do the methods for storing data,

this also leading to deprecation; for example, floppy disks are rarely used

nowadays, despite being ubiquitous just a few years back. Storage and archival

systems need to account for this and migrate data to current technological

requirements, while ensuring that its contents are not semantically modified.

The second aspect of data storage relates to the employed file formats. While

these will most often be enforced by various laboratory instruments and software

used for producing and processing data, it is usually beneficial to apply transform-

ations in order to ensure persistence, ease of use, and the possibility for others to

work with the data; the decision on formats depends upon multiple considerations.

A first consideration is represented by the choice between proprietary and open

source file formats. Proprietary formats place a barrier for other collaborators that

need to access the data file, as they might require special software or even hardware

licences in order to read and modify these; for example, the Microsoft Office formats

2https://www.ands.org.au/

https://www.ands.org.au/
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for storing tabular data (Excel files such as XLS and XLSX), can be opened only by

certain applications, while Comma-Separated Values (CSV) files can be manipulated

by any text editor.

Another point relates to the standardisation of formats; file formats which are

backed up by an established standard provide higher guarantees in terms of access-

ibility and preservation over time, as clear rules on how data is encapsulated and

structured are defined. For example, the Digital Imaging and Communications in

Medicine (DICOM) format is the de facto method for storing and transmitting med-

ical information; using it guarantees that any systems that implements the stand-

ard can fully read the data files. Similarly, the Clinical Data Interchange Standards

Consortium (CDISC)3 has developed a number of standards encompassing the whole

research workflow, such as the Clinical Data Acquisition Standards Harmonization

(CDASH), which establishes data collection procedures, or the Study Data Tabula-

tion Model (STDM), a standard for clinical data organisation and formatting. As a

counter-example, the CSV format does not have complete standards behind it, and

thus, particularities can arise at both the structural and semantic levels.

Finally, the effects on the research life cycle need to be considered. Producing

data files is most often only the first step in the research workflow. Data files will

need to be processed, shared with peers, and published alongside other outputs,

such as journal articles. While it is highly improbable that data will maintain the

same format along the whole cycle (published data rarely includes the whole initial

raw dataset), informed choices can aid the process.

The third aspect to be considered relative to research storage choices relates to

the overall structure of datasets; for example, while a single file is a more facile

method for storing a data set, issues will arise when it grows in size and it needs to

be processed or transferred to other systems. Similarly, a large number of files can

pose issues with navigating and understanding the structure.

Large dataset instances, especially those exceeding one terabyte, might prove

difficult to handle. Consider, for example, the need to transfer such a large file over

the network and the possibility that the connection will drop during the operation;

most often the transfer will need to be restarted, wasting the effort4. In such cases,

splitting the dataset might prove to be a better solution, as each smaller file can be

3https://www.cdisc.org/
4Even over a fiber-optic connection one terabyte of data will require over one hour to transfer.

https://www.cdisc.org/
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transferred individually and independently of the others, network issues requiring

only the re-transfer of unsent files. A number of storage systems include an option

for so-called chunked or multi-part file transfers, where the system automatically

splits larger files in smaller blocks, allowing these to be transferred independently,

in any order, and at any point in time.

In cases where a large number of files constitute a dataset it is important to

describe the overall structure such that other applications or users can understand

it. Traditionally, folders are used for categorising and structuring content, but these

can prove ineffective in describing the full organisation, and certain storage systems

might not even implement this facility. A common solution to this issue is includ-

ing separate file(s) describing the structure, usually called manifests, along with

the actual dataset files. Preferably these would follow a standard structure and se-

mantics, and for this purpose standards such as BagIt5 and Metadata Encoding and

Transmission Standard (METS)6 have been established. Along with the structural

description, these files can also contain technical information (e.g., checksums) that

might ease other processes along the scholarly workflow.

An important distinction to consider, especially in the context of research repos-

itories, is the one between storage and preservation. Preservation is a more involved

process than simply ensuring that information is stored physically, being also con-

cerned, as already alluded, with maintaining the integrity of the data, transforming

it in order to ensure that it can still be consumed in line with the technological

and social realities, and providing sufficient information on the data and its context

such that new users can understand its purpose. All three points, and especially the

latter, rely on metadata, which documents various syntactic and semantic aspects

of the underlying dataset; the next subsection provides a detailed description.

5https://tools.ietf.org/html/draft-kunze-bagit-16
6https://www.loc.gov/standards/mets/

https://tools.ietf.org/html/draft-kunze-bagit-16
https://www.loc.gov/standards/mets/
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2.1.2 Metadata and identifiers

Storing research data can have many purposes, from facilitating study replica-

tion to allowing further hypotheses to be tested. Nevertheless, archiving only the

data points, with no information regarding their purpose, provenance or collection

method will exponentially decrease their value over time, as both other research-

ers and the authors of the data will find impossible to reuse them without further

information about the syntax and semantics.

Metadata, data about data, is the information created, stored and shared in order

to describe objects (either physical or digital), facilitating the interaction with said

objects for obtaining knowledge[Ril17]. Metadata can describe various aspects of

the underlying data set, and it is often useful to split the various attributes based

on their purpose.

Descriptive metadata, such as the title, creators of the dataset, or description, is

useful for allowing other users find and achieve a basic understanding of the dataset.

Often linked to this is the licencing and rights metadata that describes the legal ways

in which the data can be shared and reused; it includes the copyright statement,

rights holder and reuse terms.

Technical metadata, which most often includes information on the data files,

such as their formats and size, is useful for transferring and processing data across

systems and its general management. Preservation metadata will often enhance the

technical attributes by including information useful for ensuring that data remains

accessible and usable, such as the checksum or replica replacement events. Finally,

structural metadata describes the way in which data files are organised, and their

formats.

Given its complexity, producing metadata can become a significant undertaking,

its complexity exceeding even that of the underlying data in certain cases. This is

one of the reasons for which the standardisation of metadata has become mandatory,

this happening at three main levels.

At the structural level, standardisation ensures that on one hand, a minimum set

of attributes is always attached to data sets and, on the other, that enough attrib-

utes are present for ensuring proper description of any possible artefact, no matter

its origin, subject area, or geographical location. Multiple such standards have been
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developed, from more succinct ones, such as the DataCite Schema7 or Dublin Core

Metadata Terms (DCMT)8, to more extensive, such as MARC219 or the Common

European Research Information Format (CERIF)10. The usage of these standards

might vary across subject areas (e.g., the Document, Discover and Interoperate

(DDI)11 standard is targeted at survey data in social, behavioural, and health sci-

ences) or the main purpose of the metadata (e.g., the METS standard emphasises

technical, preservation and structural metadata more than the DataCite schema).

At the semantic level, the focus is on ensuring that the language used for de-

scribing data observes a controlled variability both inside a research area and across

domains. For example, the CRediT vocabulary12 defines various roles involved in re-

search activities (analyst, investigator, publication author, etc.), Friend of a Friend

(FOAF)13 establishes the terminology for describing and linking persons, institu-

tions and other entities, and the Multipurpose Internet Mail Extensions (MIME)14

standard defines the various file formats.

The third point considered from a standardisation point of view involves the

formats used for storing and transferring metadata. The Extensible Markup Lan-

guage (XML)15 is one of the most prevalent formats, almost all standards providing

a schema and guidance on employing it. The JavaScript Object Notation (JSON)16

format is also starting to gain traction, both due to its pervasiveness in web services

nowadays, and also due to certain initiatives, such as schema.org which use it as

the de facto output format.

One important aspect of metadata, considered by most standards, vocabularies

and formats relates to the usage of identifiers. Similar to social security numbers

for persons or serial numbers for devices, when it comes to research data the aim of

identifiers is to uniquely and persistently describe it. This has become a stringent

necessity in the age of internet, both due to the requirement to maintain resources

7https://schema.datacite.org/meta/kernel-4.1/
8https://www.dublincore.org/specifications/dublin-core/dcmi-terms/
9https://www.loc.gov/marc/bibliographic/

10https://www.eurocris.org/cerif/main-features-cerif
11https://www.ddialliance.org/
12https://casrai.org/credit/
13http://xmlns.com/foaf/spec/
14https://tools.ietf.org/html/rfc2046
15https://www.w3.org/XML/
16https://www.json.org/

schema.org
https://schema.datacite.org/meta/kernel-4.1/
https://www.dublincore.org/specifications/dublin-core/dcmi-terms/
https://www.loc.gov/marc/bibliographic/
https://www.eurocris.org/cerif/main-features-cerif
https://www.ddialliance.org/
https://casrai.org/credit/
http://xmlns.com/foaf/spec/
https://tools.ietf.org/html/rfc2046
https://www.w3.org/XML/
https://www.json.org/
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accessible for periods of time of the order of years or even decades, no matter the

status or location of the system preserving them at any discrete moment, and also

due to the necessity of linking various resources across systems. Similar to bit

rot, link rot describes the phenomenon of web addresses becoming unavailable over

time, for example due to servers going offline. This can pose significant issues

for research artefacts, which need to remain available for longer periods of time

due to their societal importance; nevertheless, link rot was proven to be pervasive

across scholarly resources[SPS11], As a result, various elements of research data

started receiving identifiers, various initiatives and standards becoming available.

The importance of the persistence aspect is marked by the use in the community of

the Persistent Identifier (PID) term.

Even before the prevalence of research data sharing, bibliographic records re-

ceived identifiers, such as International Standard Book Numbers (ISBN) for books

and International Standard Serial Numbers (ISSN) for periodicals. For research

data, Archival Resource Keys (ARKs) and Handles17 are more prevalent, as these

mechanisms facilitate issuing new identifiers and thus, are more suited for the larger

volume of produced records.

The Digital Object Identifier (DOI) system18 is quickly emerging as the industry

standard; it builds upon the Handle infrastructure, but adds an additional dimension

over it, namely persistence[DOI]. At a practical level this is implemented using a

number of processes that ensure that an identified object will remain available online

(possibly only at the metadata level) even when the original holding server becomes

unavailable and the resource needs to be transferred elsewhere. A DOI is linked

to the metadata of the object, and is usually assigned when the object becomes

public. The metadata of the object can be updated at any time and, for example,

the online address where the object resides, could be updated when the object’s

location changes; so-called resolver applications are in charge of redirecting accesses

of the DOI to the actual address of the underlying object. Note that the digital

adjective in DOI refers to the identifier and not the object ; thus, DOIs can be

created for physical objects, such as books, works of art, or laboratory specimens.

A second important dimension of research outputs relates to individual research-

ers and institutions. ORCiD is currently the most wide-spread identifier for re-

17http://handle.net/
18https://doi.org

http://handle.net/
https://doi.org
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searchers, with over 8 million registrations19, while the International Standard Name

Identifier (ISNI)20 and the Global Research Identifier Database (GRID)21 provide

identifiers for research institutions, groups and funding bodies.

Identifiers have been developed for other entities of significant importance in

terms of sharing and interoperability. For example, the Protein Data Bank provides

identifiers for the proteins, nucleic acids and other complex assemblies22, while Gen-

Bank23 indexes genetic sequences using so-called accession numbers.

Research Resource Identifiers (RRID)[Ban+15] aim to cover a wider area, provid-

ing identifiers for any type of asset used in the scientific pursuit; the current registry

includes entities ranging from organisms, cells and antibodies to software applica-

tions, databases and even institutions. RRIDs have been adopted by a considerable

number of publishing institutions and are quickly converging towards a community

standard.

The complexity of both the semantic and syntactic dimensions of metadata can

create significant obstacles in cataloguing, especially in scenarios where research-

ers, who have most knowledge on the underlying dataset, are not accustomed to

library-specific workflows. To overcome this, the community has devised the Find-

able, Accessible, Interoperable, Reusable (FAIR) principles[Wil+16], a concise set

of recommendations for scientific data management and stewardship which focuses

on the aims of metadata.

The FAIR principles are one of the first attempts to systematically address the

issues around data management and stewardship; they were formulated by a large

consortium of research individuals and organisations, and are intended for both data

producers and data publishers, targeting the promotion of maximum use and reuse

of data.

Findability relates to the possibility of coming across the resource using one of

the many internet facilities. This requires that the attached metadata is rich enough

(e.g., description or abstract and keywords are crucial for this), that a persistent

identifier is associated and included in the metadata, and that all this information

19See https://orcid.org
20http://www.isni.org/
21https://grid.ac
22https://www.rcsb.org/
23https://www.ncbi.nlm.nih.gov/genbank/

https://orcid.org
http://www.isni.org/
https://grid.ac
https://www.rcsb.org/
https://www.ncbi.nlm.nih.gov/genbank/


Data repositories 19

is made publicly available on the internet.

Accesibility mostly considers the methods through which data can be retrieved.

As such, a standard and open protocol, like the ones used over the internet should

be employed. Moreover, metadata should always remain available, even when the

object ceases to be, in order to provide the continuity of the record; as previously

discussed, a PID system, like DOIs can solve this issue.

Interoperability considers the ways in which data can be used, processed and

analysed across systems, both by human operators and machines. For this, metadata

should both ,,use a formal, accessible, shared, and broadly applicable language for

knowledge representation”[Wil+16] and standardised vocabularies; it is interesting

to note that the principles become recursive here, mandating that vocabularies

describing FAIR data sets should themselves follow the same principles.

Moreover, the interoperability guideline requires that metadata contains qualified

references to other metadata. This is linked with both the persistent and unique

identifiers described earlier, but also to the relations between them, the foundation of

Linked Data, a concept introduced by the inventor of the WWW, Tim Berners-Lee.

This concept relies heavily on the RDF specification[W3C14], which allows linking

pieces of information24. The linked data concept is of utmost importance to the

scholarly workflow, as it can provide a wider image over scientific research, as proven

by projects such as SciGraph25, which defines over one billion relationships between

entities such as journals, institutions, funders or clinical trials, or SCHOLIX26 which

links research data to the outputs that reference it.

Finally, the FAIR principles mandate that research data should be reusable,

facilitating reproducibility. For this, it requires that metadata contains accurate and

relevant attributes (e.g., it describes the columns of tabular data) and information

about its provenance. Moreover, it touches on certain legal aspects, such as the need

for clear and accessible licencing and adherence to ,,domain-relevant community

standards”, such as, for example, the requirements on patient data protection.

24Chapter 4 describes RDF in more detail.
25https://www.springernature.com/gp/researchers/scigraph
26https://scholix.org

https://www.springernature.com/gp/researchers/scigraph
https://scholix.org
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2.1.3 Legal requirements and constraints

Research data carries a number of legal constraints which are not specific to tradi-

tional academic publishing; this is most often due to the complexity inherent in the

creation, dissemination and consumption of research data and thus, repositories tar-

geting this type of output need to implement facilities supporting compliance. It is

worth noting that most often neither researchers or librarians will possess complete

understanding on policy matters, as this requires specific knowledge on various legal

aspects and thus, it is important that the repository software provides guidance

on these matters. In the following, three broad categories of such constraints are

discussed: data anonymisation, legal frameworks and licencing.

Research data anonymisation allows data to be shared whilst preserving the

privacy of subjects or other involved parties. Anonymity is not be confused with

confidentiality, although the two are linked; anonymity is the process of not dis-

closing the identity of a research participant, or the author of a particular view or

opinion while confidentiality is the process of not disclosing to other parties opinions

or information gathered in the research process[Cla06].

The process of anonymising research data requires that key identifiers are changed

or masked. An individual’s identity can be disclosed from direct identifiers such as

names or geographic information, or indirect identifiers which, when linked with

other available data, could identify someone, like occupation or age. Anonymisation

should be planned in the early stages of the research venture and considerations for

achieveing it should be built in when gaining consent for data sharing.

One of the challenges of anonymisation is balance; an agressive approach could

result in important information being missed or incorrect conclusions being drawn,

all the while balancing the potential of re-identification. If the research data is for

public release the probability of potential re-identification needs to be low. It may

be acceptable for this probability to be higher for private or semi-public datasets as

other controls can be put in place[ER15].

This last point alludes to how repositories can approach anonymisation from a

technical point of view. For example, in the US the Health Insurance Portability and

Accountability Act of 1996 (HIPAA)27 directly addresses anonymisation concerns:

it requires that systems and repositories that handle such information need to ensure

27https://www.hhs.gov/hipaa

https://www.hhs.gov/hipaa


Data repositories 21

physical, technical and administrative safeguards that meet the obligations laid out

in the Act. This means that a repository solution that implements, for example,

an Access Control List (ACL) system can easily prevent unauthorised access to raw

data and proper review facilities can ensure that only anonymised data becomes

available to the wide public.

In terms of legal frameworks, an important point to note is that these vary based

on the geographical applicability area; to illustrate this, the following three examples

can be considered:

• The European Union (EU) General Data Protection Regulation (GDPR):

https://www.eugdpr.org/

• The United Kingdom (UK) Data Protection Act: https://www.gov.uk/government/

collections/data-protection-act-2018

• The United States (US) PATRIOT Act: https://www.gov.uk/government/

collections/data-protection-act-2018

The GDPR came into force on May 25th 2018 and governs the processing (hold-

ing or using) of personal data. Although not specifically aimed at research, it con-

tains a number of stipulations which are applicable. First, GDPR has a clearer

definition of personal data which is that personal data can be used to identify living

people. As well as data containing obvious identifiers, such as name and date of

birth, this can also include genetic, biometric or online data, if unique to an indi-

vidual. Second, it notes that data is still personal even if it has been pseudonymised

(i.e. identifiers are separated from data points) but dataset and identifiers are held

by the same organisation.

The UK Data Protection Act 1998 and its 2018 update, which was heavily in-

spired by GDPR, applies in Scotland, England, Wales and Northern Ireland and

gives individuals rights of access to request copies of their personal data collected

by a researcher. It requires that any processors of personal data must comply with

eight principles, which make sure that personal data is:

1. Fairly and lawfully processed;

2. Processed for limited purposes;

https://www.eugdpr.org/
https://www.gov.uk/government/collections/data-protection-act-2018
https://www.gov.uk/government/collections/data-protection-act-2018
https://www.gov.uk/government/collections/data-protection-act-2018
https://www.gov.uk/government/collections/data-protection-act-2018
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3. Adequate, relevant and not excessive;

4. Accurate and up to date;

5. Not kept for longer than is necessary;

6. Processed in line with your rights;

7. Secure;

8. Not transferred to other countries without adequate protection.

There are exceptions for personal data collected as part of research: it can be

retained indefinitely if needed and can be used for other purposes in some circum-

stances; in both situations research subjects need to be informed.

The UK Data Protection Act also differentiates between personal and sensitive

data. Sensitive data includes, but is not limited to, race or ethnic origin, political

opinion, religious beliefs, and physical or mental health. Sensitive data can only

be processed for research purposes if explicit consent (ideally in writing) has been

obtained, the data is in substantial public interest and not causing substantial dam-

age and distress, or if the analysis of racial/ethnic origins is for purpose of equal

opportunities monitoring.

The legal definition of personal data is complex and is affected by the act’s

subsequent update in 2018 and GDPR, but the simplest and safest definition is of any

information about a living, identifiable individual. This is relevant to anonymisation,

as if research data is appropriately anonymised then the UK Data Protection act

will no longer apply to it.

The PATRIOT Act was signed into law in the US of America in 2001. While

not specifically aimed at research, it has impact when it comes to data storage, as

grants the potential for the US government to have access to data stored by US

cloud servers providers. A common misconception is that avoidance of US-located

servers solves the issue, which is only partially accurate. This act would, in theory,

allow United States judicial authorities and intelligence agencies to request data

stored in cloud services outside of the US. The police, the judiciary and intelligence

agencies are able in one way or another to request information from higher education

and research institutions and any other parties concerned. From a legal perspective
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access to cloud data cannot be denied and “cloud service providers can give no

guarantees in this respect”[HAE12]. In practice, access can take place in one of two

ways:

• If the cloud service provider is subject to US jurisdiction, a request for release

of the data can be made directly to the service provider company in the United

States.

• If the cloud service provider is not subject to US jurisdiction, data may be

retrieved from the service provider or the institution, or with the assistance of

relevant local judicial authorities or intelligence agencies

From a technical point of view, this means that research managers need to be

concerned with the location repositories used to deploy their software modules, es-

pecially those handling physical storage. At the same time, if the repository is not

managed by an US company it could implement flexible storage facilities that allow

researchers to use the best solution from a technical point of view.

As is the case with any type of scientific output, research data requires a frame-

work upon which sharing, along with proper attribution, can be achieved. What

sets data apart from say, journal papers, is that it can be reused in more ways and

such, copyright protocols suited for citing research can prove insufficient when con-

sidering, for example, the extraction of new hypothesis from existing data sets. This

is why new means of licencing and enforcing copyright have either been devised or

borrowed from other domains where reuse is common. When data is shared, the

original copyright owner usually retains the copyright, but a license can be applied

in order to describe how the data can be reused; when no proper licencing terms are

applied content cannot be redistributed or reused.

The Creative Commons (CC) suite of licencing options28 is one of the most

popular for research data; the model consists of a modular set of clauses which can

be aggregated for obtaining licences with varying degrees of freedom in terms of

reuse. As such, the CC BY licence allows unrestricted reuse as long as attribution is

given to the original authors, while more restrictive options such as CC BY-NC-SA

or CC BY-NC-ND disallow either using a different licence for derivative work (SA,

28https://creativecommons.org/

https://creativecommons.org/
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share-alike), or no derivatives (ND) at all respectively, with a supplementary clause

forbidding the usage of the data for any commercial interest (NC, no-commercial).

Apart from these, other licencing options have been devised for more specific use-

cases. For example, research software can use one of the deeds commonly employed

across the open source software ecosystem, such as the MIT licence29 or the GNU

General Public License (GPL)30. Another example relates to licences developed by

national bodies, in order to ensure better compliance with the regional laws and

regulations; such instances include the European Union Public Licence (EUPL)31,

or the Open Government Licence (OGL)32. Finally, data can be placed in the public

domain, forgoing any copyright or reuse terms; such content can be associated with

a notice such as the one provided by CC as CC033.

While in general researchers should aim for allowing unrestricted use of their

data, as also stipulated by the FAIR principles, this is of course not always possible

or desirable due to various ethical, regulatory or even technical reasons. In such

cases, consulting with personnel specialised in licencing and copyright issues, such

as a librarian or lawyer, might be desirable, in order to avoid issues with certain deeds

that might place undesirable obstacles on reuse. For example, the no-commercial

(NC) clause in the CC suite can disallow the use of data not only by commercial

corporations, but also by research institutions generating minimal amounts of rev-

enue[Kli12]. Another example relates to so-called viral licences, such as GPL or the

CC SA clause, which allow only derivatives licenced under the same exact terms.

Repositories can facilitate licencing in two ways; first they need to be able to

support a wide array of options, thus not preventing researchers from selecting the

appropriate licence (see Fig. 2.1 for an example). Second, facilities explaining in

plain language the various deeds can be implemented. GitHub34, a repository com-

monly used for software but which also stores various NTROs, offers such a facility

at https://choosealicense.com/; this allows uses to choose the best licencing op-

tion by using a process similar to a flow diagram and also summarises the legal text

by pinpointing the most important stipulations.

29https://opensource.org/licenses/MIT
30https://www.gnu.org/licenses/gpl-3.0.en.html
31https://joinup.ec.europa.eu/collection/eupl
32http://www.nationalarchives.gov.uk/doc/open-government-licence/version/3/
33https://creativecommons.org/share-your-work/public-domain/cc0/
34https://github.com

https://choosealicense.com/
https://opensource.org/licenses/MIT
https://www.gnu.org/licenses/gpl-3.0.en.html
https://joinup.ec.europa.eu/collection/eupl
http://www.nationalarchives.gov.uk/doc/open-government-licence/version/3/
https://creativecommons.org/share-your-work/public-domain/cc0/
https://github.com
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Figure 2.1: Interface allowing the choice from various licencing options as imple-

mented by the Figshare repository.

2.2 Research repositories

Data and publication repositories have evolved, at least until recently, as separate

platforms; as outlined in the previous section, this was caused in part by the par-

ticular features NTROs require and, at the same time, by the specific workflows

traditional research publishing employs, such as peer review or journal production

processes.

Nevertheless, the reproducibility crisis demonstrated the need to have all research

outputs available for review at the same time, and having them presented in a

consolidated manner can speed up the verification process. From a more technical

point of view, this can be accomplished in two manners:

1. Develop or employ existing technologies for interlinking research outputs, such

as RDF or Open Archives Initiative (OAI)-Protocol for Metadata Harvesting

(PMH)35.

2. Aggregate all research outputs on a single repository.

Given the current technology and librarianship space, the first solution is in most

cases the most feasible; this is due to the existing infrastructure and the large volume

35https://www.openarchives.org/pmh/

https://www.openarchives.org/pmh/
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of publications already stored on repositories. To be able to link research outputs

in a usable manner, two dimensions need to be considered.

First, researchers need to be able to discern and follow the links; an implement-

ation of this is the mean by which papers and data are frequently linked nowadays.

As a result of the new policies around research data sharing, publishers often require

authors to upload supporting artefacts to other repositories[Elsb; Spra] and include

in articles a statement explaining how they can be accessed; at the same time, the

repositories holding NTROs can link back to the published article. A full example of

this is included in Fig. 2.2. This can be facilitated by the use of PIDs, which, on one

hand, distil the linking information in a concise form and, on the other, provide a

persistent mean of pointing to the current location of the output, even if the original

repository ceased to function and the artefact was transferred elsewhere; this second

feature is of utmost importance for physically published media, which is obviously

immutable and thus, cannot be modified in order to amend links.

(a) Data accessibility statement linking research article to dataset stored on a

specialised repository.

(b) Reference to the published journal article supported by the dataset which is

hosted on the Dryad Digital Repository.

Figure 2.2: Bidirectional link between a published journal article and its supporting

dataset, source: House et. al. (2020) Social norms and cultural diversity in the

development of third-party punishment, DOI: 10.1098/rspb.2019.2794.

Second, systems that are used to store and disseminate outputs, including but
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not limited to repositories, need to be able to create, discover and traverse the

links between outputs. This is one of the main purposes of the FAIR principles, its

importance stemming from the nature of the WWW.

To further emphasise this point, consider the case of searching for the study in

Fig. 2.2 using a specialised research search engine. In a naive implementation, such

an engine would consider only the metadata of the published paper; this could prove

inefficient in cases where the user performs queries pertaining to details of the R36

implementation of the methods used in the study, and which are detailed only in

the data package. A search system which is able to understand the link between

the paper and the NTRO could present the user with complete information on the

study by providing a consolidated view including both outputs.

Bibliographic metadata is of utmost importance in allowing systems to process

links between research outputs. First, metadata needs to include correct and com-

plete information on the artefacts, in order to provide as many opportunities as

possible for discovering links between various outputs. Second, as outlined the the

FAIR principles, metadata needs to be exposed in a format that promotes interop-

erability, both at the semantic and syntactic level. Repositories, especially those

developed in the early days of the WWW, might struggle with interoperability, as

their internal metadata representation did not consider the requirement of allowing

other systems to consume it. In Chapter 4 a solution for such cases is presented; this

solution makes use of RDF, this model displaying a series of advantages in terms of

linking, as at its core, it implements a knowledge graph.

The second solution to presenting all artefacts pertaining to a research study in

the same context revolves around using the same repository for both traditional and

non-traditional outputs. In some ways, especially if the distributed nature of the

WWW is considered, this can be viewed as counter-intuitive; having each output

reside on a platform that best fits its particularities and having them linked as

explained above is fully achieving the full potential of the linked WWW.

At the same time, certain realities surrounding the research workflows need to be

considered. For example, in a distributed model, researchers might find cumbersome

having to upload each output to a different platform, especially if each platform im-

plements the upload process in different manners. In [Aus+17], the authors note

36https://www.r-project.org/

https://www.r-project.org/
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that the amount of time preparing outputs for publishing is a “major disincentive”

for sharing on repositories, researchers preferring to spend their time on activities

which can be credited. Similarly, even in most streamlined linking implementations,

consumers of research will still need to follow the various links between outputs

and work around the various interfaces repositories employ. Another fact to con-

sider revolves around the administration of repositories; having multiple solutions

to maintain can increase the burden on both technology and library resources.

Apart from the consolidation of outputs, using a single repository can provide

opportunities for both improving and creating new research workflows. This is best

exhibited by the popularisation of new types of outputs, such as:

• Pre-registrations: commitment of research plans before executing them, see

for example the “Preregistration Challenge”37.

• Data Management Plans (DMPs): documents that detail how data will be

acquired, managed, analysed and preserved; as these usually describe what

repositories will be used, it seems logical that they are also kept along with

the data and other artefacts (for an example see DOI:10.5281/zenodo.1243763).

• Preprints: while arχiv38, one of the most well-known preprint servers was

launched in 1991, preprints came to prominence lately due to their intrinsic

property of delivering research results fast, unhindered by traditional pub-

lishing practices. For example, during the 2020 Coronavirus disease 2019

(COVID-19) epidemic, over 2000 preprints on the subject have been posted

on medRxiv39 and bioRxiv40 between January and April.

Three paths to shifting from a specialised repository (e.g., IR or data) to a

general research repository, able to hold and manage in an meaningful manner any

type of research output, can be considered:

1. Develop new features for an existing repository in order to support new types

of outputs. For example, Invenio41, a repository first released in 2002 and

37https://osf.io/prereg
38https://arxiv.org
39https://medrxiv.org
40https://biorxiv.org
41https://invenio-software.org/

https://doi.org/10.5281/zenodo.1243763
https://osf.io/prereg
https://arxiv.org
https://medrxiv.org
https://biorxiv.org
https://invenio-software.org/


Research repositories 29

developed as an IR and library system evolved to be a system which can also

hold datasets[Eur], software and other types of outputs, as best demonstrated

by ZENODO, which deploys Invenio in its backend. As a reversed route, Fig-

share, a product that started as a data repository has evolved to also support

outputs specific for IRs[Hyn18a].

2. Migrate existing content to a repository able to manage any kind of outputs.

Apart from the opportunity to modernise the repository infrastructure and

consolidate administrative, operations or technological resources, this solution

might also resolve certain issues generated by commercial, contractual or lead-

ership changes (for an example see the acquisition of Bepress, the developer of

the Digital Commons repository42, by Elsevier[Sch17]). The migration route

is further discussed in Chapter 5.

3. Develop distributed repositories: this solution would still consist of multiple

systems, each holding various types of outputs, but a single point of entry, for

both uploading and consuming content would be provided. In [Ope17], the

authors make the case for networked repositories, in which “cross-repository

connections are established by introducing bi-directional links as a result of an

interaction between resources in different repositories, or by overlay services

that consume activity metadata exposed by repositories”.

While the first two options above are strictly focused on discrete repositories,

the third one considers the development of external interoperability frameworks,

capable of extracting and providing information from and to the various systems

involved in the scholarly workflow. As an example of such infrastructure, Scholix43,

a framework for “Scholarly Link Exchange”, currently consists of over 250 million

links between research literature and datasets residing in various repositories; any

external system can make use of the graph implemented by it in order to present

all outputs pertaining to a research study in a consolidated manner. In terms of

implementation, Scholix relies on information regarding associated content provided

by various stakeholders such as repositories, scholarly publishers, or DOI minting

agencies. It is worth noting that the latter can easily become the backbone of such

42https://www.bepress.com/products/digital-commons/
43https://scholix.org

https://www.bepress.com/products/digital-commons/
https://scholix.org
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interoperability infrastructure due to the DOI’s increase in popularity coupled with

the requirement for repositories to provide at least minimal metadata for each minted

identifier. As such, most agencies provide nowadays the possibility of providing

information on known relations between outputs via established relationship types

vocabularies44.

Despite the mean of achieving it not being concrete, the vision of research repos-

itories that encompass the plethora of outputs available nowadays is both clear and

widely accepted in the community. In [Sal08], the author argues that IRs should

look beyond literature, as otherwise a repository will not fully justify its existence.

Even by coming back to the definition in [Lyn03], it can be seen that IRs were never

meant to be limited to certain types of content, mostly peer-reviewed scientific lit-

erature, but to cater to any needs the researchers, their workflows and the current

societal circumstances call for. Thus, it is important to look at the various options

of achieving this vision and let the stakeholders in the scientific endeavour decide

which is the best to employ. In the next chapters, original research on certain fea-

tures that could be implemented in research repositories is presented; the common

theme among these is the adaption of techniques specific to software engineering

and of technologies employed in other types of applications in the last few decades

to the area of digital libraries, touching on all paths presented above, which could

lead to a new generation of research repositories.

44For an example on how Crossref, a DOI minting agency, implements this see the “Relationships

between different research objects” section at https://www.crossref.org/education/content-

registration/structural-metadata/#00040.

https://www.crossref.org/education/content-registration/structural-metadata/#00040
https://www.crossref.org/education/content-registration/structural-metadata/#00040
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2.3 Open Source repositories

While open science is a relatively new movement, the world of librarianship always

took a more public approach to the services it delivers, in line with the philosophy

that knowledge should be shared freely both across the research community and

society as a whole; an interesting effect of this is the development of multiple open

source repository solutions.

DSpace45 was first released in 2002 as a solution for the submission, management

and preservation of digital records. It features a web interface, a backend written in

the Java46 programming language, a relational database for holding metadata, and

a search engine. DSpace uses DCMT as its default metadata schema, and includes

facilities for DOI minting, record versioning, and exports via OAI-PMH. DSpace is

the most popular repository solution, with almost 2000 instances recorded on the

Registry of Open Access Repositories (ROAR)47.

EPrints48 is considered to be the first digital repository solution, with the initial

release in 2000 and with almost 700 instances registered in ROAR. It features both

a web and a command line interface and is written in the Perl49 programming

language. Metadata is stored in a relational database using an internal hierarchical

model. The architecture of EPrints is based on plugins, which allows customising

any functional aspect of the repository.

Fedora50 (Flexible Extensible Digital Object Repository Architecture) Com-

mons51 is a digital asset management system which can be used as the foundation

of other repositories, from which Samvera52 (previously known as Hydra) and Is-

landora53 are the most popular. With the first public release dating to 2004, Fedora

distinguishes itself by its flexibility, which results from two architectural features.

First, it allows seamless conversions from its data model to RDF, which enable

the usage of any metadata vocabulary for describing bibliographic records and the

45https://duraspace.org/dspace/
46https://www.java.com/
47http://roar.eprints.org/
48https://www.eprints.org/
49https://www.perl.org/
50Not to be confused with the Linux distribution sponsored by Red Hat Inc.
51https://duraspace.org/fedora/
52https://samvera.org/
53https://islandora.ca/

https://duraspace.org/dspace/
https://www.java.com/
http://roar.eprints.org/
https://www.eprints.org/
https://www.perl.org/
https://duraspace.org/fedora/
https://samvera.org/
https://islandora.ca/
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linkage of information residing on external systems; the benefits of RDF will be fur-

ther discussed in Chapter 4. Second, Fedora opts for a service-based design, which

allows plugging in any new modules via Representational State Transfer (REST)

Application Programming Interfaces (APIs), while ensuring that these conform to

the business logic rules of the core system. Fedora is implemented using the Java

programming language and uses relational databases for holding metadata records.

Invenio is a software suite which allows running an online, large-scale document

repository or digital library. Its features cover all aspects of such repositories, in-

cluding document ingestion, classification, ranking, indexing, curation and dissem-

ination[Gla+13; Kap10]; the architecture of the software is highly modular, each

component being in charge of one the mentioned aspects or other additional fea-

tures. Currently, it is being developed by an international developer community

and is released as open source software under the second version of GPL. The soft-

ware platform is built using the Python programming language uses a relational

database for metadata. Records are represented internally using an XML derivative

of the MARC 2154 bibliographic format, which is widely used for the representation

and exchange of bibliographic, authority, holdings, classification, and community

information data in machine-readable form.

While the projects presented up to this point focused mainly on delivering IR

solutions, Dataverse55 is a repository system that treats data as a first-class citizen.

Thus, it has aligned its development roadmap with the FAIR principles, including

features such as DOI minting, machine-readable metadata embedded in dataset

landing pages, interoperability with external metadata sources, and facilities for

licencing and controlling access to datasets. Dataverse also focuses on facilitating

and capturing data citations, adhering to the philosphy that NTROs can also make

an impact in research. Also different from the other reposiroty solutions are the

means through with Dataverse can store and present to users complex file formats

and non-trivial directory structures. The repository is implemented in the Java

programming language and stores metadata in a relational database.

An important aspect shared by all the mentioned repository projects relates to

their governance; the development of these solutions is steered by panels of users

and experts in the fields of librarianship or information management, in order to

54https://www.loc.gov/marc/bibliographic/
55https://dataverse.org/

https://www.loc.gov/marc/bibliographic/
https://dataverse.org/
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ensure that the deliverables are always aligned to the requirements of the research

community. For example, at the time of this work, 16 out of the 21 memebers of

DSpace’s leadership group were affiliated with academic institutions[Lyra]. Simil-

arly, the Invenio project originated in the world of high-energy physics, being used

in production by both the European Organisation for Nuclear Research (CERN)

Document Server (CDS), and the INSPIRE repository which is curated by a col-

laboration of scientist from the Deutsches Elektronen-Synchrotron (DESY), Fermi

National Accelerator Laboratory (FNAL), and SLAC National Accelerator Labor-

atory.

These communities play a crucial role in the development of all repository solu-

tions, not only the open source ones, as they most often define the principles all

digital libraries should adhere to. As a result of direct competition, commercial

repository vendors must implement the functionalities present in their open source

counterparts, this ensuring that the same level of service quality is offered to insti-

tutions and researchers that do not possess the technical or administrative resources

to deploy a stand-alone repository.
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3. Research dissemination, reuse, and li-

cencing

Chapter 2 described the various legal issues surrounding the publishing of research

outputs in general and datasets in particular and hinted that repositories can help

alleviate these issues by providing technological solutions that can either implement

compliance or help users take informed decisions on legal aspects.

In recent years, the rise of blockchain technologies such as Bitcoin1 or Ethereum2

has been examined as a potential mean of solving some of these issues, the move-

ment in this direction being fuelled, in part, by the increase in interest due to usage

in the financial domain (e.g., Bitcoin). At a very high level, the blockchain allows

recording data and verifying its authenticity without the need for a central author-

ity. In the most popular implementations, each participant in a blockchain holds a

copy of the whole record set and each record is linked to a previous one by a crypto-

graphic value, distilled using the records’ content; thus, even the most trivial change

would propagate across the whole chain, signalling the modification. The basic idea

behind blockchains can prove useful in areas where authenticity, provenance, and

anonymization are important, research being one of them. In [Ros17] the authors

have identified a number of ways in which blockchains could be implemented across

the scholarly workflow, such as:

• Digital rights management: a blockchain system can easily record ownership

and ensure that future usage of data respects and attributes ownership along

with any associated stipulations. This could prove useful also in terms of

counting citations and understanding how outputs are further reused.

1https://bitcoin.org/
2https://ethereum.org/
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• Hypothesis registration: allow researchers to signal a discovery, proof, or new

dataset while providing evidence of ownership in any future instance.

• Study pre-registration: while becoming a common practice, it can be difficult

to ensure that these plans are not modified while the experiments are ongoing,

in order to mask potential discrepancies with the actual results; a blockchain

systems could easily detect such a change.

• Data anonymisation and provenance: this can prove to be of utmost import-

ance for medical and pharmacological research, where, on one hand, stringent

requirements on patient privacy and data anonymisation3 are in place, and,

on the other hand, the origin of the data should be verifiable. The use of

cryptographic controls and the distributed architecture of blockchain systems

can help with these challenges.

The first point above presents interest, as licencing and distribution is most often

closely linked to the perceptions researchers have on sharing outputs. Various studies

[Fed+15; KZ15] have identified perceived risks in data sharing activities, largely due

to the conditioning of academic success on publication volume and impact. A survey

among Wellcome Trust awardees showed that “the main barriers to data sharing

are the fear for misuse and misinterpretation of data, the fear to lose publication

opportunities [. . . ]” [Eyn+16]. Another study on articles published in Science

between 2011 and 2012 found out that 11% of the authors refuse to share data

if the requester does not provide information on how the material will be further

used[SSM18].

A particular blockchain technology, smart contracts can approach these issues

from a technological angle. The remaining of the chapter proposes a solution to

research output licencing that uses smart contracts and blockchains to record dis-

semination and reuse actions; in the next section an overview of these technologies

is included.

3Refer to Section 2.1.3
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3.1 Blockchain technologies

A blockchain is a continuously growing list of records linked using cryptographically

calculated values. Each block records a cryptographic hash value of the previous

block, a timestamp, and data about one or multiple transactions (algorithmic oper-

ations with one or more inputs and one or more outputs); such a list of transactions

is called a ledger. The transactions are encoded into a Merkle tree (or a hash tree),

in which each leaf node is labelled with the cryptographic hash of a data block and

every non-leaf node is labelled with the hash of the labels of its children (see Fig.

3.1 for an example). Most Merkle tree implementations are binary4 and thus veri-

fying that a certain leaf is part of a given tree requires logarithmic time. Usually,

cryptographic hash functions, such as Secure Hash Algorithm 2 (SHA-2)[Nat15] are

employed, for stronger security guarantees.

Figure 3.1: An example of a binary Merkle (hash) tree. The ÷ operator denotes a

concatenation of hashes.

In a blockchain system blocks are continuously created, generating a verification

chain that can be traversed up to the original genesis block. An important aspect

4This is not a strict requirement.
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of these systems relates to the time required to create a block or, to be more precise,

the time until each new block becomes verifiable.

It can be noted here that starting from a given block, two new blocks could

be created at the same time, generating a conflict. In blockchain systems imple-

menting currencies or other financial mechanisms this could lead to so-called double

spend attacks5. This issue is solved by implementing algorithms that establish hier-

archies among concurrent transactions, which would discard transactions leading to

inconsistencies.

Most blockchain systems are implemented as a peer-to-peer network, in which

each node stores a full copy of the blockchain, thus removing the requirement for a

central authority that needs to verify all transaction data; practically, such systems

implement a distributed database in which consensus is achieved via the proof for

validating the sequence of blocks; proofs are exchanged using ad-hoc messages.

One of the more popular use-cases for blockchain relates to the implementation of

cryptocurrencies, which differentiate themselves from traditional currencies by being

decentralised, requiring no central entity (bank or government) for controlling the

market flow. Bitcoin is such a currency, which is implemented as a public ledger in

which transactions between its users are recorded; for each transaction, information

such as “Alice sent Bob X bitcoins” is broadcast to all participating peers.

Ethereum is another crptoccurency that evolved into an open platform for build-

ing decentralised applications on top of blockchains; it defines a number of protocols

for running arbitrarily complex algorithms on the network. Such code is ran on

Ethereum Virtual Machines (EVMs) which are stored on each node participating in

the network; each issued instruction is ran on every node. A valid state transition

on EVMs is one which comes through a transaction[Woo18]. Ethereum also imple-

ments its own value token, called ether, but the way in which this is used depends

on the application being implemented. One purpose of the value token is to provide

a representation of the physical resources required for participating in the network

(e.g., electrical power), and, for example, most commonly each operation executed

on the EVMs carries an inherent cost, denoted as gas [Woo18], which is directly

connected to the block time previously mentioned.

5For example, two simultaneous transactions that require a single value token to be extracted

from an account holding a single token.
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Smart contracts are a protocol which allows to digitally facilitate, verify, or

enforce the negotiation and performance of a contract. Initially introduced in 1996-

1997[Sza97], they came back into the spotlight along with the other blockchain

technologies, as a mean of verifying various types of transactions. Smart contracts

aim at reducing or even removing the need of trusted third parties (e.g., arbitrators

or notaries) which are mandatory in the execution of traditional contracts, while

also implementing mechanism for preventing frauds and malicious or accidental ex-

ceptions.

In [But13] the authors point out that Bitcoin is a weaker version of the smart

contracts concept introduced in [Sza97], due to, for example the lack of Turing-

completeness or multi-step contracts. The authors argue that these limitations

would prevent the Bitcoin implementation from encoding any contract instance

present in complex markets or societies and proceed to introduce an implement-

ation of smart contracts in Ethereum. This platform includes two types of accounts.

Ethereum externally owned accounts (EOAs) are usually controlled by human actors

via private cryptographic keys, while contract accounts are controlled by the code

to be ran on the EVM, which can be activated only by an externally owned account.

Contract accounts implement smart contracts, systems that usually contain value

tokens that will be unlocked only if certain conditions are met. They are a collection

of functions and data (or state) that reside at a specific location on the Ethereum

blockchain, and which are able to communicate via messages, like any other peer

in the network. Moreover, they are able to perform Turing complete computations.

These concepts are explained in greater detail at [But13] and [Eth17].

The accounts record the state of the Ethereum network, by storing balances and

contract information. To be more precise, the state of all accounts is the state of

the network, being updated with every new block and requiring consensus from all

participating peers.

Solidity is an object-oriented, statically typed, high-level language used for im-

plementing smart contracts on the EVM[Eth20]. A contract in Solidity is defined,

similar to a class in traditional object-oriented programming, as a collection of func-

tions and data. The invocations of the functions, as well as a history of the values

of the stored data, are stored in the underlying blockchain, making the execution

of the smart contract fully traceable. Solidity code is compiled into bytecode which
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can afterwards be executed on EVMs.

3.2 A smart contract for managing reuse rights of

research data

Using the previously described components the proposed solution for tracking digital

rights enforcement over research outputs can be be built; for brevity it is assumed

that the shared research output is a dataset. First, the two types of accounts required

by the Ethereum network need to be defined; there will be two externally EOAs,

one for the author that initially publishes the dataset, and one for the entity the

wishes to reuse it. The contract account is associated to the smart contract code

that will regulate reuse.

In terms of stored data, the following entities are considered:

1. Author account address: this variable simply records the address of the EOA

of the author (or producer) of the output.

2. Dataset hash: this is a cryptographic hash of the research dataset that is to

be published. Note that the smart contract (and underlying infrastructure)

does not store the actual data files, but only their hash; the complete content

can continue to reside on the standard repository infrastructure.

3. Dataset terms hash: this is a cryptographic hash of the terms and conditions,

specifying the way in which the published dataset might be reused. The same

approach as with the dataset, of not storing the actual contents of the terms,

is taken, as repositories most often have specific means of handling the applic-

ation of licencing (see Fig. 2.1). Nevertheless, in some cases the author might

opt for using a custom definition of the terms (e.g., embargoes such as “reusers

should not publish journal articles on findings based on the original dataset for

one year since the initial release of the data”) which cannot be hosted by such

platforms, or there simply might be a requirement to ensure the preservation

of the terms and, in such cases, the full text could be stored on the blockchain

by compressing it[Bro15].
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4. Data reuser account address: similar to the first item in this list, this variable

records the EOA address of the entity planning on reusing the data set.

5. Reuse work hash: this variable records a hash (or any other type of appropriate

information, such as a DOI) for the work that reuses the original data set. This

will ensure that the complete cycle of reuse is recorded on the blockchain,

making it easy to inspect at any future moment.

The smart contract will consist of three functions that need to be called in the

following order:

1. Publish dataset: this function will record the author account address, dataset

hash and dataset terms hash variables; optionally, it can emit an event (see

the Events section of [Eth20]) in order to advertise the release of the dataset

and enable certain automatic workflows (e.g., a system similar to a RDF Site

Summary (RSS) feed could be put in place to monitor the release of new data).

2. Release dataset: this function records the data reuser account address, con-

ceptually stating that the author of the dataset released it under specific terms

to the requesting entity.

3. Publish rework : this function records the reuse work hash, storing informa-

tion about how the dataset has been reused, and closing the execution of the

contract.

These three functions describe how the smart contract should be developed and

executed from a practical point of view, integrated with the current research work-

flows. As soon as a dataset is published, a version of the smart contract should be

deployed and the first function should be called in order to record the terms under

which the work can be reused. When there is a wish to access the dataset, the two

parties (author and reuser) should come to an agreement on following these terms

and record this on the blockchain by using the second function. The proof that

the terms were actually followed will be recorded by calling the last function. A

discussion on this last step relates to the entity that should call this operation; here

it is considered that the reuser can do this, testifying that the established terms

have been followed, and recording this in the permanent record of the blockchain.

If this is deemed insufficient, an additional step can be added, in which the original
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author of the dataset, or any other suitable entity, verifies that terms were indeed

obeyed, closing the execution of the contract.

An implementation of the smart contract conceptually described above, using

the Solidity language, is included in Listing 3.1.

// version 1.0.2
pragma solidity ^0.4.0;

contract DatasetPublishReuse {
address datasetAuthor;
uint128 datasetHash;
uint128 datasetTermsHash;
address reuser;
uint128 workHash;

// event to be emitted when a new dataset is published
event evDatasetPublished(

address _from ,
uint128 _datasetHash ,
uint128 _datasetTermsHash

);

// event to be emitted when an entity wishes to acquire a dataset for reuse
event evRequestDataset(

address _from ,
uint128 _datesetHash

);

// event to be emitted when a dataset is released for reuse
event evDatasetReleased(

address _from ,
address _to ,
uint128 _datasetHash ,
uint128 _datasetTermsHash

);

// event to be emitted when a work based on the original dataset is published
event evWorkPublished(

address _from ,
uint128 _workHash ,
uint128 _datasetHash ,
uint128 _datasetTermsHash

);

function publishDataset(uint128 _datasetHash , uint128 _datasetTermsHash)
public returns (bool) {

datasetHash = _datasetHash;
datasetTermsHash = _datasetTermsHash;
datasetAuthor = msg.sender;
emit evDatasetPublished(datasetAuthor , datasetHash , datasetTermsHash);
return true;

}

function requestDataset(uint128 _datasetHash)
public returns (bool) {

assert(_datasetHash == datasetHash);
emit evRequestDataset(msg.sender , _datasetHash);
return true;

}

function releaseDataset ()
public returns(bool) {

reuser = msg.sender;
emit evDatasetReleased(reuser , datasetAuthor ,

datasetHash , datasetTermsHash);
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return true;
}

function publishRework(uint128 _workHash)
public returns (bool) {

assert(msg.sender == reuser);
workHash = _workHash;
emit evWorkPublished(reuser , workHash , datasetHash , datasetTermsHash);
return true;

}
} // end contract

Listing 3.1: Solidity smart contract implementing the research data reuse terms

management workflow.

Two minor implementations details can be observed:

• The requestDataset function allows expressing the intent to access the pub-

lished dataset. This is implemented in order to further automate the workflow,

as without this functionality the requester would have to contact the author of

the dataset using some other channel, such as email or the features provided

by the repository.

• Events are implemented and emitted at each invocation of the functions of the

smart contract; as mentioned, this could prove useful for automating certain

external workflows building upon the smart contract.

A brief analysis of the costs of running such a routine on the EVM and network

is presented below. This was carried out by considering the gas requirement for a

full invocation of the smart contract; this comprises of two elements6:

• The transaction cost of the functions in the smart contract (the gas cost for

setting up the functions on the blockchain).

• The actual execution cost; this depends on how much processing steps are

required by an EVM for executing the functions.

The costs are expressed in Ethereum network gas; a rate of 2∗10−9 ether per gas

used was set, with the price of 180.66 US dollars per ether (value for April 2020).

The results are presented in Table 3.1.

6Both concepts are explained in depth in Section Account Types, Gas, and Transactions of

[Eth17]
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Operation name Transaction cost Execution cost Total gas USD price

Creating contract 613654 421050 1034704 $0.93123

publishDataset 55140 33612 88752 $0.07988

requestDataset 23313 1913 25226 $0.0227

releaseDataset 44728 23456 68184 $0.06136

publishRework 30134 8734 38868 $0.03497

Table 3.1: Gas costs as defined by the EVM and network of the implemented

smart contract for rights management of research data. Equivalents in US dollars,

calculated using the rates available in April 2020, are included. While the transaction

cost is an estimation of work required to define the contract on the network, the

execution cost considers the actual execution cost of the transaction, based on the

number of computing operations.

As it can be observed, the total cost for setting up and executing the contract

is below two US dollars. If researchers would be to support these costs, as opposed

to having the network fully sustained by research publishers or any other schol-

arly communication entity, they are still negligible when compared to other usual

expenses, such as, for example, Article Publishing Chargess (APCs) or OA publish-

ing: the costs required by Springer Nature and Elsevier can easily go in the range

of thousands of US dollars[Elsa; Natb].

An interesting aspect that stems from this analysis and takes inspiration from

the widespread use of blockchain technologies in financial workflows relates to the

implementation of incentives for both publishing research data and also considering

replication studies. Given that the framework for implementing such mechanisms

is inherent in the targeted platform, it is fairly easy to extend the smart contract

to consider, for example, awarding a number of value tokens (ethers) when a new

data set is published; similarly, a number of value tokens could be subtracted from

the EOA of the reuser, thus creating further incentives to stay in line with the

established terms.
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In Section 2.2 a case was made for adapting existing repositories to the realities of

the current research ecosystem, which is characterised by a highly-distributed archi-

tecture; this enables bibliographic metadata to be routinely transferred between the

systems that can best fulfil the functions required by the scientific venture, such as

dissemination, preservation, discovery, or analysis. Adapting existing systems, in-

stead of building new ones from the ground up is a preferred solution as, most often,

software systems encapsulate a high degree of business logic which is undocumented

externally and thus, cannot be easily replicated in new solutions. Furthermore, re-

placing repository solutions entails the migration of records from the old systems

to the new ones, and this is generally undesirable as considerable effort needs to be

spent in order to ensure the completeness and correctness of the corpus once the

migration is completed.

When building new core functionality into existing systems, all parts of the

architecture need to be considered in a bottom-top manner. As is the case with

most software, in repositories the foundation is represented by the data model which

is used to represent bibliographical metadata.

As discussed in Section 2.1, the metadata space can be quite complex, both due

to the various schemas that can describe its syntax and the various vocabularies pre-

scribing its semantics. Thus, in order to both bring repositories up-do-date with the

current ecosystem and also ensure an acceptable degree of viability on the medium

and long term, a data model which a high degree of flexibility needs to be built into

the core of the system.

45
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4.1 The Resource Description Framework (RDF)

data model

RDF is a model that can satisfy the mentioned requirements; the inception and

evolution of RDF is interlinked with the one of the WWW, being fundamental in

the newer concept of linked data1. Withal, RDF is defined as ,,a standard model

for data interchange on the Web”[W3C14]. Its capabilities, that allow merging

heterogeneous and continually-evolving data with little to no modifications required

to the systems managing it, make it a good candidate for handling the complexity

mentioned previously.

At a very high level, RDF simply consists of statements about various artefacts,

or, to be more in line with the web nomenclature, resources. It concerns itself with

creating links between disjoint resources, these relationships being called triples. A

triple consists of a subject, a predicate, and an object; for example, in the statement

,,”RDF-Based Workflows for the Figshare Research Data Repository” is created by

Adrian-Tudor Pănescu” we have the title of a paper as the subject, is created as

the predicate, and the name of the first author as the object. Such triples can be

visualised as directed graphs similar to the one in Fig. 4.1.

Figure 4.1: An RDF statement visualised as a directed graph using the DCMT

vocabulary to name its edge (dc: is the prefix identifying this ontology). The

subject of this statement should be an Uniform Resource Identifier (URI), which

would become available after publication in the form of a DOI for example; for

brevity plain character strings were used for both the subject and object

URIs are behind one of the main concepts behind RDF, resource identification.

Most frequently, especially in a web context, a URI will actually point to a live

address from which further information about the resource can be inferred. Nev-

1https://www.w3.org/standards/semanticweb/data

https://www.w3.org/standards/semanticweb/data
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ertheless, this is not a strict requirement, and a URI can be unreferenceable; thus,

the producers and consumers of RDF statements need to agree on the semantics of

identifiers. For example, in the graph in Fig. 4.1, the URIs are marked as pertaining

to a well-known vocabulary, namely the DCMT ontology; in this way, the consumers

of this graph will be able to understand in great detail what is the meaning behind

each graph relationship.

Resource identification and RDF in general are some of the key technologies

in the Semantic Web, an extensions of WWW which aims to make the informa-

tion available on the internet machine-readable, similar in fashion to how the main

driver behind the FAIR principles is to make scientific data available to both humans

and machines. One way of achieving this with the current infrastructure relates to

embedding meta information in web pages in order to improve parsing and categor-

isation, as the example in Fig. 4.2.

Figure 4.2: Meta information embedded in the HyperText Markup Language

(HTML) landing page for a dataset published in a repository, allowing systems

consuming it, such as web crawlers, to categorise the content with a higher degree

of accuracy. The tags are identified using terms from various ontologies, such as

DCMT, in the same way resources are identified in RDF.

The Semantic Web aims at pushing this even further, by embedding models

such as RDF in web pages. In this way, the whole content of a single page can

be better segmented and annotated, facilitating its consumption by other systems.

For example, the title, abstract and other metadata of an article published on a

repository can be clearly marked by the serialised2 RDF statements that make up

the web page.

Librarianship and repository research has considered the potential of RDF and

thus employed it for solving various issues in the space. The SciGraph project [Sprb]

built an RDF graph starting from Springer Nature journals’ and articles’ metadata,

2RDF serialisation is discussed in detail further in this chapter.
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linked with external information such as institutional affiliations, funding bodies

and research grants, citations and references, etc. In [JBC05] the authors describe

the model for an RDF federation, a system in which information from distinct re-

positories (in this case museum collections) is made available in a consolidated RDF

format. In [Kaw+18], the authors present the experience of building from ground

up a life sciences repository in which all datasets are represented as RDF; it is inter-

esting to note that, despite the low number of datasets (21), over 45.5 billion RDF

triples were generated, demonstrating the inherent complexity of resources, com-

plexity which might be hidden when expressed in natural language. The DSpace

repository solution has implemented RDF support[Lyrb], allowing administrators

to convert all held metadata to triples and store them in a specialised store. As

mentioned in Section 2.3, Fedora Commons has RDF deeply embedded in its archi-

tecture, in order to ensure that the system can natively communicate and exchange

metadata with other systems.

The remaining of this chapter describes how an RDF model can be implemented

in an existing data repository system, Figshare, in order to enhance its capabilities

of ingesting, administering and disseminating records. This can allow it to support,

besides research data, publications, thus achieving the vision of a comprehensive

research repository. While this and the previous DSpace example have the same end

goal, the solutions are applied to different repository systems3 and, more important,

have a different approach as to which parts of the software infrastructure are adapted

to use RDF; for example, due to the data model change, DSpace cannot handle

private records when employing RDF, while this is not an option for Figshare.

3Moreover, while DSpace is mostly used as an IR, Figshare’s content mostly comprises of re-

search datasets.
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4.2 From a relational model to RDF in a research

repository

Currently, Figshare holds all its metadata in a relational database, with tables and

columns for each of the entities required for describing a record. The reasoning be-

hind this choice includes the team’s experience with relational systems, the extensive

commercial support for such solutions, and the high availability and clustering op-

tions provided by these systems even before Figshare’s inception. While the current

system continues to function well, certain shortcomings were observed when it came

to implementing a number of features requested by Figshare’s users; the two main

requests that triggered the idea of using an RDF-based model are:

1. Provide the ability to export metadata in various formats, both predefined in

the system and defined ad hoc by end users. Currently, Figshare allows ex-

porting metadata in a fixed set of formats, both in its OAI-PMH interface and

web application (see Fig. 4.3), but this is lacking in both number of formats

and the actual metadata which is available when exporting (e.g., almost all

options do not contain information about the files pertaining to a record).

Figure 4.3: Formats exposed by Figshare for exporting bibliographical information

via its web interface.

2. Provide an easy mechanism for enhancing the main metadata field set. Cur-

rently Figshare allows institutional customers to define so-called custom metadata

fields, which can extend the main set to include information such as, but

not limited to, geographical location information, retention dates, or archival
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markers; the interface for defining such fields is presented in Fig. 4.4. The

main limitation of these fields is that they currently cannot be exported in any

standard metadata format (e.g., via OAI-PMH) due to their lack of a proper

definition; for example, when defining a field for holding geographical location

information, there is no mean of mentioning that this field follows the definition

of the DCMT spatial one (URI: http://dublincore.org/documents/dcmi-

terms/#terms-spatial). This limitation is not only one of the user interface,

but also of the application’s data model, as the relational scheme is not easy to

modify in order to accommodate all the possible definitions and configurations.

Figure 4.4: Figshare interface that allows institutional clients to define custom

metadata fields that can be filled in when creating a new record. Options for defining

the type of the value (plain string, date field, etc.), certain validations, and guiding

information are included.

While exploring possible solutions to the issues above it became clear that im-

plementing an RDF-based model and workflows would be beneficial not only for

answering the two requirements, but also for creating an extensible system upon

which various use-cases can build upon.

The first challenge in building an RDF model relates to mapping all of Figshare’s

metadata fields, defined as columns in the relational model, to a well-defined onto-

logy, vocabulary of terms; this is required in order to be able to properly identify

the elements of the triples, as previously explained. In order to achieve this, either

an established vocabulary or a custom one can be employed. In general, the first op-

tion is preferred as, among other, it avoids the not invented here fallacy; moreover,
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this approach has already been explored by the figmeta project[PV16], and building

upon it can speed up the development of an end-to-end solution.

Figmeta employs the VIVO Core Ontology4. For each column in the relational

model, the field in the ontology which is the closest to Figshare’s internal definition

of the column’s contents can chosen; it is worth noting that finding an objective

measure of how well this mapping is done is quite difficult as Figshare never provided

an exact meaning for each of the columns in the relational model (or metadata

fields it expects its records to have). By using these definitions, triples describing a

Figshare record can be built, and these can be visualised in a graph such as the one

in Fig. 4.5.

The second challenge relates to the definition of custom, user-defined metadata.

While figmeta saved additional fields in a JavaScript Object Notation for Linked

Data (JSON-LD) (a JSON serialisation of RDF triples) data file of the record,

another approach which embeds custom defined metadata in the original record

model is proposed here. In order to achieve this, when defining a custom field,

apart from the information presented in Fig. 4.4, the user is also requested to

specify the ontology in which the field is defined (e.g., glsdcmt), and its name in this

ontology (e.g., spatial). This facilitates the inclusion of this new piece of information

in the RDF graph; the predicate is composed of the term name and its ontology

(e.g., http://dublincore.org/documents/dcmi-terms/#spatial), and the object

os the actual value, specified when the record is created. The subject, in the current

configuration, is always the bibliographical record, but due to the flexibility of the

RDF model it could become any other vertex in the graph (e.g., one of the attached

files, or the author identifier).

Apart from the flexibility, this approach also has the advantage that it considers

all metadata fields to be equal. In the relational model, where table structure cannot

change frequently, the core metadata set is treated as a first-class citizen, while user

defined metadata is lacking certain features; for example, Figshare’s search system

cannot fully query custom medatada fields (e.g., retrieve all records for which only

the spatial field has the value “Appalachian Mountains”. The aim here is to devise a

uniform representation, where all fields require equal effort in terms of development

when a certain functionality is considered.

4https://wiki.lyrasis.org/display/VIVO/The+core+ontology+and+its+annotations

https://wiki.lyrasis.org/display/VIVO/The+core+ontology+and+its+annotations
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Figure 4.5: A Figshare record’s RDF graph visualised. Vertices are subjects or

objects, while edges are the predicates; edges are always directed from subject to

object. The lower snapshot details one of the triples; the predicate is from the BIBO

(http://bibliontology.com/) ontology, used by VIVO, and associates the subject

(a research record) with a DOI.

http://bibliontology.com/
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The third considered challenge relates to the methods used for exporting metadata

outside the repository. In the current model, this is done by implementing interfaces

between the various aspects of the platform (OAI-PMH, web interface, REST API)

and the relational model; this can become cumbersome, because development time

needs to be spent for each new export format, and, even more important, users

cannot define their own preferred output.

RDF graphs can be serialised in various forms, such as the already mentioned

JSON-LD, Turtle or N-Triples; the most popular one, nevertheless, is RDF/XML,

which leverages the adoption of the XML format and its ecosystem. As most of

the formats currently expected by Figshare’s users are XML-based, this is a natural

starting point; by setting up an RDF/XML serialisation of the graph it is straight-

forward to pivot to any other format by employing Extensible Stylesheet Language

Transformations (XSLT), a method for transforming XML documents to other XML

representations.

Thus, for example, in order to get a DCMT representation of a record modelled

using RDF, two steps need to be performed:

1. Distil a RDF/XML serialization of the graph. Most RDF tools nowadays

already include the means for this transformation, and thus, the development

effort for this can be delegated to them.

2. Perform an XSLT operation from the RDF/XML document to the DCMT

one; in order to do this a stylesheet as the one in Listing 4.1 can be employed.

Tools for performing the actual transformation are also wide-spread.

<?xml version="1.0"?>
<xsl:stylesheet version="1.0"

xmlns:xsl="http: //www.w3.org /1999/ XSL/Transform"
xmlns:rdf="http: //www.w3.org /1999/02/22 -rdf -syntax -ns#"
xmlns:rdfs="http://www.w3.org /2000/01/rdf -schema#"
xmlns:ns1="http: //purl.org/ontology/bibo/"
xmlns:ns2="http: //purl.org/ontology/bibo/"
xmlns:ns5="http: //www.w3.org /2006/ vcard/ns#"
exclude -result -prefixes="rdf rdfs ns1 ns2 ns5">
<xsl:template match="/">

<oai_dc:dc
xmlns:dc="http: //purl.org/dc/elements /1.1/"
xmlns:oai_dc="http://www.openarchives.org/OAI /2.0/ oai_dc/">

<dc:title >
<xsl:value -of select="rdf:RDF/rdf:Description/rdfs:label"/>

</dc:title >
<xsl:for -each select="rdf:RDF/rdf:Description">

<xsl:for -each select="ns5:hasName">
<dc:creator ><xsl:value -of select="./ @rdf:resource"/>
</dc:creator >
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</xsl:for -each>
</xsl:for -each>
<xsl:for -each select="rdf:RDF/rdf:Description">

<xsl:for -each select="ns2:freetextKeyword">
<dc:subject ><xsl:value -of select="." /></dc:subject >

</xsl:for -each>
</xsl:for -each>
<dc:identifier >

<xsl:value -of select="rdf:RDF/rdf:Description/ns1:doi"/>
</dc:identifier >
<dc:rights >

<xsl:value -of select="rdf:RDF/rdf:Description/dc:rights"/>
</dc:rights >
<dc:spatial >

<xsl:value -of select="rdf:RDF/rdf:Description/dc:spatial"/>
</dc:spatial >

</oai_dc:dc >
</xsl:template >

</xsl:stylesheet >

Listing 4.1: Example XSL transformation for converting a RDF/XML doc-

ument to Dublin Core Metadata Terms XML one.

An important advantage of this approach is that, starting from the provided

RDF/XML serialisation, users can define their own transformations. This offloads

the development work and provides greater flexibility in terms of metadata output.

The system also provides a solid base for developing other internal features; for

example, Fig. 4.6 presents the way in which the Invenio digital library platform

can output search results using the Metadata Object Description Schema (MODS)5

schema; as this is also XML-based format, implementing the same functionality

could be easily achieved via XSLT applied to RDF/XML.

Nevertheless, the system does not need to be limited to an RDF/XML repres-

entation; JSON-LD becomes more popular nowadays, especially due to the predom-

inance of the JSON format across web applications, and RDF in Attributes (RDFa)

also starts being used by search engines for achieving a better understanding of the

indexed web pages[Goo].

It is important to note that in order to ease the transition from the relational to

the new RDF-based data model, the two metadata stores can run in parallel, the

RDF system replicating the information in the relational detabase. Moreover, the

existing database can continue to function even after the transition is completed, in

order to support certain business logic, which better fits the relational model or for

which a transition to RDF is not fully justified (e.g., account management system).

5http://www.loc.gov/standards/mods/

http://www.loc.gov/standards/mods/
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Figure 4.6: Search results in MODS format as returned by the California Insti-

tute of Technology Library Catalog (https://caltech.tind.io/?ln=en), a solu-

tion based on the Invenio framework.

As discussed previously, Fighsare cannot drop support for private records, as the

DSpace RDF implementation required[Lyrb], and such logic can continue to be

based on the relational model; similarly, Fedora Commons, which already supports

complex RDF-based features, continues to use a relational database for persistence.

In this manner, a proof-of-concept was developed, outside of the existing data store,

in order to demonstrate both the workflows described above the feasibility of the

transition strategy6.

A final point to consider in terms of implementation relates to the physical

storage of RDF triples. Solutions include native triple-stores, such as Apache Jena7,

graph databases, such as Neo4j8, or relational or document databases that can hold

6Proof-of-concept published as DOI:10.6084/m9.figshare.4880567
7https://jena.apache.org/
8https://neo4j.com/

https://caltech.tind.io/?ln=en
https://jena.apache.org/
https://neo4j.com/
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RDF serialisations; for example, MariaDB, the relational database used by Figshare,

implements a JSON data type[Mar].



5. Research repository migrations

As discussed in Section 2.2 one of the possible paths for pivoting from pure pub-

lications or data repositories to research repositories consists of migrating records

to a different system. Such a venture needs to be properly planned and executed

in order to ensure, on one hand, that no records are lost or corrupted and, on the

other hand, that minimal or no downtime is generated. Ideally, migrations would

also be an opportunity to curate and enrich the existing corpus by consolidating and

correcting bibliographic records. What differentiates such transfers from other data

migrations is the required domain knowledge, the particularities of the target and

source repositories in the context of the scholarly communications ecosystem, and

the structure of the migration package, which includes, among others, bibliographic

metadata, record files and usage data.

In this chapter a workflow and technical framework for performing repository

migrations is discussed, based on the experience of six such transfers performed

between 2018 and 2019. These considered records stored on various repository solu-

tions (DSpace, Bepress Digital Commons), custom in-house built systems) that had

to be moved to the Figshare Software as a Service (SaaS) repository platform. For

this purpose, SLAM (Stateful Library Analysis and Migration), an ETL system was

developed and successfully employed in order to migrate over 80.000 records.

57
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5.1 Background

In early 2018 Figshare has started considering the suitability of its repository plat-

form for storing, along with non-traditional research outputs (datasets or scientific

software), content which is usually specific to institutional repositories (journal art-

icles, theses, monographs)[Hyn18b]. While feature-wise this was validated by its

hosted preprint servers[Hyn17], a new challenge was posed, as clients choosing to

use Figshare as an institutional repository also had to transfer all content from their

existing systems.

Thus, in the first half of 2018, a first migration was performed, transferring re-

cords from a Bepress Digital Commons repository. From a technical point of view,

a simple Python1 script was developed for this migration; this script parsed a CSV

report produced by Digital Commons[Bep] which contained all metadata and links

to the record files2. Using this information, records were created on the Figshare re-

pository using its API3. While this migration succeeded, the naive technical solution

presented a number of issues:

• Difficulties with the metadata crosswalk: while a crosswalk was initially set up,

mostly based on the definition of the fields in the source and target repositories’

schema4, issues were discovered while migrating the records, mainly due to

inconsistencies in the values of the fields across the corpus. These issues were

fixed on a case-by-case basis, in order to ensure a lossless migration, but it

would have been preferred to surface them in the early phases, in order to

have the migration script able to mitigate any issues in the final run.

• Difficulties in running the migration procedure multiple times: the migration

script followed mostly an all or nothing approach, where, at each run, it fully

migrated all records between repositories. This was discovered to not be de-

sirable, as there was a need to run the script only for those records that failed

to migrate (due, for example, to metadata crosswalk issues). After the full

1https://www.python.org/
2For records under embargo the files were transferred using a backchannel.
3https://api.figshare.com
4Both DC and Figshare use in-house custom metadata schemas which better fit their business

and data model.

https://www.python.org/
https://api.figshare.com
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migration was completed, there was also a need to apply only some minor

corrections to records, without following the full procedure; this was not pos-

sible, due to the fact that the script would recreate all records to migrate from

scratch on the target repository, as it did not have any memory of previous

runs5. Thus, additional scripts, which only performed the corrections, had to

be developed.

• The migrations procedure required constant operator supervision: like most

migrations, this instance considered a large number of records (over 10.000)

and, ideally, the migration procedure would run with minimal supervision

required from operators. While the initial script partially accomplished this,

needs for better fault-tolerance and enhanced logging were identified.

Given that a number of five other migrations were to be completed between

October 2018 and December 2019, and the lessons learned from the initial attempt,

it was required to develop a more robust alternative to the naive migration script;

this alternative had to adhere to three main design principles:

1. Reusability: the system should be usable for multiple migrations without ex-

tensive additions or modifications. Thus, it should be able to adapt to the

workflows of multiple repositories, metadata schemas, and other concerns spe-

cific to each migration.

2. Statefulness/ idempotence: the system should be able to perform the same mi-

gration multiple times, without creating duplicate records on the target repos-

itory, and allowing for incremental record improvements with each run. Apart

from allowing for corrections to be applied post-migration, this would also

support the prototyping phase, where multiple test migrations are performed

in order to validate the metadata crosswalks, to verify that no information is

lost, and other general workflow aspects.

3. Fault tolerance: the system should implement fault tolerance mechanisms at

all levels, allowing to run migrations of large corpora with minimal supervision,

and, at the same time, implement sufficient logging and exception handling to

allow operators to identify and correct potential issues.

5This issue was amplified by the fact that in the source repository records did not have any

type of persistent identifier attached.
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A number of repository migrations are present in the literature. In [Tuy+18] the

authors describe the process of moving from a DSpace to a Samvera6 system, while

in [Cha11] the records were migrated from a solution developed in-house to DSpace.

Both instances offer valuable insight into the challenges posed by digital library

migrations, especially at the level of bibliographic metadata; on the other hand,

both works are focused mostly on a specific use-case and do not propose general

technical solutions for other migrations. It is interesting to note that the migration

presented by [Tuy+18] required 2.5 years of work, while SLAM was employed to

carry 5 migrations in 14 months.

The Bridge2Hyku toolkit[The] is a collection of tools, including a module for

the Hyku repository solution7, aimed at facilitating the import of records into di-

gital libraries based on this software. Similar to SLAM, it includes an analysis

component, useful for surfacing and correcting potential metadata issues during the

migration. SLAM provides two major improvements over this solution, namely it

defines a generic architecture that can be used for migrating records between any

two repositories, while also defining a procedural migration workflow in order to

create a robust, fault-tolerant and extensible solution.

5.1.1 Extract, transform, load

Extract, Transform, Load (ETL) is the process of transferring data between two

systems which represent it in different formats or function in different contexts (e.g.,

on-premise versus cloud computing systems). An ETL system is able to extract

data from one or multiple homogeneous or heterogeneous sources, to apply various

operations in order to enforce quality and consistency standards and to deliver a

presentation-ready format to the destination system(s).

Rising to popularity in the 1970s, ETL remains an integral part of data warehous-

ing pipelines, where data coming from multiple databases is aggregated in order to

allow for analysis and reporting activities. With the advent of big data, this work-

flow found new applicability, as it is advantageously positioned for implementing

workloads that process large volumes of information that, most often, comes from

disparate sources. One particularly notable result of this is the development of

6https://samvera.org/
7https://hyku.samvera.org/

https://samvera.org/
https://hyku.samvera.org/
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MapReduce, a programming model that allows processing large data sets using a

parallel, distributed algorithm on a cluster. In this model, the map operation pro-

duces an intermediary value for each input, while reduce aggregates all these values

in order to produce the final results. The most popular implementation of this model

is Hadoop8, which allows running MapReduce workloads on commodity hardware.

ETL facilities have been also implemented by all major cloud computing pro-

viders, to name a few examples:

• AWS: Glue9 is a fully managed ETL service, which can connect to various data

sources (relational databases, file or objects storages) and allow users to define

transformations using a high-level language such as Python. Other features

include the the possibility to define recurring jobs, dependencies, automatic

scaling or exception handling.

• GCP: in [Sok17] the authors outline an ETL framework built using a number

of Google services; Cloud Dataflow10 is employed in order to aggregate data

from different sources and BigQuery11 provides the transform, analysis and

reporting operations, including visualisations for the data.

• Microsoft Azure: the Data Factory12 service provides the building blocks for

defining ETL workloads, including the ability to define operations both visu-

ally and by programming them in a language such as Python. Two points

differentiate this service from the two options above: the use of open source

technologies, such as Apache Spark, and the possibility to connect to external

services, such as AWS file storages or GCP BigQuery. This can facilitate the

setup of workloads for engineers accustomed with other services and tools.

ETL finds applicability in scientific research, especially in areas such as life sci-

ences or machine learning, where large volumes of data need to be processed in

order to extract valuable information. For example, in [Den+16] and [God+19] the

authors apply ETL workloads in order to analyse clinical records, while in [Beh+19]

such a system in devised in order to discover and aggregate citations in an IR.

8https://hadoop.apache.org/
9https://aws.amazon.com/glue/

10https://cloud.google.com/dataflow
11https://cloud.google.com/bigquery
12https://azure.microsoft.com/en-us/services/data-factory/

https://hadoop.apache.org/
https://aws.amazon.com/glue/
https://cloud.google.com/dataflow
https://cloud.google.com/bigquery
https://azure.microsoft.com/en-us/services/data-factory/
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5.2 SLAM: the Stateful Library Analysis and Mi-

gration framework

Following the design principles mentioned previously, SLAM’s architecture was de-

vised as presented in Fig. 5.1; as it is an ETL system, the easiest way of under-

standing its operation is by examining the data flow.

The first step concerns extracting all the required information from the source

repository. This could be achieved in multiple ways, such as harvesting through

an OAI-PMH endpoint or other types of APIs, using the bulk export functionality

implemented by most repository systems, or even by crawling the HTML markup

describing records, similar to how search engines do in order to discover web pages.

Once this mechanism has been established, practical experience proved that it is be-

neficial to move this raw data closer to the destination repository (to a staging area

as depicted in Fig. 5.1). While this transfer might prove cumbersome, especially for

large corpora, the operation is required only once. Moreover, having the data close

to the destination repository allows faster prototyping and testing of the migration

procedure, as network latency and throughput are improved13, while also ensuring

that the source repository’s functioning is not affected in any manner.

Metadata is the first considered aspect; from the migration’s point of view, two

dimensions are considered, the syntax and the semantics. As discussed in previous

chapters, metadata comes in various formats, such as CSV or XML files, and most of

these can be easily parsed by openly available software solutions. Of more interest

are the semantics of metadata, which stem from the employed schemas, such as

DCMT or DataCite. A schema crosswalk which describes how the fields in the

target repository schema should be populated using the source data needs to be

set up when transferring records. While this should not be a concern if the two

repositories use the same schema, for the performed migrations this was not the

case; other reasons for setting up such a crosswalk include:

1. Loosely defined schema in at least one of the repositories: certain repository

systems do no specify a schema with clear field definitions, validations or

applicability. By having the source repository administrators help with setting

13This assumes that SLAM is also deployed close to the target repository and the staging storage.
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up a crosswalk, the migration team can avoid issues caused by incomplete

understanding of the metadata.

2. Support the review of the bibliographic records: migrations can prove to be an

opportunity for reviewing and amending the records’ metadata; for example,

infrequently used fields can be completely removed and values which tend to

confuse end-users can be moved to other fields.

3. Ensure that a record on how the migration was performed, from the metadata

point of view, is maintained. The crosswalk is considered an output of the

migration and is preserved for future reference.

The crosswalk is tested using Elasticsearch, “an open source search and analytics

engine for all types of data, including textual, numerical, geospatial, structured, and

unstructured”[Elab]. The setup uses the crosswalk to create Elasticsearch documents

which include all fields as they would be transferred to the destination repository. A

Kibana dashboard14 is then used to both visually inspect the records and also to en-

able structured searches across the corpus. This can allow, for example, discovering

fields which do not follow a consistent pattern for the values, as the example in Fig.

5.2. As the crosswalk includes, apart from the field mapping, altering operations

that can be performed on each field (e.g., using a standard format for all dates),

this analysis can facilitate the review process described by the second point above.

While performing actual migrations, a number of inconsistencies about which the

source repository administrators were unaware of have been surfaced by SLAM and

corrected in the target repository; this is common-place especially in large corpora

spanning multiple decades, where the repository metadata workflows and schemas

might have changed multiple times.

Two points should be noted about this component:

• This is the only component of the architecture for which an actual implement-

ation is mentioned, namely Elasticsearch. While other solutions could have

been chosen, such as the ones included in the Bridge2Hyku toolkit[The] (e.g.,

OpenRefine15), Elasticsearch proved to be the best fit for a highly automated

system which requires analysis capabilities; it is a production-grade solution

14https://www.elastic.co/products/kibana
15http://openrefine.org/

https://www.elastic.co/products/kibana
http://openrefine.org/
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Figure 5.2: A view examining the possible values of the temporal coverage field

from the Dublin Core schema in a migrated institutional repository corpus. This

shows variation in the format of the values (full date, year-only) which can cause

issues if migrated to a schema which applies strict validation on date/time values

and thus need to be handled by the migration harness. This view is generated using

Kibana from the Elasticsearch stack, employed by SLAM for metadata analysis

purposes.

which can index high number of documents and support complex queries, while

also providing user-friendly analytical views via Kibana.

• Arguments for loading the metadata in the analysis component without having

it processed through the crosswalk can be brought; such a workflow could

provide further insights into various issues of the corpus which are possibly



66 Research repository migrations

obscured by the crosswalk. The practical experiences of this project did not

uncover any such issues, while this specific implementation provided a mean to

test the crosswalk, a major migration component; nevertheless, the possibility

of having all the raw metadata loaded into an analysis tool before performing

any mutation on it needs to be considered for other migrations. It is worth

noting that in such cases Elasticsearch might not be the best fit, as due to its

architecture it requires a mapping in order to load and index documents[Elaa];

other solutions, such as Athena16 could replace it for the analysis component

of SLAM.

With the crosswalk set up, the migration module can be completed. From a

logical point of view, it comprises of four components:

1. Metadata processing: this component uses the crosswalk in order to transfer

the metadata to the target repository.

2. File upload: this simply uploads all files associated to a bibliographic record

to their new location.

3. Usage data transfer: most repositories nowadays implement counters for views

and downloads of records, and this information, if available, is also transferred

to the target repository.

4. Persistent identifier update: if the records were using PIDs, such as DOIs,

these are updated to resolve to the new locations on the target repository.

While the usage of PIDs is desirable, even across the migrations performed by

using SLAM a number of cases where persistent identifiers were not employed

were encountered; records were accessible only via URIs and these cannot al-

ways be transferred between repositories, as each software usually uses its own

schema. As this poses an issue for the continuity and preservation of records,

implementing identifiers is highly advised before performing a repository mi-

gration.

One of the architectural goals of SLAM is idempotence and this is implemented

at migration’s module level, which is designed as a state machine. A trivial example

16https://aws.amazon.com/athena/

https://aws.amazon.com/athena/
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of such a state machine is included in Fig. 5.3. The state machine status is serialised

in a persistent database (the current implementation uses a JSON format for state

serialisation), each migration run deserialising it in order to determine which oper-

ations still need to be applied for each record. Maintaining such a registry provides

a number of other benefits:

• Facilitates testing and prototyping: this was the original reason behind the

architecture, useful especially before the metadata analysis functionality was

implemented. If one of the operations required for transferring a record fails,

subsequent runs will not require to apply all steps, but only the ones that

did not complete. As for each record a separate state section is maintained17,

this becomes especially useful when migrating multiple entries; records which

failed to migrate can be easily isolated and subsequently reprocessed.

• Allows creating reports on the migration; these are used, for example, to

validate that all records were indeed transferred to the target repository.

• The migration module becomes portable; as long as the state machine serial-

isation is accessible, the module can run from different systems and at different

points in time.

The first architectural principle previously presented relates to the reusability of

SLAM across migrations. The most common cause of divergence between migrations

is related to the differences between repository solutions; SLAM isolates this concern

by using two connectors, one for the source and one for the target repository. These

connectors translate the information to be migrated to and from SLAM’s internal

data model. Thus, the source connector needs to be able to traverse the staging

storage and provide SLAM with all the required record information, while the target

connector will upload the records to the new repository (using an Hypertext Transfer

Protocol (HTTP)-accessible API for example). This means that for each migration

only 3 parts of SLAM need to be adapted (green highlights in Fig. 5.1): the source

and target connectors, and the metadata crosswalk. All other components can

remain unchanged, thus reducing the technical development time.

17Practical experiences proved that the best way of identifying records is by their unique identifier

in the source repository, especially when no universal persistent identifiers are present.
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Figure 5.3: A simplified process diagram for migrating a record. Each successful

operation is recorded in a persistent database which is used in subsequent runs for

deciding the workflow path. For example, files will not be uploaded each time the

migration script is ran, thus avoiding duplication.

In the last step of SLAM’s workflow the information that was used for the mi-

gration is sent to a long-term preservation storage, in order to ensure that it remains

available for future reference. In the current implementation, the following inform-

ation is preserved:

• Original metadata and files, as extracted from the source repository;

• Metadata crosswalk;
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• Migration script state machine serialisation.

This information is sufficient for understanding the exact steps applied during the

migration and, if required, for applying certain corrections to the migrated records

at a future point in time.

5.3 Evaluation of SLAM

SLAM was used for performing five repository migrations during one year, as de-

scribed in Table 5.1; the target repository in all five cases was Figshare.

Source

repository

identifier

Repository

type
Software

Number of

records

IR1 Institutional DSpace 37.000

IR2 Institutional DSpace 25.605

D1 Data Custom 334 (105 GB)

IR3 Institutional Digital Commons 2.275

IR4 Institutional DSpace 15.474

Table 5.1: Overview of repositories migrated to Figshare using SLAM.

SLAM’s viability was assessed based on the design principles outlined at the

beginning of the chapter. Reusability, the main rationale behind SLAM, relates

to being able to reuse as much of the system as possible across migrations. The

architecture isolated the parts that required adaption from one migration to another

(the connectors and the crosswalk); the time spent by a software engineer in order

to set up these was monitored. The target here was to support the specialised staff

on making domain-specific decisions, especially on the metadata crosswalk18, by

reducing the time spent developing the three mentioned components. Between IR1

and IR4 this was reduced from six man-weeks to only two; it is important to note

18An example here are the strict metadata requirements around the Research Excellence Frame-

work (REF) 2021 exercise in the United Kingdom, which require thorough testing in connection

with CRIS and OA monitoring solutions.
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that SLAM evolved between the migrations, based on the lessons learned from each

instance.

Idempotence, allowing the re-processing of migrated records, is covered in SLAM

by the state machine implemented in the migration module, which is persistent and

can be referenced in subsequent runs. All the migrations in Table 5.1 required

supplementary runs after all records were migrated, most frequently in order to fix

metadata issues discovered after the full corpus was transferred. For example, IR1

required three such runs:

1. First run fixed a number of issues caused by omissions in the metadata schema

crosswalk.

2. The second run enriched the metadata using information taken from a CRIS.

3. The last run corrected the usage statistics (view and downloads) which were

incorrectly imported initially, due to incomplete understanding of the source

repository database.

Due to SLAM’s design, no issues were encountered while performing these runs, as no

records were duplicated, removed or erroneously modified. A key aspect highlighted

by the requirement to reprocess migrated records relates to the granularity of the

state machine. As an example, in IR3 a second run required attaching supplementary

files to a number of migrated records, and this posed a challenge due to the fact

that the state machine only recorded if all files have been uploaded, and not which

files were successfully added to the record. Thus, this state was amended in order

to record the complete list of record files, allowing for more granular control over

this processing step.

The last concern, fault tolerance, was achieved by applying basic software en-

gineering principles, such as fail-fast (report migration issues as soon as they mani-

fest), the implementation of proper exception handling (such as not to ignore any

potential issues while also allowing SLAM to run after encountering issues on a

particular record), and addition of enhanced logging in order to provide a complete

detailed view of the processing steps. For each of the five migrations, SLAM ran

unsupervised, reporting at the end of each run the records for which an issue was

encountered; as an example, in the IR4 migration, SLAM initially failed to migrate

300 records; these were reported to the operator, and after minor fixes were applied
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to the metadata crosswalk the migration completed successfully. Fault-tolerance

plays a central role in ensuring that during migrations no data is lost or corrupted,

by surfacing any edge-case that might have been missed during the development

of the metadata crosswalk, repository connectors, or core migration module, while

also isolating such issues to the records exhibiting them, with no impact on the full

corpus.

While proven viable in real-world scenarios, SLAM’s design includes a number

of areas which can benefit from further improvements. An analysis of the current

implementation, based on the experiences of the five migrations, uncovered four such

areas.

First, the migration-specific components (connectors and metadata crosswalk,

in green in Fig. 5.1) require further decoupling from the core migration module.

For example, due to the fact that all migrations considered Figshare as a target

repository, this connector is currently strongly interlinked with the core module, in

order to save development time according to business requirements and migration

timelines. Further decoupling will ensure that the core migration module’s design

is not influenced in any way by the repository’s architecture and capabilities.

Further to this point, the metadata crosswalk is currently influenced by the

logic and design of the migration module; for example, it uses the same procedural

programming language, Python. Employing technologies such as XSLT or SPARQL

(for RDF) will help involve staff with in-depth domain knowledge further in the

migration, as these technologies are more familiar and such a design does not require

any knowledge of SLAM’s internal processes.

Second, the five performed migrations highlighted the importance of reviewing,

correcting and enhancing records during the migration. For example, when migrat-

ing a journal article’s version of record in an OA context, special care needs to be

given to its metadata (title, authors, journal name, publication date), as mistakes

can generate issues with scholarly search engines which aim to link the publisher ver-

sion to the repository one. A possible source for comparing and correcting existing

metadata is the information contained by a CRISs, which aggregates information

from various databases (e.g., Scopus19). If access to such systems is not available,

it is possible to source metadata from open directories, such as Crossref.

19https://www.scopus.com/

https://www.scopus.com/
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The third area in need of improvement relates to testing the final outcome of

the migration. Currently, repository administrators need to visually inspect the

records in the target repository (either a representative sample or the full corpus),

and this can be both cumbersome and error-prone. While in line with SLAM’s

philosophy of automating every step of the process, implementing a mechanism for

validating the end migration result could also provide stronger assurances on the

completeness and correctness of the migration. Again, using techniques specific to

software engineering, such as unit testing, can prove helpful. In the absence of

automated solutions, more systematic approaches can be considered; for example,

in [Den+16] the authors selected at random a representative sample of results from

an ETL workload and manually compared them to their sources, in order to validate

the correctness of the transformations.

Finally, SLAM’s preservation module requires further development in order to

ensure that it is fully automated; moreover, the possibility of adding a manifest

explaining the migration outputs needs to be considered, as knowledge on the or-

ganisation of the information, which is specific to each migration, might be lost in

time.

It is important to note that architecture-wise, which was the main concern of this

work, no major shortcomings in SLAM were identified, most issues above relating

to implementation details. SLAM’s modular design will facilitate any additions to

the system, required in order to support new use cases and migrations.

To sum up, the main contributions brought by SLAM are:

1. It includes an analysis module based on an industry standard search engine,

Elasticsearch, which allows operators to analyse the metadata and schema

crosswalk, facilitating the decisions required for properly migrating informa-

tion between repositories.

2. It implements a serialisable state machine in its migration module, which

facilitates running the same migration multiple times without duplicating,

removing or corrupting records, while allowing for corrections to be applied to

the corpus.

3. It follows a modular design, which enhances its reusability across multiple

migrations by reducing the development time required for adapting the system
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to new source and target repositories.

SLAM applies established software engineering principles in order to provide

a trustworthy tool to digital library administrators that need to transfer content

between such systems. Its design was both influenced and validated by real-world

applications, having been used for five different migrations with various requirements

and targeted repository solutions. Future work needs to consider enhancing SLAM’s

metadata analysis and enrichment capabilities while also collecting further data

points on its performance and possible improvement directions while using it for

other respository migrations.
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6. Conclusions and future work

This thesis analysed research repositories, by first presenting the state of the gen-

eral scientific endeavour, namely its challenges (e.g., the reproducbility crisis) and

new workflows (e.g., Open Access (OA) or the emergence of the Non-Traditional

Research Output (NTRO)). Chapter 2 considers the Institutional Repository (IR)

as a starting point and outlines how this type of digital library needs to evolve in

order to adapt to the new realities, either by implementing new functionality, or

by adopting a distributed model in which distinct systems interoperate, in order

to achieve the common vision of the scientific community, of research repositories

able to preserve, disseminate and link any type output, no matter its structural

or semantic characteristics. A detailed description of a newer type of repository,

focused on research data, is included in the same chapter; examining both types of

repositories provides an overview of both new requirements and existing features for

novel repository solutions.

The new generation of repositories is defined by the implementation of complex

and innovative workflows and thus requires both ingenuity but also inspiration from

other domains in order to develop the requisite functionality. Software engineering

is one such domain and in this work three original contributions employing concepts

from this discipline are presented:

1. In Chapter 3 a research data licencing and reuse monitoring system imple-

mented using blockchains is presented. This system uses smart contracts in

order to formalise the authoring, publication, dissemination and reuse of data-

sets, ensuring both their fair usage and that the original authors receive credit

for the outputs. The motivation for such a system stems from the desire

to reconcile the perceived risks in data sharing activities (e.g., conditioning

of academic success on publication volume and impact) and from the need

75
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for accelerated dissemination of research. While the practical implementation

of such a contract, using technologies such as Ethereum and Solidity, is not

trivial, repositories could easily implement the underlying workflow in a user

friendly manner, with minimal impact on the computing and administrative

resources.

2. Chapter 4 presents a novel bibliographical data model based on Resource De-

scription Framework (RDF), characterised by flexibility and facilitation of

interoperability. It considers an existing repository solution, Figshare, for

which an RDF system is devised in order to replace the current relational

database model, enhancing both its support for both standard bibliographic

record schemas and custom user-defined metadata fields. Moreover, it pro-

poses a workflow based on Extensible Stylesheet Language Transformations

(XSLT), which can provide extensive flexibility in terms of dissemination out-

put formats.

3. Chapter 5 introduces SLAM, the Stateful Library Analysis and Migration

framework, an Extract, Transform, Load (ETL) pipeline for migrating biblio-

graphical records across repositories. This type of tool is of utmost importance

in the context of replacing outdated systems with new repository solutions, en-

deavour which requires the transfer of all existing bibliographic records with

no data loss and with minimal disruption to end users. For this, SLAM em-

ploys a metadata analysis module implemented using the Elasticsearch stack,

a state machine for recording and replaying migration steps, and a modular

architecture which allows connecting to various repositories and other external

systems. This implementation was validated by running five distinct migra-

tions over the course of fourteen months.

Summarising, this thesis brings the following four main contributions:

• Provides an in-depth exploration of the digital libraries ecosystem, focusing

on institutional and data repositories, and investigating the requirements and

implementation of the next generation of solutions.

• Proposes a solution for managing the licencing and reuse of repository records,

implemented using smart contracts and blockchain technologies.
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• Presents a mean of advancing the architecture of an existing repository solu-

tion, Figshare, that employs RDF in order to implement a more flexible and

interoperable system.

• Introduces an ETL framework for migrating bibliographic records across repos-

itories, which leverages software engineering patterns and processes in order

to deliver a reliable and feature-rich tool to repository administrators.

All research results and other contents of the thesis have been included in the

following peer-reviewed publications authored by the candidate:

1. Adrian-Tudor Pănescu, Tibor Šimko and Christine Vanoirbeek. “Targeted An-

notation of Scientific Literature and Data Resources in Invenio Digital Librar-

ies”. In: Proceedings of Open Repositories (2014). URL: http://hdl.handle.

net/10024/97585.

2. Adrian-Tudor Pănescu and Vasile Manta. “Current Issues In Research Out-

put Management”. In: Buletinul Institutului Politehnic din Iaşi, Automatic

Control and Computer Science Section (Dec. 2016).

3. Adrian-Tudor Pănescu and Vasile Manta. “RDF-based workflows for the fig-

share research data repository”. In: Proceedings of the 21st International

Conference on System Theory, Control and Computing (ICSTCC) (2017), pp.

860–865. DOI: 10.1109/ICSTCC.2017.8107145.

4. Adrian-Tudor Pănescu and Vasile Manta. “Smart Contracts for Research Data

Rights Management over the Ethereum Blockchain Network”. In: Science &

Technology Libraries 37.3 (Jul. 2018), pp. 235–245.

DOI: 10.1080/0194262X.2018.1474838.

5. Christopher Frederick Isambard Blumzon and Adrian-Tudor Pănescu. “Data

Storage”. In Good Research Practice in Non-Clinical Pharmacology and

Biomedicine. Ed. by Anton Bespalov, Martin C. Michel, and Thomas Steckler.

2020. pp. 277–297. DOI: 10.1007/164 2019 288.

6. Adrian-Tudor Pănescu, Teodora-Elena Grosu and Vasile Manta. “SLAM: An

ETL System for Performing Digital Library Migrations”. Accepted for pub-

http://hdl.handle.net/10024/97585
http://hdl.handle.net/10024/97585
https://doi.org/10.1109/ICSTCC.2017.8107145
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https://doi.org/10.1007/164_2019_288
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lication in Information Technology and Libraries. URL: https://ejournals.

bc.edu/index.php/ital.

When considering future research directions it is important to note that the

results in this thesis constitute only a few of the building blocks that new repository

solutions will require; at the same time, apart from the knowledge transfer from

other domains, these results also conjecture a possibly distributed architecture for

repositories, similar to the design of microservices. Such a structure could ensure

that each functionality provided by a repository is handled by the party best suited

for it, both at the technological and human resource levels.

Moreover, the results in this paper only scratch the surface of what certain novel

technologies can achieve in the world of research repositories. In [Ros17] the authors

list five different areas in which blockchain technologies could be adapted to solve

repository issues, from which Chapter 3 tackles only one, while linked data solutions,

similar to the one presented in Chapter 4, display unlimited potential in ensuring

unhindered (meta)data flow between the various systems in the research ecosystem

(for a review of its complexity see [KB15]).

This work cannot be in any way prescriptive on the design of the next generation

of research repositories. For example, the recent COVID-19 epidemic has made the

case for the fast publication, dissemination and review of science[Coc20], which

might come in direct contradiction with the more intricate workflows presented in

this thesis. At the same time, the fact that current IRs need to evolve in order to

support NTROs has become an accepted truth and thus, various options for either

transforming existing solutions or building new ones need to be considered.

To conclude, it is of utmost importance that research on repositories is carried

on and that this research is fully connected to the procedural and social realities of

the scientific enterprise. The reproducibility crisis and the rising impact of preprints

demonstrated that repositories can no longer act as an auxiliary component of the

research life cycle but as an integral part of it, providing a stage for the dissemination

of science and a platform upon which both humans and machines can discover new

ways of interacting with content, as envisioned by the FAIR principles. Since the

publication of the first scientific article by the Royal Society in 1665, the open science

movement is one of the most important occurrences in the world of research and the

repository, as a system, has a real opportunity of becoming the central component

https://ejournals.bc.edu/index.php/ital
https://ejournals.bc.edu/index.php/ital
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in the technological infrastructure required for achieving its goals. Moreover, as a

subset of libraries, repositories play a key role in preserving an integral part of a

civilisation’s heritage, scientific research, and thus need a high degree of attention

when analysing the technological means for properly achieving their functions.
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