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Abstract

We present a decentralized advantage actor-critic algorithm that utilizes learning
agents in parallel environments with synchronous gradient descent. This approach
decorrelates agents’ experiences, stabilizing observations and eliminating the need
for a replay buffer, requires no knowledge of the other agents’ internal state during
training or execution, and runs on a single multi-core CPU.

1 Introduction

Deep reinforcement learning (RL) has demonstrated success in a range of challenging fields, including
video games [11], robotic control [3], and natural language processing [1]. However, the focus of
most deep RL research has been on training individual actors in fixed environments. As multi-agent
environments are inherently nonstationary, these methods are poorly suited for this application.

The primary challenge with multi-agent RL is that each agent’s policy changes during training. As
a result, the observations of individual agents are not stationary through time, preventing the use
of traditional experience replay. This introduces stability and convergence issues with Q-learning
techniques, which rely heavily on replay buffers. Similarly, policy gradient methods exhibit high
variance in multi-agent environments. Model-based optimization techniques have demonstrated
success in simple multi-agent environments but require a differentiable model of the environment and
stringent assumptions on the agents’ interactions, making them impractical for many tasks [7].

Decentralized Multi-Agent Advantage Actor-Critic (DMAAC) is a multi-agent learning algorithm
that is decentralized in training and execution (each agent uses only local observations), agnostic to the
structure of the environment and the policies of other agents, and stably converges to successful poli-
cies without the use of experience replay. It utilizes multiple learning agents in parallel environments
and accumulated gradients with synchronous updates to decorrelate sequential agent experiences and
stabilize training in dynamic environments. DMAAC is lightweight and non-distributed: it runs on a
single multi-core CPU and trains nearly an order of magnitude faster than multi-agent RL algorithms
that exhibit comparable performance.

DMAAC is an extension of Multi-Agent Deep Deterministic Policy Gradients (MADDPG) [7] and
Asynchronous Advantage Actor-Critic (A3C) [10]. A3C demonstrated the power of parallel actor-
learners through state-of-the-art performance in single-agent domains [10]. Similarly, MADDPG
demonstrated superior performance to established algorithms in multi-agent environments [7]. Both
methods are discussed at length in Section 2.



2 Related Work

Established reinforcement learning algorithms, such as Q-learning and policy gradients, have been
shown to perform poorly in multi-agent environments. Q-learning methods suffer from exploration
and convergence issues due to other agents’ policies changing during training, which makes the
environment non-stationary [9], while policy gradients exhibit high variance in multi-agent domains
[7]. Some of these issues have been addressed through the use of distributed learning architectures
[2], sharing of correlated Q-values with other agents [5], and the use of heuristic guided policy search
[12]. Even with these modifications, the performance of these algorithms leaves significant room for
improvement.

Recently, MADDPG demonstrated state-of-the-art performance in multi-agent environments. It uses
a centralized critic during training, which observes actions of all agents to account for changes in
their policies over time, making observations stationary. This allows for the use of a replay buffer,
which decorrelates observations and stabilizes training. During execution, each model only uses local
observations. MADDPG outperformed DDPG, REINFORCE, Actor-Critic, TRPO, and DQN in
multiple cooperative and competitive environments [7].

Our approach differs significantly from MADDPG. It does not use a shared critic or a replay buffer;
instead, multiple environments are executed in parallel and gradients are aggregated in batches. The
use of parallel-actor learners has been shown to decorrelate sequential agent experiences [10].

The first deep RL algorithm to utilize parallel actor-learners was a variant of Sarsa, which per-
formed peer-to-peer sharing of large gradients to expedite training [4]. However, this area remained
largely unexplored until the release of A3C. A3C utilizes parallel actor-learners with asynchronous
updates from accumulated gradients across N environments to learn actor policies in single-agent
environments, demonstrating state-of-the-art performance in Atari games [10].

DMAAC is a variant of A3C; however, there are significant differences between the two. First,
DMAAC uses M*N local models with M global models for M agents in N environments. It also use
synchronous, batched updates, which ensures that the agents’ policies remain unchanged and are
consistent across all environments between updates. This makes each batch of observations stationary,
stabilizing training.

3 Background

3.1 Actor-Critic Methods

Actor-only methods, such as Q-learning, use simulation to directly sample state-action-reward
experiences from a cost function to update model parameters via gradient descent in the direction of
error minimization [8]. In contrast, critic-only methods approximate a value function over a set of
states, which can then be used to calculate a near-optimal policy. However, actor-only methods exhibit
high variance in gradient estimations, while the policies of critic-only methods tend to be unreliable
despite near-optimal value approximations. Actor-critic techniques combine the strengths of these
methods by updating an actor’s policy parameters with the learned value function approximation
during training [6].

We use the policy and value gradients (dθp and dθv, respectively) defined in [10]. The policy
advantage, α, measures the difference between the model’s prediction and the actual value of a state.
This encourages exploration of states in which the model’s prediction is poor. The policy entropy
H(π) measures the distribution of action probabilities, increasing exploration of policies in which
the action probability variance is large. β is a constant that defines the entropy’s weight. In these
terms, the updates to the policy and value gradients are given by:

dθv = dθv + ∂(R− V (st, θv))
2/∂θv (1)

dθp = dθp + α∇θp log π(at|st, θp) + βH(π) (2)

α = R− V (st, θv) (3)
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3.2 Multi-Agent Reinforcement Learning

The fundamental challenge with multi-agent reinforcement learning is that the policy of each agent is
updated independently during training. As a result, the distribution of outcomes s′ differs for unique
policies π and π′ over N updates for a given set of state-action pairs:

P (s′|s, a, π1, ...πN ) 6= P (s′|s, a, π′
1, ...π

′
N ) (4)

This invalidates the Markov assumption and precludes the use of a traditional replay buffer, as the
policies of other agents are non-stationary from the viewpoint of any single agent [7]. This violates
necessary conditions for convergence. MADDPG addresses this issue by learning a shared critic that
models the policies of all agents. This makes observations stationary, as the models are explicitly
conditioned on the actions of other agents [7]. However, this assumes that the actions of other agents
are observable during training.

4 Method

4.1 DMAAC Algorithm

Figure 1: DMAAC Training Architecture

DMAAC uses a fundamentally different
method of stabilizing training in multi-
agent environments. Rather than use a re-
play buffer, we run N environments in par-
allel, each with M agents and randomly
generated initial conditions (from the same
distribution), to sample from a broad set
of observations simultaneously. As demon-
strated in [10], this decorrelates sequential
observations and eliminates the need for a
replay buffer.

Additionally, DMAAC uses synchronous,
batched gradient updates. Actor-learners
accumulate gradients during simulation,
but they are not applied to the local models.
Instead, they are applied simultaneously
to global models at fixed intervals. This
means that each batch of gradients is sam-
pled from set of observations over which
the policies of each agent is fixed. As a
result, the Markov assumptions are not vi-
olated and the environment is stationary.
This eliminates the need for a shared critic,
as stationary updates do not need to be ex-
plicitly conditioned on the actions of other
agents.

DMAAC is fully decentralized in training and execution, does not use a shared critic, and does not
require explicit knowledge of the other agents’ policies or actions. Each agent’s model only uses
local observations and learns its own actor and critic. We demonstrate that if the external state of
other agents is available at least intermittently, models trained with DMAAC can learn a successful
collaborative policy.

Training is performed with M*(N+1) models. M*N local models accumulate gradients in parallel
for T time steps. These gradients are then used to update M global models at each interval of T. The
local models are synchronized with the parameters of the updated global models, and the process is
repeated until convergence. In execution, the global models are applied to each agent.

Pseudo-code for the entire DMAAC algorithm is provided in Appendix A.
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5 Conclusion

We have introduced a decentralized multi-agent actor-critic algorithm that does not require the use of a
replay buffer, shared critic, or a dynamic model of the environment. Future work will include applying
DMAAC to competitive environments and exploring methods of utilizing methods of both DMAAC
and MADDPG to improve performance, such as the use of a centralized critic and bootstrapping
early DMAAC training with MADDPG for faster convergence.

Appendix A DMAAC Algorithm

Algorithm 1 Decentralized Multi-Agent Advantage Actor-Critic

1: // N: Number of Environments (Threads)
2: // M: Number of Agents per Environment
3: Initialize global parameters: θp[1 :M ]← 0 and θv[1 :M ]← 0
4: repeat
5: Set global counter: T = 0
6: repeat
7: parfor i ε {1,...,N} do
8: Reset local gradients: dθp[i, 1 :M ]← 0 , dθv[i, 1 :M ]← 0
9: Synchronize local parameters: θ′p[i, 1 :M ]← θp[1 :M ], θ′v[i, 1 :M ]← θv[1 :M ]

10: Set thread counter: ti ← 0
11: repeat
12: Perform ajt according to policy πj(a

j
t | sjt , θ

′
p[i, j]) parfor j ε {1,...,M}

13: for j ε {1,...,M} do
14: Get reward rjt and new state sjt+1

15: Rj ← rjt + γ Vj(s
j
t , θ

′
v[i, j])

16: dθ′p[i, j]← dθ′p[i, j] +∇θ′p[i,j] log πj(a
j
t | sjt , θ

′
p[i, j])(Rj − Vj(s

j
t , θ

′
v[i, j]))

17: dθ′v[i, j]← dθ′v[i, j] + ∂(Rj − Vj(sjt , θ′v[i, j]))2/∂θ′v[i, j]
endfor

18: ti ← ti + 1
19: T ← T + 1
20: until ti == tmax
21: end parfor
22: until T > Tmax
23: for j ε {1,...,M} do
24: Perform synchronous update of θp[j] and θv[j] using dθ′p[:, j] and dθ′v[:, j]

end for
25: until convergence
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