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We at Bavard AI1 recently overhauled significant parts of our natural language understanding AI engine to make it
faster and more accurate, allowing you to now update your chatbot’s NLU capabilities in near-real time. In this article,
we discuss the business value of this new service, and announce the open-sourcing of a large meta-dataset we have
curated for training few-shot intent classification systems. Finally we detail the technical implementation of the intent
classification and out-of-domain detection models which power this new service.

1 The Business Value

Our intent recognition service can be used to allow your chatbot to identify what your customers are interested in or
trying to accomplish when they engage with your chatbot. Given just a few natural language examples of each intent,
your chatbot can learn to identify when your customer is asking about your return policy, or when they have a sales
question, or anything you want. You can then define how the chatbot will respond to those intents, allowing it to do
anything from showing a video or image to asking a follow-up question. You can even define background behavior like
notifying your sales team when someone is asking a sales question. With the power of intent recognition, your chatbot
is more flexible and can respond to your customers the way you would respond to them.

Coupled with our recently released training data feedback loop feature, you can now monitor the live traffic coming in
to your chatbot and with just a few clicks, recapture data from those conversations as additional training data for your
chatbot’s AI, to make it smarter. Or, you can use that data to quickly define new intents. The chatbot’s AI will learn
from that new data in seconds.

Now that we understand the business value, we’ll cover the technical details of the service, which is the main thrust of
this article.

2 The Technical Approach

The intent service is implemented as two deep neural networks which are both trained via metric-based few-shot
meta-learning. There is one model for performing few-shot intent classification, and another for performing few-shot
out-of-domain intent detection (OODID). Both networks are trained to be robust to class imbalance. All of this means
that the models are specifically optimized to do well when each intent only has a few natural language examples, which
is convenient for our customers when defining intents for their chatbots.

First, we’ll briefly introduce few-shot meta-learning. Then we’ll discuss the meta-dataset and data sampling strategy
common to both our networks. Finally, we’ll cover the intent classification model’s architecture and loss function, then
do the same with the OODID model.

1Company website: https://bavard.ai

https://bavard.ai
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2.1 Few-Shot Meta-Learning

The two models are trained via Meta-Learning: a machine learning framework which “intends to design models that
can learn new skills or adapt to new environments rapidly with a few training examples” [3]. The basic vocabulary of
meta-learning is:

Task/Episode - The input to a meta-learning model when training. Each training batch is actually a complete few-shot
classification dataset, broken up into a support set and query set. On each training iteration, the task is sampled or
selected from a larger Meta-Dataset, which is a dataset made up of many of these tasks.

Support Set - The “training” examples of an individual classification task. Commonly the task is formulated as a
k-shot, n-way task, which means the task has k training examples for each of n classes.

Query Set - The “test” examples of the classification task. Here n will be the same as with the support set, but k may
be larger or smaller, i.e., there may be more or fewer test examples per class than there are training examples.

2.2 The Meta-Dataset

In order to promote good coverage of the data distribution we might see in our production chatbots, we assembled our
meta-dataset as a conglomeration of multiple task-oriented dialogue and intent classification datasets, namely:

• The Schema Guided Dialogue (SGD) dataset by [8], which contains over 20,000 multi-domain, task-oriented
conversations annotated with user actions, among other things. We transform the data into an intent classifi-
cation dataset by creating semantically fine-grained intents from the user actions associated with each user
conversation utterance, including the slot names associated with those actions. Two example output intents are
INFORM_leaving_date_INFORM_travelers (from the Buses domain), and
INFORM_origin_airport (from the Flights domain).

• The CLINC150 dataset by [5], which contains 15,000 intent-annotated command utterances for 150 different
intents across 10 domains (15 intents per domain), as well as out-of-domain utterances that do not belong
to any one of the intents. For our meta-dataset, we just include the intent-annotated utterances, and not the
out-of-domain utterances.

• The HINT3 dataset by [7], which contains intent-annotated utterances procured from actual customer conver-
sations that took place with 3 different chatbots running in production.

• The HWU64 dataset by [6], which contains 25,000+ intent-annotated utterances across 21 domains.

• The MultiWOZ 2.2 dataset by [10], which contains over 10,000 task-oriented conversations annotated with
user actions and other things, spanning 8 domains. Here we use a processing pattern similar to what we use
with the SGD dataset, where we create intents from each user utterance’s actions and associated slot names.
However, we only use conversations in the Attraction, Taxi, Hospital, and Police domains, to avoid overlap
with the domains of the SGD dataset.

• The Taskmaster2 dataset, which is version 2 of the dataset introduced by [4], and contains over 17,000
slot-annotated task-oriented conversations across 7 domains. To create intents, we only keep utterances that
have slots associated with them, and concatenate the sorted slot names associated with each utterance to form
an intent. We only use conversations in the Food Ordering and Sports domains, again to avoid overlap with the
domains in the SGD dataset.

For all datasets, we only keep intents that have at least 11 examples, and only keep a maximum of 100 examples
for each intent. We also filter out intents that are associated with more than one domain, to prevent information
leakage in hold-out sets. The result is a dataset of 84,212 total utterances across 1,629 intents and 78 domains. The
domains and intents represent a fair amount of diversity, and the semantic range covered by each intent ranges from
coarse to fine-grained. We open source our meta-dataset2, in hopes that it will help advance research in few-shot
intent-classification.

2.3 Task Sampling During Meta-Training

We formulate our training procedure as an n-way, k-shot intent classification meta-learning problem, augmented with
out-of-domain samples. We use n = 30, and k ∼ {2, 3, ..., 10}. At each training step of our models we randomly
sample a new task T from the meta-dataset in this way:

2Our dataset can be found at https://github.com/bavard-ai/nlu-meta-dataset
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1. A domain d is selected randomly from the set D of all domains, to be used as a sample pool for T . If d does
not have at least n intents, we randomly sample additional domains from D without replacement until there
are at least n intents.

2. A pool of n intents are randomly sampled without replacement from d.

3. 1/3 of the n intents are randomly removed from the pool and reserved for drawing out-of-domain (OOD)
examples from.

4. For each intent i in the remaining 2n/3 intents, the value of k is sampled uniformly as k ∼ {2, 3, ..., 10}.
Then, k support set examples (referred to as Si) are randomly drawn from that intent’s example pool, and the
rest are used as the query set examples (referred to as Qi) for that intent. Our models are optimized under this
condition to make them robust to variance of the value of k for each intent, and thus to make them robust to
class imbalance. One other item of note is that using the complement of Si as the query set Qi means that
there are up to 100− 2 = 98 samples in Qi. We hypothesize that this benefits training by providing the loss
with rich information about the distribution of intent i, while still allowing our customers to have a small
number of training examples for each of their intents (a small Si).

5. A set O of OOD samples is created to go along with the task, for use by the OODID model, with |O| = |Q|,
where Q = Q1 ∪Q2 ∪ ... ∪Q2n/3. Half of the samples in O are drawn from the n/3 hold-out intents, and
the other half are drawn randomly from the domains not used by this training task. This is done in an effort
to simulate the cases where an OOD sample could either be semantically similar to an in-domain sample, or
semantically very different.

When training our models, we hold out 10% of the domains as a validation set to use while performing hyperparameter
search. Splitting by domain helps us measure the model’s generalization performance on a setDV AL of unseen domains,
which is akin to measuring its performance on the data of new Bavard AI customers, which is of critical importance to
us.

2.4 The Few-Shot Intent Classifier

Our intent classification model is a prototypical neural network [2], implemented as a single-layer dense neural network
fθ : RD → RM which learns a linear transformation of D-dimensional multilingual sentence-embeddings produced by
the distiluse-base-multilingual-cased-v2 model [9] of the sentence-transformers Python package. We
found that using a single layer only in the model with M = 256 gave a favorable reduction in variance at the cost
of gains in bias. Indeed, all experiments involving hidden layers resulted in very bad generalization performance on
DV AL, regardless of any regularization strategy attempted. Learning a single linear transformation in high-dimensional
space gave much better generalization performance.

Typical of prototypical networks, on our intent classifier’s forward pass, given a training task T = {S,Q,O}, a
prototype, or centroid ck, is computed for each of the |K| = 2n

3 classes/intents in S (the support set):

ck =
1

|Sk|
∑

(xi,yi)∈Sk

fθ(xi), (1)

which is the average of the learned support set embeddings for class k. The loss is then minimized in typical Proto-Net
fashion, with the loss for a single example x ∈ Q (the query set) having class k being:

Lθ = −log
( exp(−φ(fθ(x), ck)∑

k′∈K exp(−φ(fθ(x), ck′)

)
(2)

where φ is the euclidian distance. In words, Lθ is the cross entropy of the negative euclidian distance of each query
vector to the support set prototypes. The loss function is minimized in order to minimize the distance between a query
vector x and its correct class prototype ck, and maximize the distance between x and all other prototypes. At inference
time, the intent/class for a novel sample x is then predicted as:

argmin
k∈K

φ(fθ(x), ck), (3)

which is the class whose prototype x is closest to in the learned space.
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2.5 The Few-Shot Out-of-Domain Intent Detector

For computational efficiency, our out-of-domain intent detection (OODID) model uses the same inputs as our intent
classifier model: the D-dimensional sentence embeddings produced by [9]’s pretrained multilingual sentence embedder.
The OODID model is also a single layer dense neural network fθ : RD → RM , here with M = 512.

For this model, fθ is a variant of a proxy-based distance metric learning function [1] which learns to classify a novel
utterance as being in-domain (ID) vs. out-of-domain (OOD) based on its distance to the learned class prototype vector
ck it is nearest to in euclidian space. More formally, given a few-shot OODID meta-training task T = {S,Q,O}, we
first compute learned class centroids C ∈ R|K|×M , similar to the intent classifier. Then, we minimize a margin loss:

Lθ = LID + LOOD, (4)

which has two components:

LID =
1

|Q|
∑

(q,k)∈Q

exp(φ(fθ(q), ck)− α) (5)

LOOD =
1

|O|
∑
o∈O

exp(α− ψ(o, C)) (6)

Here, φ is again the euclidian distance, and

ψ(o, C) = min
ck∈C

φ(fθ(o), ck), (7)

which is the distance between an embedded OOD sample o and the prototype it is closest to in euclidian space. α is a
margin parameter which we fix to α = 1.15, a value found via cross validation.

When used to optimize our neural network, this loss function has the effect of learning a new space where all the
embeddings for some class k are within α of their centroid ck, and where all OOD embeddings are at least α away from
the nearest class centroid. In this new space, α can then be used as a decision threshold. Given a novel sample x, if
ψ(x, C) < α, we classify the sample as being ID. If ψ(x, C) ≥ α, we classify the sample as being OOD.

The figure below illustrates the behavior of the two loss components LID and LOOD. As can be seen, samples that lie
on the incorrect side of α are penalized exponentially, which has the effect of focusing learning on the hard to classify
samples, similar to the cross entropy function.

Since LID has a minimum at φ(·, ·) = 0, in order to keep the loss symetric, and to not keep penalizing OOD samples
that are already sufficiently far away from the nearest prototype, we zero out LOOD for any OOD sample o having
ψ(fθ(o), C) > 2α. We found during evaluation that including this cutoff step improved the model’s generalization
error.

3 Concerning Model Speed

The two trained models were designed with speed and accuracy in mind, as well as convenience for the end-user. The
trained intent classification + OODID pipeline can compute the two prototype matrices CID and COOD for a new
dataset T in less than an average of 5 seconds on a 4 CPU machine with no GPU, when |S| ≈ 80. On the same machine,
it can predict an intent label and OOD label for an unseen utterance in an average ~200ms.

4 About Bavard AI

Bavard AI is a Saas platform for creating intelligent, multi-purpose, multi-media chat assistants that you can integrate
easily into your website. You can use a Bavard chatbot to do things like fully automate segments of your customer
service workload, collect customer data to improve targeted marketing, and give your customers an easy way to ask
sales questions and get connected with one of your representatives while the lead is hot.
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Figure 1: A visual representation of the two components of our OODID margin loss function.
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