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Executive Summary

Common Fund (CF) data sets represent a vast and largely untapped resource for scientific
research and discovery. The Common Fund Data Ecosystem (CFDE) seeks to bring this
data together and make it Findable, Accessible, Interoperable, and Reusable (FAIR). Part of
this effort involves substantially growing the pool of users who can take advantage of this
data as it becomes available. The CFDE Training mission is to train future users of these
valuable resources.

Our training materials and workshops will provide the skills necessary for users to engage
with Common Fund data sets and tools and utilize them for research and discovery, and
importantly will bring wider public awareness to the existence of these rich resources. It is
not enough to build such resources. Outreach and training are crucial parts of making the
Common Fund a vibrant and sustainable resource for the wider research community and
our program demonstrates the importance and potential for realizing this goal.

Goals
Our efforts to build a training program are based on the established goals of the NIH
Common Fund. By starting out with introductory courses in cloud compute, bioinformatics
methods and tools, and showcasing Common Fund data sets and tools we plan to build a
growing cohort of informed and capable users that can contribute to the future sharing and
sustainability of Common Fund data sets.

Goal 1: Enhance the ability to ask scientific questions across data sets. This NIH goal
is largely focused on technical work in the newly launched CFDE data portal. However, in
order to ask questions across data sets, users need to:

A. Know where the data sets are
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B. Know how to access the data sets
C. Have the tools and skills to explore that data

CFDE training workshops and the corresponding online materials address all three of these
aspects of data use. In our training materials for the CFDE portal and sessions for Kids
First, users learn where to find data, and how to access it, while our AWS and Conda
tutorials train users on platforms such as the Amazon cloud platform as well as useful
bioinformatics tools like Conda. Our planned pop-ups will further address the need to
introduce more users to Common Fund data sets while offering training and tutorials to help
attendees access these resources.

Goal 2: Enable the uptake, reuse, and addition of NIH data and tools from future,
current, and ended programs. As with Goal 1, this goal is technically focused, but the
CFDE training program is enabling reuse of NIH data and tools by directly training
researchers on how to use them. Currently our training offerings focus mostly on Kids First
data, however we are actively working with GTEx, HuBMAP, and LINCS to make tutorials
for their datasets as well, and will continue to broaden our offerings throughout the lifetime
of the Ecosystem.

Goal 3: Provide training that maximizes a scientist’s ability to upload data and use CF
data and other resources. The third NIH goal is all about training:

● 3a. Training material is provided for researchers to access, analyze and
understand the CF data sets and tools provided by CF Programs

● 3b. Use case scenarios are posted to the Data Ecosystem community
● 3c. A Data Ecosystem user guide and site documentation are created and

accessible

Our team is meeting these goals by creating a series of web resources.
https://training.nih-cfde.org/ is a website that hosts all of our researcher focused training
materials, regardless of whether they are currently being offered as workshops. We also
have created a Use Case Library website, https://use-cases.nih-cfde.org/, which hosts all of
the use cases for the CFDE and provides a way for interested stakeholders to contribute
new use cases. Finally, our team maintains https://docs.nih-cfde.org/en/latest/, the central
repository for all things documentation.

While our team recognizes the importance of the training focused NIH goals and that
maintaining these web resources is vital to the success of the ecosystem, we believe that
our most valuable contributions to the Common Fund Data Ecosystem are actually our work
on Goals 1 and 2: empowering users to find, reuse and analyze data in the difficult to
navigate world of cloud-based computing, and this is primarily a report of those efforts.
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Introduction
Starting in December of 2020, the Common Fund Data Ecosystem Coordination Center
Team (CFDE-CC) began running pilot virtual workshops teaching bioinformatics skills to the
general community and targeting the use of Common Fund data sets, tools, and
techniques. These virtual workshops replaced the previous plan for in-person workshops
due to safety protocols in place during the COVID-19 pandemic.

We have designed hands-on lessons around bioinformatics tools that users can use to
successfully find, access, and work with Common Fund data.

Our two most successful lessons so far teach skills on:

● Amazon Web Services (AWS). This is the cloud provider that is used by many CF
programs (LINCS, the Human Microbiome Project, Kids First, and more) and
workspaces (like Cavatica). Our workshop empowers users to work with data in the
cloud and gives them the basic skills they need to work with this popular cloud
system.

● Conda. This is a widely used open-source software management tool. It allows the
user to easily make custom computing environments with specific packages
installed, and is especially useful when setting up new pipelines on cloud systems
like AWS. Conda can also help users to replicate and share their analyses, thus
making their analysis more FAIR.

These and other skills were built into our pilot lessons: Intro to Conda, Intro to AWS, and a
workshop introducing the Kids First Data Resource Portal and its integration with the
Cavatica data analysis platform.

Our curriculum is based on teaching materials hosted on the CFDE Training website. The
lessons include hands-on activities and use platforms that should work for all participants
regardless of their personal/local computer setup (i.e., Amazon Web Services (AWS) and
interactive computing environments (Binder) work on most web browsers and computer
operating systems). Our live remote workshops allow users to follow along with instructors
and ask supplementary questions; this adds value and context to the written lessons.

Registrations & Attendance
We have trained nearly 90 attendees in bioinformatics and cloud compute skills at six
workshops between December 2020 and March 2021. By offering different types of training
(cloud compute and software packaging training) we were able to create broad interest in
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our workshops from a variety of disciplines and career levels. We surveyed attendees for
their area of study and position and learned that our Intro to AWS attendees ranged from
administrators to PhDs with representatives from Bioinformatics, Neurobiology, Ecology,
Computer Science, Genetics, Genomics, Metabolomics, and other disciplines (Figures 1 &
2). Intro to Conda brought in attendees that were undergraduates, master’s students,
postdocs, and working scientists attending from Bioinformatics, Biology, Epidemiology,
Microbiology, Ecology, Health Informatics, and Pharmaceutical Chemistry (Figures 1 & 2).
While the Common Fund has datasets that would be applicable to all of these scientific
areas, most Common Fund use cases are aimed at clinician researchers. Our training
classes, however, represent a new, much more diverse population of potential users of
Common Fund data.

Figure 1. Areas of Study. We surveyed 69 of our learners about their area of study across
four of our workshops. Our learners came from a wide range of scientific disciplines, most of
which are not clinical or health-related, and represent an entirely new population of potential
Common Fund users.
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Learners heard about our workshops from sources largely outside of the CFDE and
Common Fund. Attendees who heard from friends and colleagues were our largest cohort
followed by people responding to our outreach using the Ecolog-L mailing list and Twitter.
Only 2 of our 40 respondents said that they had learned of the training program through a
Common Fund resource. Our training program gives us the opportunity to inform our users
about Common Fund resources and engage in training that highlights tools and data sets
from our CFDE partners in particular.

Figure 2. Learner Positions and How They Heard About Our Workshop. We surveyed
40 of our learners from three workshops about their positions and how they had heard about
our workshops across three of our training sessions. Word of mouth was by far the most
common way that learners heard of the CFDE training program, regardless of their position.
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Most of our workshops had robust attendance, with an average of 17 learners per class for
our core offerings. The only exception was our workshops about the Kids First portal which
failed to attract significant registration or attendance numbers. We believe this difference is
because of the higher visibility and relevance of Amazon and Conda to our audience. Since
most of our learners had not heard of the Common Fund, they had also not heard of the
Kids First program, and so were not intrinsically excited about a workshop for it. By growing
our advertising outreach using our more general and recognizable programs, we hope to
amass a following of learners who are interested in our content in general, and are therefore
more likely to try out trainings that aren’t on familiar topics. We also want to try offering CF
data specific content, but with descriptions that are more general and familiar. For instance,
by advertising a course on doing RNAseq, and using Kids First Data to do the sample
analysis. In this way, we can expose more people to these niche datasets that they might
not have otherwise encountered, and get them interested in exploring other datasets at the
Common Fund. If this general strategy works, we will apply it to future offerings, and strive
to provide broadly useful technical training that can be based on Common Fund data sets.

“The workshop did make it seem like a piece of cake to start basic analysis on the cloud. So, it

totally serves the introduction purpose well.”

-- AWS attendee

To better reach new audiences, our workshops are free and open to everyone. However,
this has resulted in a significant difference between applicants and attendees simply
because there are no consequences for missing a free virtual event. In addition to the 88
attendees we trained, we had 56 people register for an event, but not attend. We opened
registration for 15 learners in our first workshop, but after seeing the dropout rate, decided
for future workshops to target 30 registrants with the aim of achieving a final workshop
attendance of 20. We also created an overflow list to notify in the event of cancellations or
to update regarding future repeats of the events. We plan to continue with the free format,
but also will be testing a paid model to find out if this will result in higher attendance. In the
meantime, our strategy of taking in higher numbers of applicants than desired attendees
has helped us hit our attendance targets.
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Workshop and Lesson Reception

“I will certainly look forward to future workshop events.”

-- Conda attendee

Learners enthusiastically embraced the short format of the workshops, the content, the
pacing, and the quality of the instruction. Many requested further training on the topic they
had studied, or suggested other topics around cloud compute and bioinformatics for future
workshops. Users also commented on the openness and knowledgeability of the
instructors, and we received good suggestions for improving our workshops which we used
to update curriculum and teaching practices. Many learners expressed interest and
enthusiasm to attend future workshops by our team. Most also indicated that they had
gained confidence in our introductory courses and intended to pursue further training and
incorporate their new skills into their study and work in the cloud.

“It made cloud computing seem accessible - once connected, the same as using a cluster system”

-- AWS attendee

In order to engage attendees in the virtual environment, the training team experimented with
different uses and configurations for screen sharing, Zoom functions, breakout rooms, and
student screen set-up. Lessons were led by a team of two instructors assisted by helpers
who act as teaching assistants to field questions, observe lesson progress, and record
challenges and successes in each workshop. Zoom reactions were used to elicit
participation during the lesson and gauge whether students were successfully completing
tasks before moving forward. Users struggling would be personally and discretely contacted
by helpers who could follow up by adding common questions to the general lesson,
arranging breakout room assistance, or simply confirming expectations (raised hands in
most cases) to ensure users were not left behind. Since the ‘Raise Hand’ was used
exclusively for recording progress during the lesson, students were encouraged to verbally
ask questions by unmuting themselves, or typing questions into the Zoom chat. Together,
these practices added up to an engaging environment where most of our learners said the
lesson helped them to learn the content they were hoping for (Figure 3).
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Figure 3. Attendee Learning Objectives. Overwhelmingly, the 29 learners we asked said
that they had learned the information they hoped during their session. This question has
been permanently added to our assessment questionnaire.

“A BIG THANK YOU to the team. The pace is great and that I like your leave-no-man-behind

attitude. Kudos!”

-- AWS attendee

Our training materials are always publicly available at https://training.nih-cfde.org/, and are
used extensively in our training sessions. Learners have direct access to these instructions
as we teach them, and the ability to go back and review the materials later. However as our
materials are always being updated, we found that some learners could not find the exact
information they remembered from their workshop. To help students better engage with the
lesson and give them a static reference for their particular workshop, we created a training
and engagement wiki within our training website. This wiki has pages for the specific
class notes for every workshop, as well as more general information such as the
Resources for Attendees page. This page gives instructions and tips for using online course
tools such as Zoom, communicating during lessons, engaging in breakout rooms, and
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special recommendations targeted to specific lessons (i.e. Binder instructions for the Conda
lesson).

“Coming into the workshop, I had little to no knowledge about what Conda is and how it can be

used, but this workshop helped open me to what Conda is and how to use it.”

-- Conda attendee

In early lessons we found that some users were struggling with the amount of content they
needed to view to follow the lesson, especially in the Conda lesson. Through a consequent
survey, we found that a significant number of users are restricted to one screen, often a
laptop, so the team designed a recommended display template (Figure A1) and added it to
our Resources for Attendees. Our poll data confirmed that these Resources have been
valuable and useful for our attendees with over 70% of post-surveys saying that they had
read the pre-workshop materials and found them useful. Several more specific examples of
changes we’ve made to improve learner experience can be found in the Appendix:
Workshop Improvements.

Figure 4. Resources for Attendees. Near the end of this report period, we asked whether
our learners were engaging with the new Resources for Attendees. Although we have only
been able to ask a small number of participants, their feedback was overwhelmingly positive.

Responses to our post-workshop assessment showed a high level of satisfaction and even
excitement as users learned what they were able to achieve during the workshops. Our
users reported that these workshops also increased their confidence with the materials,
even among those that reported high confidence in their pre-assessment (Figure 5, left). In
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terms of tool usage, most users came to the workshop intending to use the tool being taught
but found that the workshop increased their resolve (Figure 5, right). Together these metrics
indicate that our training sessions were improving both confidence and perceived usability
for our learners, which are important metrics for use and reuse. Many of our learners further
suggested new workshops they’d like to attend, often expanding on the content they had
just trained on. Users requested lessons on bash commands, making pipelines, setting
up a Binder, Rstudio set-up, Bioinformatics on Windows OS, Git and GitHub, and
Genomics in our latest survey (this question was recently added to our post-survey). All
of these suggestions came directly out of lessons that we have taught and illustrate the
desire for further training on an expanding range of topics and tools.

Figure 5. Increases in Confidence. Respondents indicated confidence on a scale of 1 - 4
(1 indicating high confidence). We saw an increase in confidence (% of respondents) for use
of the command line interface in our Intro AWS and Conda lessons (left). For tool use, most
attendees came into the lessons with strong intentions, but after our training this intention
was enhanced for many (right). We saw similar results for questions on use of AWS, Conda,
and technical questions for cloud tasks.

“It is the first time that I have observed how someone spins up an instance, and have the

opportunity to do it myself and watching the whole class spinning up our own. It really builds one's

confidence.”

--AWS attendee
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Assessment Approaches
Our approach to getting user feedback has evolved over the first few months of our training
program, both in the questions that we ask and the way that we ask them. Early on, our
questions were entirely technical questions specific to the lesson to assess the confidence
and interest users had in the topic before the lesson (Figure 5). Self-reported skill levels and
operating systems were also recorded to help customize lessons for the audience (such as
providing breakout rooms for Windows and Macs separately). Post-survey questions
examined whether those metrics moved up or down. In later surveys, we have started to
add more opportunities for qualitative feedback on various aspects of the lessons including
open requests for suggestions and whether users achieved their goals for attending the
lessons (Figure 3). We also are adding questions explicitly about existing knowledge of and
new interest in Common Fund data sets. These types of questions will allow us to make
more descriptive statements about how our program is being received, and how it is
impacting the user base of the Common Fund and their ability to do good research.

“I went from having conda installed but not being able to do anything with it, to being able to set up

an environment to share with my lab for reproducible analyses.”

-- Conda attendee

Our question technique is also evolving. We request that all learners fill a pre and a post
lesson survey, however participation varies greatly from lesson to lesson. We have adjusted
deployment of the Google forms by requesting the pre-survey before and during the start of
the lesson with post-survey at the end of the lesson and after the workshop. In our January
sessions these strategies showed immediate effect, and we continue to work on ways to
encourage and improve participation (especially for post-assessment). From January to
March we achieved an average 89% response rate for the pre-surveys (up from an average
of 44% in our early workshops) and a respectable 51% average (up from 16%) post lesson
response rate (Figure 6).
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Date Attendance Pre-Assessment Post-Assessment

Dec 1 - Intro to AWS 14 50% 7%

Dec 17 - Kids First Portal 2 38% 25%

Jan 29 - Intro to AWS 21 86% 67%

Feb 11 - Kids First Portal x x x

Feb 25 - Intro to AWS 13 85% 46%

March 4 - Intro to Conda 20 85% 40%

March 18 - Intro to Conda 18 100% 50%

Figure 6. Workshop Dates, Attendance, and % of Responses for Assessments. We
made many adjustments to when we asked our learners to do assessments, and what
questions we asked. As we streamlined the process, our assessment compliance increased
dramatically and we now have most users completing both surveys.

Building an Audience
Finding our audience has been the biggest challenge in the development of our training
program. While we have had relatively stable numbers for general workshops like Conda
and AWS, we have struggled to get traction for more targeted offerings like a Kids First
Portal session. Initially, we advertised the Kids First lesson similarly to our other workshops,
highlighting the Kids First aspect, and hoping for brand recognition. Unfortunately, this was
ineffective. Our first Kids First session drew only two attendees, and our second workshop
was cancelled as we again had only two registrants. After cancelling the second Kids First
session, we focused on designing our workshops around commonly sought out topics while
bringing in Common Fund resources where appropriate. By pivoting towards more generally
focused topics (AWS, Conda) we gained more name recognition and engagement.

We are continuing to reach out to our Kids First partners, and are looking for ways to
combine broadly attractive bioinformatics training content with Common Fund data and
tools. Survey data suggests that the majority of our attendees are learning about our
workshops by word of mouth and mailing lists. We hope to grow this valuable cohort and
create a base of learners who are interested in our programming even if it is on an
unfamiliar topic. These researchers who have already enjoyed our general topics are more
likely to take a chance on an unfamiliar topic, and are one way that we can grow the user
base of Common fund resources in an organic way.

In March we sent out a survey to all CFDE members asking for feedback on what training
their users would be most receptive to. We are still collecting data from this survey, but the
most enthusiasm has been for training on Common Fund and general bioinformatics tools.
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We are actively building lessons to teach general tools using Common Fund data sets as
another way to bridge the gap between what users know they want, and the many Common
Fund resources we have to offer. The deployment of the CFDE Data Portal will give us
another opportunity to create workshops that focus on the goal of making Common Fund
data interoperable and accessible.

Future Plans
Our team is constantly working to improve our workshops, coordination, and training
materials. Newly activated analytics capabilities will give us more insight into how our
workshops activate interest and engagement with our integrated online training materials.
As our experience and confidence grows we are looking for more opportunities to exploit
CFDE resources in augmenting these capabilities. In the short term we have three new big
initiatives:

Pop-up Workshops. The team will be debuting a series of 1 hour workshops in a
‘pop-up’ format to highlight and demo CFDE member tools, portals, and other
resources. These sessions are designed to increase awareness of Common Fund
resources and gauge interest in future curriculum and workshop design. These are
planned to take place monthly beginning in April 2021.

Training Interest Survey. We are also collecting data from a consortium-wide
survey asking members to share their ideas about how the training team can target
workshop development to provide appropriate and desired lessons for various use
cases. Early returns show an interest in developing materials to train users on DCC
tools and platforms. Recent meetings with HuBMAP and Kids First have focused on
HubMAP’s RUI/EUI/ASCT+B Tables and the Kids First datasets and Cavatica
platform.

Discussion Board. As of this writing a FAQ is being developed on our training
website’s GitHub Discussions board to address common questions that have come
up in our workshops. We will offer this resource to our users to help them before and
after workshops. Questions will be pulled from live workshop experience, and may
also be sourced from questions sent in by users to the CFDE Training Help Desk.
For GitHub users this forum has the added feature of providing a place where users
can participate and contribute to discussions on added topics.

In addition to these specific efforts we are also working to diversify our offerings and to
directly work towards increasing Common Fund data reuse. We are actively working with
Kids First, LINCS, HuBMAP and others to create new lessons and improve existing
offerings. By fall of 2021, we will have a new baseline RNA-seq lesson in partnership with
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Kids First and another with GTEx, a new training on 3D Tissue imaging with HuBMAP, and
lessons on using LINCS cloud workflows. These trainings will give users specific
information on these datasets, but also more general knowledge on cloud platforms,
workflows, and combining different datasets from across the Common Fund. Some of these
lessons would also be designed to make Common Fund data sets more usable and
accessible to researchers looking to compare their own data with the Common Fund’s
valuable resources. The hope is to build these lessons with multiple endpoints through
different modules that would allow users to pursue different types of analyses and tools
such as R/shiny apps or LINCS appyters.
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Appendix
Workshop Improvements

While most of our feedback was extremely positive, we also had a few comments that
suggested places for improvement. From in-lesson attendee feedback, observed problems,
and data collected in pre and post-surveys, we addressed problems that arose in
workshops to improve materials and methods in subsequent lessons.

“Include how to download data from the instance. Maybe do breakout rooms for

Windows/MobaxTerm vs MacOS Terminal”.

-- AWS attendee

After the first lesson we provided separate breakout rooms available to Windows and Mac
users to streamline help during more difficult or technical parts of the lesson. We also
surveyed users to learn how many would be using various platforms so that our lessons
could be more focused and aware of what users would need.

“I was surprised that no instructions on how to download results was provided. This is a very
important step. Without this knowledge, AWS is not usable to most participants.”

-- AWS attendee

This and similar comments led us to include this important step in follow-up workshops, thus
taking user feedback to directly improve the training module and the workshop.

“I would try to leave more time for the exercises or more advanced tools.”

-- Conda attendee

Our first Conda lesson didn’t provide enough time to go deeply into the independent
exercises presented towards the end. By altering the lesson plan slightly and moving some
associated technical explanations to our Additional Resources section, we were able to
provide two exercises in the next lesson with breakout rooms and extra help for users with
time to demonstrate the solutions at the end of the lesson.

“I think we should be sent the link to prompt Conda before the workshop, so the workshop can

directly get into teaching us how to use Conda. I also really enjoyed the exercise we were given
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with the comparison of DNA because it helped me see an applicable example of what a package

can do, and would like maybe more of these types of exercises. Overall, I think the workshop was

great!”

-- Conda attendee

Responses like this guided us towards creating online documents  to share with our
attendees ahead of sessions which we have since expanded into a Resources for
Attendees wiki page. This provides set-up details (Figure A1) for attendees, but also a
resource post-lesson for learners to revisit what they’ve learned, ask questions, give
feedback, or participate in general discussions around the lessons.

Figure A1. Demonstration Page for One-Screen from Resources for Attendees. We
found that many of our attendees were struggling with managing their limited screen real
estate in our workshops. This figure shows our recommended setup for the Conda lesson.
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