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Abstract: The abundance of valuable material available online has mobilized the development of preservation initiatives at collecting 
institutions that aim to capture and contextualize web content. Web archiving selection criteria are driven by the limitations inherent in harvesting 

technologies. Observing core archival principles like provenance and original order when establishing collection development policies for web content 
will help to ensure that archives continue to assure the authenticity of the materials they steward. 
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Introduction 

The abundance of valuable material available online has mobilized the development of preservation initiatives at collecting 
institutions that aim to capture and contextualize web content. Methodologies for web collection practices are institution and 
collection-specific. Among institutions charged with preserving cultural heritage, web archiving has become commonplace. 
However, the disparity between institutional selection and appraisal criteria reveals the absence of standardization for web 
archive establishment. The Australian web archive, for example, accessions content that it evaluates as having long-term 
research value. The Library of Congress web archive, represented by its Minerva team, established a collection development 
policy specifying the inclusion of materials characterized by their relevance to congress, fulfillment of researcher 
information needs, scholarly or at-risk content, and information currency. The Bibliothèque nationale de France aspires to 
reflect the whole of French culture in its web archive, explicitly disregarding scientific value of the content. The policy of 
the National Library of Finland is to harvest all content with a .fi domain (National Library of Australia 2014; Library of 
Congress 2008, 2; Lasfargues and Wendland 2008, 2; Keskitalo n.d., 3). These vastly disparate selection policies and 
criteria are a testament to varying institutional mandates and conceptions of national identity, but they also speak to the 
difficulty of determining uniform guidelines for selection in web archives. Institutions endeavoring to establish web 
archives face many technical and structural problems that dependence upon archival principles like provenance and original 
order may have the potential to resolve. This paper addresses the difficulty of applying archival principles to web materials, 
the technical constraints that preclude inclusion of some materials and not others, and options for resolving technical 
limitations by relying on the archival principles of provenance and original order.  

Establishing an archive requires the development of selection protocols tailored to fit the specific information need for 
which the archive exists. An enduring and fundamental question in the archival sciences is how such a protocol can be 
developed (Ham 1975, 5). In a traditional archive, selection criteria emerged from policies grounded in an established 
archival paradigm: 

 
Archival theory posits that an archives is the whole of the documents made or received in the course of purposeful 
activity, and of the relationships among those documents. The circumstances of creation endow archives with 
certain innate characteristics, which must be maintained intact for the archives to preserve their probatory 
capacity. Finally, archival theory posits that it is the primary function of the archivist to 
maintain unbroken, continuing custody of societal archives, and to protect their integrity by keeping them 
physically and intellectually uncorrupted (Duranti 1994, 343). 
 

The practices surrounding the custodial function Duranti contends is integral to the archival profession do not readily map to 
a web environment. Recognized archival principles like provenance become difficult to harness (Monks-Leeson 2011). In 
printed materials, it is often less demanding to distinguish between one distinct written work and another because the 
physicality of the object necessitates a beginning and an end. Historically, records were typically not accessioned until they 
were no longer actively fulfilling the function for which they were created. In a web archive, the double challenges of 
porous boundaries between archival materials and active content that is subject to change poses a complex problem. Could a 
single page of a website captured at a moment in time serve an evidentiary function adequately, or would every capture of 
that page taken over its life be necessary for the site to fulfill its archival role? It is uncertain whether content included in 
web archives meets the criteria of a record, and it is not clear what constitutes a discrete unit within such an archive.  

Traditional archival practices have been maintained because they ensure that the materials an archive collects can most 
effectively fulfill the purpose for their accession and preservation. Foundational practices can continue to serve this function 
in web archives. A core problem of selection for web archives, and a critical factor that distinguishes it from analog 
selection, is the technical constraint imposed on the collection. Due to technical shortcomings in web crawling processes, 
selection of material is predicated on the practicality of capturing and storing bits.  The problem that technical deficiency 
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poses from a collections standpoint is that archivists are establishing a canon of documents for their domain without records 
or surrogates for what could be crucial contextual material. If archival selection policies are driven by technical limitations, 
institutions risk forgoing the capture of material that demonstrates the authenticity of a record and thus erode what Duranti 
terms the “probatory capacity,” or integrity, of an archive.  

 
Archival Principles and Web Materials 

The best way to combat the possibility of such an erosion is to adhere closely to respects des fonds, original order, and 
provenance - foundational rules for archives that prescribe the requirements for ensuring archives fulfill their roles as 
stewards of authenticity. The tenet respects des fonds holds that groups of archival materials should be grouped together 
based on the organization from which they were received. Original order, related to respects des fonds, requires materials to 
be sequenced according to the order in which they were received. The principle of provenance,“holds that that significance 
of archival materials is heavily dependent on the context of their creation, and that the arrangement and description of these 
materials should be directly related to their original purpose and function”(Hensen 1993). Records in an archive draw value 
and significance from the events surrounding their creation and from their relationships to other records. The nature of web 
content can make adhering to these principles can seem an insurmountable task. Determining original order when 
sequencing the place of a site among the multitude of other sites it links to is a challenging endeavor. On the web, links 
between sites are expressions of the contextual relationships that situate a record within an archive. Significance is often 
dependent upon the linkages between sites just as the significance of an annotation is dependent upon its relationship to a 
resource.  

Observing archival principles creates consistent workflows that can better exploit existing tools, resulting in “a less 
resource-intensive way of providing access to high-volume collections” (Gilliland-Swetland 2000, 17). In the appraisal of 
resources to be included in a collection, the appraising institution must consider the provenance of the materials and 
“…must not interfere with the order in which the documents are received or any old numeration” (Jenkinson 1922, 69). 
While the twin principles of provenance and original order may be traditionally associated with arrangement and description 
of archival materials, in the realm of web archiving an assessment of value can only be made after consideration of the 
arrangement of the material. Because material on the web is so interconnected, the rearrangement of a website’s order or 
improper documentation of its relationship to other sites not only affect the site’s meaning-in-context, it could make the site 
difficult or impossible to render accurately. For this reason, any appraisal of the value of a web object for inclusion in an 
archive should consider the feasibility of maintaining original order and determining provenance. 

 
Limitations of Web Archiving Technology 

This principle of provenance is critically important in the context of web archiving. It “demands that no records are 
excluded from description because of their particular form or medium…” (Planning Committee on Descriptive Standards 
n.d.). Too frequently, technical restrictions govern what is included in a web archive. In an analysis of the Heritrix-based 
Web Archiving Service, researchers at UCLA found that 45% of their target sites were restricted by a robots.txt exclusion 
and could note be captured (Gray and Martin 2013). Because websites are composites made up of various technologies, 
often at least HTML, CSS, and a scripting language, an archiving instrument like the Heritrix crawler will frequently 
archive some links embedded in a website and not others. The Heritrix crawler, developed by the Internet Archive in 2003, 
is an open-source Java-based web crawler specifically designed to capture archival quality material from the web. The 
architecture is extensible, and various plugins developed over the years have enhanced the functionality of Heritrix which 
has become an industry standard for web crawlers, used by institutions like the British Library, Smithsonian Institution 
Archives, and the California Digital Library (IA Webteam JIRA n.d.). 

Despite its sophisticated, configurable architecture and impressive performance, Heritrix has some limitations that are 
common among most web archiving tools. Historically, Heritrix has had problems extracting links from JavaScript, and 
consider it a known and unresolved issue (IA Webteam JIRA n.d.). This can be problematic for archivists attempting to 
access sites that make generous use of JavaScript. Heritrix also respects the robots exclusion standard and refrains from 
crawling sites that indicate their non-participation with a robotx.txt file in the root directory. While this is useful in that it 
allows content producers with private or proprietary material to opt out, it also means that a crawler alone cannot be 
depended on to produce a complete collection of a domain. Sites that rely on content from databases are also not archived 
properly by web crawlers like Heritrix, primarily because pages are created based on user interaction and requests 
(Szydlowski 2010, 35-39). Database-backed sites are too user-dependent and dynamic to be reproducible with a harvesting 
apparatus. 
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Though it was crawled by Alexa Internet Inc. rather than the Heritrix crawler, a site with dynamic content like Evan 
Bissell’s Knotted Line project serves as a representative use case. The site incorporates XML, RDF, and JSON into the 
Scalar content management system, and a page preserved by the Internet Archive offers a perpetual promise that it is 
“loading content, one moment please…” (2013). Some elements of the project are accurately rendered, but there is no 
question that the vast majority of Knotted Line content is lost, along with the spirit of the project (see Fig. 1). From an 
evidentiary perspective, the archived version of the Knotted Line is not useless. A user could discern that the project did, in 
fact, exist at the specified date and time. From a selection standpoint, however, the material likely would not add significant 
value to the archive. “A true archives is a contextually based organic body of evidence, not a collection of miscellaneous 
information.” (Hirtle 2000, 2).  The preserved content of Knotted Line does not represent a complete or coherent collection 
of items and does not render them in a way that stays true to the original order of the site as experienced by a user, or to the 
aspect of provenance that requires no records be excluded based on their medium.  

Meaning and value are often found in the explicit relationships between and within documents that archives are tasked 
to conserve, which is why Hirtle’s description of archives as “contextually based” is so apt. When managing web content, 
context is more important than it has ever been. In a monograph, the physicality of the document establishes at least some 
context in that one page may be bound before another. In the case of web documents, context exists only while the material 
continues to conform to prescribed specifications for markup or transfer.   It is the function of an archive to preserve both 
the technical and semantic context for the material it collects, but the very act of archiving endangers the collection as “it is 
during the preservation of digital materials that evidential value is often most at risk of being compromised” (Gilliland-
Swetland 2000, 19). The archival community has made great strides in developing solutions for the technical component of 
this obligation and some work has been done on establishing metadata schemata for archived web content. The Library of 
Congress-funded Memento, establishes a framework that adds a datetime component to HTTP so that users can access past 
versions of a site, and Perma.cc out of Harvard University’s Library Innovation Lab is an on-demand archiving technology 
that aims to combat link rot. These are valuable tools that provide essential services to researchers, but they capture only the 
instance of a relationship, not its contextual value or meaning. 

The possibilities inherent in connecting content through a series of linkages have transformed the way that content 
creators design and publish documents. This should, in turn, transform the way that archivists approach the selection of web 
documents. We have here a theoretical problem, conceptually representing the architecture of knowledge on the web, that is 
explicitly driven by the technical contingencies of capturing dynamic web content in a scalable manner.  Selection of 
material for web archives must be informed by technical constraints, but not shaped by them.  

The principles of provenance, original order, and respects des fonds continue to usefully underpin the search for 
solutions to the difficulties of archiving web content. Provenance tasks archivists with ensuring that materials are not 
omitted based solely on their format and that materials are organized according to their original function. To facilitate this, 
procedures should be established for creating surrogate documents for websites that cannot be crawled – if the content 
cannot be archived, at least its context can be preserved. It would be strategic to allow for annotation of web pages crawled 
by Heritrix that are at risk of partial loss. Archivists should have the capacity to curate a collection that serves their 
institution’s needs without being unnecessarily beholden to technical constraints. To achieve this, the selection and appraisal 
process for web archives should account for material that is not being crawled. Approaching web archives from the 
perspective of traditional archival practice reveals opportunities for that practice to fulfill its function and add legitimacy to 
an archive by improving that archive’s ability to serve as a source of authentic cultural, historical, and evidentiary material.  

 
Conclusion 

Web archiving and its associated technologies have come a long way since the mid-nineties. As web archiving becomes a 
standard for institutional archives and national libraries, archivists need a mechanism that allows them to create complete 
collections where exclusion criteria are based on curation decisions rather than technical requirements. This will enable web 
archives to better observe basic archival principles and so establish collections of records that are suitable for evidentiary 
and research purposes. 
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Figure 1: The Internet Archive Wayback Machine’s archived version of the Knotted Line  

Source: Bissel, 2013. 
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