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Abstract
Escalation of Coevolutionary Arms Races
A dissertation presented to the Faculty of
the Graduate School of Arts and Sciences of
Brandeis University, Waltham, Massachusetts
by Kyle Ira Stasikowski Harrington
The biological complexity present in Nature has been attributed to a number of processes,
here we consider coevolutionary arms races. Previous coevolutionary research has shown
that such monotonic progress is possible, but these existing monotonic algorithms employ
engineered techniques not likely to have influenced Natural evolution, such as comparisons
to archives of historical individuals. We study Markovian coevolution, where the only preserved information is contained within the evolving population itself. In a signaling game
from evolutionary game theory we show how parameters of evolutionary dynamics influence
the reachability of evolutionary equilibria. We build on these ideas to show how a model
of escalation in evolutionary arms races can continue to increase in complexity under finite
population dynamics, but is vulnerable to coevolutionary pathologies even at large population sizes. When using a coevolutionary game that incorporates an external environment
we find that more complex external environments better facilitate coevolutionary escalation.
Finally, this idea is extended to consider how population diversity can play the same role
as exogenous environmental complexity by facilitating escalation in 2 models: a minimalist
coevolutionary game, and a swarm game. We conclude that competitive coevolution is a
productive evolutionary mechanism capable of escalation, and show that both exogenous
and endogenous complexity can facilitate the escalation of coevolutionary arms races.
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Chapter 1
Introduction
Evolution is one of the most powerful forces of innovation studied in Science. Through
evolutionary biology, we have seen that from a set of simple reproducing entities evolution
can lead to complex organized systems. Comparable evolutionary escalation of complexity
has yet to be reproduced experimentally. In this work we study the escalation of populations
with particular emphasis on their coevolutionary interactions. We hypothesize that these
coevolutionary interactions serve as the basis for an escalating coevolutionary arms race.
This work is distinct from previous research on monotonic coevolutionary search [47, 48,
143], which has produced valuable results for algorithm design. In contrast, this research
focuses on escalation in Markovian models of evolution, an idea related to, but separate from,
monotonic solution concepts. As opposed to previous work which begins with definitions
of monotonicity and describes classes of algorithms that exhibit monotonicity by utilizing
memory mechanisms, we apply Markovian algorithms from evolutionary game theory to
signaling, cooperation, and robot games, analyzing the resulting coevolutionary dynamics.
In doing so we present computational evidence for the capacity of Markovian coevolutionary
dynamics to escalate in complexity, supporting the idea of the coevolutionary arms race.
1
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In natural evolutionary contexts, populations of individuals survive and reproduce based
upon the current states of both the environment and population. Behaviors based upon
previous environmental and population states are eﬀectively functions of the current state of
the population, because the behaviors themselves are encoded within individual members of
the population. To an extent this means that the environment can be used to store archives
such as those employed by engineered coevolutionary algorithms. However, while this is
particularly true in computational simulations, for practical purposes it is not reasonable to
assume that the environment can continue to expand to accommodate historical individuals.
Furthermore, while it can be argued that the fossil record is a type of coevolutionary archive,
living individuals cannot readily be compared to such historical individuals. Dynamical
systems that change based solely upon the current state of the system are known as Markov
processes. We define Markovian coevolution as memoryless coevolutionary processes that
adhere to the Markov property. The restriction of Markovian dynamics is one of the major
challenges in maintaining an escalating evolutionary arms race under Markovian coevolution,
where “forgetting” an evolutionary adaptation can lead to disengagement or a complete crash
of the arms race.
Many of the most valuable contributions in coevolutionary research have been in the area
of optimization. Monotonic solution concepts oﬀer a framework for studying the progression
of a coevolutionary algorithm toward a target solution concept, be it a closed or open-ended
domain [47]. This line of research has continued with a number of theoretical and practical
advances that refine the notion of monotonicity [143], and introduce algorithms that make
eﬃcient use of finite computational resources [31, 29]. However, as opposed to the engineering
approach to coevolutionary algorithm design, the primary theme of the research at hand is
coevolution under Markovian constraints.
Previous work on coevolution relies on the fundamental assumption that coevolution
2
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(and more generally cooptimization [159]) is a productive mechanism for problem solving
and optimization, and with good reason [187]. One of the initial and primary impetuses for
coevolutionary research stems from analogy to Nature; the evolutionary arms races between
species yields an escalation of complexity [28, 178]. This idea was convincingly argued by
Dawkins and Krebs [28], and supported in paleontological evidence by Vermeij [178]. Those
familiar with modern computational coevolutionary research are likely to also believe in
such ideas because of numerous mathematical and algorithmic demonstrations of monotonic
progress [31, 29, 18, 143, 142]. However, it remains to be demonstrated that a coevolutionary
arms race can yield a sustained escalating trend in the absence of an engineered coevolutionary algorithm. Specifically, we do not have evidence that Markovian coevolution will yield
a long-term escalatory trend.
As we have hinted, evolutionary memory is a fundamental issue in coevolution. This
memory is most often captured by the populations themselves, where certain individuals are
retained because they serve as “memories.” The absence of an individual species (such as a
predator in a food web) can relax selective pressure (reciprocal selection), leading to rebalancing of the food web. In engineered coevolutionary search algorithms, great care is taken
to preserve maximally informative individuals [18, 30]. This preservation reduces, and can
even alleviate, the degrading eﬀect of evolutionary memory loss. However, when coevolution
is Markovian the memories must fight to survive. In the case of a finite population, some
strategies may only be capable of surviving at certain population sizes. Larger population
sizes will allow weaker strategies to persist at lower population fractions. We study a signaling game from evolutionary game theory where the existence of limit-cycle attractors in
finite populations is determined by population size. The conditions enabling these attractors
reveal some of the limitations of Markovian coevolution.
Armed with the intuition that Markovian coevolution at certain population sizes may
3
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preclude some evolutionary dynamics, we revisit a model with the potential to support
an coevolutionary arms race. Lindgren presented a game theoretic study where evolved
strategies are capable of continuously increasing in complexity [105]. In Lindgren’s model,
strategies compete through the classic Iterated Prisoner’s Dilemma, and over evolutionary
time may mutate toward greater strategic complexity. However, the model appeared to be
“stuck” once the populations reached a certain level of complexity which it never advances
beyond. In chapter 5 we explore a model derived from Lindgren’s that remedies this problem. We study the resulting model under finite population dynamics, exploring the eﬀect
of population size on the escalation of complex cooperative strategies. In doing so we suggest that the intuition of the open-ended evolutionary arms race is viable under Markovian
coevolutionary dynamics.
Although in chapter 5 we remedy a problem in a model that has previously been used as
a symbol of failure of competitive coevolution and the coeovlutionary arms race analogy, the
model does not involve an “environment” in any traditional sense. Furthermore, while the
previous chapter oﬀers support to the hypothesis of escalation, as a highly abstracted model
it does not oﬀer the same visceral experience as our own zoological history. Although this
point may seem trivial to some, complex appearance is often invoked in arguments against
evolutionary complexification (even by Darwin himself [[27], on the eye)]. In chapter 6,
we introduce a model of the coevolution of camouflaged prey patterns and predator vision
in background environments of varying complexity. We find that coevolution in simple
environments is more susceptible to coevolutionary pathologies such as relativism, where
populations maintain engagement but drift away from the intuitive notion of goodness. This
observation regarding the correlation between greater background complexity and improved
escalation suggests that exogenous complexity can facilitate coevolutionary interactions.
We continue to explore the relationship between complexity within the coevolutionary
4
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system and its escalation by considering the relationship between endogenous complexity
and escalation. Our notion of endogenous complexity is the diversity within the evolving
population. We study two coevolutionary models: a minimal model called the Numbers
game [184], and a swarm game. We control population diversity by varying the strength of
selection. Selection strength is one of the most straight-forward ways of controlling population diversity, where stronger selection generally reduces diversity. In chapter 7 we show
that greater selection strength promotes escalation up to a point beyond which it actually
inhibits escalation.
In this manuscript we study escalatory trends in Markovian coevolution. Our hypothesis is that Markovian coevolution is capable of supporting escalation, which is strongly
influenced by population size and can be facilitated by greater exogeneous and endogenous
complexity within the coevolutionary system. We simulate coevolution computationally using evolutionary game theory and evolutionary algorithms, both of which have been broadly
used to study theoretical aspects of naturally evolving systems [113, 84, 132]. We begin in
chapter 3 by studying the eﬀects of finite populations on the reachability of evolutionary
attractors. The idea of finite population constraints are extended to a coevolutionary arms
race model in chapter 5, where we study the escalation of complex cooperative strategies
in finite populations of varying size. In chapter 6 using a model where strategies compete
through an external environment, we find that greater environmental complexity facilitates
escalation by reducing relativism. This idea is extended in chapter 7 to consider endogenous
complexity, where we find that varying selection strength as a proxy for population diversity also facilitates escalation. Finally, the dissertation is concluded with a summary of the
hypothesis, supporting evidence, and suggestions for future work.

5

Chapter 2
Evolutionary Dynamics
Evolutionary dynamics describe the behavior of populations under selection and variation. In
this chapter we begin by introducing some basics of evolutionary games, and then introduce
evolutionary dynamics and selective pressure, considering the temporal- and finite-eﬀects of
replicator dynamics. Finally, we discuss the field of evolutionary algorithms (EAs) and some
of the promising EAs.
The Hawk-Dove (HD) game was developed as a model to describe conventional contests
by Maynard-Smith and Price [115, 113]. The HD game consists of 2 strategies: hawk and
dove, and a contested resource. Hawks escalate conflict, while doves relinquish the resource
when threatened. Two hawks escalate, never backing down, taking on a cost of conflict while
splitting the resource equally. Two doves simply split the resource equally with no conflict.
These behaviors are captured by the following payoﬀ matrix:

P =

!

(G−C)
2

G

0

G
2

"

where G is the value of the resource, and C is the cost of conflict. An example matrix that
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we will use in our examples is

P =

!

−25 50
0 15

"

This matrix representation of the HD game is both analytically powerful, and computationally eﬃcient; however, we continue our exposition with a visual explanation. The
Hawk-Dove game was proposed as a model for animal conflict. An alternative methodology
for modeling animal conflict is that of agent-based (individual-based) models. While we
address the concepts of agent-based models in greater detail in Chapter 7, we use a simple
agent-based model to construct and visualize a Hawk-Dove game scenario. In Figure 2.1
a virtual world is defined which contains a single energy source and 2 agents. Agents fly
through space, absorbing energy by colliding with the energy source, and losing energy by
colliding with their competitor. Agents use one of two strategies: hawk or dove. Hawk is
defined as accelerating towards the energy source with a factor of 1, and accelerating towards
the opponent with a factor of 0.01. Dove is defined as accelerating towards the energy source
with a factor of 1, and accelerating away from the opponent with a factor of 0.1. We see
that the matrix of agent energies in pairwise competition is a payoﬀ matrix describing a
hawk-dove game

P =

!

−16.3750 0.0500
−2.6250 −2.1750

"

.

Now that we have established a model of agent interaction and motivated it with an agentbased model, we introduce some of the replicator dynamics that are commonly used in
evolutionary game theory.

7

CHAPTER 2. EVOLUTIONARY DYNAMICS
1
0
−1
−2
−3
0

(a) t = 1.

(b) t = 251.

(c) t = 501.

(d) t = 751.

hawk
dove
5

10

15

20

(e) t = 1001. (f) Fitness for H-D.
10
0
−10
hawk
hawk
−20
0

(g) t = 1.

(h) t = 251.

(i) t = 501.

(j) t = 751.

5

10

15

20

(k) t = 1001. (l) Fitness for H-H.
1
0
−1
−2
−3
0

(m) t = 1.

(n) t = 251.

(o) t = 501.

(p) t = 751.

dove
dove
5

10

15

20

(q) t = 1001. (r) Fitness for D-D.

Figure 2.1: Hawk-dove game between pairs of agents. Hawks are red, and doves are blue.

2.1

Evolutionary Game Theory

Evolutionary game theory (EGT) is a tool, pioneered by, Maynard-Smith and Price, to explain biological and evolutionary interactions through the mathematical framework of game
theory [115]. Game theory is a methodology for strategically reasoning about decisions,
first developed by von Neumann and Morgenstern [182]. One of the most demonstrative
and significant results in game theory is that of Nash equilibrium [124]. In a game between
N-players, a Nash equilibrium arises when players cannot gain more by changing their own
strategy in light of knowing the other players’ equilibrium strategies. One of the key connections of Maynard-Smith and Price is that evolution is a game, and an evolutionarily stable
state is a Nash equilibrium that cannot be perturbed by a small invading mutant population.
In Nash’s original paper he presented a proof for zero-sum games that, if players may adopt
mixed strategies, a Nash equilibrium always exists. In other words, the game can lead to a
fixed point. The field of EGT is concerned with using the tools from game theory to reason
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about evolutionary dynamics and understand their trajectories.
EGT is not restricted to any particular type of game, payoﬀ structure, or symmetry.
The most commonly studied type of games are pairwise symmetric games, which includes
the classic Prisoner’s Dilemma, Hawk-Dove, Stag hunt, Battle of the sexes, etc.. Having
grown out of the mathematics community, EGT has a strong mathematical backbone [84].
Diﬀerential and update equations allow for analytical treatments and can be studied to
derive results that apply to entire classes of games. Often at the heart of these studies are
the so-called replicator equations, which are used to model selection and variation.
There has been a lot of discussion in the EGT field regarding the relationship between
replicator equations and finite population methods. A common question regarding the relationship between mean-field and finite populations, is whether a finite population can maintain the same equilibria that are predicted by the mean-field models. In [55], Fogel asked
the question of whether EGT can oﬀer insights to the evolutionary computation community,
and suggested the answer is no. This was clarified by [45], where Ficici and Pollack support
EGT’s generalizability to evolutionary computation techniques and show that finite-size effects and selection dynamics are critical factors. Ficici and Pollack’s results then inspired
the mathematical formalization of finite evolutionarily stable strategies [129].

2.1.1

Replicator Equations

Replicator equations are mean-field approximations to evolutionary dynamics that are particularly amenable to analytical treatment. Taylor and Jonker were the first to introduce
the continuous-time replicator equations [170].
ẋi = xi ((Ax)i − x · Ax)

9
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where xi is the frequency of species i in population x, and A is the payoﬀ matrix.
The equations can be rewritten to obtain the classic population dynamics equations of
Lotka-Volterra. The continuous-time replicator equation can be adapted to account for
variation between strategies using the selection-mutation equation [83].
Discrete-Time Replicator While the continuous-time replicator models evolution by
integrating over short intervals of time, the discrete-time replicator models generational
reproduction. The relationship between these diﬀerent models of reproduction is related to
the idea of r/K selection [111, 140]. In r/K selection, K-strategists are similar to continuoustime replicators producing fewer children less frequently, maintaining population sizes near
carrying-capacity. On the other hand, r-strategists are similar to discrete-time replicators
producing large numbers of children with minimal investments in any single individual. The
discrete-time replicator equation represents an extreme of r-selection where the entire parent
population is replaced by the child population, such as in annual plants and insects. This is
most conveniently written in the form of an update equation
xi (t + 1) = xi (t)

(Ax(t))i
x(t) · Ax(t)

(2.2)

where xi is the frequency of species i in population x, and A is the payoﬀ matrix. A detailed
analysis of the discrete-time replicator is presented in [84]. The discrete-time replicator
equation can be adapted to account for variation using the discrete-time selection-mutation
equation [83]. Under limit conditions the continuous-time and discrete-time replicator equations have the same behavior [84]. In Figure 2.2, we show an example of the behavior of
both mean-field replicators on the HD game.
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(b) Discrete-time replicator on H-D game.

Figure 2.2: Mean-field replicators.

2.1.2

Finite Populations

Replicator equations model evolutionary dynamics over infinite populations. Alternatively,
finite population methods can be used to model biological systems which are always discrete
and finite.
Moran Process First introduced by Moran [122], the Moran process models evolutionary dynamics by iteratively replacing one individual at a time. For a population, P , the
probability of transitioning from size i to size j is defined for the neutral case as Pi,j as
follows

P0,0 = 1
N −i i
Pi,i−1 =
N N
Pi,i = 1 − Pi,i−1 − Pi,i+1
i N −i
Pi,i+1 =
N N
PN,N = 1
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where N is the population size. This equation can be readily extended to account for selection
by including the fitness terms, which has the same form as Equation 2.2.
In the evolutionary computation literature the Moran process is sometimes called “steadystate” evolution [168]. This type of modeling is common-place in the physical and chemical
sciences, particularly when modeling chemical kinetics. The Gillespie algorithm is a method,
originally developed for modeling chemical kinetics, that can be used to eﬃciently and exactly
simulate the Moran process [58].
Wright-Fisher The Wright-Fisher (WP) process is an algorithm for modeling the generational evolution of a population. Originally developed by [53, 188], WP creates a successor
population based upon the fitness and abundance of strategies in the predecessor population.
! "!
"j !
"N −j
N
ifi
(N − i)gi
pij =
j
ifi + (N − i)gi
ifi + (N − i)gi

(2.8)

It has been shown that for small population sizes the Wright-Fisher process behaves quite
diﬀerently from the Moran process; however, in the limit of large populations the processes
exhibit similar dynamics [90]. In Figure 2.3, we show examples of both processes at various
population sizes.

2.2

Evolutionary Algorithms

Evolutionary game theory is generally applied to small strategy spaces, and, in most cases,
the set of participating strategies does not change. Smaller strategy spaces are often more
readily ammenable to analysis, but are not particularly representative of the diversity that
exists in Natural systems. Evolutionary algorithms (EAs) are more accomodating to large
strategy spaces, but are generally focused on solving engineering and optimization problems
12
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Figure 2.3: Example evolutionary trajectories from finite population methods. The Moran
process (1 by 1) is shown in the left column, and Wright-Fisher (generational) is shown in
the right column. Thin lines indicate the position of the equilibrium point. The top row
shows that population size 10 cannot support the polymorphic equilibrium predicted by the
replicator equations.

13

CHAPTER 2. EVOLUTIONARY DYNAMICS
as opposed to modeling natural systems.
Most EAs are stochastic optimization methods. Other stochastic optimization methods
include hillclimbing, the Monte Carlo method [118], simulated annealing [99], and particle
swarm optimization (when using the craziness parameter) [97]. There is a huge diversity of
EAs that are inspired by a plethora of biological systems, ranging from the immune system
[164] to the behavior of musicians [57]. We briefly review some of the key milestones in the
history of EAs.
Evolutionary programming (EP) was among the first methods for using artificial evolution
in optimization [56]. EP has historically focused exclusively on variation via mutation, and
generally utilizes a numerical representation for individuals. Although EP has been extended
to include other data types and representations, its popularity has significantly declined since
the early years of the evolutionary computation community. Now most of the eﬀorts on
evolutionary methods for computer programming are focused on the genetic programming
field, although other areas of machine learning are beginning to focus eﬀorts on program
induction techniques [107].
One of the most mathematically rigorous subfields of evolutionary algorithms is evolution strategies. Evolution strategies (ES) are not limited to any specific genetic variation
mechanism and have a long history [157, 146]. The cannonical ES is capured by the notation
,

(µ + λ), where µ indicates the number of parents, λ indicates the number of oﬀspring, and
either comma-selection or plus-selection may be used exclusively. Under comma-selection oﬀspring are created based upon only the parent population; under plus-selection oﬀspring are
created based upon both the parent and oﬀspring populations. For an overview of evolution
strategies see [10].
The standard genetic algorithm (GA) was proposed by Holland in 1975 [85], and since
then it has become one of the most popular algorithms within the evolutionary computation
14
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field. GAs have a strong intuitive appeal because of their focus on bit strings and genetic
recombination, which strengthens the biological analogy to DNA sequences and the ubiquitous usage of sex during the reproduction of biological systems. There has also been an
extensive theory developed around GAs, see [60] for an early overview of this theory.
Genetic algorithms were extended to the idea of genetic programming (GP), the evolution of computer programs with genetic recombination. Although the first instance of the
evolution of computer programs was well before the term genetic programming was coined
[23], Koza’s formulation of genetic programming was the first methodology that successfully
popularized the technique [100]. Additionally, one of Koza’s key contributions was introducing the idea of genetic recombination to program search as a variation mechanism. GP is
now the most commonly used technique for program search.
In GP, work on the adaptation of variation has largely focused on parametric adaptation
and meta-populations. Self-adaptive EAs, which historically started as meta-EAs [156] with
the rationale that parameters and search mechanisms could themselves adapt, are related
[175, 37, 6, 126, 42]. However, most research on adaptive EAs investigate the tuning of
population-level parameters, and work on self-adaptive EAs generally investigates the tuning of individual-level parameters. A unique approach to self-adaptive EAs operating at
the component-level is presented in [3], where probabilities of selection/variation are associated with nodes in a program tree. When subtrees are swapped between programs the
respective probabilities are also swapped, thus the node selection probabilities and candidate solution programs are subjected to the same evolutionary pressures. Yet parametric
adaptation focuses on techniques for tweaking parameters that are used by human-coded
variation operators.
Evolving variation programs, meta-GP, was introduced in [171] where a population of
variation operators is coevolved to select subtrees for recombination. This work was expanded
15
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in the context of graph-GP to introduce both a second meta-level and the ability to perform
mutations [96]. Both Teller and Kantschik et al., demonstrate that meta-GP can outperform
a traditional GP variation algorithm. Edmonds extended meta-GP from the evolution of
node selectors to entire tree-manipulation programs [35]. Unlike node selection-based metaGP, Edmonds’ implementation does not surpass traditional GP in performance. Recently we
have shown that zipper-based tree-manipulation languages are capable of expressing variation
operators that outperform traditional mutation and crossover operators in a meta-GP system
[78]. These meta-GP implementations are more closely related to adaptive EAs than selfadaptive EAs, where evolutionary history informs future variations at the population-scale.
Autoconstruction unifies meta-GP and self-adaptation by integrating the reproductive
mechanism into the genome [91]. The incorporation of reproduction into the genomes of
problem solvers was first presented in [102], where a “sea” of computer programs incrementally self-improve to solve simple boolean problems. This integration of reproduction into the
genome makes autoconstructive evolution both an individual- and component-based metaevolutionary technique. This is diﬀerent than adaptive EAs which vary population-level
parameters, and most self-adaptive EAs which generally vary parameters at the individual
level. While the autoconstructive approach is in some respects both elegant and analogous
to biology it leads to a number of complexities. Problem-specific instructions intermingle
with variation instructions within individual programs. In the majority of cases this requires
programs to utilize multiple data types (e.g. solving symbolic regression requires numeric
instructions for solving the regression problem and code manipulation instructions for producing oﬀspring). Programs are also expected to evolve both a beneficial variation operator
and a solution, which could arguably require more evolutionary time than simply evolving
a solution. Up to this point autoconstruction has not been found to outperform a traditional GP algorithm [165, 71, 77], but evidence from biology provides reasons to believe that
16
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in the long run, when autoconstructive processes are better understood, these systems will
outperform methods based on hand-designed reproductive methods.

17

Chapter 3
Evolution of Costly Signaling
The relationship between the evolutionary dynamics of mean-field and finite populations
has been a contentious topic [55, 44, 43, 46, 129]. An evolutionarily stable strategy (ESS)
is defined for mean-field population dynamics as a strategy that cannot be invaded by a
rare mutant [115, 113]. A common question in the study of evolutionary dynamics is when
finite populations can achieve an ESS. Specifically, a finite population may be too small to
maintain an ESS [46]. This observation can have significant biological implications. For example, a number of microbial ecosystems persist at population sizes near the saddle points of
multiple attractors [26, 76]. In a simple signaling game we compare the coevolution of meanfield population dynamics to finite populations. We investigate the eﬀects of evolutionary
mechanics on a signaling dynamic as a function of finite population size.
Recent work has demonstrated that two evolutionary equilibria are particularly significant
in the evolution of costly signaling: the classical separating equilibria [9, 88] and the recently
observed hybrid equilibria [88, 75, 192]. The evolutionary significance of hybrid equilibria
has been shown analytically [88, 192] and via simulation [75, 192]; however, hybrid equilibria
largely remain unstudied. Furthermore, simulation with finite populations suggests that, for
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some sizes, populations of finite size may exhibit behavior significantly diﬀerent from the
traditional mean-field idealizations of hybrid equilibria [75].

3.1

Costly Signaling

Zahavi introduced the idea of costly signals in terms of the “handicap principle” [190].
The handicap principle states that reliable signals are costly with respect to the signaler’s
ecological context. For example, plumage like the peacock’s tail signal virility and strength
to a peahen because the male has honestly demonstrated that it can carry the unneeded
weight of the brilliant tail. The first signaling game to account for costly signals was the Sir
Philip Sidney (SPS) game, developed by John Maynard-Smith [114], which utilizes binary
costly signals and accounts for relatedness between signaler and donor. A version of the SPS
game was introduced to account for continuous signals [67]. While there are a number of
signaling games based upon the SPS game, both the discrete action-response game [86], and
the costly signal/benefit games [192] reduce the mechanics of SPS to solely extensive-form
signaling and costly signaling, respectively.

3.2

Sir Philip Sydney Game

The SPS game is played for a single round between two players: a signaler and a donor. The
signaler may be in one of two states: thirsty or healthy. The probability of the signaler being
thirsty is m. A thirsty signaler has a fitness of (1 − a), and a healthy signaler has a fitness of
(1 − b). In all cases a > b. The strategy of the signaler specifies whether it signals in either,
both, or neither states. It costs the signaler c to transmit a signal. In response to receiving
a signal the donor decides whether or not to donate to the signaler. Donation comes at a
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Sender
Label
ST
SA
SN
SH

Description
Signal if T1 , else do not signal
Always signal
Never signal
Signal if T2 , else do not signal

Receiver
Label
DS
DN
DA
DQ

Description
A1 if signal observed, else A2
A2 always
A1 always
A2 if signal observed, else A1

Table 3.1: Strategies of action-response games.
cost, d, to the donor, but heals the signaler to a fitness of 1. Furthermore, a globally-fixed
relatedness term, r, is introduced which accounts for the opponent in the inclusive fitness of
each player. Labels for signaler and donor strategies are listed in Tables 3.1. For example,
in a game between ST and DS, if thirsty the signaler will transmit a signal and in response
the donor donates. The signaler’s fitness is (1 − c + r(1 − d)) and the donor’s fitness is
(1 − d + r(1 − c)). If the game was played between ST and DQ, then if thirsty the signaler
transmits a signal and the donor does not donate. The signaler’s fitness is (1 − a − c + r)
and the donor’s fitness is (1 + r(1 − a − c)). The payoﬀ matrix is shown in Table 3.2.
The key distinction between the discrete action-response [86] and SPS games is the use
of inclusive fitness [69], adding the opponent’s score weighted by a “relatedness” term, r.
Relatedness accounts for the fact that if a player’s opponent is related to the player, then
benefits to the opponent also benefit the player. Inclusive fitness is only utilized when
computing the score for a donor and signaler playing a game, as opposed to fitness sharing
from genetic algorithms where related individuals in the same population share the fitness of
a given niche. In [136] it was shown that relatedness based upon tags, individual phenotypic
identifiers, destabilizes honest signaling equilibria in finite models.
The diﬀerential costs and benefits signaling games were introduced in [192] as tools
for understanding the evolution of honest and paritally-honest signaling. The diﬀerential
benefits game is the same as the SPS game with a relatedness of 0, while the diﬀerential
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Donate
1−d

Potential donor
Signaler
Thirsty
Healthy
m = p(thirsty)

Keep
1

1 1−a
1 1−b
Signal cost= c

Table 3.2: The Sir Philip Sidney game.
costs game introduces 2 signal costs and reduces to only one level of benefit. The dynamics
of these games are eﬀectively symmetric, and as such we continue to use the original SPS
formalism.

3.2.1

Pooling Equilibria

In this study we are interested in the emergence of signaling from non-communicative initial
conditions. While there are multiple combinations of signaler and donor strategies that do
not transfer information, we will be particularly interested in the SN and DN combination
of strategies, because the two populations will be initially composed of predominately SN
and DN individuals. Bergstrom and Lachmann [9] have shown the SN and DN pair to be
a Nash equilibrium if
d > r(ma + (1 − m)b)
Huttegger and Zollman [88] note that reversing the inequality leads to the SN and DA pair
of strategies being a Nash equilibrium. They refer to these as “pooling equilibria.”

3.2.2

Separating Equilibria

One of most commonly studied types of equilibria in signaling games with handicap signals
is the signaling ESS, sometimes referred to as separating equilibria. In these equilibria the
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ST and DS strategies are dominant. Bergstrom and Lachmann [9] show this is a Nash
equilibrium when
a ≥ c + rd ≥ b and a ≥ d/k ≥ b.
An example of this type of signaling equilibrium is shown in Figure 3.1. Note that population size 32 does not converge to the separating equilibrium because the donor population
converges to the never donate strategy. We will refer to this type of signaling equilibrium as
the honest signaling equilibrium.
Another type of signaling equilibrium is possible where the SH and DQ strategies are
dominant. Huttegger and Zollman [88] show this is a Nash equilibrium when
a ≥ rd − c ≥ b and a ≥ d/k ≥ b.
Previous work on evolving communicative agents has illustrated the emergence of this type
of strategy pattern [154]. We will refer to this type of signaling equilibrium as the inverse
honest signaling equilibrium.

3.2.3

Hybrid Equilibria

A dynamic of particular interest in the SPS game is that of hybrid equilibria, whose name
is taken from the economics literature. First formally presented for the SPS game in [88],
hybrid equilibria are actually a family of polymorphic mixed Nash equilibria. In practice
these hybrid equilibria can be observed in the SPS game as a limit cycle attractor (Figure
3.3). The system first approaches a signaling equilibrium, such as ST and DS, and upon
reaching a certain fraction of signalers and responsive donors SA signalers begin to take
advantage of the donors. The introduction of these deceptive signalers into the population
causes the DN strategy to increase in the donor population. As the DN strategy increases
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Figure 3.1: Example of the evolution of honest signaling. First row shows discrete-time
replicator dynamics. Second row shows Wright-Fisher dynamics with population size of 32.
Third row shows Wright-Fisher dynamics with population size of 128. All populations are
initialized with uniform population sizes. Parameters are a=0.96429, b=0.58522, c=0.41629,
d=0.36007, r=0.57699, m=0.058855.
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Figure 3.2: Example of the evolution of partially-honest signaling. First row shows discretetime replicator dynamics. Second row shows Wright-Fisher dynamics with population size
of 128. Third row shows Wright-Fisher dynamics with population size of 8192. All populations are initialized with uniform population sizes. Parameters are a=0.91087; b=0.59272;
c=0.22237; d=0.19948; r=0.25356; m=0.21043.
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Figure 3.3: Example of a phase plot of strategies involved in hybrid equilibria with logistic
(log10 ) axes. The evolutionary trajectory begins at the center of the spiral and moves outwards over time. X- and Y-coordinates denote the diﬀerence between the population fraction
for the respective strategies.
it becomes less favorable to signal. The SA strategy signals both when thirsty and healthy,
as opposed to the ST strategy which only signals when thirsty, which means that the SA
strategy has a lower fitness than ST when playing against the DN strategy, thus the SA
strategy will be more strongly selected against. As ST begins to take over the signaler
population the DS strategy also increases, and the cycle repeats. Huttegger and Zollman
[88] show that the polymorphisms of the hybrid equilibria are mixed Nash equilibria given
by λST + (1 − λ)SA and µDS + (1 − µ)DN , where
λ=

r(ma+(1−m)b)−d
(1−m)(rb−d)

and µ =

c
b−kd

both of which must be well-defined, and thus
a > d/k > b and b − kd > c.
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must also be true. Furthermore, the condition
d > r(ma + (1 − m)b)
is also required. An example of a hybrid equilibrium is shown in Figure 3.2. This evolutionary
dynamic is reminiscent of the complex evolutionary dynamics which have been observed in
continuous populations of Prisoner’s Dilemma strategies [105]. However, Lindgren’s system
eventually leads to an ESS, while hybrid equilibria spiral ad infinitum under mean-field
dynamics.

3.3

Results

The results are presented in two sections. We first investigate the diﬃculty of reaching
particular types of equilibria from non-communicative initial population distributions. We
then use the parameters from the first investigation in a comparison of infinite and finite
population sizes, the latter are investigated with multiple tournament sizes.

3.3.1

Emergence of Signaling

Game theoretic studies of the SPS game generally lead to statements about the existence
of particular types of equilibria if certain conditions hold true for a given set of parameters.
However, the existence of an equilibrium does not imply that the equilibrium is reachable
from arbitrary population distributions. This has significant implications for the emergence
of signaling. Under what conditions can an equilibrium be reached from a non-communicative
origin?
We approach this question empirically. For each type of equilibria we generate 1,000,000

25

CHAPTER 3. EVOLUTION OF COSTLY SIGNALING

fraction of interactions

0.8

I(SN,DN)
I(ST,DS)
I(SH,DQ)
I(SA,DS)
I(SA,DQ)

0.6
0.4
0.2
0
−0.2
∞

100[2]

100[7]

100[10]
1000[2]
population type

1000[7]

1000[10]

Figure 3.4: Results for honest signaling equilibria. I(SX, DX), where SX and DX denote
signaler and donor strategies, indicates the mean expected number of interactions over time
with error bars showing standard deviation. “Infinite” identifies results from the continuous
model. The rest of the labels in the form of x[y], denote population and tournament size,
respectively.
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Figure 3.5: Results for inverse honest signaling equilibria.
random parameters1 that satisfy the conditions presented in the sections describing equilibria, and test to see whether a continuous model initialized with non-communicative population distributions actually reaches the target equilibrium. The success rate for a given
equilibria type quantifies the size of the basin of attraction in parameter space.
Populations are initialized with primarily non-signalers and non-donors (97% of the population) and small fractions of the remaining strategies (1%). We evolve the populations
1

While 1,000,000 may seem like a large number of parameters to test, evaluations of the continuous model
are very fast.
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Figure 3.6: Results for hybrid equilibria.
with the discrete-time replicator for 1,000 generations and test to see if the evolutionary trajectory matches that of the corresponding equilibria. For signaling and noncommunicative
equilibria, we assume that the system has reached the target if the dominant strategy for
signalers and donors matches that of the given equilibrium. For hybrid and pooling equilibria, we compute the mean of the distribution of strategies over time. We look for a match
using these means for dominant signaler and donor strategies, assuming that strategies with
continuously small distributions are eliminated. All parameters that produce the appropriate behavior within 1,000 generations are recorded. In Table 3.3 we present the success rate
for reaching particular equilibria from non-communicative initial conditions.
We can see that honest signaling, followed by hybrid, are the hardest type of equilibria to
reach given noncommunicative population distributions. This is followed by inverse honest
signaling and pooling II (where donor strategies are a mix of DA and DQ against SN )
equilibria. We observe that of the 1,000,000 parameter sets generated for each, less than 10%
were able to reach any of these target equilibria. It is not particularly intuitive that inverse
honest signaling equilibria are easier to reach than the honest signaling equilibria. However,
we note that in order to reach an inverse honest signaling equilibrium the system must pass
through a configuration like that of a pooling equilibrium. The pooling equilibrium that it
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Equilibrium type
Honest signaling
Inverse honest signaling
Pooling I
Pooling II
Hybrid

Success rate
0.0027
0.0628
0.9996
0.0969
0.0129

Table 3.3: Success rate for reaching the appropriate equilibrium from non-communicative
initial conditions. Rates are computed based upon 1,000,000 randomly generated parameters
that satisfy the conditions of the respective equilibria.
passes through is the SN and DA/DQ profile. Additionally, it can be seen that it is easier to
reach an hybrid equilibrium than an honest signaling equilibrium from non-communicative
initial conditions.

3.3.2

Infinite and Finite Populations

We are interested in the emergence of signaling, as such all simulations are initialized with
populations of primarily non-signalers and non-donors. The populations are evolved for
1,000 iterations for both infinite and finite populations. For each equilibria, 200 parameter
sets are randomly chosen from those that reached target in the previous search. Then each
evolutionary configuration is evaluated on a given parameter set. Finite populations are
repeated 10 times and averaged.
When evaluating finite populations we employ a simple genetic algorithm [121]. In both
populations individuals are represented as integers between 1 and 4 representing the strategies listed in Table 3.1. Strategies are mutated with a probability of 0.01, and no crossover is
used. Mutation is perfomed by replacing an individual with a randomly generated strategy.
Each individual plays 50 games against randomly selected individuals from the opposing
population, and the average payoﬀ of these games is treated as the individual’s fitness.
A number of selection methods have been employed in evolutionary algorithms. In this
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study we focus on tournament selection due to its prevalence in the study of the emergence
of signaling. In tournament selection, individuals are selected for reproduction by repeatedly
choosing the best individuals from small randomly picked subsets. It has been shown that
this “best-of-group” version of tournament selection has pathological behavior in terms of
maintaining an ESS [43]. This finding helps motivate our hypothesis that this pathology
might be present in studies of the emergence of signaling. Nowak et al. extends the idea of
ESS to finite populations as ESSN where N is the population size [129]. We ensure that all
individuals have an equal opportunity to compete by constructing tournaments with random
permutations of the population.
We measure the distance from the true equilibrium with the expected number of interactions given the current population distributions. This is denoted as
|SX| ∗ |DX|
I(SX, DX) = #
|Si| ∗ |Dj|
Si,Dj

where SX is the signaler strategy of interest, DX is the donor strategy of interest, Si ∈
{ST, SH, SA, SN }, and Dj ∈ {DS, DQ, DA, DN }.
We take the mean for each expected interaction over time for both the continuous and
finite models. For finite populations we look at population sizes of 100 and 1,000, and
tournament sizes of 2, 7, and 10. These population sizes span the order of magnitudes that
are generally used in studies of the emergence of signaling. Likewise, these tournament sizes
span the range commonly used in such studies.
Figures 3.4 and 3.5 suggest that the finite model is a good approximation of the continuous
model for Nash equilibria. The expected interactions for finite populations of both sizes
roughly estimate those calculated in the continuous model (labeled infinite on the x-axis) for
tournament sizes greater than 2. Figure 3.4 suggests that the finite populations approach
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the behavior of the infinite population as tournament size increases. Tournaments of size
2 perform particularly poorly relative to bigger tournament sizes in the case of signaling
equilibria. This is counter to Reggia et al.’s finding where they see that smaller tournament
sizes actually lead to higher proportions of signalers in the population [147]. This leads us
to suggest that in their case the complex environment and agent architecture may have a
bias towards signaling behavior.
In Figure 3.6 we see that the finite model fails to capture the complex dynamics of
hybrid equilibria. This is because hybrid equilibria are actually collections of polymorphic
mixed Nash equilibria. It has previously shown that tournament selection cannot converge
to polymorphic Nash equilibria in both one- [44] and two-population coevolution [43]. This
leads us to question the significance of the dynamics observed in previous studies of the
emergence of signaling. If it is not possible for a simple evolutionary model with tournament
selection to maintain a polymorphic Nash equilibrium, then what are the complex dynamics
that have previously been observed [19]? We suggest that these types of dynamics may be
a direct result of the spatial selection mechanism based upon previous findings that spatial
games can produce behaviors ranging from chaotic dynamics to asymptotically predictable
population dynamics [128, 153].

3.4

Analysis and Discussion

We simulated the evolution of signaling from initially non-communicative populations in the
SPS game. We found that finite-sized populations may not be capable of reaching and/or
maintaining evolutionary attractors predicted by the traditional mean-field replicator dynamics. In particular, a simple genetic algorithm was unable to support the spiraling dynamics of
hybrid equilibria. This spiraling dynamic appears to require high-precision in the population
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sizes, where donor populations cease donating to greedy signalers upon reaching increasingly
homogeneous population distributions. This requirement of increasing precision can be seen
in Figure 3.3, where each cycle passes through increasingly homogeneous population distributions. Dynamics that require high-precision in the underyling state representation are
often vulnerable to such finite-size eﬀects. In Figure 3.2 we see that a finite-sized population
simulated with Wright-Fisher dynamics and a population size of 8,192 maintains the oscillatory dynamics of the hybrid equilibrium for a couple of cycles then reaches the absorbing
honest signaling state.
We have presented a coevolutionary study of the eﬀects of evolutionary mechanics on
the emergence of signaling. We quantified Bullock’s finding that the existence of a signaling
equilibrium does not imply that it can be reached from an initially non-communicative state
[19]. We showed that GA-based finite population models can fail to capture the dynamics
of hybrid equilibria , one of the most attractive dynamics of the SPS game. These equilibria
(which are actually families of polymorphic Nash equilibria) follow a spiraling trajectory
that switch between honest and deceptive signaling. In this thesis we revisited this model
and found that, to an extent, finite population dynamics can reach hybrid equilibria (Figure
3.2), but it is unclear whether finite population dynamics will always reach an absorbing
state, continue to spiral, or enter a limit cycle.
In previous work we have explored the communication of somatic markers that encode and
signal features of physiological state and emotion [133, 134, 135, 70, 74]. In these models
we have observed ecological tradeoﬀs between the use of communicated somatic markers
resembling the Prisoner’s Dilemma [134]. It is worth noting that the payoﬀ structure in
the Sir Philip Sidney game is closely related to the Prisoner’s Dilemma, but introduces the
additional concepts of natural state, signaling, and relatedness. By exploring the emergence
of signaling in well-mixed populations, we also oﬀer insights into the challenges of evolving
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communicated somatic markers in individual-based models.
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Chapter 4
Evolutionary Escalation
The escalation of complexity and accretion of knowledge within an evolving population are
poorly understood ideas. Yet the study of coevolution and open-ended evolution represents
some of the most ambitious research agendas with implications for directed evolution in
synthetic biology [189, 11], evolutionary robotics [106], and automatic programming [100].
The theory of natural selection is historically associated with phylectic gradualism, the
slow transformation of one species to another. However, Eldridge and Gould proposed
that new species emerge rapidly in punctuated equilibria [65]. These punctuated equilibria
are generally associated with an allopatric (geographic) mechanism of species emergence,
whereby relocation to a novel environment leads to a change in selection pressure and often
a change in population capacity. This chapter discusses how these evolutionary phenomena
can arise solely from coevolutionary interactions, specifically competitive coevolution.
Coevolution describes the dynamics that arise from the interactions between species over
evolutionary timescales. Coevolution was first coined by Ehrlich and Raven as an approach
to the study of community evolution [36]. The study of coevolution encompasses many
types of ecological interactions, be they antagonistic, neutral, or symbiotic. A cornerstone
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phenomena to coevolution is that of reciprocal selection, where selection on one species reciprocates to other features and members of the ecology. Reciprocal selection has been shown
to cause evolutionary arms races in Natural systems [8], where red crossbills exhibited features indicative of reciprocal adaptation with the Rocky Mountain lodgepole pine. However,
coevolutionary dynamics have some notable pathologies that make the maintenance of such
evolutionary arms races non-trivial.
A significant feature of evolutionary histories is what has become known as the Red
Queen eﬀect [177]; a species must adapt as fast as it can just to survive the typical changes
of the system. In other words, the Red Queen eﬀect describes the existence of species in
terms of their ability to keep up with the current state of the system. Specifically, after
analysis of the fossil record van Valen discovered that the probability of a species’ extinction
is generally independent of the age of the species. While the notion of a constant extinction
rate has been subject to serious review and is no longer in favor [cite], there is likely at
least a continuous non-zero pressure for extinction. In the face of a continuous pressure for
extinction, how can a population evolve towards higher levels of complexity?

4.1

Escalation

The hypothesis of escalation describes how competition between enemies leads to an increase
in complexity and/or investment [179, 178]. This is a specific case of natural selection between antagonistic organisms. The dynamic can be summarized with the following example.
Consider an environment with 2 snails, one with a thicker shell than the other, and 1 hungry crab. The crab attempts to consume both snails, but can only break the snail with
the weaker shell. The harder shelled snail survives and thus has future chances at reproduction. Unless other selective pressures are applied to the snail (which would be the case
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in a natural environment), we expect that such an encounter between snails and crabs of
successive generations would bias snail morphology toward a harder shell. A similar scenario
can be described for 2 crabs of varying strengths and a hard-shell snail. The escalation of
the anatagonistic traits between these species (shell thickness and crab strength) is familiar
from the evolutionary arms race analogy of Dawkins and Krebs [28]. In our first test of
the hypothesis of escalation, we will explore a reduced hypothesis of escalation which does
not account for geographic distribution, and thus does not permit allopatric speciation. Although this removes one of the primary hypothesized mechanisms of producing punctuated
equilibria, genetic variation will still remain a property of our model. We will show that the
key observations associated with punctuated equilibria and escalation persist.
The original hypothesis of escalation is a naturalist perspective [178], and details many
features of Nature which are suggested as requirements for a coevolutionary system to support the escalation of evolutionary arms races. The original list of criteria for escalation is
concisely recapitulated in [179], but we reiterate the list for completeness:
1. Organisms require resources to live, but most of these resources are either under control
of other organisms or are the organisms themselves.
2. Survival and reproductive strategies are, broadly-speaking, heritable, and these strategies regulate behaviors of resource competition. Hence, natural selection occurs.
3. Selection on competitive behaviors favors certain kinds of traits. Enhanced resource
detection and acquisition reduces both risk and the availability of resources to competitiors. Retaining and appropriating resources via defensive, oﬀensive, locomotive,
cryptic, and related strategies allow individuals to maintain favorable states.
4. Some individuals fail to acquire and/or maintain favorable states which reduces the
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probability of survival and/or reproduction. This suggests there is room for adaptive
improvement.
5. The possibility of adaptive improvement is constrained by functional trade-oﬀs and
epistasis.
6. Functional trade-oﬀs can be reduced by favorable circumstances, such as increased
energy availability. These circumstances allow population expansion which favors the
exploration of adaptive innovations.
7. Extinction happens, and preferentially eliminates organisms with expensive metabolism,
and less resource reserves.
8. If competitive coevolution is an important factor in evolution, there should be a longterm trend in competition-related traits. Extinction disrupts the trend, but does not
eliminate it.
9. Species that cannot adapt to greater risk do not always suﬀer extinction, but are often
restricted to safer, lower quality environments (i.e. environments with reduced energy
availability).
10. Escalation in safe environments favors alternative strategy types, such as increased
resource recycling, which, in turn, oﬀers further benefit to escalation in hazardous
environments.
11. Oranismic interactions are largely responsible for the direction of evolution, but external events regulate the timing of evolutionary events (climate change, mass extinction,
etc.).
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We consider a reduced version of the hypothesis of escalation, where geographic features
and extrinsic events are disregarded, and populations are unstructured with complete mixing.
The criteria for the reduced hypothesis of escalation are:
1. There must be competition. Each strategy competes against many other strategies.
2. Competition applies selective pressure.
3. Strategies must be evolvable (improvable by variation).
4. There is an extinction rate. Highly-escalated and energy-demanding species may be
vulnerable to extinction.
We show how adherence to these criteria allow a game theoretic model of strategic complexification to escalate, exhibiting a coevolutionary arms race.
Lemma 4.1.1 There is competition.
Proof Competition arises through interactions via the payoﬀ matrix. This interaction is
accomplished via the replicator dynamics, which apply this selective pressure. Consider the
continuous-time replicator:
ẋi is a function of other species because of the term (fi (x) − φ(t)), where φ(t) is the
average fitness of all other species. Furthermore, the replicator dynamics employed in this
study require that the total population size never changes. Therefore,
#

xj = N

such that a change in one population requires a change in at least one other species. Thus,
we can see that there is competition at the level of the replicator dynamics applying selective
pressure, as well as competition for “space” within the model.
Lemma 4.1.2 Extinction can be beneficial for surviving strategies.
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Proof This proof follows from the constant population size.

$

xj = N implies that if some

species i decreases in size (or goes to 0) then there must be at least one species, j, such that
xi (t) > xi (t + 1) ∧

#

xj = N =⇒ xj (t) < xj (t + 1).

where N is 1 in the case of the continuous-time and discrete-time replicator dynamics. In
words, if a member of one species expires and there is a fixed population size, then it is
implied that another species will grow to maintain the fixed population size.
Lemma 4.1.3 There is a non-zero probability of extinction for all living species.
Proof By definition of the Moran process, there is a constant probability of 1/N for any
individual to be eliminated. Therefore, for any species, i, with m members, the probability
of extinction will be
pi (extinction) =

1
Nm

When using other replicator dynamics it may be necessary to use more sophisticated techniques for analyzing extinction probability, such as [148].
We now use a proof by contradiction to show that a system which exhibits the characteristics of the reduced hypothesis of escalation must escalate. Our proof addresses the
transient phase of closed problem-domains, where the improvability of strategies is bounded,
until a maximally escalated strategy is reached, and open-ended domains. We assume that
a fixed-population size is maintained. Consider this proposition
Proposition 4.1.4 A model of competitive coevolution in which each strategy competes
against many others, selection is based upon competitive performance, every strategy is improvable by variation, and each strategy has a non-zero probability of extinction does not
escalate.
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Proof If such a model cannot escalate, then there exists a multiset of strategies S that will
not admit an escalated strategy. This means that there is no strategy s′ , where ∃s ∈ S such
that f (s′ , S) > f (s, S), where f (s, S) is a fitness function that accounts for the competition
between s and many strategies in S. In other words, there is no strategy outside of S that
has a fitness greater than any current member of S. However, strategies are improvable via
variation, therefore this cannot be the case.
Additionally, we must address the temporal aspects of escalation. We have shown that
an escalated strategy is permitted by definition of our model, but this does imply that this
strategy will be reached by the coevolutionary model. If such a model cannot escalate, then
there exists a multiset of strategies S(t) at time t that will not admit an escalated strategy
after any duration of time, δt. The fact that strategies are improvable via variation implies
that for any multiset of strategies S there exists a set of strategies S ′ that includes at least
one strategy that has escalated beyond S. We must now show that there is no δt for which
S(t + δt) = S ′ .
By Lemma 4.1.3, at each point in time there is a non-zero probability that the size of the
multiset of strategies S decreases (although in most algorithms, such as the Moran process,
the duration of this occurrence is eﬀectively instantaneous). The size of the multiset is
increased via selection and variation, where, by definition, selection favors strategies with
enhanced competitive performance, and variation will admit escalated strategies. Therefore
there is not only a non-zero probability of extinction, but a non-zero probability of admitting
an escalated strategy in the limit of δt → ∞.
Unbounded Escalation Although escalation does not by itself imply evolution towards
increasing complexity, for example, escalation of a continuous trait such as snail shell thickness is likely an escalation of investment rather than an escalation of complexity. The
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unbounded escalation of complexity is one of the key questions of evolutionary biology. Unbounded escalation imposes the additional requirement of unbounded state. This notion of
unbounded escalation is related to the idea of unlimited heredity [169]. If a model seeks to
make claims regarding the escalation of complexity, such as is often the case in open-ended
evolution, then additional proofs are required.

4.2

Discussion

The reduced hypothesis of escalation that we consider is indeed vastly simplified beyond
Vermeij’s original hypothesis. We do not claim that the reduced hypothesis exhibits the
same rates of escalation as the original hypothesis, because as Vermeij suggests [179], positive
feedback can arise as a result of escalation across a geographic distribution of environments.
An important perspective on Vermeij’s hypothesis of escalation is nestled as an aside in
Gould’s paper on the paradox of the first tier [63]. When reviewing Gould’s work, Vermeij
suggested changing references from “evolutionary progress” to “improvement” or “escalation.” That is to say, Vermeij thinks of escalation as a measurable property of an evolving
system. Gould’s paper [63] is actually a counter-argument to Vermeij, where he insinuates
that the search for a measure of evolutionary escalation is an artifact of societal and cultural
researcher bias. In fact, some of Gould’s most significant contributions show a number of
systems where competitive/antagonistic coevolution did not lead to the observed results of
evolution; sometimes organisms that appear to be antagonistic may simply be “ships that
pass in the night” [64]. This thesis does not contest Gould’s observations regarding other
phenomena being drivers that contribute to the escalation of complexity. However, recently
developed theories suggest that evolutionary escalation may not simply be a matter of debating societal and cultural bias, but may be a property of the laws of thermodynamics
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[39].
A number of methods have been employed for studying evolutionary dynamics. Most of
these techniques have been advanced by the paleobiology community, where the fossil record
is a common subject of study. van Valen used survivorship curves when first presenting
the Red Queen eﬀect [177]. Survivorship curves plot the number of surviving species with
respect to their duration of existence, as such it must be ammended to handle living species.
Raup also used survivorship curves when challenging van Valen, and showed how Epstein
plots [41, 40], originally developed to describe failure rates in aeronautical equipment, can
oﬀer additional insights beyond standard survivorship curves [145].
Phylogenetic techniques are among the most common techniques for studying evolutionary histories. Phylogenetic trees present evolutionary histories as trees, where the distance
between nodes in the tree generally represents evolutionary time. Patterns that arise in
phylogenetic trees can reveal evolutionary patterns. [98] introduces 6 diﬀerent tree measures
that focus on tree balance. The balance of a phylogenetic tree is particularly informative
when studying evolutionary escalation, where in reciprocal selection branching events will be
more frequent for recently arisen species. Therefore, a phylogenetic tree that is imbalanced
is more likely to have been produced by an escalating process, while a balanced tree suggests
neutrality. However, the question of inferring an evolutionary process from tree shape is not
always as easy as determining how balanced the tree is [80, 137].
A technique developed within the artificial life community that is related to the measure
of evolutionary escalation is that of evolutionary activity statistics. Evolutionary activity
statistics record observations regarding the emergence of novel traits, and compare simulations subject to selection with neutral “shadow” simulations [7]. This technique is particularly useful for supporting claims of unbounded escalation, and has come to be known as
the “ALife test.” While Channon engineered a simulation capable of passing the original
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formulation of the “ALife test,” he goes on to show that the use of mean statistics on evolved
traits allows his system to pass the test, and shows that the simulation cannot pass a version
of the test using median statistics [21].
Monotonic solution concepts are a game-theoretic tool for studying escalation in games
[47]. Some insights that emerge from the ideas of monotonic solution concepts follow [48].
Finite games cannot be open-ended, thus there is an upper-bound on escalation. Some
games, such as the Numbers game [184], are open-ended and adhere to lemma ??. Finally,
games in “rich” open-ended domains cannot be readily quantified with Ficici monotonicity,
where only the final outcome of behavioral interactions is known as opposed to the intricacies
of the respective behaviors.
Additional complications arise in studying escalation in rich domains, particularly when
environmental features and dynamics are accounted for. In the original hypothesis of escalation, Vermeij draws on spatial redistribution as a part of the process of escalation [178].
This leads to niche construction and ecosystem engineering, where organisms actively and
passively modify their environment. This interaction between organisms and their environment leads to the idea of extended physiology [174], where features of the environment
eﬀectively become a part of the organism. It is not clear that escalation involving strategies that are a function, or dependent in some other way, of environmental state, such as
extended physiology, can be captured by the Bedau and Channon tests. In part, because a
strategy that incorporates features of the environment will behave diﬀerently under diﬀerent
environmental conditions. Although the recurrence of a strategy later in time does not indicate an evolutionary innovation in the global sense, the exaptation of a genetically defined
mechanism to a diﬀerent environment can yield innovative evolutionary responses [66], and
may even trigger the evolution of subsequent innovations.
The hypothesis of escalation has recently be challenged with additional statistical analysis
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of the fossil record [112]. These analyses have been largely invalidated on the basis of sample
selection and the fossilization properties of the studied organisms [94, 180]. There still
remains a debate regarding how much of evolutionary history is driven by microevolutionary
antagonistic interactions, such as in the case of escalation, and macroevolutionary trends
such as punctuated equilibria. We do not attempt to resolve this question, but oﬀer support
to the microevolutionary perspective of Vermeij’s hypothesis of escalation. This brings us
to our computational model of escalation in a game called the Iterated Prisoner’s Dilemma
based upon [105].
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Chapter 5
Escalation of Complexity in Finite
Populations
The Prisoner’s Dilemma has become the predominant model of the evolution of cooperation.
In this game, two players are faced with the choice of deciding to cooperate or defect against
their opponent, but their payoﬀ is dependent upon both players’ decisions. Specifically, the
best situation for a single player is to defect against a cooperative opponent; the second
best situation for a single player (but best for both players combined) is for both players to
cooperate. If players have no memory, then the safest assumption is that the other player is
rational and will attempt to maximize her payoﬀ. Thus, a rational player with no memory
will always defect. When the game is extended to multiple rounds of play the game is called
the Iterated Prisoner’s Dilemma (IPD), which is the focus of this model. In the IPD a player
may decide to cooperate or defect based upon memory of recent encounters. For the model
presented in this chapter, every strategy of a given memory length encodes the response
(cooperate or defect) for all possible histories.
In the early 1980’s, Axelrod and Hamilton conducted a computer tournament of human44
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designed IPD strategies [5]. The winner of the tournament was Anatol Rappaport’s tit-for-tat
strategy. Since these initial tournaments a number of researchers have embarked on the quest
to find the champion IPD strategy. A sequence of findings have shaped the current belief
about optimal strategies in the IPD. Tit-for-tat’s initial victory was validated in [130], but
subsequent analysis led to the discovery of the win-stay, lose-shift strategy [131]. In the case
of the stochastic IPD, where the decision to cooperate or defect is determined by the flip
of a genetically biased coin, a recent proof demonstrates the existence of so-called “zerodeterminant” (ZD) strategies, where a player can unilaterally specify the payoﬀ received by
one’s opponent [144]. This proof marks a significant discovery in the structure of the IPD;
however, further research on ZD strategies has revealed that they are not ESS [2]. It has
been proven that in alternative formulations of the IPD there are no ESSs [15, 108, 109].
However, these proofs involve features such as discounting of future moves, which are not
present in the classic IPD. Thus, the quest for a champion IPD strategy that is ESS, or a
nonexistence proof of ESS continues.
An innovative study was presented by Lindgren [105] where the set of active strategies
changes over time, as opposed to most studies of the IPD where the number of active strategies never changes, only their frequency in the population. In his study strategies the amount
of memory employed by oﬀsprings’ strategies may be increased or reduced via randomized
mutation. However, Lindgren found that the model was not able to escape an ESS containing
strategies of memory length 4. In other words, the system did not appear to escalate beyond
memory length 4. Our model alleviates this problem by using an alternative variation mechanism. As opposed to Lindgren’s model which would only extend and contract the length of
a strategy by doubling/halving, we use a normal distribution of extensions and contractions
permitting extensions and contractions of any length. The limitation of changing memory
length by only a factor of 1 at a time is tied to an assumption that a successful mutant exists
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within a factor of 1 of the current distribution of memory lengths in the population. This
intuition can be reinforced by the fact that a memory length extension of 1 only aﬀects a
player’s behavior with respect to one role in the game. For example, tit-for-tat is a strategy
of memory length 1, where TFT cooperates if its opponent cooperated, and defects if its
opponent defected. An extension of memory length 1 allows TFT to remember not only its
opponent’s previous move, but also its own previous move. However, we argue that there
are situations where a strategy can only be invaded by a mutant who’s strategy has changed
by more than 1 memory length. While Lindgren’s operators do not guarantee that the
third criteria of the reduced hypothesis of escalation (strategies are improvable by variation)
are satisfied, our genetic operators do. A similar observation was made by Ikegami who
uses tree-representations of IPD strategies [89], where his populations exhibit escalation of
memory length and diversity. However, Ikegami’s model is obscured by the use of a modulebased evolutionary operator. This module-based operator, akin to symbiogenesis, provides a
similar variable memory length extension to our normally-distributed extension/contraction
operators. However, genetic recombination is an evolutionary transition that is expected to
have emerged long after populations began to escalate [163].
It is well known that the size of a finite evolving population can have a significant impact
on the fate of the population [55, 45, 129]. However, the relationship between the size of
a population and its ability to support the escalation of strategies of increasing complexity
remains unexplored. We present an analysis of the impact of population size on the escalation
of strategic complexity.
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5.1

Model

Our model is an extension of Lindgren’s innovative model of the IPD [105], where the use of
alternative genetic operators alleviates the mediocre stable-states previously observed. We
both suggest that this model satisfies the criteria of the reduced hypothesis of escalation and
empirically demonstrate the escalation of complexity in the model.
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Figure 5.1: Initial evolution in IPD. Finite populations behave similarly to Lindgren model,
but with a greater likelihood of getting temporarily “stuck” near some population distributions. Population size is 10,000. Time from 0 to 200, 1 unit of time is 1 generation. First
subplot shows frequency of individual strategies colored by memory length. Second subplot
shows number of unique strategies in population. Third subplot shows frequency of strategies grouped by memory length. Fourth subplot shows population-wide frequency of action
pairs (cooperate-cooperate, cooperate-defect, etc.).

47

CHAPTER 5. ESCALATION OF COMPLEXITY IN FINITE POPULATIONS
Escalation of Complex Strategies
0.035

ind mem freq

0.030
0.025
0.020
0.015
0.010
0.005
0.000
200

diversity

175
150
125
100
75
50
25

mem freq

0
1.00
0.75
0.50
0.25
0.00
0.40

probability

0.35
0.30
0.25
0.20
0.15
0.10
0.05
0.00
76,000

76,010

76,020

76,030

76,040

76,050

76,060

76,070

76,080

76,090

76,100

76,110

76,120

76,130

76,140

76,150

76,160

76,170

76,180

76,190

76,20

Time
Memory1

Memory2

Number of Strategies
Memory11

pDD

Memory3
Memory1
pDC

pCD

Memory4
Memory2

Memory5
Memory3

Memory6
Memory4

Memory7
Memory5

Memory8
Memory6

Memory9
Memory7

Memory10
Memory8

Memory11
Memory9

Memory10

pCC

Figure 5.2: Later in evolution. Most strategies are of memory length 8, but one memory
length 6 strategy persists at relatively high frequency. This is in contrast to Lindgren’s
study [105], where the dynamics get stuck at memory length 4. Population size is 10,000.
Time from 76,000 to 76,200, 1 unit of time is 1 generation. First subplot shows frequency
of individual strategies colored by memory length. Second subplot shows number of unique
strategies in population. Third subplot shows frequency of strategies grouped by memory length. Fourth subplot shows population-wide frequency of action pairs (cooperatecooperate, cooperate-defect, etc.).

5.1.1

Game

The interactions between evolving strategies are specified by the replicator dynamics and
the game. We use a standard formulation of the Prisoner’s Dilemma
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P =

!

(3, 3) (0, 5)
(5, 0) (1, 1)

"

where the notation (p1 , p2 ) indicates the scores of players 1 and 2, respectively. However,
this payoﬀ matrix only specifies the score of a single round of the Prisoner’s Dilemma. In
the Iterated Prisoner’s Dilemma (IPD) multiple rounds are accounted for. The standard
way of accomplishing this is by iterating for a finite number of rounds and accumulating the
total score for each player during each round. The IPD becomes interesting when strategies
have some memory and may change their behavior depending upon the outcomes of previous
rounds. This is generally accomplished by encoding lookup-tables within strategies. However, the accumulated score will be sensitive to the number of iterations performed. This
will be particularly true as strategies rely on memories of more encounters.
The stochastic Prisoner’s Dilemma admits an alternative method of iteration to the previously mentioned finite iteration technique [127]. Stochastic Prisoner’s Dilemma strategies
include a noise term, whereby with a certain probability strategies will take the opposite
action. This means the game is a Markov chain. We can describe the game as follows
⃗ = MH
⃗
H
⃗ is the vector of probabilities of each history and M is the transfer matrix. For two
where H
⃗ is always of length 2max(|s1 |,|s2 |) . The transfer matrix describes the
strategies, s1 and s2 , H
probabilities of transitioning between histories given s1 competing against s2 with noise. H
is called the stationary distribution of M , and represents the distribution of histories in the
limit of an infinite number of rounds. We can recover the distribution of round outcomes (CC,
CD, DC, and DD) by weighing all histories that end in each outcome by the corresponding
payoﬀ values. This distribution of rounds allows us to compute the scores of s1 and s2 .
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5.1.2

Genetic encoding

We employ the same genetic encoding as Lindgren. Strategies are represented as binary
strings that encode the action to perform given a specific history. This is easily accomplished
by using the observed history as an index into the genome, where the binary value stored
at that position specifies the strategy’s response. In the IPD with finite rounds, strategies
generally also encode a sequence that specifies the “initial history” because this historical
lookup mechanism only works when the genome encodes the responses for all historical
sequences. A study of the eﬀect of memory size on the finite-round IPD was presented in
[79].
The genetic operators first used by Lindgren [105] implement gene-doubling, gene-halving,
and point mutation. Point mutation is familiar from genetic algorithms, where a single bit
is flipped with some mutation probability. In gene-doubling, the entire bitstring is extended
by a factor of 2 during duplication, because the index is based on the historical observations
a doubling event on its own does not change the meaning of a genome. Gene halving is
accomplished by randomly truncating the first or second half of the genome.
We use variants of each of these genetic operators. Instead of point mutation, we use
uniform mutation, where multiple bits may be flipped during a single reproductive event.
To accomplish extension and contraction we draw a random number from a Gaussian distribution, and the absolute value of the integer component is taken as the number of extensions/contractions to perform. Both extension and contraction are accomplished in the
same way as Lindgren’s model, but extension/contraction may be more/less than a factor
of 2. When performing genetic operations, first the mutant genome may or may not be
extended/contracted, then it subsequently may or may not be subject to uniform mutation.
Thus in a given reproductive event a mutant may have been extended/contracted as well as
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varied with uniform mutaiton. We now revisit a requirement of the hypothesis of escalation:
“strategies are evolvable.”
Our genetic operators ensure that it is possible to reach a large number of strategies
from any population distribution, while Lindgren’s operators appear to only reach a limited
range of genotypes. Specifically, no mutant strategy will ever be larger than 1 memory
length longer than the biggest genome in the population, or smaller by more than 1 memory
length than the smallest genome in the population. However, we hypothesize that it may
be necessary to invade with a strategy outside of that range, and our results suggest this is
correct. There has been some work on the invasion by pairs of strategies [15, 108, 109], but
there is still no known champion IPD strategy.
While Lindgren utilized the continuous-time replicator dynamics and introduced mutants
while time-stepping, we instead use the Moran process with mutation. In the Moran process, an individual is first chosen for removal from the population with uniformly random
probability, and is then replaced by a selected individual or variation of a selected individual.
Equations for the Moran process are presented in chapter 2. The Moran process oﬀers an
intuitive way of introducing mutant strategies into the population. On the other hand, the
best method of introduction of mutant strategies into a mean-field model is not immediately apparent. In Lindgren’s model, each strategy has a probability of introducing a single
mutated variant proportional to the frequency of the parent strategy.

5.2

Results

In this study we simulate the previously described model with the Moran process using a
range of population sizes. For all simulations the following parameters are used: pextend =
0.000001, pcontract = 0.000001, punif orm = 0.001, and Tmax = 100, 000 generations. We
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have also restricted the maximum length of strategies to 12; however, we never observe
this limit being reached. The cost of simulating infinite games increases exponentially with
the maximum memory size of the competing strategies, which is a strong motivation for
prohibiting excessively long strategies.
Just as in Lindgren’s study [105], we observe similarities between all simulations (and
Lindgren’s), especially during the initial generations as the system passes through metastable states. For example compare Figure 5.1 to Lindgren’s Figure 1 [105], both of which
exhibit the same patterns in the initial phase of their evolutionary trajectory. While much of
Lindgren’s discussion regarding the evolutionary timeline remains intact, our model provides
an epilogue to Lindgren’s allusion to open-ended evolution.
The inclusion of noise in the IPD model admits evolutionarily stable strategies [14]. Both
Lindgren’s and our model do reach evolutionarily stable states under some conditions, and
in Lindgren’s model it is unclear whether all paths will lead to such an ESS. While Lindgren
found some evolutionary trajectories that did not get stuck in the same memory 4 ESS
that plagued many of his simulations, he did not demonstrate evolutionary trajectories that
exceeded memory length 4. Here we present simulation results for evolutionary trajectories
that escalate beyond memory length 4.
We conducted experiments using the Moran process with population sizes: 5,000, 10,000,
20,000, 50,000, and 100,000. 25 replicates were used for each population size. Although we
were not able to simulate all population sizes for the full 100,000 generations, we present
results where a number of evolutionary trajectories pass the memory 4 meta-stable state.
When comparing results each timestep represents a generation, which is N breeding events,
where N is the population size. Therefore, when 2 simulations are compared with diﬀerent
population sizes, at any given timestep each population will have experienced a diﬀerent
number of reproductive events (i.e. N ∗ t).
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Figure 5.3: Population size 5,000.
The smallest population size that we consider is 5,000 (Figure 5.3). In this case a number
of simulations are unable to escape the initial meta-stable states, and populations remain at
low memory lengths. However, some simulations do reach populations conisting of primarily
memory length 7. We will revisit this fact after examining all population sizes. The number of
species grows for the first 70,000 generations, then plateaus just below 300 species. However,
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even during this plateau of species diversity, some escalation can still be observed as strategies
of memory length 7 are still on the rise at generation 100,000.
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Figure 5.4: Population size 10,000.
Our results for population sizes 10,000, 20,000, and 50,000 show the most escalation in
memory length, where these are also the experiments with the most number of completed
generations (Figures 5.4 5.5 5.6). Specifically, 18 replicates evaluated with population size
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Figure 5.5: Population size 20,000.
10,000 had an average dominant memory length distribution of size 6. Results for both
20,000 and 50,000 show runs that are beginning to be dominated by memory length 8.
These runs are the most escalated of all experiments we conducted. The average number
of species is similar across the runs to the extent that the runs are completed. However,
the correlation between the completion of runs and number of species is clear. Spikes in
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Figure 5.6: Population size 50,000.
the number of species significantly slow simulation speeds. For this reason, we cannot make
clear statements regarding the number of species supported by each population size.
We show results for population size 100,000, and discuss additional simulations that
extend up to population sizes of 10,000,000. For population size 100,000, shown in Figure
5.7, we see escalation to memory length 5 and 6 for the majority of runs, and some runs
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Figure 5.7: Population size 100,000.
that are being overtaken by memory lengths 7 and 8. There are eventually more species in
these runs than with the lower order of magnitude population sizes. However, some runs
stay in an ESS of memory lengths 1 and 2. This is also the case for some of our simulations
even with population sizes up to 10,000,000. While we cannot make statements regarding
the end-point of escalation because of the computational costs of the simulations, we can
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make the observation that even large population sizes can get stuck in ESSs.
By extending Lindgren’s model with alternative genetic operators we have cleared the
path to open-ended evolution in the IPD model. We explore the model using finite population evolutionary dynamics, as opposed to Lindgren’s use of continuous-time replicator
dynamics. The model continues to exhibit similar evolutionary trajectories to those presented by Lindgren, which suggests that it is not our use of the Moran process that leads to
the escape from the memory 4 meta-stable states that appeared to limit Lindgren’s original
model. The computational cost of simulating large population sizes causes us to present
partial results. While we see that larger population sizes are capable of supporting a larger
number of species, larger population size does not eliminate the possibility of getting stuck in
an evolutionary equilibrium. This leads to the suggestion that achieving greater escalation
is not simply a matter of using a larger population size.
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Chapter 6
Escalation in Hide and Seek
One of the most visually-striking phenomena in predator-prey coevolution is prey crypsis, the
ability of prey to avoid detection by predators. Chameleons and cuttlefish take this behavior
to the extreme and physically alter their visual appearance to match their environment, which
can even be realized synthetically in robots [123]. However, prey crypsis is often manifested
as static pigmentations, such as stationary Turing patterns [173], that are selected for being
advantageous in particular environments. Inspired by [12], where blue jays are used to
interactively evolve moth phenotypes, we study the eﬀect of background complexity on the
coevolution of prey appearance and predator vision.
There is an intimate coevolutionary relationship between predator vision and prey appearance. Visual systems are generally adapted for stimuli that exert selective pressure on
the organism, such as food, prey, predators, and mates. Even when visual systems have
adapted to attenuate visual signals from their relevant stimuli, there is still the challenge
of visual attention. Visual attention can be roughly thought of as a way of prioritizing a
visual field based on interest. Improper allocation of visual attention can mean the diﬀerence
between catching dinner or going home hungry.
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In this research we study the coevolution of prey appearance and visual attention in predators. Prey appearance is evolved via genetic programming, such as in [160, 149]. Predator
vision is evolved using a neurophysiologically-based model of visual attention [93]. We focus
on the eﬀects of environmental complexity on this coevolutionary interaction.
Merilaita shows that greater background complexity can increase prey detection times
by predators [116]. In even earlier work on background matching in camouflage, it was
suggested that visual complexity may favor color polymorphism, because there will often be
many polymorphisms that can achieve similar patterns [38]. These and other works focus
on camouflage via background matching, but there are alternative forms of camouflage,
in particular, disruptive colorations. In contrast to background matching, where an entity
attempts to blend in with the background, disruptive and distractive colorations are patterns
that attempt to draw the observer away from the pattern. Disruptive colorations have been
shown to be an eﬀective tool for camouflage when tested against live predators [155, 25].
A number of visual properties significant to predator-prey interactions have been identified
in these contexts, including background complexity, prey contrast, and object density [32,
33, 34]. In our model, the capacity for complexity in prey is greatly enhanced by utilizing
a developmental mechanism to produce color images of moderate dimensions, as compared
to previous work which explores the selective favorability of simple patterns [34] or directlyrepresented greyscale images [12].
In previous work, we have explored the coevolution of predators and prey [49], finding that
such systems are often subject to pathologies such as convergence to mediocre stable states
[50], loss of gradient, incorrect focusing, and relativism [184]. Within the ecology literature,
predator-prey systems are commonly studied, including analytical and computational models
as well as empirical studies. However, analytical models of predator-prey systems can quickly
become infeasible for study as the number of species increases. Furthermore, analysis of
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Figure 6.1: Time-series of prey morphogenesis.
phenomena such as predator preference runs into diﬃculty when accounting for alternative
food sources under ecological dynamics [176, 103].
The pathologies of competitive coevolution can be readily explained in the language of
predator-prey systems. Loss of gradient, when one population becomes worse such that
it no long exherts selective pressure on the competing population, or better such that the
competing population can no longer maintain engagement. Examples of this would include
evolutionary advances in a predator-prey ecosystem where prey can achieve greater escape
velocities, leading to diminished returns for predators, and in real ecosystems, probably triggering the predators to seek another food source. Incorrect focusing is when members of
one population overspecialize in interactions with specific competitors such that they fail
to generalize to other competitive interactions and are prone to extinction. Examples of
incorrect focusing are not as common in real ecosystems, where a large number of coevolutionary interactions continually apply selective pressure. In competitive coevolutionary
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interactions, the quality of an individual is a function of its competitors. This relativism in
scoring means that an individual that appears to be more fit to an external observer, may
be just as fit as a lower quality individual relative to a given set of competitors. In Nature,
this is less of an issue for similar reasons to incorrect focusing, there are continual pressures
from many aspects of the ecosystem and environment such that these disambiguations will
occur infrequently.

6.1

Predator-Prey Coevolution

When simulating predator-prey coevolution, we use a 2-population competitive coevolution
model. The prey population consists of a set of genetic programs that encode a generative
function for their visual appearance. The predator population consists of a set of numerical
weights for a saliency detection algorithm. Prey receive points for not being detected, or
causing the predator to incorrectly classify the background as prey. Predators receive points
based upon the accuracy of how they perceive the prey and environment.
There are a number of ways to compute the fitness in coevolving populations. We focus
on pairwise competitions. Sims uses best v. best competitive coevolution [162], where each
population competes against the best individual of the competing population. However, best
v. best can lead to incorrect focusing and disengagement by assigning greater fitness to individuals that overspecialize in defeating the champion competitor. Tournaments can reduce
the number of comparisons from O(N 2 ) to O(N logN ), but still represent approximations of
a full pairwise competition [4]. All v. all competitive coevolution reduces the tendency for
focusing, but comes at great computational cost. Nevertheless, we compute the complete
payoﬀ matrix via all v. all pairwise competitions to facilitate coevolutionary engagement
between all species.
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6.1.1

Prey

Prey patterns are produced through a process of algorithmic morphogenesis. The process is
much like the standard notions of chemical morphogenesis [173], where a system of reactions
determines chemical kinetics while a diﬀusion system transports chemical species, contributing to pattern formation. However, instead of a standard system of reactions, we employ
genetic programming to serve as an algorithmic chemistry.
The use of genetic programming to evolve images and dynamical systems has been a
part of the ALife community since the early years [160, 161]. These ideas were extended
to the evolution of self-constructing and self-repairing patterns [120]. However, much of the
work on evolved computer graphics has focused on interactive evolution, perhaps in part
because of the complexity of developing a computer vision system capable of scoring images
in a meaningful way. The interactive evolution of generative images has recently achieved
widespread popularity with the Picbreeder website [158]. Of particular relevance to this
study is the recent work on the interactive evolution of camouflage [149], where a sophisticated texture rendering system is employed to generate patterns for human-guided selection.
Finally, alternative biologically-inspired generative representations may be of interest for
achieving patterns that may be closer to those of natural systems [24].
Genetic programming is an evolutionary method for discovering computer programs [100],
where the programs may represent robot controllers, machine learning classifiers, developmental processes, or many other things. The algorithms used to evolve genetic programs are
often very similar to those employed by genetic algorithms, with particular exception to how
variation is performed. We use the array method of program representation [101] which is
most conveniently bounded by program size limits in units of number of nodes (200 nodes
for the prey). In this representation programs are stored in a linear array, where the arity
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(number of function arguments) uniquely implies the tree structure of the program.
Prey programs are functions of 4 inputs (x, y, color, and current value) that return a
floating point, which are iterated over all color channels at each (x,y) coordinate of the prey,
in this case an octagon of radius 41 and (x,y) coordinates are scaled to [-1,1]. This function
output is then squashed with a hyperbolic tangent. Prey programs can be composed of the
following terminal and function set:
x,y,color,value,+, -, *, /, iflte, sin, cos, tanh, min, max, abs, hypot, sec, csc, cot,
tan, gamma.
Prey are iterated function systems. During each iteration, first the GP program is evaluated
once per location and color channel, then a Gaussian filter is convolved with the image as a
heuristic pseudo-diﬀusion. This pseudo-diﬀusion can introduce artifacts at the boundaries,
which we partially alleviate by cropping the prey by a single pixel along the boundary. An
example figure can be seen in Figure 6.1.

6.1.2

Predators

Predator vision is modeled based upon a neurophysiological model of visual attention [93].
Images are broken down into a set of feature maps of intensity, color diﬀerence, and orientation, then combined into 42 features taken as diﬀerences across multiple scales. Predator
genotypes encode weights for each feature map, which are linearly combined into a saliency
map. The saliency map encodes the priority of attention at each location in the visual field.
We allow the saliency map to take on both positive and negative values, where positive
values indicate a prediction of the prey’s position.
Saliency-based models of visual attention have a long history in studies of the neuroscience of vision [125, 93, 13]. There are now many algorithms for visual attention, some
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sification.

Figure 6.2: Diagram of predator’s visual system. 6.2a shows the prey pattern situated
on the grassy background. 6.2b shows a zoom-in of the prey pattern. 6.2c shows the
weighted feature maps used by an example predator. 6.2d shows the corresponding saliency
map for the feature maps in 6.2c. 6.2e shows the same example predator’s classification of
6.2a, where red indicates incorrectly classified background, green indicates correctly classified
background, white indicates correctly classified prey, and blue indicates incorrectly classified
prey.
based on neurophysiology and some engineered for optimality. A comprehensive review of
current visual attention algorithms can be found in [13]. We use a bottom-up model based
upon [93], which has been shown to correlate with human eye movements [139, 92]. In the
traditional model of Itti, feature maps are aggregated hierarchically into the saliency map,
first by grouping features by type into conspicuity maps, then combining conspicuity maps
to compute the saliency map. Our model uses the simplification of combining all feature
maps to immediately compute the saliency map.

6.2

Evolutionary Algorithm

We use a genetic algorithm for both the predator and prey populations. Individuals are
selected with tournament selection using tournament sizes of 3. Selected individuals are
mutated (45%), crossed over (45%), or replicated (10%) in the successive generation. Prey
are crossed over using standard subtree mutation and crossover [100], while predators are
mutated by adding a vector of small Gaussian mutations to the genome and recombined via
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Figure 6.3: Prey environments used in experiments.
uniform crossover. The evolutionary algorithm is run for 500 generations in all experiments
in this study.

6.3

Experiments

We consider a number of environmental backgrounds of varying complexity. We obtained
5 naturally patterned images1 and created 3 simple images, shown in Figure 6.3. Images
were prepared by cropping regions to a size of 300x240. While a number of methods have
been developed within the computer vision community to characterize image complexity, we
report on the JPEG file size. The concept of complexity resides at the heart of the field
of data compression, hence our choice to use it as a metric of image complexity. Image
sizes in the same order as Figure 6.3: 446B, 1.3kB, 1.7kB, 14k, 47k, 123k, 93k, and 126k.
During simulations prey position and rotation is randomly determined. Prey position is
randomly chosen such that the prey resides entirely within the background environment, and
1

Images are public-domain, and are retrieved from http://www.publicdomainpictures.net/.
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rotation is uniformly chosen from all 4 possible 90 degree rotations. 25 independent trials are
conducted for each background environment2 . Due to the computational costs of simulating
prey morphogenesis, predator vision, and computing complete pairwise payoﬀ matrices, we
use population sizes of 100 for both the predators and prey. The same random seeds are
used for each background, such that the initial populations have the same constituents for
each random seed, but then quickly diverge as selection and mutation vary the populations.
In Figures 6.4, 6.5, 6.6a, and 6.6b we use two colors, red and blue, to indicate data reported
for the population average and best individual, respectively.
When measuring the degree of background matching that is present in a given population
over evolutionary time, we use the same 42-D feature vector that is used by predator vision.
Merilaita and Lind previously suggested that quantification of background matching in prey
can be misleading if it isn’t computed with respect to the predator’s perception [117]. When
measuring the distance between a prey and the background we take the Euclidean distance
between the average feature vector of the background image and the average feature vector
of the prey. For evolving populations we measure the average of the average feature vector
of all prey in the population.

6.3.1

Background Matching

Background matching is generally successful for all backgrounds in this study (see Figures
6.1n and 6.1u for particularly compelling examples), with a noteable exception and some
unexpected insights. First, let us reiterate the argument initially proposed by [38]. The
regions of the background on which the prey are selected lead to correlations between the
prey patterns and those regions of the background, because better matches generally win. In
2

Due to computational diﬃculties, a few runs were incomplete. Complete runs per background (ordered
as in Figure 6.3): 24, 21, 25, 23, 25, 24, 22, 23
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Figure 6.4: Example evolutionary trajectories of fitness and background similarity.
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Figure 6.5: Background matching in prey. Y-axis indicates distance from the background.
Smaller means a better match. X-axis is the ordering of backgrounds in Figure 6.3.
our study the random repositioning and rotation of the prey means that prey eﬀectively have
a uniform probability of being tested at each location in the image. Therefore, prey that
match the average background region in the image are predicted to generally be a better fit.
However, a priori it is unclear what prey patterns will appear in environments with stark
diﬀerences, or natural complexity. In Figure 6.1g, we show one example of such a situation,
where on a background of half blue and half red the prey adopts a strategy that contains
both red and blue which can be easily mutated to favor one color over the other.
Interestingly, there is not a clear relationship between prey fitness and prey background
matching. While this is not surprising in some senses, because fitness under competitive
coevolution is a function of the competing population. It does suggest that the presence of
a third-party in competitive coevolution, the environment, can non-trivially alter the coevolutionary dynamics. We discuss this in greater detail when reflecting on the representation
of predator vision and prey appearance. Nevertheless, because we randomly position and
orient prey, we suggest that it may be worthwhile to pursue non-random prey movement to
reduce the background-averaging tendency of prey.
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6.3.2

Coevolutionary Dynamics

On first glance, the coevolutionary dynamics in this study are fraught with the Red Queen
eﬀect. Originally presented as a dynamic describing the constant probability of extinction
[177], the Red Queen eﬀect is often described as the requirement that “takes all the running
you can do, to keep in the same place” [20]. Figure 6.4 shows 2 example evolutionary
trajectories from the white background. In one (Figures 6.4a, 6.4c, and 6.4e), the prey
population evolves to a near perfect solid white pattern (see the 8th image in Figure 6.7),
and in the other (Figures 6.4b, 6.4d, and 6.4f), the prey population evolves first to a light grey
then fixates on a yellow cross pattern for an extended period (see the 17th image in Figure
6.7) and ends at generation 500 with a black prey pattern as the champion. Nevertheless,
by simply inspecting the fitness of the predators and prey it is not obvious that there has
been any major change in the predator-prey interactions, certainly not to the degree that
has previously been described as loss of gradient, suggesting that this dynamic is akin to
relativism [183].
From the set of backgrounds we used in these experiments, simple backgrounds led to
the greatest degree of relativism. In particular, multiple trials with the white background resulted in evolutionary trajectories that first converged to near-white prey patterns, followed
by a divergence from background similarity leading to colored patterns. We suspect that one
of the reasons for this relativism was related to background discrimination ability in predators. In particular, predators make absolute decisions regarding the location of prey, where
a slight change in prey hue can lead to predator misclassification. Probabilistic decisions
may facilitate environmental engagement by allowing predators some degree of uncertainty
in detecting prey.
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Figure 6.6: Average fitness of prey and predators at the end of evolutionary simulations.

6.3.3

Representation

Representation often has a significant impact on evolutionary dynamics by, amongst other
eﬀects, aﬀecting the genetic distances between phenotypes and constraining the space of
possible phenotypes. We utilize a genetic programming representation for prey which, by
incorporating a heuristic pseudo-diﬀusion, is capable of producing a wide array of prey patterns. Yet these patterns are likely to have limitations that arise from both the function set
used as the basis for prey programs and the instabilities that arise under diﬀusion (although
in some systems diﬀusive instabilities can provide macroscopic stability, such as Turing
patterns [173]). Furthermore, there is no interaction between prey patterns and the environment. Not only do some species exhibit active camouflage, but there are links between
visible pigmentation and diet [185].
We suspect that the representation of predator vision is one of the more significant
variables worthy of future investigation. Figure 6.6b suggests that predators have diﬃculty
with multi-colored images. Prey also perform better on backgrounds with homogeneous
color schemes, both in terms of fitness and background similarity, Figures 6.6a and 6.5
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Figure 6.7: Collage of some of the best matching, and most interesting prey patterns
respectively. Due to the competitive nature of the model, it is unclear whether the bias
towards homogeneous color schemes is due to the predators or the prey, but we suspect that
it is due to the representation of predator vision. By considering alternative visual attention
algorithms, such as those reviewed in [?]Borji2013, we expect to observe prey patterns that
reflect the properties of the visual attention algorithm.

6.4

Conclusions

We have presented a model of the coevolution of predator vision and prey camouflage, where
prey utilize a developmental process to form complex multicolored patterns and predators
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use a neurophysiologically-based model of visual attention. Prey successfully evolve to match
their background, with some exceptions that are predicted to stem from randomized prey
movement, and predators successfully evolve the ability to discriminate between prey and
background. We observe a type of coevolutionary relativism, where competing populations
remain engaged while drifting away from their environment. This type of divergence from
background matching generally happens in simpler backgrounds, leading to the hypothesis
that background complexity can facilitate coevolutionary escalation on background matching
problems.
While other coevolutionary studies have found that pursuer-evader tasks can lead to
mediocre stable states [50], we find that coevolution in our model generally escalates and
leads to eﬀective background matching. We suggest that it is the richness of the model that
facilitates escalation. However, background matching is not always achieved. In particular, simple environments with stark diﬀerences where only partial background matching is
possible tend to favor prey that can readily mutate to match regions of the environment.
This suggests that polymorphic populations may be an eﬀective response to a highly variable background. In the case of complex backgrounds we find that predators and prey are
generally more escalated, and background complexity appears to support the advance of the
coevolutionary ratchet, leading to eﬀectively camouflaged prey.
There are many avenues for future research stemming from this work. We suggest only
a few examples. First, predators may utilize a learning process, whereby they may become
better at identifying prey during their lifetime, for related work see [172]. Second, in previous
work we utilized a third entity in a predator-prey task, where predators attempt to predict
prey behavior while the prey attempt to avoid predator prediction, and the third entity also
attempts to predict prey behavior but prey attempt to be predictable to the third entity
[49]. This third entity is somewhat related to the background images in the study at hand,
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and it may be worth considering utilizing an evolving background, similarly to the predatorprey/pollinator-flower game [1]. Finally, in Nature, prey patterns act as signals, both to prey
and to mates. It may prove interesting to consider the dynamics of mate signaling which
has led to such brilliant patterns as peacocks’ plumage. Along this line, we have previously
discovered models and corresponding parameters capable of leading to the emergence of such
costly signaling [75].
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Chapter 7
Escalation and Endogenous
Complexity
We have now shown that strategic complexity can escalate in the IPD model presented in
chapter 5, and that exogenous background complexity catalyzes coevolutionary interactions
by facilitating escalation. In this chapter we use sensitivity analysis on selection strength to
show that there can be a positive feedback between population diversity and escalation. We
argue that this feedback is significant in supporting evolutionary arms races, and suggest
that this is one of the reasons that “bigger populations are better” is not the entire story
when it comes to coevolutionary escalation.
We use best-of-group tournament selection, as described in [121]. In best-of-group tournament selection, a subset is chosen with replacement, and the best individual of the subset
is used as a parent. A number of game theoretic analyses have investigated the eﬀects of selection methods within coevolutionary games [52, 104, 62], where the studies focus on simple
games, such as the HD game described in chapter 2 and the SPS game described in chapter
3. Results of these studies suggest that tournament selection can exhibit pathologies that
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are not conducive of convergence to equilibria and that the traditional fitness-proportionate
replicator dynamic exhibits more desirable dynamics. However, these games involve small
numbers of strategies, and the role of evolutionary dynamics is to adjust the proportions of
each strategy within the population, as opposed to the evolution of new strategies. While
studies of evolutionary dynamics in small strategy spaces has led to significant contributions, these studies eﬀectively focus on evolution near-equilibrium and use the existence of
oscillations and intransitive dynamics as evidence against particular evolutionary dynamics
and selection methods. We suggest that insights from the coevolution of these intransitive
cycles are limited when considering large strategy spaces, where a strategic innovation can
easily disrupt the balance of the intransitive cycle. Furthermore, tournament selection is
among the most computationally practical selection methods, having a computational cost
of O(n) as opposed to the O(n2 ) cost of fitness-proportionate selection. An early comparison
of selection methods in evolutionary algorithms, including their computational complexities,
can be found in [61]. Tournament selection has previously been used successfully in coevolutionary models with large strategy spaces such as the game of tag [151], and classifier
search [138]. For computational practicality, and because evolutionary esclation is not an
equilibrium dynamic, we use tournament selection for parent selection in our model.
Two models are used to demonstrate the relationship between endogenous complexity
and escalation: the Numbers game [184], and a swarm game. The Numbers game represents
a simpler, but open-ended domain, while the swarm game consists of complex interactions
between agents that are bounded for computational tractibility. In both cases we use tournament selection to regulate the endogenous complexity of the ecosystem by controlling
the population’s diversity. We show that selection strengths that are suﬃciently strong to
escalate, but weak enough to maintain population diversity, are the most escalatory.
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7.1

Numbers Game

Watson and Pollack developed the numbers game as a minimal tool for exploring coevolutionary dynamics [184]. Individuals are simply multi-dimensional numerical vectors. By
using diﬀerent methods for comparing individuals, such as best-trait-only, closest-trait-only,
and all traits, they show the major pathologies that arise in coevolutionary systems.
The representation of individuals in the Numbers game is simple; however, there is no
genotype-phenotype mapping to speak of. While this is a deliberate decision, it precludes
direct insights into noisy and developmental representations. In this study we consider a
noisy model of the numbers game, where at each generation individuals are assigned a new
phenotype by combining their genotype and noise. Noise and uncertainty has been been the
subject of a number of studies in evolutionary computation [119, 95]. However, within the
realm of coevolution and selection dynamics, noise has been minimally studied [62].
All individuals in the population are initialized with genomes consisting of 1s in each
dimension. Mutation is accomplished by adding µ ∈ [−1, 0, 1] to each dimension. These
decisions are made to simplify the process of inferring escalatory behavior. The fitness of
individuals in later generations is relatively correlated to the number of beneficial mutations.

7.1.1

Results

In these experiments we use a population size of 100, which is suﬃcient because of the
simplicity of the problem domain. Evolution is simulated for 500 generations. We test
with tournament sizes: 2, 10, 25, 50, 75, 90, and 100. We consider uniform additive noise
at low noise [-1,1], and high noise [-100,100]. 50 runs are considered for each parameter
configuration.
Results are similar for the 3D and 5D numbers games (Figures 7.1 and 7.2, respectively).
77

CHAPTER 7. ESCALATION AND ENDOGENOUS COMPLEXITY
400
fitness

fitness

1500

1000

500
0

20

40
60
tournament size

80

200
0
−200
0

100

10

5

0
0

20

40
60
tournament size

80

40
60
tournament size

80

100

(b) Best fitness. Noise = 100.

100

avg genetic distance

avg genetic distance

(a) Best fitness. Noise = 1.

20

20

10

0
0

20

40
60
tournament size

80

100

(c) Average pairwise genetic distance. Noise (d) Average pairwise genetic distance. Noise
= 1.
= 100.

Figure 7.1: Both selection strength v. fitness, and selection strength v. genetic diversity for
low and high noise versions of the 3-dimensional Numbers game.
The low noise result shows that as tournament size is increased, escalation increases eﬀectively monotonically. This behavior is not representative of most coevolutionary systems,
where trade-oﬀs between traits shape the fitness landscape. Nevertheless, it is clear that
there is a sharp increase in escalation at tournament size 10, after which further improvement is greatly decreased. Given that the computational complexity of tournament selection
is in fact n∗m, where n is the population size and m is the tournament size, this suggests that
there is an eﬀective compromise between the cost of selection and performance gains for low
noise fitness functions. On the other hand, in the high noise case there is a clear inflection
point at tournament size 10, which corresponds to the maximum best fitness achieved over
all tournament sizes surveyed. When we also consider the average pairwise genetic distances
between all members in the population (taken as Euclidean distance between genomes), we
see that populations are eﬀectively equivalent in terms of diversity for the low noise cases
for all tournament sizes 10 and greater. Tournament size 2 represents very weak selection,
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Figure 7.2: Both selection strength v. fitness, and selection strength v. genetic diversity for
low and high noise versions of the 5-dimensional Numbers game.
hence the greater tendency to preserve diversity. On the other hand, in the high noise case,
tournament size 10 supports greater diversity than larger tournament sizes, although less
diversity than tournament size 2. However, as we noted, tournament size 10 marks an inflection point in the best fitness plots. We suggest that in this case the compromise oﬀered
by tournament size 10 between maintaining population diversity and exploiting escalated
strategies leads to this benefit of moderate selection strength.

7.2

Swarm Games

We use a model based upon our earlier example of the hawk-dove game in a virtual environment. The model is agent-based where agent behavior is based upon swarm models
[150] and Braitenberg vehicles [16]. Agents are capable of perceiving their environment, and
via evolutionary mutations may acquire additional memory. Behaviors are implemented as
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recurrent neural networks, where synaptic connections come at a metabolic cost (similar to
the fitness cost of synaptic connections in [22]). We use the argument that acquisition of and
survival with longer costly memory is an evolutionary escalation of complexity. By additionally varying the intensity of selection, which acts a proxy control for population diversity, we
find that there is a critical threshold of selection intensity beyond which selection inhibits
evolutionary escalation.
Since the original proposal of the Boids algorithm [150], the collective dynamics of swarms
has been a common topic of study in artificial life. While many studies focus on the eﬀects of
swarming algorithms on collective dynamics, we focus specifically on the evolution of swarms.
In [166], the evolution of simple swarming parameters is used in conjunction with a visual
simulator to study emergent dynamics. This study was later extended to a radical degree
with endogenously evolving computer program controllers for agents in the evolving swarm
[167]. While most work involving swarming models focuses on studying dynamics of specific
swarming behaviors, such as fishery modeling, [54, 81, 87], herds [68], and self-driven particles
[181], much less work has focused on the evolutionary dynamics of swarming behaviors.
Most of this research has been completed within the field of particle swarm optimization, for
example see [191]. In this work we use evolutionary swarming models to study the eﬀect of
endogenous complexity within the evolving population on the corresponding coevolutionary
escalation.

7.2.1

Model

Simulation is performed with the Brevis simulator [72], a scientific and artificial life simulator. Brevis provides simulation and visualization capabilities via the Java JVM and the
programming language, Clojure [82]. In addition to visualization, Brevis provides a number
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Figure 7.3: A visual example of the swarm model.
of simulation features including neighborhood and collision detection, both of which are key
to 3D swarm simulations. An visual example of the model is shown in figure 7.3.
Energy
Energy is the currency of our simulation. Birds require energy to live, and foods produce
energy over time. Each bird is subject to a constant cost of living, which influences how
long a bird can survive between feedings. The energy in foods are replenished a constant
rate. Energy is transferred between entities when collisions occur. A collision between two
birds results in an energy loss for both birds. Collisions between a bird and a food result
in a transfer of energy from the food to the bird. When a food’s energy reaches zero, it is
removed from the simulation and replaced by a newly initialized and randomly positioned
food. The impact of energy on birds is discussed when we introduce their lifecycle.
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7.2.2

Agents

Agent behavior Agent behavior is controlled by recurrent neural networks with no hidden
nodes. There are at least 3 inputs per agent that sense distance to nearest food, distance
to nearest neighbor, and current energy level. Each agent has 5 outputs: two representing
the acceleration towards the nearest food and bird, respectively, and three representing the
acceleration along the X-, Y-, and Z- axis. Agents gain 3 additional inputs for each extension
of memory. These inputs then receive delayed input from the most recent previous timesteps.
Agents experience a metabolic cost based on the sum of the absolute value of all weights in
their control network.
Lifecycle Every time a bird runs out of energy, it is replaced. The replacement is the
mutant of a living bird selected with tournament selection for having the most energy stored,
that has been alive for more than 1 timestep 99% of the time, and 1% of the time a completely
randomly generated bird is used as the replacement. Five types of mutation are implemented:
extend memory by a factor of 1, contract memory by a factor of 1, mutate all weights, mutate
all connections to a single node, and mutate one weight. All mutations are performed by
adding a Gaussian deviation to network weights.

7.2.3

Results and Discussion

Simulations are evaluated for 100,000 timesteps. 25 replicates are performed for each set
of parameters that are tested. We conduct runs for the following tournament sizes: 2, 5,
10, 25, 50, 75, 100, 125, 150, 175, and 190. Simulations consist of populations of 200 birds,
50 energy sources, and are integrated with a step size of dt = 0.0001. Birds are initialized
with 0.25 units of energy, and pay a cost of living of 0.0001 energy unit per timestep. Birds
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Figure 7.4: Selection strength (tournament size) v. population average memory length. In
the top plot, centers are the average memory length for the respective tournament size, and
error bars indicate standard error.
consume food at a rate of 0.0005 energy units per timestep, and pay a cost of 0.05 energy
units per timestep for collisions with other birds. A connection cost of 10− 9 ∗ C energy
units per timestep, where C is the total magnitude of all connections in each bird’s neural
controller.
In Figure 7.4, we show the average memory length within the population at the end of
the 100,000 timesteps of the simulation plotted against tournament size. Tournament size
regulates selection strength, where smaller tournament sizes correspond to weak selection and
larger tournament sizes strong selection. Selection strength also correlates with population
diversity, where strong selection reduces diversity by increasing the probability of selecting
more dominant strategies. We see that the smallest tournament size, 2, remains near memory
length 0 on average. On the other hand, tournament size of 5 leads to some of the most
escalated populations, reaching the upper constraint on memory length of size 5 in one of
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the runs. As we continue to increase selection strength we see that populations continue
escalate in memory length. However, increasing selection strength beyond a tournament size
of 5 tends to decrease the amount of observed escalation.
Agents have been subjected to a metabolic burden proportional to the complexity of their
neural networks. As mutations extend an agents memory it incurs an additional metabolic
cost from a larger network with more connections. This applies a selective pressure that must
be overcome by the benefits of increased memory, such as the ability to consume more food
or avoid more collisions with conspecifics. We use this metabolic cost of neural connectivity
to argue that the escalation of memory usage in agents is meaningful.

7.3

Discussion

We have studied the eﬀect of selection strength on coevolutionary escalation in two diﬀerent
models: the Numbers game, and a swarm game. When studying the Numbers game we
use a modified implementation that introduces noise to help our results generalize to fitness
functions involving noisy evaluation and genotype-phenotype mappings. We find that in low
noise circumstances the greatest benefit from increased selection strength comes at moderate
levels, after which gains are greatly reduced. In high noise circumstances, moderate selection
strength leads to the populations containing the most escalated individuals. Futher increase
of selection strength leads to reduction in both diversity and escalation.
Similar trends are exhibited in the swarm game model as selection strength is varied. At
moderate selection strength we observe the greatest escalation in memory length of agents.
Although we do not present a study of population diversity in this situation, we expect the
same decrease in diversity as selection strength is increased that is shown for the Numbers
game. Additionally, we suggest that the complexity of the swarm game model helps support
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the generality of this observation.
A significant factor of evolutionary escalation is the specialization of the escalating genetically expressed features, such as in the case of hard-shelled snails being selected by crab
predation. For this reason, weak selection does not facilitate selection, as it does not strongly
contribute to evolutionary specialization. On the other hand, strong selection can reduce
diversity, which almost always reduces endogenous complexity. The reduction of endogenous
complexity contributes to coevolutionary pathologies such as relativism, which disrupt escalatory trends. In this chapter we have used both a minimal model of coevolution, and a
rich swarm model of coevolution to demonstrate that selection strength can regulate population diversity, and that there is a compromise between maintaining diversity and exploiting
escalated strategies that leads to the greater escalation than either extreme.
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Chapter 8
Conclusion
In this thesis we have studied the escalation of coevolutionary arms races across multiple
model systems. Our claim is that competitive coevolution is capable of maintaining an
escalatory coevolutionary arms race under Markovian constraints. Previous work on competitive coevolution has either eventually led to mediocre and/or evolutionarily stable states
[105, 49, 141, 50], or relied on non-Markovian algorithms [51, 30] that are not representative
of Nature. We first demonstrate the impact of finite population size on the reachability of
evolutionary equilibria. We then revisit Vermeij’s hypothesis of escalation and relate a reduced version of this hypothesis to the framework of evolutionary game theory. We extend a
model of competitive coevolution in the Iterated Prisoner’s Dilemma which has been repeatedly cited as an example of competitive coevolution’s pathology of mediocre stable states,
opening the path to open-ended escalation in the IPD. In a model of the coevolution of
prey camouflage and predator vision, we find that more complex external environments can
facilitate coevolutionary escalation, whereas simple external environments can contribute to
coevolutionary pathologies such as relativism. This idea is then extended to consider the relationship between a population’s diversity, regulated by selection strength, and its ability to
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escalate, where we find that moderate selection strength maximizes escalation. Through this
progression of studies we have oﬀered support to the hypothesis that competitive coevolution
under Markovian constraints is capable of escalation, and present two ways of facilitating
coevolutionary escalation: games involving complex external environments, and selection
methods that preserve diversity while still exploiting escalated strategies. Ultimately, we
have provided support to the microevolutionary theory that the antagonistic interactions
between coevolving entities can lead to escalation. While, as Vermeij suggests, extrinsic
events may regulate the evolutionary timeline, competitive coevolution has the capacity to
escalate, and remains a viable theory for the explanation of the complexity we see in the
natural world today.

8.1

Contributions

Chapter 3 shows the discrepancy between mean-field and finite population models in a game
theoretic model of the evolution of costly signaling. In particular, the reachability of hybrid
equilibria under finite population dynamics is limited by population size. This limitation
arises from the fact that under Markovian coevolution the population size is related to
the capacity for evolutionary memory, where smaller population sizes can correspond to
diminished memory capacity. This observation led to a revisitation of the Lindgren model
for evolution of complex cooperative strategies [105].
In chapter 4 we revisit Vermeij’s hypothesis of escalation, introduced a reduced version of
this hypothesis that generalizes to the framework of evolutionary game theory. We prove by
contradiction that a system which satisfies the reduced hypothesis of escalation does escalate.
This casts doubt on previous work that invokes the failure of competitive coevolution to
escalate.
87

CHAPTER 8. CONCLUSION
We extended the Lindgren model in chapter 5 to remedy the previously observed complexity limit. This opens the model to escalate in complexity as the intuition of the evolutionary
arms race suggests is possible. We have seen that over long evolutionary times for population
sizes ranging from thousands to hundreds of thousands, complexity generally continues to
escalate. However, even the largest population sizes we study are still vulnerable to getting
stuck in evolutionary equilibria. This suggests that constraints on escalation may not simply
be a matter of finite size eﬀects.
In chapter 6, we found that environmental complexity can reduce coevolutionary pathologies, such as relativism. In the presence of more complex background environments coevolutionary escalation of prey camouflage and predator vision is more consistent, and less prone
to crashes in the coevolutionary arms race. This opens the question of whether complexity
within the population can play the same role, where a population’s diversity could facilitate
it’s escalation.
In chapter 7, we use two models: a minimal coevolutionary numbers game, and a virtual
ecology model of swarming agents. In both models, we study the eﬀect of selection strength,
which acts as a proxy control of population diversity. Both models confirm our intuitions that
the diversity of a population facilitates escalation, as well as highlighting that insuﬃcient
selection strength fails to exploit escalated strategies. The numbers game is used to confirm
our claim that selection strength regulates diversity, as well as our hypothesis that diversity
promotes escalation when selection is strong enough to favor escalated strategies. However,
our virtual ecology model represents a less abstracted system that is closer to biological
systems, such as microbial communities. In this model agents use recurrent neural networks
that can escalate in memory capacity, where larger networks come at a greater metabolic cost.
This model also confirms our hypothesis that if selection is too weak, escalation is negligable,
and if selection is too strong, then escalation is inhibited. We suggest that this is a feature of
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the endogenous complexity within the population, and that this endogenous complexity can
create a positive feedback where diversity facilitates escalation to more diverse and escalated
strategies.
In this dissertation we have studied coevolutionary escalation, focusing on finite population models primarily from evolutionary game theory. We have shown that finite-size
eﬀects can prevent finite population models from reaching evolutionary equilibria predicted
by mean-field dynamics. This idea was then explored in the context of a model of escalation
within the Iterated Prisoner’s Dilemma, where it was made clear that even large population
sizes are vulnerable to getting stuck in evolutionary equilibria. In a model of the coevolution of prey patterns and predator vision, we find that escalation is facilitated by exogenous
environmental complexity. Drawing on this idea, we then explored the eﬀect of endogenous
complexity on coevolutionary escalation by varying the strength of selection in two models:
a minimal coevolutionary game, and a virtual ecology model of evolving swarm behaviors.
In doing so, we see that escalation is greatest in populations subject to moderate selection.
Throughout these studies we have reflected on Vermeij’s hypothesis of escalation, finding
that models which adhere to the hypothesized criteria do lead to escalation. We conclude
that escalation in competitive coevolution is a dynamic which is not only impacted by population size, but also environmental context and the constituency of populations. We suggest
that situations where it appears that competitive coevolution does not escalate should not
be characterized as examples of weaknesses of coevolution, but as weaknesses of the systems
themselves. Throughout this thesis we have found that coevolutionary arms races escalate
in many diﬀerent systems, we oﬀer this as support for Vermeij’s hypothesis of escalation,
which argues that much of the complexity of life is a result of antagonistic coevolutionary
interactions.
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8.2

Future Work

Coevolution is a fertile area for future research. While we have defended the hypothesis of
escalation, which applies to antagonistic interactions between agents, coevolutionary interactions need not be competitive. An understanding of evolutionary improvement in cooperative
coevolution could be approached with a similar methodology, and questions regarding the
impact of the environment and population diversity on evolutionary dynamics are equally
valid. As we have seen in biological history, evolution can lead to situations where control
of territories and resources are cooperatively maintained and passed on according to emergent social conventions. Microevolutionary explanations of such coevolutionary phenomena
would represent a significant achievement.
There are rigorous mathematical tools for understanding coevolution [47, 17, 142]. For
the most part, these mathematical frameworks appear very distant in contrast to coevolutionary simulations and physical/ecological studies of coevolution; however, this is not the case.
Mathematical tools, such as geometric and set theoretic analyses of the structure of coevolution can oﬀer numerous insights into computational and physical coevolutionary systems.
The field of coevolution would significantly benefit from eﬀorts to apply the mathematical
frameworks of coevolution to model and experimental data, where the high-level math used
within these frameworks seems to have dissuaded researchers from extending their results.
The motivation for taking on such a task arises from the fact that mathematical coevolution
has, in many respects, advanced beyond even computational coevolutionary models.
Additionally, there is future work that emerges directly from this thesis. We have taken
on the task of studying the escalation of competitive coevolution across many model systems,
as opposed to much of previous coevolutionary research which is generally either theoretical
or focuses on one model at a time. While this strengthens our claims because we demonstrate
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escalating coevolutionary arms races in many models, it has, to an extent, limited the depth
at which we have studied each phenomena. Specifically, there is ample room for studying
the relationship between environmental complexity and coevolutionary escalation, where a
detailed investigation of the impact of environmental complexity could be accomplished in a
simpler model system. Additionally, a detailed study of the relationship between population
diversity and escalation with particular attention to the possibility for positive feedback
between the diversity escalated strategies and further escalation, is likely to lead to interesting
results that may explain how escalatory trends are sustained.
Finally, some ethical points remain: Are coevolutionary arms races safe? Should we
be fueling processes that may escalate to conflict in our own world? These questions have
been approached by statisticians, in particular, Lewis Fry Richardson [152, 186], a Quaker
and conscientious objector during the first World War. Richardson developed mathematical
models for arms races between nations in hopes of developing a better understanding of how
to achieve peace. Although there is much more to the body of work developed by Richardson,
as well as his predecessors and successors, in his spirit we suggest that there are directions of
future work on coevolution that seek to prevent escalation of conflict which may contribute
to the avoidance of war and achievement of peace.
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