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Preface 
While I started my career as a young Ph.D. student and research assistant in psychology, 
focusing on sleep, work hours and stress research; over the years I have become more 
and more interested in pseudoscientific behaviours and how such behaviours are 
represented in professional academic research (more specifically: research into human 
nature and behaviour, e.g. psychology, epidemiology, neuroscience etc). However, 
studying these behaviours is a delicate task, for three main reasons: 
 

1. Pseudoscience is not officially accepted in academic research.  
2. There is no generally agreed upon definition of science (and thus, pseudoscience). 
3. Pseudoscientific behaviours seems to be very common and widely tolerated in 

large areas of academic research. 
 
Instead of trying to solve the problem of a general definition of the scientific method that 
has eluded philosophers for centuries (Okasha, 2002), in the following discussion we 
focus on a more narrow class of pseudo scientific behaviours defined as: choosing a 
poorly motivated and flawed method to draw a conclusion, when there is a clearly superior 
alternative available that may not support the same conclusion.  
 
The main reason why a professional academic researcher would want to adopt pseudo 
scientific behaviours is to gain an edge in the race to “publish or perish” that defines the 
careers for most academics. It may seem counterintuitive to a layman that pseudoscience 
would give an edge over proper science when publishing in peer-reviewed scientific 
journals; but the reason is quite simple: scientific studies are expected to produce negative 
findings most of the time (Ingre, 2016; Ioannidis, 2005) and such findings are difficult to 
publish. Academic journals are mainly interested in publishing papers they believe will be 
cited by other researchers so they can defend their impact factor, and it is not primarily the 
best methods that are cited the most, but rather “statistically significant”, novel and 
intriguing findings. Pseudoscientific methods can help researchers increase the expected 
number of publishable findings produced in their studies.  
 
A particularly powerful pseudoscientific strategy is inventing alternative statistical models 
with built in flaws that increases the chance to demonstrate support for a theory that may 
not have any substance. Such models can be difficult to identify in published reports but 
are usually poorly motivated and lacking a theoretical discussion. The counter argument to 
such analytical strategy, however, is often highly technical and require a certain level of 
knowledge to both formulate and understand. This is exploited by pseudoscientists who 
knows that demonstrating a statistically significant association in data usually has enough 
common sense appeal to convince a large part of their intended audience: it is statistically 
significant so it has to mean something , right?  
 
No it doesn’t! 
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The following discussion puts the findings presented in the main text of this thesis into a 
broader context of pseudoscience. It is written in a more relaxed form and should be 
accessible to readers without expertise in quantitative science. The main text of the thesis 
is more technical and focuses on three main objectives: to show the implications of a 
specific class of pseudo scientific behaviours, called p-hacking, where the “same” 
hypothesis is tested multiple times in a single study; to develop methods to study these 
behaviours in the published literature; and to adjust inferences from p-hacked research to 
account for the expected bias.  

Job strain and coronary heart disease 

To give a concrete example of pseudoscience: a researcher may choose to combine two 
different exposures into a single variable, estimate its association with an outcome 
variable and claim that a statistically significant association observed on this composite 
variable is evidence that both constituent exposures contributes to the association. You 
don’t need to be an expert to understand that this is a flawed argument: just imagine one 
of the exposures to be constant while the other one is not, and it should be clear that any 
observed association can be determined completely by one of the exposures. The proper 
way to determine if both exposures contributes to an association is also quite simple: 
include them both as independent variables in the model. This is as basic as any statistical 
modeling problem gets and, I argue, common knowledge among students that have 
passed an advanced class in statistics. Thus, an argument based on the composite 
variable discussed above is easily recognized as fundamentally flawed, with a clearly 
superior alternative available, and by definition pseudoscience. 
 
However, a composite variable model might present enough common sense appeal to be 
accepted as evidence by an adequately primed and motivated audience. Indeed, forty six 
top occupational stress researchers came together in a large collaborative effort using 
exactly such a model to support their “job strain” theory (Mika Kivimäki et al., 2012); and 
their findings have been generally accepted by the academic community. I argue that the 
authors knew that: 1) their model was flawed and 2) there was a clearly superior 
alternative available. Maybe not all authors were competent, but it is highly unlikely that 
not a single one of the forty six senior researchers authoring the paper had the necessary 
background in statistics to know how to properly test an association involving two 
independent exposures. It is simply too basic knowledge to assume such level of 
incompetence; but it is either that or a deliberate act of pseudoscience. 
 
They were rewarded for their efforts with a publication in the renowned journal The Lancet 
and we should not underestimate the importance of such an accomplishment; for some of 
the older researchers this was just another trophy to assert dominance in the field; but for 
younger researchers such a prestigious publication could make a whole career or provide 
a powerful springboard to launch one. There is no doubt that stretching your conscience 
and your methods into pseudo scientific territory can offer huge advantages in the race to 
“publish or perish” that defines the careers for academic researchers; if the association 
reported above had been analyzed properly, it would not have been statistically significant 
(Ingre, 2015) and the paper would almost certainly had been rejected by the editorial office 
at The Lancet . 
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There has been criticism against this line of research before (Kasl, 1996), but it seems to 
have been completely ignored by job strain researchers. This is understandable and 
effective: even the harshest criticism can be nullified by silence. But readers of this thesis 
should take note that researchers into job strain and coronary heart disease have never 
demonstrated the validity of their favourite models in statistical theory, and that experts in 
other fields have explicitly warned against these exact models due to their inherent bias 
(Brambor, Clark, & Golder, 2006). However, job strain researchers are not easily 
dissuaded, and have been happy to invent a whole slew of alternative models that all 
share the same basic flaw, presumably because they also have one important advantage: 
their inherent bias means that they can rather consistently produce estimates usable to 
argue support for the job strain theory to a sufficiently primed and motivated audience. 
 
To understand how such an easily spotted flaw can elude critique from a large part of the 
academic community, we need to realize two important facts about academic research:  
 
First, professional academic researchers are in the business of claiming knowledge about 
our world, and this gives them an incentive to uncritically  accept intriguing findings that can 
help them develop the narrative they need to fill university courses, research reports and, 
perhaps most importantly, their own grant applications. Who would want to listen to a 
researcher claiming that we don’t know much, that the published evidence is flawed or that 
data suggest there is likely no association present; when the professor next door is being 
much more flexible with the available evidence and are telling fantastic stories about 
human nature and the world we live in: for example, that night shiftwork is disrupting 
melatonin production from the pineal gland causing breast cancer in women or that 
working too hard and having too little control is a major cause of coronary heart disease in 
our society.  
 
Second, academic researchers have huge reading lists that keep filling up every week just 
to stay current with the massive volume of research being produced within their fields. This 
limits the time and effort that can be spent on any individual paper. Most published reports 
have some issues or unresolved questions; if you would get stuck on these all the time 
you have a hard time to progress. I argue that it is a common coping strategy to let most 
observed issues just slip by; an academic researcher plowing through the pile of reports 
on their desk may just tend to accept findings at face value when they have enough 
“common sense” appeal and move on to the next item. This is an issue of quantity over 
quality that can have profound implications for academic discourse; by acting as a 
powerful mechanism to corrupt the very logic of reason: accepting what you read at face 
value is probably not a huge concern when the reading material is generally sound and 
correct; but what are the implications when the texts are more or less pseudoscience and 
most reported findings are false (Begley & Ellis, 2012; Ioannidis, 2005; Ioannidis, Tarone, 
& McLaughlin, 2011; Open Science Collaboration, 2015; Prinz, Schlange, & Asadullah, 
2011)?  
 
Pseudoscience may already have taken over large parts of academic discourse. When the 
Lancet  study referenced above was criticized in a short comment last year, arguing that 
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the proposed composite variable model was biased, presenting estimates indicating that 
the job strain interaction was not supported by data, and at the same time detailing exactly 
the evidence needed to support the author's claim (Ingre, 2015); the original authors 
responded by ignoring the request for proper evidence and instead produced yet another 
biased composite variable model, of exactly the same kind that was criticised (Mika 
Kivimäki, Nyberg, & Kawachi, 2015). In a healthy academic discourse they would not have 
been able to get away with such a response; a peer-reviewer, an editor or other readers 
would have wondered: why did they fail to produce the evidence they were explicitly asked 
to provide; and why did they chose a biased composite variable model to indirectly  try to 
justify the validity of their findings, when a perfectly valid and unbiased model exists that 
would have provided direct  evidence to support their claim? A competent and unbiased 
editor or reviewer would have asked them to produce the evidence that was requested or, 
alternatively, to provide a theoretical justification to why such evidence would be invalid or 
impossible to produce; they would also have asked for a theoretical justification to why the 
composite variable model should be prefered over the standard model to test the 
interaction, other than being able to demonstrate a significant association.  
 
Only one publication has referenced this particular discussion thus far (Burr, Formazin, & 
Pohrt, 2016); let's have a closer look at how they build their argument. Below are the 
relevant parts extracted from the text (p 252): 
 

“In a reanalysis of an earlier study /.../  
This indicates that an interaction takes place. /.../  
However, a formal test of interaction was not performed” 
 

The “reanalysis” is the flawed composite variable model discussed above and I will 
not repeat the details here; but the most interesting part is the two statements that 
follows: there is an interaction present and a “formal test” was not performed. I would 
argue that in quantitative science: a “formal test” is the  criterion for making 
inferences; but these authors do not seem to care about such formality and were 
willing to infer the presence of an interaction without it. What criterion do they 
suggest for making inferences if a “formal test” is not good enough? It gets even 
more interesting when you consider that a formal test of the interaction was actually 
presented — in the the critical comment discussed above (Ingre, 2015); but that 
finding was just ignored. Ignoring formal tests when they show the “wrong” results 
and turning to admittedly flawed tests instead is, I argue, a hallmark of 
pseudoscience. 

An academic discourse driven by media logic 

We shouldn’t be too surprised to find pseudoscience in the scientific literature; after all, 
academic publishing is not based on scientific principles, but on media logic. A good 
example to illustrate this discrepancy starts with a paper titled: “Feeling the future: 
experimental evidence for anomalous retroactive influences on cognition and affect” by 
Bem and published in 2011 (D. J. Bem, 2011). Essentially, the author suggested a 
paranormal extrasensory ability in humans called “psi”, where test subjects were able to 
“feel” the presence of future events, through a series of experiments where they reversed 
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the standard priming paradigm, and measured the response before  they did the priming 
manipulation. It didn’t take long before one concerned researcher tried to replicate one of 
the included experiments and failed to confirm Bem’s findings; but when he submitted the 
report to the same journal it was rejected with the motivation that it did not add anything 
new (Aldhous, 2011) 
 
A negative response to a negative finding is the norm in academic publishing and 
academic journals disproportionate focus on positive evidence is well documented 
(Fanelli, 2010; T. D. Sterling, Rosenbaum, & Weinkam, 1995; Theodore D. Sterling, 1959; 
Vasilev, 2013). This is also well known by researchers, to the point that about two thirds of 
professional psychological researchers admitted to only try to publish “studies that worked” 
(John, Loewenstein, & Prelec, 2012). Interestingly, this was the very method used to 
experimentally demonstrate “water memory” from “high-dilution” experiments  (Maddox, 
Randi, & Stewart, 1988) supporting another pseudo scientific theory called homeopathy 
(Davenas et al., 1988). It is evident that academic journals and researchers alike, have 
embraced a pseudoscientific approach that could potentially prove any theory on data, 
even the central theorem of homeopathy. 
 
Since Bem’s original paper there have been at least two meta-analyses published on the 
same subject. The first one summarized twentysix studies since the 1970s and is 
supporting Bem’s findings (Mossbridge, Tressoldi, & Utts, 2012). Bem himself (with 
colleagues) also published a meta-analysis of ninety studies supporting the same 
hypothesis (D. Bem, Tressoldi, Rabeyron, & Duggan, 2015). However, despite all this 
“convincing empirical evidence”, I and others still have our doubts (Rouder & Morey, 2011; 
Wagenmakers, Wetzels, Borsboom, & van der Maas, 2011). Perhaps the most convincing 
evidence against the presence of such extrasensory paranormal ability in humans is that 
no one bothered to collect the one million dollar reward for demonstrating such 
phenomenon under controlled conditions (Wikipedia contributors, 2016), that was 
available for nineteen years (until september 2015, when James Randi retired). The most 
plausible explanation is that the “effect” observed by Bem and others were simply a subset 
of all observations, representing the “most significant” part of a random distribution that 
was published, and that “less significant” observations were suppressed from publication; 
thus, these observations are just another indication of publication bias in the scientific 
literature, and illustrates that this bias is powerful enough to demonstrate the presence of 
paranormal extrasensory abilities in humans when the combined evidence of ninety 
empirical studies are considered. 
 
It could be argued that negative findings are so unlikely to be published that once a theory 
have been successfully published in the scientific domain, it is almost impossible to reach 
the critical mass in the literature needed to reject it. Even when some negative findings 
make it through the system, they have to compete with all the positive evidence that is 
expected just by chance; and publication bias can be so large that the literature is 
expected to be dominated by statistically significant findings even when the association is 
truly false (Ingre, 2016). We can reject findings like Bem’s “feeling the future” and 
homeopathy's central theorem of “water memory”, simply because they defy the very laws 
of nature; thus, the rejection does not depend on published empirical evidence and the 
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general disdain for negative findings expressed by academic researchers and their 
journal's. However, there is likely a huge collection of other published theories that have 
been decisively rejected by data but no one knows about, because the observed negative 
evidence was never published. Indeed, there are strong indications that the vast majority 
of research findings published in the scientific literature are false (Begley & Ellis, 2012; 
Ioannidis, 2005; Ioannidis et al., 2011; Open Science Collaboration, 2015; Prinz et al., 
2011). 
 
The editors of the Journal of personality and social psychology  that approved the 
publication of Bem’s paper knew what they were doing. Scientific journals do not play by 
the rules of science; they are part of a competitive media sector and their analog to viewer 
ratings are citations from other researchers that determines the journal's impact factor. 
Most published papers are cited less than a dozen times or so (“How Many Citations Does 
a Typical Research Paper in Psychology Receive?,” 2015; Weale, Bailey, & Lear, 2004) 
but Bem’s paper has been cited close to five hundred times (according to google scholar 
in September 2016), which adds a nice bonus to the journal's impact factor. Here is the 
kicker: the paper is not primarily cited because of scientific excellence, on the contrary, but 
the impact factor is agnostic to the reason why an article is cited. Similar to editors on a 
tabloid newspaper looking at a paparazzi scoop, the editors of the Journal of personality 
and social psychology  knew that Bem’s paper would become a hit; but they also knew that 
the failed replication submitted after it would not gain as much attention. The decisions to 
publish one and reject the other were based purely on media logic and the journal's self 
interest; and they did not mind sacrificing science on the altar in the process.  
 
The main problem is not that scientific journals look after their own interest; it is indeed 
what would be expected of them. The problem is that we allow the whole scientific library 
to be organised around these journals, so that the content of the scientific library is 
ultimately decided by media logic rather than scientific principles. This explains how job 
strain researchers could get away with such an easily spotted flaw in their methods for 
more than 30 years and counting; studies arguing support for the job strain theory were 
simply too attractive to cite by a large audience, that editors were willing to accept flawed 
evidence in their journals; and leading “experts” gladly accepted it too, because it “made 
sense” and provided them with an intriguing story to fill the narrative of their university 
courses, research reports and grant applications.  

A gentlemen's agreement not likely to be honored 

One could say that the public scientific project relies on a gentlemen's agreement that 
academic journals should value submitted manuscripts for their scientific quality and that 
researchers should be transparent and rigorous in their methods. However, even under 
normal circumstances it would be naive to assume such agreement to be honored; 
academic journals and researchers would be expected to primarily look after their own 
interests. Thus, any stakeholder with a real interest in the validity of research, such as 
commercial companies in the high-tech and biomedical industry, would employ methods 
aimed to control the bias that is expected from self interest and make sure that: relevant 
hypotheses have been clearly defined a priori , that they are properly tested and that all 
findings are reported with full transparency. Any incentive system would want to reward a 
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strict workflow based on scientific principles. However, universities and academic research 
institutions generally go in the complete opposite direction: by giving powerful incentives to 
produce publications for academic journals and allow freedom to pick and choose the 
specific findings researchers want, and don’t want, to publish — amplifying any biases 
inherent in the system.  
 
P-hacking is likely the the most reliable strategy available to secure a successful career as 
an academic researcher. As shown in this thesis, p-hacking can almost guarantee the 
ability to demonstrate a “statistically significant” and publishable finding, even when the 
tested hypothesis is false. It is, for obvious reasons, generally frowned upon by academics 
and few would openly admit to doing it; but the potential benefits are huge and the risk of 
getting caught is minimal. Even if you would get caught: p-hacking is not illegal and there 
is usually a case of plausible deniability to be made. What separates, for example, a job 
strain researcher from a rocket scientists is that there is absolutely no downside to 
p-hacking for job strain researchers; they reap all the benefits as soon as the report is 
published and suffer no negative consequences if the findings would turn out to be false. 
Rocket scientists, on the other hand, would be quite reluctant to apply a p-hacking 
strategy; since the validity of the findings are essential to their future work and an 
exploding rocket might put them out of business or even kill someone.  
 
The past few decades of technological development has provided many powerful tools to 
researchers; we have access to more data than ever before and analysing data has never 
been more efficient. These two “improvements” provides the basis for a p-hacking heaven. 
Any aspiring pseudoscientist can just collect and analyse as much data as possible and 
rely on the natural randomness of empirical data to produce a steady stream of 
“statistically significant” findings suitable for publication. The research process can be 
reduced to: collect data, p-hack and publish; any design or theory would be mere 
decorations used to motivate the project and give it a scientific flair. The research 
reviewed in this thesis clearly shows that peer-reviewed scientific journals gladly accepts 
the flawed evidence that is expected from p-hacking, and that the academic community in 
general is happy to vouch for its validity, as long as it suggests intriguing and statistically 
significant associations in data.  
 
The R-code attached to this thesis can be of great help to an aspiring p-hacker. It is 
tailored towards prospective cohort studies of the job strain model and of the association 
between exposure to night work and breast cancer, but can easily be adapted to p-hack 
just about any research question in any study. As shown in this thesis, it can almost 
guarantee the ability to demonstrate a “statistically significant” finding even when the 
tested hypothesis is false. There is nothing to indicate that the produced findings would be 
difficult to publish in scientific journals, since the attached code only searches for 
“plausible” models that are identical or similar to ones already published. Usually, many 
“significant” findings are produced and to ensure the greatest chance of success you 
should: review all models and pick the one you believe you can most easily defend in the 
report; present it as the primary model fitted on data; abstain from any theoretical 
discussion to motivate the exact formulation of the model; and never disclose the real 
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analytical strategy. If you follow these recommendations there should be no problem to 
publish your “finding” in a peer-reviewed scientific journal.  
 
The code can be downloaded here (use responsibly):  
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Mathematical symbols used in this thesis 

 Type-1 error rate 

 Type-2 error rate 

 Prior probability 

 Posterior probability 

 Bias 

 Probability density function of the normal distribution 

 Cumulative distribution function of the normal 
distribution 

 Quantile function of the normal distribution 

 The mean of the distribution 

 The variance of the distribution 

 Correlation coefficient 

 Regression coefficients 

 Residual error 
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Introduction 
We know that the conditional probability of any event A given B can be expressed 
in a simple equation known as Bayes’ theorem (Bayes & Price, 1763): 
 

Eq (1) 
 

The theorem forms the fundamental basis for statistical inference since the two 
events (A & B) can be substituted with a specific scientific hypothesis (H) and the 
observed empirical evidence (E):  
 

Eq (2) 
 

The numerator of the equation describes the probability of observing the evidence 
when the hypothesis is true and the denominator describes the overall probability 
of observing the evidence (true or false). Thus, the theorem calculates the 
posterior probability of a hypothesis after the evidence has been observed. The 
theorem can also be written using common statistical notation to determine the 
probability that a “statistically significant finding” describes a true association rather 
than a type-1 error. The numerator in this case is simply the prior  multiplied by 
the statistical power  of the test; the denominator includes the numerator 

and adds the type-1 errors ( ) when the hypothesis is false : 
 

Eq (3) 
 

To account for negative evidence we use the same principle to calculate the 
probability that the hypothesis is false when negative evidence is observed: 
 

Eq (4) 
 
We can calculate the posterior probability after observing evidence from studies 

by setting  and substituting  for  in equation 3 & 4 above. If 
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studies are designed with  and sufficient statistical power ( ) 
we can accept and reject hypotheses with the same probability; conflicting 
evidence is only expected 5% of the time and when  and conflicting 
evidence is observed it is directly countered by a single observation of supporting 
evidence. Under these conditions, confirmatory research testing hypotheses with a 
high prior probability ( ) would reach 95% confidence ( ) after a 

single study and >99.9% confidence ( ) is expected after 3 studies 86% of 
the time (i.e. no observed conflicting evidence). For explorative research where 
each tested hypothesis has a very low probability of being true ( =.001) a single 
positive study only brings confidence up to 2% ( ) but >99.9% is reached 
after 5 studies 77% of the time. These calculations illustrates the strength of 
statistical inference; when scientific studies are properly performed, only a handful 
of studies is needed to reach a very high level of confidence in almost any 
situation. This includes exploratory research surveying large quantities of data 
trying to find the few true associations that may exists (e.g. searching the human 
genome for gene health/associations) using p<.05 as the threshold for statistical 
significance without adjusting for multiple testing, as long as the prior probability of 
the tested hypotheses is reasonable (>0.1% true associations in data), statistical 
power is high ( ) and there is no bias.  

Statistical power 
It is generally well understood that poor statistical power increases the risk of 
making type-2 errors, but it is less well understood that poor statistical power also 
increases the risk of making type-1 errors (Ingre, 2013); low powered tests have 
an inflated proportion of type-1 errors among significant findings and thus, findings 
from small low powered studies are more likely to be false than findings from large 
high powered studies even when identical p-values are observed (see table 1 
below for an illustrative example). 
 
If we continue the examples discussed above we can illustrate how confidence 
after three studies with a high prior ( ) drops from >99.9% to 80% with 20% 
statistical power; in addition, conflicting evidence is expected more often and will 
happen 80% of the time the hypothesis is true and 5% of the time the hypothesis is 
false. Thus, when studying a true association we will reach 80% confidence after 
three studies only 0.8% of the time and there is a 99.2% certainty that we need 
more studies to reach a reasonable level of confidence in our hypothesis because 
of observed conflicting evidence. The differences becomes even more pronounced 
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when looking at smaller priors; assuming , the low power situation will only 
reach a maximum of 51% confidence after 5 studies a mere 0.032% of the time. 
 
Poor powered studies provide less accurate information than high powered 
studies, even when identical p-values are observed. If statistical power would be 
so poor that it approaches the type-1 error rate ( ), the test has the same 
probability of indicating a significant association when the hypothesis is true or 
false, and the posterior probability becomes identical to the prior probability. We 
can prove this using Bayes’ theorem by factoring out  from the terms in 

equation 3 leaving ; the “statistical significance” of such a 
test provides no information at all (no matter how small the observed p-value is) 
and we could just have rolled a dice instead (with 20 sides for ).  
 

Table 1: The importance of statistical power 

Imagine that you want to separate 10 true 
associations from 90 false associations (i.e. 
random noise) in a dataset with high power 
(90%) and a dataset with low power (10%), using 
a statistical test with a type-1 error rate of 

: 
 
High power situation 
True findings: 10*.90=9  
Type-1 errors: 90*.05=4.5 
Total findings: 9+4.5=13.5 
Probability a positive finding is true: 9/13.5 = .67 

 
Low power situation 
True findings: 10*.10=1  
Type-1 errors: 90*.05=4.5 
Total findings: 1+4.5=5.5 
Probability a positive finding is true: 1/5.5=.18   
 
Note: 67% of significant findings describe true 
associations in the high power situation but only 
18% describe true associations in the low power 
situation; the rest are type-1 errors.  
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Evidence of a biased literature 
A second prerequisite for high confidence in empirical findings is the absence of 
bias. We define bias as a systematic tendency in data distorting an observed 
association and the main purpose of the scientific method is to control bias. When 
planning an empirical study we have complete control over methods and may 
design the study with minimal bias and a high powered statistical test of the most 
relevant hypothesis; but these options are not available when the published 
literature has to be consulted. In addition, published findings are at risk of 
additional biases from the process of analyzing data, selecting findings to publish 
and ultimately for the finding to be accepted for publication, unless, of course, this 
process were specifically designed according to the principles of the scientific 
method to protect against such biases. 
 
The scientific literature is dominated by statistically significant findings. In general, 
70%--90% of all findings are significant in support of the authors’ hypothesis, 
depending on the specific field of research (Fanelli, 2010), with some indications 
that the proportion of positive findings is increasing over time (Fanelli, 2011). There 
is data for psychological research from several studies since the 1950s indicating 
97%, 95% and >90% (Fanelli, 2010; T. D. Sterling et al., 1995; Theodore D. 
Sterling, 1959). These observations are only compatible with a narrow set of priors 
and statistical powers. With  we need  to observe 90%, 

 for 82% and  to observe 73% positive findings 
assuming no bias. With such priors and statistical powers we expect a posterior 
probability close to 1; no combination of priors and powers >0.85 produce findings 
that are true less than 99% of the time and the findings are expected to be 
reproduced in an independent study at least 84% of the time assuming the minimal 
statistical power of  .  
 
It is impossible to know the exact prior probability of tested hypotheses in science 
but if it were  that would suggest that researchers were testing hypotheses 
they already “knew” and almost never took any chances to test an explorative 
hypothesis. This not only seems implausible in itself, but if true would suggest an 
uncreative and risk adverse environment with little potential for progress.  
 
A second important observation comes from systematic replication studies 
indicating that approximately 11%--36% of published findings were reproducible by 
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independent researchers (Begley & Ellis, 2012; Open Science Collaboration, 2015; 
Prinz et al., 2011). The study by the Open Science Collaboration is particularly 
important since it was systematic direct  replications of the original findings 
published in three top psychology journals in 2008; it was pre-registered detailing 
the objectives; the procedure was clearly stated and the whole study was 
performed in the open for anyone to observe during the process and after the 
results were final. Thus, this study was protected against many biases that may 
affect other replication studies.  
 
A binomial test with 97 trials shows that the reproducibility of 36% (95% CI: 
27%--46%) observed by the Open Science Collaboration was not consistent with 
the minimum 84% discussed above (p<.000000001) indicating strong evidence for 
the presence of bias in the published literature. In a recent analysis (Ingre, 2016) it 
was found that the 36% reproducibility combined with the observed >90% 
significant findings supporting the authors hypothesis discussed above, suggests a 
massive publication bias where negative evidence has been observed in the range 
30--200 times more often than positive findings before publication. To put these 
findings into perspective: it means that when researchers are studying a NULL 
association, the scientific literature on the studied association is still expected to be 
dominated by significant findings since one out of twenty studies will become 
statistically significant by chance (assuming ). 
 
While these findings refer to psychological studies, data available from other fields 
indicates even worse reproducibility rates in the range 11-24% (Begley & Ellis, 
2012; Prinz et al., 2011; Steward, Popovich, Dietrich, & Kleitman, 2012) with a 
mere 1.2% (Ioannidis et al., 2011) for gene associations, suggesting that the 
above estimates of publication bias might be conservative for science in general.  
 
For future reference we can find the threshold where >50% significant findings are 
expected in an unbiased literature at  producing findings that are 
true 97% of the time with an expected reproducibility of at least 68% indicating that 
an unbiased literature is dominated by negative evidence in almost any 
conceivable situation; without explicit evidence to the contrary we should assume 
that a literature dominated by statistically significant findings is biased, suppressing 
a large portion of the observed negative evidence. 
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Publication bias 
The most obvious consequence of suppressing negative evidence from publication 
is that published effect sizes become inflated since the nonsignificant lower end of 
the observed distribution is discarded (Yarkoni, 2009). Smaller studies and smaller 
true effects are most inflated since poor statistical power means that a larger part 
of the lower end of the distribution is suppressed from publication. In a recent 
systematic direct replication of 100 psychological studies it was found that the 
replicated effect sizes were about half the magnitude of the ones reported in the 
original studies (Open Science Collaboration, 2015), suggesting that published 
effect sizes were inflated to about double their true size due to publication bias.  
 
Statistical analyses sometimes produce significant associations that do not “make 
sense” or that go against the common wisdom in a field. This is more likely to 
happen in low powered studies/analyses since such estimates are less precise 
with a higher risk of describing an association in the wrong direction. Of course, 
this may also happen when researchers are testing hypotheses that are false but 
there is a clear idea of what the association should look like; for example, a 
researcher may believe that a certain exposure is harmful and might consider any 
analysis that shows a positive association with health as suspect. In many 
situations, researchers may fear to look stupid if they would try to publish findings 
that are “obviously wrong” and would be inclined to avoid investing time and 
resources into preparing such manuscript. If the manuscript would be prepared 
anyway, and subsequently submitted for publication, a-peer reviewer or journal 
editor may become suspicious of the study’s quality and refuse publication of the 
findings.  
 
It is likely that many observed associations that goes in the “wrong direction” are 
suppressed from publication. Significant findings that “make sense” and fit well 
within the discourse of a specific field are also almost certainly more attractive to 
cite by other researchers, and this is likely to influence the decision of editors 
looking to defend their journal’s impact factor and researchers looking to publish 
their work (Ferguson & Heene, 2012). 
 
Selective publication of significant findings that “make sense” can have profound 
impact on the veracity of science. This is illustrated in figure 1 below showing the 
expected relative risks of studies reporting a significantly increased increased risk 
for disease for two different scenarios. The scenarios are modeled after two 
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published studies (Åkerstedt et al., 2015; Mika Kivimäki et al., 2012) of the 
association between exposure to job strain and coronary heart disease (A) and 
night work and breast cancer in women (B) and assume that the NULL hypothesis 
is true meaning that no true risk is present; thus the figure illustrates the expected 
bias from selective publishing of findings that “make sense”. As indicated, bias 
increases with small low powered studies and shows an expected RR≈1.8--2.3 in 
studies with 10.000 subjects, suggesting that published estimates of such 
magnitude could be entirely due to publication bias. Larger studies have smaller 
expected bias but even with sample sizes as large as 100.000 subjects we expect 
to observe RR≈1.2--1.3 on random data with no true risk present. The two 
scenarios describe situations with perfect publication bias, but in reality some 
non-significant and conflicting findings are still likely to be published which may 
motivate an adjustment downwards of the expected bias. The observed estimates 
reported by Kivimäki et al (Mika Kivimäki et al., 2012) and Åkerstedt et al 
(Åkerstedt et al., 2015) falls close to the expected bias and the expected bias lies 
well within the reported 95% confidence limits observed in both studies. 

 
Figure 1. Expected Relative Risks (RR) for studies indicating a significantly increased risk 
of disease when no true risk is present  as a function of study sample size, illustrating 
expected bias from selective publication of findings that “make sense”. The two scenarios 
are modeled after two published studies on the association between job strain and coronary 
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heart disease (A)  and night work and breast cancer (B) with the prevalence of exposure set 
to 15% in scenario A and 2% in scenario B and the prevalence of disease set to 1.2% and 
3.4% respectively as reported by the authors (Åkerstedt et al., 2015; Mika Kivimäki et al., 
2012) using equations 5, 7 & 8 (see methods). Observed estimates from the two studies are 
also plotted together with the reported 95% confidence intervals. Both axes of the plot are 
logarithmic. 

P-hacking 
P-hacking is closely related to publication bias and refers to a process of tweaking 
an initially non-significant statistical analysis so it may become significant (Bruns & 
Ioannidis, 2016; Head, Holman, Lanfear, Kahn, & Jennions, 2015; Simonsohn, 
Nelson, & Simmons, 2014).  
 
Tweaking a statistical model can be a valid explorative approach when the search 
procedure is systematic, fully disclosed and any inferences are properly adjusted; 
in general, confidence intervals become wider and critical p-values are adjusted 
downwards with larger search spaces to keep the type-1 error rate at its nominal 
value. However, p-hacking researchers are not necessary systematic in their 
approach and generally want to cherry pick findings that best support the ideas 
presented in a paper without having to adjust the observed p-values or confidence 
intervals; this is possible only if the flexibility of the analytical strategy is not 
disclosed and negative and conflicting evidence that is observed along the way are 
suppressed from the report. Thus, p-hacking is both an explorative method of 
analyzing data with a flexible/opportunistic search space and a special case of 
publication bias where the flexible attitude to data analysis and most observed 
negative or conflicting evidence are suppressed from the report, to increase the 
chance of publication. 
 
P-hacking may include (but is not limited to): trying alternative dependent or 
independent variables, testing different sets of covariates to control for 
confounding, applying alternative codings or transformations of the variables, 
modifying group definitions, adding or removing interactions or main effects to the 
analysis, including or excluding groups of subjects based on various screening 
criteria, including or excluding certain conditions, datasets or time points or trying 
different kinds of statistical procedures. Even in a small empirical study there may 
be hundreds or even thousands of permutations available to the analyst if (s)he is 
sufficiently motivated and can spare enough time to analyze data. 
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A simulation study (Simmons, Nelson, & Simonsohn, 2011) suggests that 
p-hacking can increase the type-1 error rate from the nominal 5% to as high as 
60% in a typical experimental psychological study. For researchers looking to 
publish their work, this could present an attractive strategy since it would allow 
them to publish support for up to 60% of the hypotheses that initially failed the test 
on data.  

Bias protected inferences  
Perhaps the most problematic consequence of bias is that further research may 
not be able to correct any errors or help to provide more accurate inferences from 
data. Instead, meta-analyses summarizing the available evidence are expected to 
converge on the prevailing bias when the association under investigation is NULL 
(Ferguson & Heene, 2012). 
 
Several methods are available to deal with publication bias in meta-analyses, for 
example, funnel plot asymmetry (Egger, Davey Smith, Schneider, & Minder, 1997), 
trim and fill (Duval & Tweedie, 2000) and p-curve (Simonsohn et al., 2014). In 
general, these methods test the hypothesis that there is an association present in 
data indicative of bias. However, when such an hypothesis is tested on a small 
dataset with only a dozen or so observations typical for many meta-analyses, 
statistical power to detect bias is limited and the investigator is likely to make a 
type-2 error. Another limitation is that these methods are specific to 
meta-analyses, since they need multiple observations to estimate bias, and cannot 
be used to protect inferences when only a single estimate from a single study is 
available. Also, it is not clear if these methods can detect and adjust for p-hacking 
bias (Bruns & Ioannidis, 2016). 
 
A general weakness of the above methods is the (implicit) a priori  assumption that 
there is zero bias present, unless there is explicit evidence to the contrary, when 
such assumption is not plausible. A more appropriate approach would be to 
assume a priori  that published research is affected by at least some bias, unless 
there is explicit evidence to the contrary. With such a priori  assumption one can 
make protected inferences to account for bias, similar to what has been described 
by Ingre (Ingre, 2013), and our main task would be to provide a reasonable 
magnitude of bias for protection. 
 
Perhaps the best empirical estimate of publication bias to date was provided by the 
open science collaboration in their systematic direct replication of 100 published 
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psychological studies (Open Science Collaboration, 2015). They observed effect 
sizes that were about half the magnitude of the original studies, suggesting that 
published effect sizes were inflated to double their true size because of publication 
bias. This estimate could provide a good starting point for bias protected 
inferences; we can simply cut published effect sizes in half before submitting them 
to a statistical test of significance. However, while such approach would be 
empirically motivated, at least for a population of psychological studies similar to 
the one investigated by the open science collaboration, it does not acknowledge 
the fact that the expected magnitude of bias depends on a study's sample size and 
statistical power. Thus, while such simple rule-of-thumb might be empirically 
motivated and appropriate for an average psychological study, it is expected to 
systematically over-adjust for bias in large high powered studies and under-adjust 
in smaller studies.  
 
In figure 1 we identified expected bias in a situation where only significant findings 
supporting an association are published. The estimate is an asymptotically valid 
upper limit of publication bias and a study presenting 90% confidence intervals that 
falls completely above this limit could be said to be protected from publication bias 
at . Using such an approach would reduce statistical power to detect true 
associations in data and is probably not an optimal solution, but might represent a 
reasonable trade-off in order to reduce the risk of confusing publication bias with 
real associations. Meta-analyses will still be able to demonstrate a significant 
association, eventually, when enough data have been accumulated, provided the 
true magnitude of the investigated association is larger than the expected bias.  
 
Protecting against publication bias does not necessarily protect against p-hacking 
bias and p-hacking is most effective when it can capitalize on the existence of 
confounding in observational studies (Bruns & Ioannidis, 2016). The magnitude of 
such bias and its potential impact in meta-analyses is largely unknown. There may 
be situations where bias can be assumed to be very small, or even absent; thus, 
an important part of developing a method to protect inferences from bias is to 
provide a plausible minimal adjustment for situations where there is evidence to 
suggest so. Similarly, if we can find a plausible upper limit of bias it can be used 
when it is important to show that an observed association is unlikely to be 
explained by any bias of reasonable magnitude.  
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Aims and assumptions of this thesis 
Not all research is motivated by the same incentives. For example, a researcher 
employed in the technological or biomedical industry is likely to need to show 
progress towards some kind of functioning end-product; and a functioning end 
product is the goal of the research and ultimately the source of sustained funding 
when the product hits the market. It is unlikely that engineers and scientists 
employed in a successful high-tech company would want to reduce the validity of 
their internal research by allowing p-hacking and publication bias; in essence, a 
rocket scientist really wants his rocket to fly and not to explode on the launchpad. 
However, for most academic researchers the end-product is the publication  of the 
findings; there is no rocket that might explode if the findings would be false. It is 
the publication itself that gives the researcher credit among her peers, increases 
her chance to get tenure, a promotion or receive funding for a proposed research 
project. The validity of the published findings is secondary, although, it needs to be 
plausible enough for the paper to not be rejected by a journal. This makes 
p-hacking and selective reporting of findings that “make sense” a more attractive 
strategy. The analysis presented in this thesis mainly concerns academic research 
and more specifically research into human nature and behaviour (e.g. psychology, 
epidemiology, neuroscience, medicine, public health etc.). 
 
Most research (implicitly) assumes that no p-hacking or publication bias is present 
and that published findings can be taken at face value, unless there is explicit 
evidence to the contrary. The present thesis argues that this is an unrealistic 
assumption and takes the opposite position. Thus, we attribute some rationality to 
researchers who want to avoid spending time and resources trying to publish 
findings that are non-significant or do not “make sense”. The present thesis also 
assumes that researchers will not stop analyzing data when the first attempt to test 
an hypothesis fails to become statistically significant. Once again, this attributes 
some rationality to the researcher since tweaking an analysis of already collected 
data is more time and cost efficient than collecting a new dataset. In summary, the 
present thesis assumes that there is at least some p-hacking and publication bias 
present, unless there is evidence to the contrary. 
 
The present thesis is mainly concerned with p-hacking bias from residual 
confounding and omitted confounders and this is studied in two examples from the 
published scientific literature: 
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● The first example concerns residual confounding from imperfect adjustment 
for age. Age is a potent p-hacking variable in observational studies of health 
and disease since most diseases increase with age and any exposure 
correlating with age is likely to show a spurious effect due to confounding. 
Age is also difficult to properly adjust for since the association is rarely 
linear and there are many different ways to adjust for age documented in 
the scientific literature. Thus, a p-hacking researcher may only need to try a 
few different “established” ways to adjust for age and pick the one giving a 
significant association with the exposure due to residual confounding. This 
potential for residual confounding is studied in research on the association 
between exposure to night work and the risk for breast cancer in women. 
The risk is suggested to increase with longer exposures (Åkerstedt et al., 
2015; Grundy et al., 2013; Eva S. Schernhammer, Kroenke, Laden, & 
Hankinson, 2006; Wang et al., 2013) which creates a correlation with age 
making the association susceptible to residual confounding. 

● The second example concerns an omitted confounder in observational 
studies with an interaction term without including the main effects. In true 
randomized experiments it is possible to design the study so that the main 
effects are NULL by design and remove the need to include main effects 
when studying an interaction. But in observational studies, the groups are 
naturally formed, which may lead to a spurious association due to 
confounding if main effects are omitted from the model (Brambor et al., 
2006). The potential for such bias is investigated in research on the 
association between job strain and coronary heart disease. The job strain 
model is based on two main effects (job control and job demand) and an 
interaction multiplying the two main effects to form the exposure to job strain 
(R. A. Karasek Jr., 1979). It is well established that the main effect of job 
control is associated with coronary heart disease (Ingre, 2015; SBU, 2015; 
Töres Theorell et al., 2016) creating a potential for confounding bias in 
studies analyzing this association without including the main effects in the 
model. 

This thesis has four main objectives:  

 
● The first objective was to estimate the expected magnitude of p-hacking 

bias with residual confounding from age in studies of the exposure to night 
work and the risk for breast cancer in women. 
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● The second objective was to estimate the expected magnitude of p-hacking 
with an omitted confounder in studies of the exposure to job strain and the 
risk for coronary heart disease. 

● The third objective was to develop a method to assess the prevalence and 
magnitude of p-hacking in published research and apply it on prospective 
cohort studies investigating the association between exposure to night work 
and the risk for breast cancer and the association between the exposure to 
job strain and the risk for coronary heart disease. 

● The fourth objective was to perform bias adjusted meta-analyses on 
prospective cohort studies of the association between exposure to night 
work and the risk for breast cancer and the exposure to job strain and the 
risk for coronary heart disease.  

 
Although the two fields investigated in this thesis cannot be assumed to be 
representative for all research, the bias producing mechanisms under investigation 
are general and likely to be present elsewhere with similar effect, though further 
research is needed to assess to what extent these mechanisms may apply to 
academic research in general.  
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Methods 
The present thesis makes use of Monte Carlo simulations, meta-analyses and 
systematic reviews of the literature. These methods are described in detail below. 
All analyses were implemented in R 3.2.1 “World-Famous Astronaut”; the code 
and data needed to reproduce all the findings presented in this thesis is available 
for download here: https://github.com/micing/thesis 
 
We use the properties of the normal distribution to generalize findings. Let  
denote the probability density function,  the cumulative distribution function and 

the quantile function of the normal distribution with mean  and variance . 
The truncated distribution was used to calculate the expected mean of significant 
observations in the upper tail of the distribution given a nominal type-1 error rate (

) to model publication bias: 
 

Eq (5) 
where: 

 for the NULL distribution with . 
 
Statistical power for a given study and effect size ( ) was calculated with , 

 set to the observed variance and  the same as above: 
 

Eq (6) 
 
We use asymptotically normal approximations of the log odds ratio (OR) and its 
variance to generalize findings to binary models, with  describing the expected 
sample size and subscripts indicating the four possible outcomes (0/1) of the 
independent and dependent variables in data: 
 

Eq (7) 
 
And we transform odds ratios (OR) to relative risks (RR) with the following 
equation where p is the probability of the outcome when the NULL hypothesis is 
true: 
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Eq (8) 

Monte Carlo simulations  
Monte Carlo simulations make use of a pseudo-random number generator to draw 
samples of from a multivariate distribution (often the normal distribution with a 
specified mean and covariance structure). In general, random samples were 
drawn, statistical tests were performed and summarized for a large number of 
samples to simulate the expected result of the simulated parameters on empirical 
studies.  
 
Residual bias from imperfect adjustment for age was simulated using a dataset 
describing the age distribution of women in the general population of Sweden 
downloaded from Statistics Sweden's website (“Befolkningsstatistik,” 2013) and a 
dataset describing the incidence of breast cancer by age for Swedish women over 
the period 2006 -- 2010 extracted from graphs published in a government report on 
cancer incidence (Socialstyrelsen, 2011). Random samples of women were drawn 
and breast cancer status was determined for each woman based on her age and 
the empirical distribution of breast cancer incidence by age. This made it possible 
to accurately simulate the expected datasets for empirical studies drawing random 
samples from the Swedish population.  

Systematic reviews of the literature 
The systematic reviews were performed in accordance with the PRISMA statement 
(Moher, Liberati, Tetzlaff, Altman, & PRISMA Group, 2009) with the objective to 
assess indicators of p-hacking and perform (p-hacking) bias adjusted 
meta-analyses on reported estimates of: the association between exposure to 
night work and the risk for breast cancer in women; and the exposure to job strain 
and the risk for coronary heart disease.  
 
The studies were performed without any source of funding and due to limited time 
and resources there were no pre-registration of the reviews and no published 
review protocols are available. Only information available in the published reports 
were used for the reviews and no attempts were made to contact any authors to 
retrieve additional or complementary information. 
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The search strategy started with unlimited searches for published meta-analyses in 
the pubmed database and all studies included in the meta-analyses were 
considered for the review. A complementary search of newer studies was also 
performed. The complete search strategy is presented in the appendix and flow 
charts describing the number of included and excluded studies are presented 
together with the results (see study 3 & 4).  
 
Since the current review aimed to specifically assess p-hacking that depends on 
undisclosed flexibility we did not want to introduce extra complexity by including 
many different designs or outcomes and focused our analysis specifically on 
prospective cohort studies that reported an “objective” outcome (i.e. no self 
reports) where both the exposure and the outcome was measured for each 
individual subject. To be eligible for inclusion in this review the studies should also 
be suitable for meta-analysis and report estimates that describe, or could be 
transformed to, relative risks (RR): such as Hazard Ratios (HR), Odds Ratios 
(OR), Incidence Rate Ratios (IRR) or summary estimates such as group specific 
incidence rates. 
 
We collected data from the published reports on study population characteristics, 
sample size, number of exposed and (breast cancer/coronary heart disease) 
cases, follow up period and the exact definition of the outcome variable. In 
addition, we collected information of the specific model(s) fitted in each study to 
assess the risk for bias described in more detail in each specific study (see study 3 
& 4). 
 
The primary evaluation of bias was based on the risk of p-hacking and a method 
was developed to assess this risk tailored towards the specific association under 
study (see study 3 & 4), based on the assumption that there are two basic 
approaches to any research question: 
 

● The scientific approach wants to test the hypothesis that an association 
exists and provide an accurate estimate of its magnitude.  

● The p-hacking approach wants to demonstrate a “statistically significant” 
association in data. 

 
We did not want to misclassify any proper explorative analysis as p-hacking. Thus 
models presented in published studies were classified as either “primary”, 
“secondary” or “exploratory”. A model was considered primary if it was used to 
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support the authors main conclusions and models were considered explorative if 
they were explicitly labeled as such and the findings were suggested to be 
speculative or hypothesis generating. If no primary model was explicitly presented 
or explorative findings were interpreted as primary findings, the main model used 
for inference was treated as a primary model. Other models presented in the paper 
were labeled as secondary. Only primary models were scored for p-hacking. 
 
All data was extracted from published reports and scored by a single person 
(Michael Ingre) and the complete documentation is available in appendix. 

Bias adjusted meta-analyses 
Statistical power 
Distribution of models 
bootstrapping 
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Study 1: P-hacking the association between 
exposure to night work and breast cancer 
 
As discussed earlier in this thesis, p-hacking is an explorative method of analyzing 
data with a flexible/opportunistic search space. The objective of p-hacking is to 
demonstrate a statistically significant association in data to increase the chance of 
a successful publication. The potential for p-hacking varies between research 
areas and individual studies; the more flexibility that is allowed in how to prepare 
data, analyze data and present the results, the larger the potential for p-hacking. 
The effectiveness of p-hacking depends on the size of the available search space 
and the presence of confounding.  
 
The present study aimed to estimate the expected bias from p-hacking, using a 
concrete example of the risk for breast cancer after exposure to night work as a 
model for residual confounding. A main objective was to develop a general model 
of p-hacking that can be used to assess the potential for bias in any study and 
assist in bias adjusted inferences from published research. 

Breast cancer, age and long exposures to night work 
Like many other diseases, breast cancer in women increases with age and it is 
believed to primarily be the consequence of accumulated exposure to endogenous 
estrogens during the course of life (Brown & Hankinson, 2015; Liang & Shang, 
2013). Figure 2 illustrates this association based on nationally representative data 
in Sweden, showing that breast cancer incidence was almost zero in women under 
25 years but increased in older women to reach a peak at 65 years of age. Similar 
estimates have been observed in other large and nationally representative 
samples, for example, in the UK and the USA (Cancer Research UK, 2015; 
National Cancer Institute, 2016).  
 
It has been suggested that long term (>20--30 years) exposure to night work 
increases the risk for breast cancer in women (Åkerstedt et al., 2015; Grundy et 
al., 2013; E. S. Schernhammer et al., 2001; Wang et al., 2013). It is inevitable that 
such long term exposures are correlated with age; thirty years exposure to night 
work would be rare under the age of fifty and essentially only be reported by 
women 45--49 years of age starting their working life early (15--20 years of age) 
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and working night every year without much room for unemployment, parental 
leave, higher education or other work experiences; thus, such long term exposures 
would primarily be present in women >50 years of age; at the age of 50 the risk of 
developing breast cancer within ten years is 2.6% and at 60 it is 3.8% compared to 
0.4% for 30 year olds, indicating a large relative risk of RR=6.4--9.4, similar in 
magnitude to the observed risk of lung cancer (RR=8.96; 95% CI: 6.73--12.11) 
from tobacco smoking (Gandini et al., 2008), that may confound any estimates of 
long term exposure to night work.  

 
Figure 2. Age distribution (left axis) and breast cancer incidence (right axis) in Sweden for 
women 10-100 years of age based on data from the official census in 2013 
(“Befolkningsstatistik,” 2013) and official records of cancer incidence for the years 2006-2010 
(Socialstyrelsen, 2011).  

 
A scientific inquiry into a potential risk of breast cancer from exposure to night work 
would pay great attention to the age specific incidence illustrated in figure 2, and fit 
a model adjusting for age that follows as closely as possible the expected 
increase, in order to reduce the risk of residual confounding. This leaves very few 
plausible models to fit on data. In large samples it could be feasible to fit a specific 
adjustment for every single age in data and still retain enough degrees of freedom 
to estimate the risk of exposure with almost no risk of confounding. In smaller 
samples, and depending on the age distribution, a simple linear model might be 
appropriate, perhaps with the addition of a quadratic term to model a polynomial 

29 (112) 

https://paperpile.com/c/Yu9t19/aVH8
https://paperpile.com/c/Yu9t19/vbjM
https://paperpile.com/c/Yu9t19/2ALP


 

increase with age. However, p-hacking is not a scientific strategy; rather, it is a 
strategy aimed to maximize the chance of publishing in a scientific journal. The 
objective of p-hacking is not to provide an accurate estimate of risk but to 
demonstrate  a statistically significant  risk.  

Developing a plausible p-hacking strategy 
P-hacking involves fitting many alternative models testing the “same” hypothesis 
producing a distribution of slightly different estimates to choose from; the larger the 
distribution the higher the chance that at least one estimate falls above the 
threshold of statistical significance. Thus, p-hacking is most effective when models 
can be varied in more than one dimension to exponentially increase the search 
space. In the present study we used a simple system to try to mimic a plausible 
p-hacking strategy that could be easily set up in any study. The models were 
varied in three dimensions focusing on the association between exposure and age: 
adjustment for age, the length of exposure and restricting the dataset to younger 
women. There are many more dimensions in which models could be varied, for 
example, trying different definitions of exposure, outcome, or follow-up period, 
adding other covariates to the model, restricting the analysis to specific groups or 
excluding subjects according to various health screening criteria; thus, the search 
space explored in this study is conservative and likely to be larger for a motivated 
p-hacker. 
 
In addition to linear and linear + quadratic models, three standard data defined 
models (median, tertile, quartile) were picked together with a “nice number” 
stepping (5 years) of models for exposure, restricting the dataset and defining the 
reference group for adjusting age. The specific models were a linear and a linear + 
quadratic transformation of age, median, tertile, quartile splits and five year groups 
with a deviating reference group of the youngest women ranging from <30 to < 50 
years in five year increments. Exposure to night work was fitted as median, tertile 
and quartile splits as well as groups with 10, 15, 20, 25 and 30 years of exposure. 
The models were fitted on the full dataset and by restricting the data to women 
under the age of 65 and under the age of 60 which defines a search space of ten 
different age models and eight different exposure models on three different 
subsets of data for a total of 10*8*3=240 different estimates of the association 
between exposure to night work and breast cancer.  
 
Many of the models do not make much sense from a scientific perspective. For 
example, it would seem illogical to fit a model assuming all women <45 years of 
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age to have the same risk for breast cancer when this is clearly not the case. A 
properly designed study would likely also try to maximize statistical power by 
including as many women as possible, and especially older women with the 
longest exposures, hypothesized to be at the greatest risk. Thus, it is difficult to 
form a scientific argument for excluding women >60 years of age. However, these 
models are represented in the published literature (Åkerstedt et al., 2015; 
Knutsson et al., 2013; E. S. Schernhammer et al., 2001) suggesting that the 
system used to generate model variations was plausible and producing models 
that are actually fitted in research. 
 
Fitting 240 different models may seem like a lot of work for a single study; but 
using a simple script, such as the one included with this thesis, all models can be 
fitted and filtered by statistical significance in less than a minute. If a p-hacker is 
not proficient in writing code the search will take longer and probably not be as 
systematic; but there are data mining tools available in all major statistical software 
packages, such as correlation matrices and stepwise multiple regression models, 
that can be used without coding skills to automatically fits hundreds of models in a 
few seconds and be of great help to zoom in on a promising target; and with 
experience, p-hackers are likely to develop an intuition of how to progress with the 
greatest chance of success. Thus, lacking skills to write code, a p-hacker can 
probably achieve a similar efficiency by spending a few extra hours in front of the 
computer manually trying out different models relying on experience and intuition.  

Monte Carlo simulations 
The models were fitted in Monte Carlo simulations drawing random samples of 
women aged 25--70 from the distributions presented in figure 2. The follow up time 
period was set to 10 years; thus, breast cancer cases were determined by random 
rolls based on the age specific 10 year incidence indicated in figure 2. Exposure to 
night work was assigned as a random percentage between 0% and 100% of the 
time since the age of 19 for 30% of the women in the sample creating a correlation 
between age and exposure to nightwork of . This generates a sample with 
approximately 15% active night workers and while this may not be a perfect 
representation of exposure to night work in the Swedish population, it should 
provide reasonably accurate data to model residual bias assuming an exposure 
with a weak to moderate correlation with age. By design, there were no increased 
risk after exposure to night work present in data and the type-1 error rate was set 
to ; thus, observed significant associations above 5% or increased risk 
above 2.5% is due to p-hacking and/or residual confounding from age.  
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The main simulation was based on the search space of 240 models presented 
above fitted on datasets of 20K women drawn at random from the Swedish 
population. Since confounding is expected to increase bias in larger samples due 
to smaller sample variance, the simulation was repeated on a smaller sample of 
5K women expecting to see smaller bias in the final estimate. Due to limited 
resources, only a subset representing a search space of 80 models (10 age and 8 
exposure) was also fitted on larger samples, giving three estimates on different 
sample sizes to study the impact of confounding bias. 

Results 
Table 2 presents the average of each separate model in the three dimensions 
(adjusting for age, fitting exposure and restricting the dataset) over 10.000 
simulated studies drawing random samples of 20.000 women. The observed 
type-1 error rate was 6.5% indicating a slight inflation above the nominal 5% as the 
result of bias in the standardized estimate (z=.208) favouring positive results 
(5.1%) indicating a risk of exposure over negative results (1.3%) indicating that 
exposure was protective. Only two of the models adjusting for age, median split (# 
3) and reference group <50 years (#10), showed a bias large enough for a type-1 
error rate >10%.  
 
The p-hacking summary in table 3 indicates a type-1 error rate of 62% as the result 
of picking the “best” estimate of a search space of 240 models, fitted on sample 
sizes of 20K women. The residual confounding bias from the association between 
exposure and age is clearly visible since “only” 16% of the studies were able to 
demonstrate a significant protective (negative tail) estimate while 48% of the 
studies could demonstrate an increased risk (positive tail). There is a slight overlap 
in these estimates since some studies (2.4%) were able to demonstrate that 
exposure to night work were both protective and increasing the risk for breast 
cancer. In a separate analysis, the two most biased models identified in table 2 
(age: #3 & #10) were removed which reduced the number of available models to 
192 and the overall type-1 error rate to 47%.  
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Table 2: Summary of models fitted in the simulation 

    Type-1 error rate 

   # Adjusting for age Bias (z)  Negative Positive Any 

1 linear 0.003  .020 .030 .050 

2 linear + quadratic -0.015  .020 .027 .047 

3 median split 0.587  .005 .098 .102 

4 tertile split 0.219  .011 .046 .057 

5 quartile split 0.148  .014 .040 .053 

6 five year groups (reference <30) 0.027  .018 .030 .048 

7 five year groups (reference <35) 0.037  .018 .030 .048 

8 five year groups (reference <40) 0.106  .015 .036 .051 

9 five year groups (reference <45) 0.307  .010 .059 .069 

10 five year groups (reference <50) 0.663  .005 .120 .124 

 Exposure to night work      

1 above median 0.331  .012 .066 .078 

2 top tertile 0.248  .013 .055 .069 

3 top quartile 0.156  .016 .045 .060 

4 >10 years 0.335  .012 .066 .079 

5 >15 years 0.283  .013 .060 .073 

6 >20 years 0.178  .015 .047 .062 

7 >25 years 0.077  .015 .036 .052 

8 >30 years 0.059  .011 .036 .047 

 Dataset restriction      

1 all women 0.191  .015 .048 .063 

2 <65 years of age 0.204  .014 .050 .065 

3 <60 years of age 0.229  .011 .056 .068 

 Summary across all models 0.208  .013 .051 .065 

Note: Average across all fitted models over 10.000 simulations on datasets with 20k women 
25-70 years of age drawn at random from the Swedish population. Bias describes the 
average standardized estimate of the log odds ratio (z-score). Type-1 error rate describe the 
proportion of studies observing statistically significant estimates assuming alpha=.05 (two 
tailed tests) for findings in the negative tail of the distribution (exposure protects against 
cancer), findings in the positive tail (exposure is a risk for cancer) and any significant finding. 
Estimates are reported for the average over all fitted models for each adjustment for age 
(#1-10), exposure (#1-8) and dataset restriction (#1-3). 
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Figure 3. Relative risks (left) observed in 10.000 simulated studies of p-hacking by picking 
the largest estimate out of 240 available; and number of significant estimates (right) 
observed in each significant study. Statistically significant studies (red) indicating an 
increased risk of breast cancer from exposure to night work are stacked on top of non 
significant studies (blue) in the left panel. Studies with 0 or >100 significant estimates were 
excluded from the plot in in the right panel.  

 
Table 3: P-hacking summary 

Search space   Type-1 error rate 

Total Age Exposure Dataset N Bias Negative Positive Any 

240 10 8 3 20k 1.934 .163 .479 .618 

240 10 8 3 5k 1.571 .092 .328 .417 

80 10 8 1 100k 2.196 .138 .587 .703 

80 10 8 1 20k 1.346 .086 .255 .340 

80 10 8 1 5k 1.020 .057 .169 .226 

Note. Search space indicate the number of estimates available in each study. N indicate 
the study sample size. Bias is the mean standardized log odds ratio from picking the 
largest available estimate. Type-1 error rate describes the proportion of studies able to 
demonstrate statistically significant estimates assuming alpha=.05 (two tailed tests) for 
negative findings (exposure protects against cancer), positive findings (exposure is a risk 
for cancer) and any significant finding. Results for 240 total fitted models include all 
models in table 2 and the 80 models were only fitted on the full dataset without any 
dataset restriction. 
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Figure 3 illustrates the observed distribution of relative risks from p-hacking by 
picking the largest estimate of risk in each study. Since these estimates are not 
standardized, they all have individual variance and critical thresholds for statistical 
significance making some smaller estimates significant while some larger 
estimates fail to reach significance. We should keep in mind that the true risk in 
data was RR=1 by design and that anything above is the consequence of bias. 
The average observed risk was RR=1.45 and significantly increased risks were 
observed in the range RR=1.23--3.20. The right panel indicates that only 7% of 
studies reported a single significant estimate; in 44% of the studies there were at 
least five significant estimates and 3% of the studies produced more than 100 
significant estimates. 
 
Table 3 show results from p-hacking smaller studies (N=5K). Smaller studies have 
larger sample variance which makes the bias from residual confounding less 
pronounced, reducing the type-1 error rate of p-hacking with a search space of 240 
models from 62% on 20k samples to 42% on 5k samples.  
 
Due to limited resources we could only fit a smaller subset of models on larger 
samples of 100K women. This subset consisted of all age models and all exposure 
models in table 2 fitted only on the full dataset for a total of 80 models. As 
expected, the results indicate the lowest type-1 error rate of 23% on 5k samples, 
increasing to 34% on 20k samples and to 70% on 100k samples because of the 
relative increase of residual confounding when sample variance becomes smaller 
in larger studies. Thus, in the presence of confounding bias, picking the largest 
estimate out of 240 in a small study may be inferior to picking the largest estimate 
out of 80 in a large study, if the objective is to demonstrate a statistically significant 
risk. 

Variance components 

The 62% observed type-1 error rate is the result of exploiting two different features 
in data: within study variance and confounding. We can get a rough idea of these 
bias producing mechanisms by fitting a multilevel mixed model on data to find 
mean and variance components across the 10.000 simulations. Results are 
summarized in table 4 below for unstandardized estimates as well as standardized 
and bias-adjusted estimates. 
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Table 4: Variance components of p-hacking a search space of 240 models on 20K samples 

 
Unstandardized 

log odds ratio 
Standardized z-score Bias-adjusted z-score 

Mean (bias) 0.017 0.208 0.000 

SD (between) 0.154 0.785 0.785 

SD (within) 0.233 0.686 0.627 

ICC 0.303 0.567 0.610 

Note. log odds ratio is the unstandardized estimate and standardized z-score is the 
standardized log odds ratio. The bias adjusted estimate was calculated by removing 
the mean of all 240 models across the 10.000 simulations from the standardized 
estimate. All estimates were based on samples of 20k women. Mean describes the 
average observed bias, SD (between) describes the standard deviation of the 
between study (sample) variance, SD (within) describes the within study (p-hacking) 
variance. ICC describes the proportion of variance explained by the between study 
(sample) variance. 

 
The unstandardized log odds ratio is difficult to interpret since the 240 different 
estimates have different variances that are not properly accounted for. The 
standardized estimate is more appropriate and it shows a mean bias of z=.208 with 
an intraclass coefficient indicating that 57% of the variance in data was between 
study sample variance. The bias adjusted estimate was calculated by removing the 
model specific mean of the 240 fitted models across the 10.000 simulations from 
the estimate. Removing bias also reduced the within study variance as indicated 
by the reduced SD and increased ICC.  
 
To better understand p-hacking and to make a general model to adjust for 
p-hacking bias, we need to study these mechanisms separately. 

Within study variance 

In a properly designed study, a specific hypothesis is typically tested only once, 
producing a single estimate with no within study variance; and the observed type-1 
error rate would approach the nominal unless some other bias (e.g. from 
confounding) is present. However, as indicated in table 3, p-hacking adds 
considerable within study variance. To examine the impact of exploiting this within 
study variance, we focus on the bias adjusted estimate so that all fitted models 
have an expected estimate of zero with a type-1 error rate of . 
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We define p-hacking as picking the largest estimate from a distribution defined by 
the available search space. The probability of picking the max of  observations is 
simple to compute from a cumulative probability distribution function (CDF) since it 
equals the probability that  independent observations are smaller, and thus, is 
just the probability of a single observation raised to the power of . Since we have 
two variances, the between study (sample) variance and the within study 
(p-hacking) variance, this is a compound mixture distribution where the distribution 
from which the max of observations are drawn depend on the sample variance. 
The CDF of the compound distribution  is defined by the integral below (equation 
9) where  describes the probability density function (PDF) of the between study 
(sample) variance and is the CDF of the the within study (p-hacking) variance. 
The distribution  is defined by the mean and variance of the between study 

sample distribution ( ) and the variance and number of independent draws 

from the within study p-hacking distribution ( ): 
 

 Eq (9) 
 
The two parameters ( ) defining  can be estimated with a standard linear 
multilevel mixed model and are presented in table 4. The remaining two 
parameters ( ) defining  are a bit more involved; we have taken the max of 
240 different estimates but many estimates are similar and highly correlated; thus, 
we know that the equivalent number of independent  draws is  and that 
they are drawn from a within study variance that is larger than the estimate 
presented in table 4. To estimate these parameters we need the PDF ( ), which 
can be found by taking the partial derivative of  with respect to . The 
parameters  can be estimated by maximizing their likelihood on data.  
 
The parameters of  were maximized on data with a search space of 80 models 
on 5K, 20K and 100K samples. The distributions are plotted in figure 4, showing 
the between study variance (top), the within study variance (middle), and the final 
estimate of picking the max of all fitted models (bottom) indicating a good fit to 
data. The findings suggest that the 80 correlated estimates produced by p-hacking 
were reduced to the equivalent of  independent  estimates, indicating a 
quadrupled inflation of the positive tail type-1 error rate to 10%, compared to the 
nominal 2.5% (assuming two tailed tests and ), independent of sample 
size. 
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Figure 4.  The bias adjusted standardized estimate describing the between study distribution 
across 10.000 simulations (top), within study distribution (middle) and the final estimate from 
p-hacking with a search space of 80 models (bottom) fitted on datasets with sample sizes of 

5k (left), 20k (middle) and 100k (right). The plotted distributions of ,  and  were 
estimated from data using equation 9, with all parameters constrained to be identical across 

all datasets ( ). The shaded area of  
indicate the “positive tail type-1 error rate”, i.e. the expected proportion of studies able to 
demonstrate a “statistically significantly” (p<.05) increased risk.  

 

Constant confounding  

In the analyses above, all confounding biases had been removed from data so that 
only the within study variance was analysed. However, in many studies there is a 
risk for confounding. In a simple model of confounding, a missing confounder 
would add a constant bias to all estimates in the search space. Such bias is simple 
to model using equation 9 above by modifying the mean ( ) of the between study 
distribution ( ). Figure 5 presents the bias adjusted standardized estimate with 
the observed mean of the bias preserved to resemble constant confounding bias, 
indicating an increase in the positive type-1 error rate from 12% to 21% with 
smaller sample variances in larger studies.  
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Figure 5.  The bias adjusted standardized estimate with mean (constant) bias preserved 
describing the between study distribution across 10.000 simulations (top), within study 
distribution (middle) and the final estimate from p-hacking with a search space of 80 models 
(bottom) fitted on datasets with sample sizes of 5k (left), 20k (middle) and 100k (right). The 

plotted distributions of ,  and  were estimated from data using equation 9, with all 
parameters constrained to be identical across all datasets (

) except the means of  that were allowed to 

vary  to account for the relative increase of constant bias on 
standardized estimates with smaller sample variances in larger studies. The shaded area of 

 indicate the “positive tail type-1 error rate”, i.e. the expected proportion of studies able to 
demonstrate a “statistically significantly” (p<.05) increased risk.  

  

Residual confounding 

In many situations, bias across all estimates in the available search space is not 
constant and will vary with the specific model fitted. This can be the result of some 
of the covariates that are varied are correlating with an omitted confounder and 
partially adjusting for some of the bias, or it can be like in the present case where 
all models included an adjustment for the confounder (i.e. age) but most models 
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were suboptimal, producing residual confounding bias. Figure 6 below presents 
the distribution of bias observed for the main simulation with a search space of 240 
different models fitted on 20k samples across 10.000 simulations.  

 
Figure 6. Observed bias describe the mean standardized estimate (z-score) for 
each of the 240 models fitted on 20k samples across the 10.000 simulations. 

 
In the presence of residual confounding bias, the within study variance increases 
as indicated in table 4. This is due to the distribution of biased estimates illustrated 
in figure 6 directly affecting the shape of the within study distribution. We can 
define a finite mixture distribution replacing  in equation 9 to account for this 
bias, using  to represent the vector of biases illustrated in figure 5 for  
models fitted: 
 

 Eq (10) 
 
However, fitting such model would be specific to the present dataset and cannot 
easily be generalized to other situations. In addition, the integral already made 
equation 9 computationally expensive and adding the summation over 240 models 
makes the parameters in-practical to estimate on the present data. 
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Equation 9 can be used to model any p-hacking scenario assuming a constant (or 
absent) confounding bias across all fitted models. We can use this equation to try 
to approximate non constant residual bias by allowing the within study variance to 
increase with sample size. Figure 7 shows the results of such approximation on a 
search space of 80 models. The results suggest that the final estimate is the max 
of the equivalent of  independent  draws from a within study variance that 
increases with smaller sample variance from 5K, 20K, to 100k samples to: 

. We can clearly see how the within study distribution  
in the middle row panel changes shape due to bias when sample size increases. 
The most important part of the distribution is the right tail since this is where the 
max of  independent draws is most likely to be found to produce the final 
distribution of estimates ; the approximation adapts to the shape change of the 
right tail as sample size increases. The bottom row describes the final distribution 

 after the max estimate of the 80 available models in the search space have 
been picked and the approximation using equation 9 shows a close fit to data for 
all sample sizes. The observed positive tail type-1 error rate increased with sample 
size due to bias with 58% of studies able to demonstrate a statistically significant 
increased risk on 100K samples. 
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Figure 7.  The standardized estimate (z-score) describing the between study distribution 
across 10.000 simulations (top), within study distribution (middle) and the final estimate from 
p-hacking with a search space of 80 models (bottom) fitted on datasets with sample sizes of 

5k (left), 20k (middle) and 100k (right). The plotted distributions of ,  and  were 
estimated from data using equation 9, allowing the within study variance to increase with 

sample size. The shaded area of  indicate the “positive tail type-1 error rate”, i.e. the 
expected proportion of studies able to demonstrate a “statistically significantly” (p<.05) 
increased risk.  

A general model of p-hacking 

A general model of p-hacking would be useful for making bias adjusted inferences 
from published studies. Ideally, such a model is based on an a priori  assessment 
of a plausible search space and confounding to predict the expected bias and 
type-1 error rate of any study of any size. The mathematical framework for such a 
model is equation 9 defining the cumulative distribution ( ) of the final estimate 
from p-hacking studies, and has been validated above on simulated data. 
 
The distribution of estimates from p-hacking ( ) is defined by the sample variance 
or standard deviation ( ), the mean of constant confounding ( ), the within 
study (p-hacking) variance ( ) and the number of equivalent independent  draws 
from p-hacking a larger search space of estimates testing the “same” hypothesis (

). Residual confounding can be understood as a change in the the shape of  
that is increasing the within study (p-hacking) variance/standard deviation ( ) 
with increased sample sizes.  
 
Table 5 summarizes the estimates of  for search spaces of 240 and 80 models 
on three sample sizes. The findings indicate that the search spaces were reduced 
to the equivalent of  and  independent  models (subscript 
indicates size of the search space). Removing all confounding reduced the number 
of independent estimates to and  and allowed us to 
estimate the expected bias from exploiting only the within study variance, 
suggesting a considerable bias of  and . Confounding 
increased this bias approximately 23--32% on small samples (N=5K) to 

 and  but for the largest sample in this study (N=100K) it 
almost tripled to  with a positive tail type-1 error rate of 58%.  
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Table 5: Summary of parameter estimates and bias predicted from p-hacking 

P-hacking parameters  Parameters of   Predicted outcome 

Search 
space 

Sample 
size (N)       

Bias 
(z-score) 

Positive tail 
type-1 error 
rate 

240 20K  0.208 0.785 0.913 21.1  1.924 48% 

240 5K  0.120 0.785 0.772 21.1  1.573 33% 

80 100K  0.425 0.886 1.000 15.5  2.166 58% 

80 20K  0.191 0.886 0.660 15.5  1.343 26% 

80 5K  0.093 0.886 0.533 15.5  1.025 16% 

Same as above but with all confounding bias removed 

240 20K  0.000 0.785 0.749 14.1  1.272 22% 

240 5K  0.000 0.785 0.749 14.1  1.272 22% 

80 100K  0.000 0.886 0.481 11.7  0.776 10% 

80 20K  0.000 0.886 0.481 11.7  0.776 10% 

80 5K  0.000 0.886 0.481 11.7  0.776 10% 

Note: Search space indicate the number of models fitted in each study. N indicate the study 
sample size. The parameters of define the distribution according to equation 9. The 
expected outcome describes the average standardized bias. The positive tail type-1 error rate 
describes the proportion of studies that is significant in the positive (upper or right) tail, i.e. 
able to demonstrate a significantly increased risk. The table presents estimates on the 
standardized z-score (top), and the bias adjusted standardized z-score (bottom) 

 
The main challenge of formulating a general model of p-hacking is to model bias 
from confounding. There are two separate issues: the scaling of confounding and 
the parameterization of residual confounding. 
 
The scaling of confounding 
The mean confounding bias indicated by  of  in table 5 is a standardized 
estimate and thus; specific to the sample variance of the study. In binary models 
like the ones fitted in the present study, the sample variance is determined by the 
proportion of exposed subjects and the number of (breast cancer) cases ( ) in 
data using equation 8; the mean of the standardized bias scales with  and 
when  is proportional to study sample size ( ), or when the dependent variable 

43 (112) 

http://api.gmath.guru/cgi-bin/gmath?%5Cpsi
http://api.gmath.guru/cgi-bin/gmath?%5Cpsi
http://api.gmath.guru/cgi-bin/gmath?%5Cmu_b
http://api.gmath.guru/cgi-bin/gmath?%5Csigma_b
http://api.gmath.guru/cgi-bin/gmath?%5Csigma_w
http://api.gmath.guru/cgi-bin/gmath?k
http://api.gmath.guru/cgi-bin/gmath?%5Cpsi
http://api.gmath.guru/cgi-bin/gmath?%5Cpsi
http://api.gmath.guru/cgi-bin/gmath?%5Cmu_b
http://api.gmath.guru/cgi-bin/gmath?%5Cmu_b
http://api.gmath.guru/cgi-bin/gmath?%5Cpsi
http://api.gmath.guru/cgi-bin/gmath?n
http://api.gmath.guru/cgi-bin/gmath?n
http://api.gmath.guru/cgi-bin/gmath?%5Csqrt%7Bn%7D
http://api.gmath.guru/cgi-bin/gmath?%5Csqrt%7Bn%7D
http://api.gmath.guru/cgi-bin/gmath?n
http://api.gmath.guru/cgi-bin/gmath?n
http://api.gmath.guru/cgi-bin/gmath?N
http://api.gmath.guru/cgi-bin/gmath?N


 

is continuous, it also scales with . To transform the mean standardized bias 

from one sample size  to another  we multiply it by . We can 
unstandardize the bias estimate by scaling it to  and get a simple measure of 
bias ( ) that can be re-standardized and scaled easily to any study of any size: 

.  
 
Parameterization of residual confounding 
Similar to constant confounding, bias from residual confounding increases with 
sample size (see table 5 & figure 7); but contrary to constant confounding, there is 
no simple way to scale residual confounding with sample size. Equation 10 
describes the mathematical foundation of a distribution that accounts for residual 
confounding; however, it is based on a distribution that is study specific and 
unknown in any practical situation. Table 5 presents the results of an 
approximation based on equation 9 with a freely estimated within study variance (

) that increases with sample size; but there is no simple way to scale the 
variance with sample size unless it is estimated directly from data. 
 
One way to approximate residual confounding that can scale easily with sample 
size is to treat it as constant confounding. Such a model could be established in 
three steps; by first estimating  in the normal way using equation 9 and presented 
in table 5 & figure 7 to assess the number of equivalent independent models 
indicated by the search space (i.e.  and ); second, the 
between and within study variances/standard deviations ( , ) are the bias 
adjusted standardized estimates presented in table 5. However, since data is 
standardized there is no need to estimate both variances; the Intra Class 
Coefficient (ICC) can be used describe the relation between the two. And finally, 

 can be estimated using the transformed parameter  discussed above for a 
single parameter estimate  to account for all confounding biases on any 
sample size.  

 
Table 6 presents the approximate estimates on the simulated data using equation 
9 defined by ,  and . The results are 
similar to what has been presented in table 5 with a slight underestimation of bias 
in large samples and a slight overestimation of bias in small samples. The 
predicted type-1 error rates were all within two percentage points of the estimates 
in presented in table 5, indicating a good fit to data. 
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Table 6: Approximate model of p-hacking 

P-hacking parameters  Parameters of   Predicted outcome 

search 

space N n   ICC k  
Bias 
(z-score) 

Positive tail 
type-1 error 
rate 

240 20000 420  0.0294 0.524 21.1  1.902 47% 

240 5000 105  0.0294 0.524 21.1  1.601 33% 

80 100000 2316  0.0271 0.772 15.5  2.136 58% 

80 20000 463  0.0271 0.772 15.5  1.417 28% 

80 5000 116  0.0271 0.772 15.5  1.125 18% 

Note: Search space indicate the number of models fitted in each study. N indicate the 

study sample size. n indicate the number of (cancer) cases. The parameters of  define 

the distribution using equation 9 where ,  and 

. The expected outcome describes the average standardized bias in 
the final estimate. The positive tail type-1 error rate describes the proportion of studies that 
is significant in the positive (upper or right) tail, i.e. able to demonstrate a significantly 
increased risk. 

 

A normative model of p-hacking bias 

When there is only one way to prepare data and a single model to fit, p-hacking is 
not possible, and such studies should not be adjusted for p-hacking bias. Any 
study can be reasonably well protected against p-hacking bias by public pre 
registration of a detailed description of the procedure and specific model to be 
used for analyzing data (e.g. by publishing the code to be used to prepare data 
and test the hypothesis a priori ). However, most studies do not have any a priori 
restrictions on how to prepare and analyze data, and this opens up a potentially 
large search space for a motivated p-hacker. In the present study we varied 
models in three dimensions for a search space of 240 models; however, a 
motivated p-hacker may be able to expand to more dimensions and include 
additional variations within each dimension. If models would be varied ten times in 
four dimensions there would be a search space of 10.000 models available for 
p-hacking.  
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Any model of p-hacking bias has to be approximate since the information needed 
to define the search space and confounding is unknown. For the purpose of this 
thesis, we define medium  p-hacking bias based on the rounded estimates for a 
search space of 240 models presented in table 6 (  and ). This is 
a conservative approach and will likely underestimate bias from highly motivated 
p-hacking. In situations where there is evidence to suggest less than medium 
p-hacking we define low  p-hacking bias based on the rounded estimates of a 
search space of 80 models (  and ) . 
 
It may be plausible to define a minimal bias expected from p-hacking that can be 
used to assist in evaluating published research when there is evidence to suggest 
a high degree of control over the fitted model. However, one should keep in mind 
that even if the statistical model has been relatively well defined a priori , for 
example, in a published pre registration stating to “estimate the risk for breast 
cancer after >20 years of exposure to night work adjusted for a linear + quadratic 
increase in risk with age”, there may still be room for p-hacking; for example, by 
testing models with 20, 25 and 30 years exposure (and if the investigator is bold 
perhaps also 21, 22 …  35 years). Exposure can also likely be defined in several 
different ways in most studies (e.g. any night work, rotating shifts, only permanent 
night work, > 5 night shifts/month etc.), there may be several ways to define the 
outcome, apply various health screening criteria or define a specific group of 
interest (e.g. women < 60 years of age, nurses or blue collar workers). Thus, even 
when a model has been relatively well defined a priori , but not completely  defined, 
there can still be considerable flexibility that can be exploited for p-hacking 
purposes.  
 
Many researchers may not consider trying a few different levels of exposure or a 
few definitions of the dependent variable to be p-hacking. But such flexibility 
expands the search space, which leads to biased estimates and inflated type-1 
error rates; for example, four different levels of exposure, four different health 
screening criteria and three variations of the dependent variable defines a search 
space of 48 models. The estimates presented in table 5 indicate that p-hacking 
bias is not proportional to the search space and if we assume minimal  p-hacking 
bias to be of half the magnitude of the low  bias defined above, it would correspond 
to a search space that is substantially smaller than 40 models. A search space that 
is less than half the low bias search space defined above seems unlikely for any 
p-hacked study and for the purpose of this thesis it is used to model minimal 
p-hacking.  
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Figure 8. Positive tail type-1 error rate (top), standardized bias (mid) and expected relative risk (RR) 
as a function of number of cases in binary models and sample size based on the probability of breast 
cancer in the present study; for medium  p-hacking bias and medium  confounding (med/med), low 
confounding or p-hacking (med/low, low/med, low/low) to minimal  p-hacking and minimal 

confounding (min/min). The figure is based on equation 9 where ,  

and . Medium p-hacking was defined by  and  and 

low p-hacking  and . Medium confounding was defined as  and 
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low confounding was . min/min was calculated as half the bias from low  p-hacking + half 
the bias from low  confounding. *Relative Risks were calculated based on the variance reported by 
Åkerstedt et al (2013).  

Confounding will vary between studies but is likely to be present in most p-hacking 
scenarios since expanding the search space usually means fitting models with less 
than optimal adjustment for confounding. For the purpose of this thesis, medium 
confounding  was defined as the rounded estimate based on the search space of 
240 models ( ), low confounding  was defined to be half ( ) and 
minimal confounding  was defined as a quarter of the magnitude of medium 
confounding ( ).  
 
The parameter values of ,  and  suggested for medium , low  and minimal 
bias represent a tentative first attempt to characterize p-hacking in the published 
literature and more empirical work will be required to obtain representative 
estimates for different scenarios.  
 
Figure 8 presents the predicted bias and type-1 error rate indicating that large 
studies (N>200K, n>5000) would have close to 100% positive tail type-1 error rate 
with medium p-hacking even when confounding is low. The standardized bias 
never falls below z=0.50 even when minimal p-hacking and confounding is 
assumed. The expected relative risk (RR) was modeled after the sample variance 
reported by Åkerstedt et al (Åkerstedt et al., 2015); under such conditions, and 
assuming minimal  p-hacking and confounding we expect the observed risk to be 
substantial (RR=1.10--1.40) and even exceed the risk (RR=1.09) reported in the 
latest meta-analysis for exposures > 20 years (Lin et al., 2015) over the whole 
range of sample sizes plotted in figure 8. 

Summary and conclusions 
In the present study we found that a conservative approach to p-hacking studies 
estimating the risk for breast cancer for women after exposure to night work was 
associated with a type-1 error rate of 62% on sample sizes of N=20K. Most of the 
time, studies would be able to report an increased risk of breast cancer due to 
residual bias from age (48%), but some studies could report a protective effect 
(16%) and a few could pick and choose from both (2.4%). 55% of the studies had 
more than one and 44% had more than 5 significant estimates to choose from. 
 
A general model to predict expected bias from p-hacking was developed, which 
separates confounding from within study variance that results from p-hacking. The 
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final estimate from p-hacking was modeled as a distribution of the maximum 
observed estimate for all models in the available search space described in 
equation Tentative values of the parameters defining the distribution were derived 
from the simulated data to describe medium , low  and minimal  bias. The findings 
show that observed estimates were more biased in smaller samples (inflated) with 
positive tail type-1 error rates (i.e. false observations of increased risks) in the 
range 20-50%, but also suggest that in large studies, p-hacking can almost 
guarantee being able to demonstrate a significantly increased risk of exposure 
when no actual risk is present, due to a combination of p-hacking and residual 
confounding bias from imperfect adjustment of age. 
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Study 2: P-hacking and inherent bias in 
models of job strain and coronary heart 
disease 
In study 1 we looked at p-hacking bias, in a scenario where undisclosed flexibility 
in estimating the risk of breast cancer from exposure to night work allows 
p-hacking and residual confounding to inflate observed risk estimates and the 
associated type-1 error rates. In the present study, we use studies of the 
association between job strain and coronary heart disease to investigate how 
omitted main effects in observational studies of an interaction can produce biased 
estimates and inflate the type-1 error rate. We also study the implications of a 
p-hacking strategy where several different models proposed in the literature are 
fitted in the same study.  

The job strain model 
The job strain model was introduced in the late 1970s by Karasek (R. A. Karasek 
Jr., 1979) and describes a model of occupational stress with two main effects (job 
demand and job control, the latter sometimes called decision latitude) and an 
interaction labeled “job strain”. The theory posits an interaction between high work 
demand and low job control causing unresolved (job) strain along the diagonal axis 
in figure 1 below, that is associated with stress related complaints and disease. 
The theory is often operationalized in empirical studies by splitting groups at the 
sample median, which produces four groups as illustrated in figure 9 with popular 
labels for the groups on each quadrant. It is safe to say that the job strain model is 
one of the most influential occupational stress theories in existence today; the 
original publication has been cited over 9000 times on google scholar in July 2016.  
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Figure 9. The job strain model adapted from figure 1 in Karasek (1979) with popular 
labels for the four quadrants. “Job control” is used as a synonym for “Decision latitude”. 

Testing the job strain model on data 

Testing the job strain model on data is straightforward. The interaction suggested 
to increase unresolved strain along the diagonal axis (figure 9) is tested for 
statistical significance on the parameter  multiplying the interaction term defined 
by model MI described below. It is essential to include the main effects in the model 
(Brambor et al., 2006), since we want to avoid bias in the estimates, as well as test 
if the interaction adds a unique component to the association, in this case the 
suggested increase in unresolved strain, that is not explained by the two main 
effects (i.e. job demand or job control).  
 
An alternative hypothesis can also be formulated that does not have a unique “job 
strain” component, but instead assumes that job demand and job control are two 
independent exposures that both add to the association. Such an additive 
hypothesis is supported by data when the parameter multiplying the interaction (
) defined by MI is not significant and both parameters multiplying the main effects (

 and ) are significant. To maximize statistical power, this hypothesis can be 
tested in a model that does not include the interaction term MA: 
 

MA:  

MI:  

In his original publication, Karasek found that the interaction modeled by MI was not 
significant; and thus, that the job strain interaction was not supported by data (R. 
A. Karasek Jr., 1979). It is clear that Karasek did not accept this finding because 
he visually experienced something else (p 297):  
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“It should be noted that both analysis of variance and a multiplicative form for the 
interaction term do not yield significant coefficients for what appear to be strong 
interactions when either visual inspection or other interaction forms are utilized. The 
implication is that many studies testing for interaction effects using only the commonly 
employed multiplicative term or analysis of variance may erroneously conclude that 
"interactions are nonsignificant," when other forms for the interaction could yield 
significant results as occurs in Table 3 for the satisfaction variables (Southwood, 1978).” 

Karasek’s alternative forms of the “job strain interaction” 

We will use  do denote “Demands” and  to denote “Decision 
Latitude” in the following discussion. Karasek (1979) proposed two alternative 
formulations to replace the multiplicative interaction term. The first one was called 
called the “Composite Strain and Activity Level Interaction” defined as: 

. The association is illustrated in the right 
panel of figure 10 indicating a complex non linear pattern that falls almost 
exclusively along the control dimension and is not compatible with the proposed 
theory indicated by the diagonal line. This can be contrasted with the multiplicative 
interaction term defined above (MI) that is illustrated in the left panel of figure 10, 
showing a perfect association along the diagonal suggested to increase 
“unresolved strain” by the job strain theory. 
 

 
Figure 10. Heatmaps illustrating the multiplicative interaction term (left panel) and the 
proposed “Composite Strain and Activity Level Interaction” (right panel) as a function of job 
demand and job control on a scale 1-4. The dashed diagonal line indicate unresolved strain 
increasing from the lower left to the upper right suggested by the job strain theory (R. A. 
Karasek Jr., 1979). Job control was reversely coded when calculating the multiplicative 
interaction.  
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To understand the associations described by the second proposed term called 
“Absolute Value of the Discrepancy Interaction” defined as 

 and illustrated in figure 11, we first refer to Karasek’s 
own motivation (Appendix B): 

“In this formulation job strain is determined by the absolute value of the discrepancy 
between job demands and job decision latitude. Use of the absolute value term avoids 
the problem of multicollinearity that would otherwise occur for the "relative excess" 
interaction. In order to retain some of the original implications of the relative excess 
interaction (strain equals the excess of demands over decision latitude) we include a 
constant term that places three quarters of the sample in the category where too 
many demands make the absolute value expression positive, and one quarter in the 
category where an excess of decision latitude makes the expression positive. A value 
of the constant of 1.5 was empirically selected to accomplish this.” 

 
Figure 11. Heatmaps illustrating the “Absolute Value of the Discrepancy Interaction” 
proposed by Karasek (1979), as a function of job demand and job control on a scale 1-4. The 
top left panel shows , the top right  and bottom left . The bottom right 
panel shows the two main effects (MA) added ( ) for reference with an 
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identical pattern to the bottom left with  indicating perfect multicollinearity should they 
be fitted in the same model. Job control was reversely coded when adding the main effects. 
 

Karasek was aware that subtracting  from  implies perfect 
multicollinearity with the main effects in the model; however, he failed to 
acknowledge that this actually means that the proposed term was redundant and 
that the estimate he sought already existed. If he really wanted to evaluate the 
association of “relative excess of demands” he could have calculated it directly 
from the main effects of MA , by subtracting the estimated coefficient multiplying 

 from the one multiplying  ( ). Instead, he opted to take the 
absolute value of his original formulation. This did indeed remove multicollinearity; 
but it also completely changed the model to a non-monotonic function that also 
included “relative excess” of  (top left panel, figure 11), which is contrary to 
the proposed theory. Karasek suggested that “In order to retain some of the 
original implications of the relative excess interaction ” he added a constant  to 
the equation. But there is a pickle: if the constant would be large enough to make 
the term monotonic (  for a scale 1-4) and retain all the “original implications”, 
the model would become perfectly multicollinear again; so he settled for  to 
retain at least “some” of the “implications”. The top left panel shows the linearly 
independent version with  describing “relative excess” of both  and 

 that is contrary to the proposed theory, and in the bottom right panel is an 
illustration of the two main effects for reference. The top right and bottom left 
panels illustrates how multicollinearity increases at  to become a perfect 
representation of the main effects at . The practical implications of the 
proposed model is that the term suggested by Karasek essentially describe the 
same association as the two included main effects; this makes all estimates in the 
model highly unreliable since they compete for the same variance in data, and at 

 multicollinearity becomes perfect and estimation will fail. 

Job strain models without main effects  

Many reports on the association between job strain and coronary heart disease 
(CHD) propose “novel” model formulations to test the job strain interaction. One 
example is the “iso-strain” formulation suggested by Johnson et al (Johnson, Hall, 
& Theorell, 1989) that fits a suggested three-way interaction between job demand, 
job control and social support into a single parameter (by adding a constant and 
then multiplying the three variables), that would need a minimum of three 
parameters for a proper and unbiased additive model and seven parameters for 
the full three-way interaction. Theorell et al (T. Theorell et al., 1998) suggests a 
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binary exposure variable by taking the highest quartile (empirically determined for 
this specific sample) of the ratio between job demand and job control, to fit a single 
parameter of “job strain”. However, the two most popular models reported in 
studies of job strain and CHD are listed below (see study 4 for a complete review). 
The first model (MB) treats job strain as a binary exposure to only fit the “job strain 
interaction” term and the second model (MQ) treats all four quadrants (see figure 9) 
as independent groups: 
 

MB:  

MQ:  

All models discussed above have one thing in common: none of them include the 
main effects. To understand how this changes the interpretation of the estimates 
consider the design matrices of MA, MI, MQ and MB illustrated in table 7, on groups 
split at the sample median of  and  and the variables 0/1 coded to 
represent high   and low  : 
 

Table 7:  Illustration of design matrices for the various formulations of the job strain model 

  Quadrants of the job strain model 

Model / 
Variable labels Parameter  

Relaxed 
(low/high) 

Active 
(high/high) 

Passive 
(low/low) 

Job strain 
(high/low) 

      

Additive main effects (M A ) + Interaction (M I ) 

constant  1 1 1 1 

demand  0 1 0 1 

control  0 0 1 1 

demandXcontrol  0 0 0 1 

      

Independent quadrants (M Q ) 

constant  1 1 1 1 

active  0 1 0 0 

passive  0 0 1 0 

job strain  0 0 0 1 

      

Binary job strain (M B ) 

constant  1 1 1 1 

job strain  0 0 0 1 
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Note: the design matrices assume groups split at the sample median on job demand and 
job control and the quadrants are defined by exposure to high or low demand/control as 
illustrated in figure 9. 

 
The first set of parameters in table 7 defines the two proper models discussed 
above (MA and MI) and illustrates how they are able to model all possible 
associations that can be present in data, in addition to providing unbiased tests of 
all the relevant hypotheses. The first parameter  is multiplying a constant and if 
fitted alone would give an estimate of the overall sample mean. The second 
parameter  multiplies  and if it would be included in a two parameter 
model this would change  to represent the mean of the group with low  
while the mean of high demand is + . Adding the third parameter changes the 
interpretation of  to estimate the mean of the quadrant with high  and 
low  and concludes the additive model (MA); and as illustrated in table 7, 
MA provides individual estimates of the of all four quadrants (relaxed =  , active = 

, passive = , job strain =  ) and statistical tests of the 
independent and simultaneous associations of both  and  on the 
parameters  and , to test the additive hypothesis that they both contribute to 
the association with the outcome. Adding the interaction term  concludes the 
multiplicative interaction model (MI) and adds  to the predicted mean of the job 
strain quadrant (job strain =  ) allowing a formal statistical test of 
the proposed job strain interaction, that explicitly describes how the job strain 
quadrant differ from just adding the two main effects. This model allows for any 
possible shape of the association that can be present in data on the popular 
operationalization of the model with four groups split at the median of  
and .  
 
The independent quadrant model (MQ) has the same number of parameters and 
describes an equivalent model to MI, but with a different parameterization. As 
illustrated in table 7, it fits a constant together with indicator/dummy coded 
variables for all quadrants except the “relaxed” quadrant that is used as the 
reference. The means are calculated similarly to MI (relaxed =  , active = 

, passive = ) except for the job strain quadrant where the main 
effects have been omitted ( ) . Some simple algebra shows that the job 
strain interaction fitted in MQ equals the interaction fitted in MI when ; in 
all other situations the MQ estimate of the interaction is biased, and this bias is 
identical to the association described by the main effects in MI or the “active” and 
“passive” quadrants in MQ ( ).  
 

56 (112) 

http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_0
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_0
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_1
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_1
http://api.gmath.guru/cgi-bin/gmath?demand
http://api.gmath.guru/cgi-bin/gmath?demand
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_0
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_0
http://api.gmath.guru/cgi-bin/gmath?demand
http://api.gmath.guru/cgi-bin/gmath?demand
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_0
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_1
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_1
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_0
http://api.gmath.guru/cgi-bin/gmath?control
http://api.gmath.guru/cgi-bin/gmath?control
http://api.gmath.guru/cgi-bin/gmath?demand
http://api.gmath.guru/cgi-bin/gmath?demand
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_0
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_0
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_0%2B%5Cgamma_1
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_0%2B%5Cgamma_2
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_0%2B%5Cgamma_2
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_0%2B%5Cgamma_1%2B%5Cgamma_2
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_0%2B%5Cgamma_1%2B%5Cgamma_2
http://api.gmath.guru/cgi-bin/gmath?demand
http://api.gmath.guru/cgi-bin/gmath?demand
http://api.gmath.guru/cgi-bin/gmath?control
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_1
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_1
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_2
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_2
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_3
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_3
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_3
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_0%2B%5Cgamma_1%2B%5Cgamma_2%2B%5Cgamma_3
http://api.gmath.guru/cgi-bin/gmath?demand
http://api.gmath.guru/cgi-bin/gmath?demand
http://api.gmath.guru/cgi-bin/gmath?control
http://api.gmath.guru/cgi-bin/gmath?control
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_0
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_0
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_0%2B%5Cgamma_1
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_0%2B%5Cgamma_2
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_0%2B%5Cgamma_2
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_0%2B%5Cgamma_3
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_1%2B%5Cgamma_2%3D0
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_1%2B%5Cgamma_2%3D0
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_1%2B%5Cgamma_2
http://api.gmath.guru/cgi-bin/gmath?%5Cgamma_1%2B%5Cgamma_2


 

As pointed out by Brambor (Brambor et al., 2006), an assumption that the main 
effects are exactly zero is only plausible if the study was explicitly designed that 
way by experimental manipulation; and even if the observed mean of  
there can still be bias in  for models using continuous variables; thus, they 
explicitly advise that main effects should always be included in a model that tests 
the presence of an interaction to avoid bias in observational studies. 
 
The binary job strain model MB fits the same interaction term as MQ also without 
adjusting for the main effects, and thus, is biased in a similar way to MQ; but the 
estimate describes the difference to the average of all other quadrants instead of 
just the relaxed quadrant, reducing bias slightly depending on the correlation 
between the two main effects. 

Simulating expected bias in proposed job strain models 
A large systematic review made made for the Swedish government in 2015 (SBU, 
2015; Töres Theorell et al., 2016) showed that  but not  was 
directly associated with coronary heart disease. Unfortunately, the report did not 
present any summary estimate of the observed risk; but we can find another large 
sample estimate of the risk associated with  in an individual participant 
meta-analysis of 13 prospective cohorts and 2358 cases of coronary heart disease 
reported by the IPD-work consortium (Mika Kivimäki et al., 2012). The estimate 
was not available in the main part of the report, but quartile estimates were 
presented in the supplemental material that were later recalculated to show an 
approximate HR=1.19 with 95% CI: 1.09--1.28 for low  split at the sample 
median (Ingre, 2015). 
 
We used the above estimate to simulate the expected bias and type-1 error rate in 
studies of job strain using the various proposed model formulations discussed 
above. To do this we first transformed the observed HR and 95% CI reported by 
Ingre (Ingre, 2015) to ORs using the reverse of equation 8; and then to the 
standardized mean difference (SMD) with its standard deviation using the following 

equation: (Deeks, Higgins, Altman, & Green, 2011). This 
allowed us to use a computationally efficient linear approximation on standardized 
data for the simulation, with sample sizes representing the number of coronary 
heart disease cases in each study. We drew 10.000 random samples with an 
average bias from low  below the median at  and 

. The simulation modeled no other association in data and fitted the 
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five different model formulations discussed above: MI, MQ, MB and models 
proposed by Johnsson et al (Johnson et al., 1989) (MJ) and Theorell et al (T. 
Theorell et al., 1998) (MT).  
 
Table 8 below shows a summary of the observed bias for all models on three 
different sample sizes representing studies with 500, 1500 or 5000 cases of 
coronary heart disease. The result show that all models except MI presented bias 
in the estimate and similar to what was observed in study 1, the standardized bias 
(z) increased with sample size. The largest bias was observed on the MQ model 
that treated all quadrants described by the job strain model as independent groups 
with a separate estimate for the , and  quadrants. The 
second most biased model was MB fitting a simple binary exposure variable for the 
job strain interaction. The type-1 error rates were observed in the range 9-13% for 
model MQ, MB, MJ, and MT for the smallest samples size N=500 with almost all 
type-1 errors observed in the positive tail suggesting an increased risk. The largest 
standardized bias was observed on the largest sample sizes (N=5000) for MQ 
(z=2.43) indicating a type-1 error rate of 62%, the second largest bias was 
observed for MB with a type-1 error rate of 51% and the two other models followed 
with a type-1 error rate of 37-41%.  
 
Table 8: Standardized bias (z) and type-1 error rates of proposed job strain models 

  n=500  n=1500  n=5000 

Model  z neg pos any  z neg pos any  z neg pos any 

MI  0.00 .024 .025 .049  0.01 .027 .027 .054  0.00 .028 .025 .052 

MB  0.61 .007 .101 .108  1.08 .005 .217 .221  1.98 .002 .504 .507 

MQ  0.75 .005 .128 .133  1.31 .004 .289 .292  2.43 .003 .620 .623 

MT  0.54 .008 .085 .093  0.91 .005 .169 .174  1.65 .003 .403 .406 

MJ  0.50 .009 .081 .091  0.85 .006 .149 .155  1.56 .003 .368 .371 

Note: The table summarizes the mean standardized bias (z) and type-1 error rates 
(neg=negative tail, pos=positive tail, any=any tail) over 10.000 simulations assuming a true 

association of control present in data of  with a  between 
simulations for models: MI, MB, and MQ presented above as well as models proposed by 
Theorell et al  (T. Theorell et al., 1998) (MT) and Johnsson et al (Johnson et al., 1989) (MJ) 
on three different sample sizes. 
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Simulating p-hacking of the job strain association 
P-hacking is possible when flexibility is allowed in how to test a specific 
hypothesis; and there does indeed seem to be quite a bit of flexibility in how job 
strain researchers want to test their theory on data, based only on the many 
different “alternative” models that have been proposed and published within the 
field. The IPD-work consortium (Fransson et al., 2012) is probably the most 
productive group of researchers in the field and they have stated that models 
based on median split data (see table 7) will be their “main method”  (p 3) but they 
also left the door open for other alternatives “including the quotient method (job 
demands/job control); the logarithmic approach (log[job demands/job control]); and 
the subtraction approach (job demands minus job control) ” (p 3-4). In addition, they 
suggest alternative ways to operationalize the main components of the model and 
present correlations between the complete scales for  and , based 
on 5 and 6 questionnaire items respectively, and a selection of smaller subscales 
based on 2--5 of the items included in the full scale. The correlations were 
estimated between r=.76--.97 with the poorest ones observed for the smallest 
subscales. It should be noted that since these correlations always compared a 
subscale with the complete scale that also included the same items, we expect 
them to be large; correlations between the subscales themselves are expected to 
be smaller, especially between shorter subscales that do not share any items. The 
main motivation for the study was to provide “a reference measurement to 
examine the validity of partial versions available in the existing cohort studies. ” (p 
7) and the authors suggest that “these abbreviated scales assess the same 
underlying concepts as the complete survey instrument”  (p 7). However, in a 
flexible environment where many different models are considered to test the job 
strain hypothesis, this conclusion could also be used to devise a strategy of trying 
several different versions of the scales in the same study; since they could all be 
argued to be valid operationalizations of the same job strain model. 
 
Trying out different subscales in the same study is a p-hacking strategy that could 
yield a substantial number of alternative models: the total number of possible 

variants with 1-6 items ( ) is calculated as  and gives 63 different 
versions of  and 31 versions of  ( ) for a total of 63*31=1953 
job strain models. If the strategy would be restricted to subscales with a minimum 
of 3 items there would be 42 variations of  and 16 variations  for a 
total of 672 different models to fit on data.  
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The simulation presented below explored the implications of fitting the five different 
models discussed above (MI, MB, MQ, MJ, MT) as well as trying out different 
subscales in the same study over 10.000 simulated studies assuming a more 
conservative approach than what was discussed above. The simulation is based 
on a single, five or ten different versions of  and  and a correlation 
of r=.80--.90 between the different variations of the scales. The total search space 
was 5 models when fitting a single version of  and , 5*5*5=125 
models when five versions of  and  were explored and 
5*10*10=500 models for ten different versions of the scales. The total p-hacking 
bias and type-1 error rate was calculated by picking the estimate with the smallest 
p-value from all fitted models in each simulated study. 
 
Table 9 shows that picking the best of all five models presented in table 8 (i.e. a 
search space of 5 models) indicates a type-1 error rate of 27%--70% depending on 
the sample size of the study. The positive tail type-1 error rate (i.e. associations 
indicating an increased risk from exposure to job strain) was 22%--69%. Testing 
several different versions of  and  in the same study brought the 
positive tail type-1 error rate up to 54%--94%. Even assuming a very high 
correlation of r=.90 between the different versions of the scales and when only five 
different versions of control and five different versions of demand was tested, for a 
total search space of 125 models, the observed positive tail type-1 error rate was 
already at 55% for the smallest sample (n=500) and 85% in the largest sample 
(N=5000). Many studies were able to report “significant” observations in both the 
negative and the positive tail inflating the overall type-1 error rate to as high as 
99%; but because of the inherent bias, we observed the majority of type-1 errors in 
the positive tail suggesting an increased risk after exposure to job strain. 
 
Table 9: Standardized bias (z) and type-1 error rates of p-hacking job strain models 

search 
space 

 n=500  n=1500  n=5000 

r z neg pos any  z neg pos any  z neg pos any 

500 0.8 2.54 .566 .788 .975  2.82 .526 .861 .982  3.56 .482 .941 .991 

125 0.8 2.19 .343 .612 .817  2.51 .304 .739 .868  3.31 .272 .882 .939 

5 - 1.29 .047 .221 .265  1.71 .035 .391 .418  2.65 .030 .685 .699 

                

500 0.9 2.37 .421 .695 .902  2.69 .382 .797 .933  3.47 .362 .909 .970 

125 0.9 2.08 .264 .548 .723  2.43 .236 .692 .811  3.25 .214 .854 .910 
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Note: The table summarizes the mean standardized bias (z) and type-1 error rates 
(neg=negative tail, pos=positive tail, any=any tail) over 10.000 simulations assuming a true 

association of low  present in data of  with a  
between simulations; for a p-hacking strategy where the model with the smallest p-value was 
picked from all models in the available search space. A search space of 5 models include all 
models summarized in table 8 (MI, MB, MQMT, MJ). A search space of 125 and 500 models 
included 5 and 10 different versions of  and for all models assuming a 
correlation of r=.80 or r=.90 between the different versions of the scales. 

Summary and conclusion 
The job strain theory suggests an interaction between exposure to high job 
demand and exposure to low job control called “job strain” that is associated with 
various complaints and disease; but that hypothesis was not even supported by 
data in the original publication from 1979 (R. A. Karasek Jr., 1979). Karasek did 
not trust these findings and suggested two alternative ways to model the 
interaction; however, a closer look at these models shows that both were flawed; 
one of the proposed models was multicollinear with the main effects, and the 
estimate Karasek sought (“relative excess of demand”) was not an interaction in 
the first place; it could have been calculated directly from the additive model (MB) 
he had already fitted. The second alternative was not a valid job strain interaction 
either and essentially described a complex non linear transformation of job control 
that did not offer support for the job strain theory. Thus, the job strain interaction 
was not supported by data in the original publication from 1979 (R. A. Karasek Jr., 
1979). 
 
Several other models have been proposed. We took a closer look at five 
alternative variations published in the literature and suggested to model the “job 
strain interaction” that all shared the same flaw by not including the main effects. 
Thus, all these models were easily identified as susceptible to bias from the 
omitted main effects. Two large meta-analyses indicate that the main effect of low 
job control is associated with coronary heart disease, providing a mechanism for 
bias in all the proposed “alternative” models of job strain. A simulation indicated a 
positive tail type-1 error rate of 8%--62% depending on sample size and the 
specific model fitted due to the inherent bias. When all five models were fitted in 
the same study, positive tail type-1 error rates were observed in the range 
22%--69% depending on sample size; and when several different versions of the 

 and  scales were considered, the positive tail type-1 error rates 
shoot up to  >54% even on the smallest samples and 85%--94% in larger samples 
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suggesting an almost guaranteed ability to demonstrate a significant association 
supporting job strain even when no such association is present. 
 
The p-hacking strategy used in the above simulations should be considered 
conservative since we only tested five different models of job train and there are 
several other models represented in the literature. Theorell et al (T. Theorell et al., 
1998) even stated that their cut off at the upper quartile was empirically 
determined, indicating that other cut offs were tried in the process and that this 
model can be varied further to represent the strategy used by job strain 
researchers. We also tried only a few (5 & 10) variations of job demand and job 
control and a motivated p-hacker could go much further than that with an upper 
limit at a factor 19 larger search space assuming that 5 and 6 items are available 
for the two scales. Expanding the search space further in this way almost certainly 
means weaker correlations than assumed above (r=.80--.90), inflating bias and 
type-1 error rates even further. In addition, there are many other possibilities 
available to a motivated p-hacker such as restricting the dataset to a specific group 
or trying an interaction with age (M. Kivimäki, Theorell, Westerlund, Vahtera, & 
Alfredsson, 2008) or social support (Johnson et al., 1989) just to name a few 
alternatives; and adding other covariates to the model can potentially expand the 
search space several orders of magnitude above what was simulated in this study, 
further increasing the expected bias and type-1 error rate in job strain research.  
 
In summary, the job strain interaction proposed by Karasek (1979) was not 
supported by data in his original publication. Several alternative models have since 
been proposed to model this interaction but they were all found to have biases with 
very high type-1 error rates; the only model able to properly test the job strain 
interaction was the standard multiplicative interaction model that includes the main 
effects (MI). P-hacking and inherent bias in proposed “alternative” job strain 
models can almost guarantee the ability to demonstrate a “significant” association 
in any study, without the need for any substance of the job strain theory itself. 
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Study 3: A systematic review to assess 
p-hacking in studies of night work and breast 
cancer in women 
 
In study 1 we looked at the potential for p-hacking the association between 
exposure to night work and the risk breast cancer in women, and found that 
p-hacking could almost guarantee the ability to demonstrate a significant 
association, even when no true risk would be present. In a proper scientific inquiry, 
the hypothesis would ideally be tested only once, to produce a single and unbiased 
estimate. However, when flexibility is allowed in how to test a specific hypothesis, it 
is possible to test the “same” hypothesis multiple times in a single study, producing 
a distribution of estimates that increases the chance of demonstrating at least one 
“significant” association. This creates bias in reported estimates and any 
meta-analysis combining several studies may conclude the presence of a risk even 
if none would exist.  
 
The main challenge in studying p-hacking in the published literature is that it 
depends on undisclosed  flexibility in the analytical process. We are not likely to 
see a p-hacking approach described in detail in published reports, since it would 
tend to invalidate the findings; thus, we need to look for indirect evidence. The 
method developed in the present thesis assumes that there are two basic 
approaches to any research question:  
 

● The scientific approach wants to test the hypothesis that an association 
exists and provide an accurate estimate of its magnitude.  

● The p-hacking approach wants to demonstrate a “statistically significant” 
association in data. 

 
While these two approaches are not mutually exclusive (see below), many times 
they present a dividing line between the prefered strategy of a scientifically minded 
researcher and a p-hacker. For example, when there are two different tests of a 
hypothesis available to the researcher and one is the result of applying a method 
that is superior to the other, a scientifically minded researcher would always want 
to report the result from the superior method regardless of the result; but a 
p-hacking researcher may instead want to report the finding that is significant.  
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Statistical power 

Scientifically minded researchers are also interested in demonstrating statistically 
significant associations in data, when the hypothesis is true. As discussed in the 
main introduction of this thesis, the probability of demonstrating a significant 
association, when the hypothesis is true, increases with the statistical power of the 
test. This also means that poor statistical power  increases the risk that an 
observed statistically significant  association is false . In addition, statistical power is 
just another way of expressing variance in relation to the (expected) magnitude of 
the studied association; larger statistical power means smaller variance and 
therefore also more precision in the observed estimate.  
 
As illustrated in study 1, p-hacking does not depend on statistical power to 
increase the chance of demonstrating a significant association in data; instead, 
p-hacking tries to exploit within study variance that is the result of fitting many 
different models testing the “same” hypothesis. Thus, p-hacking researchers would 
not be too concerned with a potential lack of statistical power. There is even an 
advantage of having poor statistical power for a p-hacker, since the magnitude of 
bias that is expected from p-hacking depend on the size of random errors in data. 
As shown in study 1 (figure 8), this results in observed associations that are larger 
in magnitude when statistical power is poorer, which can be an advantage when 
trying to publish the result: a study suggesting a 10% increased risk for cancer 
simply does not raise as many eyebrows as one that suggest a 100% increased 
risk. 
 
It is important to recognize that statistical power is not fixed once data has been 
collected; it can be manipulated during the process of analysing of data. The 
simplest way to reduce statistical power is to restrict the analysis to a specific 
group so that not all observations are analyzed. Another option is to increase the 
number of parameters in the model, which increases variance in the estimate and 
reduces statistical power.  
 
In binary exposure models it is also possible to reduce statistical power by 
applying a higher exposure threshold. The loss of observations from increasing the 
exposure threshold can potentially be compensated by an increased effect of 
exposure; however, this relies on two important assumptions that may not hold. 
First, it can only happen when there is indeed a true cumulative effect in data; 
thus, increasing the exposure threshold into the extremes is a poor method to test 
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a hypothesis that any association exists, since it depends on the assumption that a 
more restrictive hypothesis is true. Second, the true effect of exposure also has to 
be very sensitive to the specific threshold that is modeled in the study, in order to 
counter the relatively large of loss of power that is expected from fewer 
observations, when exposure thresholds are pushed into the extremes. This 
presents a problem of interpreting findings from studies that have applied a flexible 
approach to analyzing or reporting data, specifically, because estimates that are 
affected by p-hacking or publication bias also increases in magnitude with poorer 
statistical power. Thus, it may not be possible to attribute an observed risk to 
exposure even if the observed risk would appear to increase with higher exposure 
thresholds, unless we can make sure that the estimates have not been p-hacked 
and are not affected by publication bias. What we can say, is that published 
studies applying poorly powered tests using extreme exposure thresholds are 
more likely to report false statistically significant associations than studies applying 
high powered tests; and in the event a true association would actually exist, poorly 
powered studies are likely to report inflated estimates of this association. 
 
Maximizing statistical power is an important scientific principle for three reasons: it 
increases the accuracy of the observed estimates, makes the study more likely to 
confirm the presence of a true association in data and makes it less likely to report 
false  statistically significant findings (i.e. type-1 errors). However, as discussed 
above, p-hackers are not too concerned about poor statistical power and may even 
want to reduce power to increase their chance of demonstrating a large effect in 
data. Thus, statistical power also presents a dividing line between scientifically 
minded and p-hacking researchers. The former would want to design their study 
and define a model to test their hypothesis with as large statistical power as 
possible, to maximize the information value of the test and provide an estimate of 
the studied association with maximum accuracy; p-hackers, on the other hand, 
would want to narrow their search specifically to models with poor power, since it 
tends to make any finding look more impressive. 

Flexibility 

P-hacking is only possible when flexibility is allowed in how to prepare, analyse 
and report data. Thus, an important part of trying to assess the presence of 
p-hacking in published reports is to try to assess any flexibility in the analytical 
process. There are three main types of indicators: information that suggest that the 
authors had defined their hypothesis and the model to test it a priori , information 
that suggest the analyst had used an explorative data driven approach and 
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information related to the size of the expected search space available to the 
analyst. 
 
Perhaps the most reliable indicator in the first category is a public time stamped 
pre-registration of the study detailing exactly how the authors wanted to test the 
hypothesis. If such pre-registration would exists, and the details would match the 
published report, perhaps even with the dataset attached, the risk for p-hacking is 
virtually non existent. Other indicators of the first category are strong theoretical 
motivations to why the model was specified exactly the way it was. This would 
suggest that the authors had a theoretical approach and that they tried to find the 
optimal way to model the association and adjust for confounders, according to 
theory; this limits the number of potential models to fit on data and it separates 
them from p-hacking researchers who would end up with a data driven model that 
would be somewhat arbitrarily defined and therefore harder to motivate in theory. A 
third possible indicator in this category would be an identical exact replication of 
your own or some other researchers previous work. Exactly replicating another 
study is not that common in research and it would suggest that the authors were 
aware of problems with flexibility in the analytical process and wanted to reduce it 
in their study. Theoretical motivations and direct replications would be stronger if 
they were also pre-registered, to reduce the risk that the decision to publish a 
particular model with its motivation was made post-hoc and informed by the 
observed statistical significance of the test.  
 
Indicators of an explorative, data driven, analytical process focus on trying to 
assess the method used to define the primary model presented in the report. This 
would include the author(s) describing or stating that they have used an 
explorative strategy or any information in that suggest that the final model was 
picked from several available candidate models. 
 
An implied size of the available search space can be estimated under explicit 
assumptions. For example, if the methods indicate that a study had measured 20 
variables that could potentially be included as confounders in the model, and the 
final model included an arbitrarily defined subset of these 20 variables, we may 
assume that any combination of these variables would have been accepted as the 
final model by the authors. Under such assumptions, we can calculate the number 
of potential models that were available in the search space as the result of 20 
binary options available to the analyst: 220=1048576; and if we assume that these 
confounders could also be fitted in two different variants, using an alternative 
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transformation/coding scheme, the number increases to 320 > three billion potential 
models.  
 
In a flexible analytical environment where many different models are considered, 
these “alternative” models provides a large distribution of estimates that can be 
searched to try to find at least one estimate that may have fallen above the 
threshold of statistical significance by chance (and unadjusted confounding). It 
should be noted though, that such high dimensional p-hacking is not directly 
comparable with the simulations performed in study 1, where only the main 
variables involved in the association were manipulated; when models grow to 
include a large number of covariates, many of them are likely to be only vaguely 
related to the studied association or even completely random; including, excluding 
or trying different transformations of such variables is likely to have a smaller 
impact on the studied association than manipulating age or exposure. Thus, such 
high dimensional p-hacking is likely to be most effective in situations where sample 
variance already provided an estimate that fell relatively close to statistical 
significance by chance, or in combination with manipulating any of the main 
variables. However, the relatively small expected impact of each model variation 
is, at least to some extent, compensated by the very large number of models that 
are available to the analyst in high dimensional p-hacking. 
 
We don’t expect most p-hackers to brute force a search through thousands or 
even millions of models using a computer algorithm, even though it probably 
happens in some situations. The most common form of p-hacking is likely just a 
researcher trying out various models manually in front of the computer while 
observing changes in the estimate; relying on tools such as correlation matrices 
and stepwise multiple regression models, together with experience and intuition, to 
find correlations in data and narrow the search into areas with the greatest chance 
of success. Thus, most p-hacking strategies would probably only analyse a small 
fraction of models in the available search space. However, calculating an implied 
search space is still a useful measure of flexibility, since a p-hacker could search 
for any model within that space, regardless if they would apply a systematic and 
exhaustive search strategy, or use a more flexible and opportunistic manual 
approach, guided by repeated observations in data. 

67 (112) 



 

Assessing the risk of p-hacking in individual studies 
In the present review we focus on prospective cohort studies of exposure to night 
work and the association with breast cancer in women. We wanted to define 
reliable indicators of p-hacking a priori  based on the principles outlined above. 
 
A main indicator of p-hacking was based on the most fundamental principle 
discussed above: that a scientifically minded researcher would always want to 
present the findings of a superior model regardless of the result of the statistical 
test but a p-hacker may consider an inferior model if it is statistically significant. As 
discussed in study 1, in studies of night work and breast cancer it is inevitable that 
exposures to nightwork are correlated with age, and age is well known to be 
strongly associated with the risk for breast cancer. Thus, a scientific inquiry would 
seek to optimally adjust for age to reduce the risk of residual confounding when 
trying to estimate such association. In figure 2 (study 1) we illustrated the 
association between age and breast cancer incidence suggesting that linear and 
polynomial models as well as models adjusting for every single year of age would 
be most appropriate to reduce the risk of confounding. The estimates presented in 
table 2 (study 1) confirms that these models have low bias and suggest that 
modeling five year groups over the whole age range may also be appropriate. In 
the present study we considered these models to be the natural choice in a 
scientific approach; and since these models were expected to be available in every 
single study, we considered all other variations to adjust for age as suboptimal; 
and thus, likely to be part of a p-hacking strategy.  
 
Since fitting an optimal adjustment for age is essential to the validity of any 
observed association between nightwork and breast cancer, it would likely be a 
focus in any theoretically motivated study; thus, we also considered studies that 
did not disclose exactly how age was adjusted at higher risk of p-hacking, since 
choosing to not disclose this information is more consistent with a data driven 
approach. 
 
A second primary indicator of p-hacking was a non-standard definition of exposure. 
Theory suggests that long term exposures (>20--30 years) are needed to develop 
an increased risk of breast cancer. Exposures of 20, 25 and 30 years of night work 
were considered the natural choice to test the hypothesis and other exposures 
were considered likely to be fitted after the primary model had failed to produce a 
significant association, unless there was a strong theoretical motivation to why the 
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standard definition was not used. This also includes reporting an unspecified 
length of the exposure (i.e. ever night work) unless it was explicitly stated that 
information on the length of exposure was not collected in the study. 
 
A third primary indicator of p-hacking was restricting the analysis to a subgroup, 
since it reduces statistical power and can be used to hide the fact that the reported 
association was not significant in the complete dataset. We considered any 
restriction of the dataset a likely indicator of p-hacking, unless there was a strong 
theoretical motivation why it was necessary to remove data to provide a valid and 
accurate estimate of the risk for breast cancer. 
 
In addition to the primary indicators discussed above, we also reviewed the 
published reports in detail to try to assess flexibility in the analytical process. We 
tried to asses how the primary models were defined and we calculated an implied 
search space that would have been available to the analysis. In addition, we 
performed a separate quantitative analysis of the studies statistical power to try to 
assess their overall veracity (see equation 3) and to determine the probability of 
the observed distribution of significant and non significant studies in the literature 
to assess the likelihood of p-hacking and publication bias in this field of research.  

Published meta-analyses of long exposure to night work and 
the risk for breast cancer in women 
Before performing a systematic review of individual studies, we wanted to assess 
how other reviews had addressed bias. There are many potential sources of bias 
in published research, and in the present review we considered those most 
relevant for observational studies of night work and breast cancer. We searched 
for all meta-analyses published before the year 2016 and recorded the presence of 
any discussion of bias in the reported estimate. The presence of such discussion 
was scored in widely recognized categories, such as: confounding in general, bias 
related to the studied population, definition of exposure, study design and 
publication bias; but we also added the risk of residual confounding from 
suboptimal adjustment for age, indications of p-hacking as well as the presence of 
a discussion of any other (methodological) biases considered in the review. Table 
10 summarizes the findings from all five meta-analyses published so far.  
 
Table 10: Summary of the presence of bias discussions in published meta-analyses 

  Bias considerations  
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Publication N Con Pop Pub Exp Des Age P-hack Other Evidence 

(Megdal, Kroenke, 
Laden, Pukkala, & 
Schernhammer, 2005) 13 x x x - x - - - Strong 

(Ijaz et al., 2013) 16 x x x x x - - x None 

(Wang et al., 2013) 10 x - x - - - - - Medium 

(Jia et al., 2013) 13 x x x - x - - - Medium 

(Kamdar, Tergas, 
Mateen, Bhayani, & Oh, 
2013) 15 x x x x x - - x Weak 

(Lin et al., 2015) 16 x - x - - - - x Strong 

N=number of reviewed studies, Con=confounding (in general), Pop=Bias related to the studied population sample, 
Pub=publication bias, Exp=definition of exposure, Des=bias related to the design, Age=residual confounding from 
suboptimal adjustment for age, P-hack=p-hacking bias in general, Evidence=describes the authors’ general 
assessment of evidence supporting an association where "strong" suggests the presence of an association with little 
doubt, "medium" suggests a likely association with some reservations, "weak" suggests a possible association with 
several reservations and "none" suggest that there is no or insufficient evidence supporting the presence of an 
association. x=discussion of bias was present 

 
The summary above (table 10) indicates that none of the meta-analyses explicitly 
considered p-hacking or residual confounding from imperfect adjustment for age 
(however, see discussion below of (Ijaz et al., 2013)). All studies did to some 
degree consider confounding but this generally referred to the absence or 
presence of certain variables in the models and not to the specific shape of the 
association. Two of the studies hinted that incomplete adjustment had attenuated 
the observed effect and that complete adjustment was likely to show a an even 
larger magnitude of the observed risk (Lin et al., 2015; Wang et al., 2013).  
 
All studies did consider publication bias, and reported the statistical significance of 
the egger test (Egger et al., 1997) or similar. As discussed in the introduction of 
this thesis, it is highly questionable to assume an a priori  position of zero 
publication bias that we can be almost certain is false, and only change our 
position if we find explicit evidence from a very low powered statistical test based a 
dozen or so observations (in this case 10-16 studies as indicated in table 10). 
However, all studies, except the study by Iljaz at al (Ijaz et al., 2013), interpreted a 
non-significant test as evidence of zero publication bias and accepted the 
observed pooled estimate at face value without any adjustments. Iljaz et al had a 
more reasonable position and did not accept p=.24 as evidence for zero bias (p 
443):  
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Our search was comprehensive, and there was no strong indication of publication bias 
from Egger’s test. Many studies were conducted in Scandinavia where the issue of breast 
cancer and night-shift work seems to be a topic of debate. Quite a few of these were 
register linked studies. However there exist many more such registers worldwide that 
remain untapped and, therefore, we believe that the included studies alone could form an 
incomplete picture (50). 

 
Another observation from table 10 is that studies suggesting “strong” evidence 
were less concerned about bias than the studies suggesting “weak” or 
“none/insufficient” evidence supporting the studied association. While this analysis 
is crude and does not take into account many other differences between these 
studies, it does suggest that less focus on bias made it easier to argue for, and 
demonstrate, the presence of an association in a meta-analysis; and the more an 
investigator was considering bias the less convincing the published evidence 
became. 
 
A special mention is needed for the study by Ijaz et al (Ijaz et al., 2013) who did 
take bias seriously in their analysis. As discussed above, Iljaz et al were the only 
authors who took a reasonable a priori  position on publication bias; and they also 
had a more comprehensive approach to bias in general. They identified ten 
domains of bias a priori  and although they did not mention p-hacking specifically, 
they did include: exposure definition, selective reporting, funding, and conflict of 
interest; all of which are related to p-hacking. To illustrate how they are related let’s 
consider one of their examples related to exposure (p 432): “The study was 
considered to have a high risk of bias when it used a categorical definition with an 
arbitrary threshold (eg, 1 year, “ever done night work”) ”. There is no inherent bias 
in an arbitrary defined duration of exposure, as long as it is defined a priori  and 
only one test of the hypothesis is performed. Bias from an arbitrary defined 
exposure threshold comes from applying a strategy of testing many different 
thresholds while selectively reporting only the significant one(s). As discussed 
above, a scientific inquiry would probably pick a standard exposure of 20, 25 or 30 
years a-priori and an arbitrary threshold is more consistent with a p-hacking 
strategy. Thus, the reason Iljaz et al considered an arbitrary threshold to have high 
risk for bias, was almost certainly because it is an indicator of p-hacking. In 
addition, funding and conflict of interests does not directly affect data but risks 
affecting the behaviour of researchers by putting pressure on them to try to 
demonstrate a particular finding. In the presence of such pressure, p-hacking and 
the associated selective reporting of findings are the most natural options available 
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after the data has been collected, unless researchers would consider completely 
fabricating data with the desired result.  
 
Iljaz et al (2013) should be commended for their efforts of trying to assess as many 
important biases as possible in their analysis, but the present author would have 
liked them to go one step further to explicitly discuss the underlying mechanisms 
expected to produce bias in the reviewed research. Had they done that, they would 
probably have arrived at p-hacking as the main mechanism. Also, incentives for 
demonstrating a significant association in data does not depend only on pressure 
from funders or other conflicts of interests; it is present at all times for any 
researcher that has to compete in the race to “publish or perish”. Thus, outside 
pressure is not needed to increase the risk of bias in published studies; but being 
employed by a university or research institution that offers incentives towards 
publishing in peer-reviewed scientific journals could be argued to be an indicator of 
high risk for bias. 

Literature search  
We took all studies included in the meta-analyses presented in table 10 and 
performed a complementary literature search on the pubmed database for missed 
or newer studies. Twentyfive studies were found to estimate the association 
between night work exposure and breast cancer in women. Some studies focused 
on flight attendants; however, such studies have questionable validity since they 
are confounded with exposure to cosmic radiation that is suspected to increase the 
risk for many cancers (Hammer, Blettner, & Zeeb, 2009). Many studies used a 
case-control design; however, a main weakness is the (usually) retrospective 
assessment of exposure that may introduce bias by reverse causation: cancer 
cases may tend to more often remember and indicate any negative exposure 
history, including exposure to night work — especially if they were aware of the 
hypothesised risk after the first set of studies were published in 1996 (Tynes, 
Hannevik, Andersen, Vistnes, & Haldorsen, 1996) and 2001 (Davis, Mirick, & 
Stevens, 2001; Hansen, 2001; E. S. Schernhammer et al., 2001). Some studies 
used a nationally representative comparison group to estimate standardized 
incidence ratios for the exposed group; however, such designs are biased towards 
the NULL when a large proportion of the reference population is exposed. All these 
study designs can be p-hacked; but the methods available to a p-hacker, and thus, 
any potential indicators of such methods, will vary depending on the specifics of 
each study and its design. In the present analysis we wanted to review the 
strongest designs available and apply a general approach to try to identify 
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indicators of p-hacking in a more homogeneous collection of studies, so we 
excluded these designs from the current analysis. A complete record of the 
excluded studies is presented in appendix. 
 
In the absence of true experiments, a prospective cohort study, where exposure is 
measured first and new cancer cases are assessed during a subsequent follow up 
period (usually around 10 years), is perhaps the strongest design available to 
assess the risk for breast cancer after exposure to nightwork. We focused our 
analysis of p-hacking on studies with this design, and our literature search 
identified six such studies. The complete literature search is summarized in figure 
x below. 

 
 
 

 

 
 
 
 
 
 
Figure x: Flow-chart of literature search 

Risk for p-hacking in studies of nightwork and breast cancer 
Table 11 below shows a summary of the eligible studies. The first thing to note is 
that four studies demonstrated a significant risk and two studies did not. The four 
studies that found significant associations indicated lower ends of confidence 
intervals close to unity (1.04, 1.06, 1.03, 1.03). This could be a coincidence: risk 
estimates vary naturally between studies and the width of the confidence interval 
depends on the number of cancer cases observed in each study, in particular the 
number of exposed cases. It is possible that the true risk in each of these studies 
just happened to be of the right magnitude so that they all became marginally 
significant. But this pattern is also consistent with a p-hacking approach, where 
each study searched through many “alternative” statistical models until one of 
them could demonstrate a risk that fell just above the significance threshold.  
 
We defined three models a priori  to adjust for age, that are consistent with a 
scientific inquiry, and assumed that studies using other methods were at high risk 
of p-hacking. Two of the reviewed studies failed to report one of these models 

73 (112) 



 

(Åkerstedt et al., 2015; Koppes, Geuskens, Pronk, Vermeulen, & de Vroome, 
2014). This could mean that these studies were p-hacked; but it could also mean 
that we assumed a too strict criterion. An indication to the latter was the fact that 
one of the studies did not demonstrate a significant association; and thus, was less 
likely to be p-hacked.  
 
One of the studies removed observed cancer data after the respondent had turned 
sixty years old without theoretical motivation, indicating an increased risk of 
p-hacking (Åkerstedt et al., 2015). 
 
Only one of the studies was inconsistent with the a priori  defined exposure models 
(Pronk et al., 2010). This particular exposure threshold was not likely to have been 
the author's first choice, increasing the risk for p-hacking; the findings suggest a 
possible protective effect of night work in the crude and age-adjusted models that 
disappeared in their fully adjusted model. It is also worth noting that 
Schernhammer et al used two different exposure definitions in their two studies. 
The study by Knutsson et al did not define the length of exposure, but such 
information was not collected for a prospective design. Lifetime accumulated 
exposure data was collected at the end of the follow up period for a subset of all 
respondents, that would have made a retrospective design of exposure possible, 
but such results were not reported.  
 
A more in-depth analysis of the studies to try to assess flexibility in the analytical 
process is presented below. We have chosen to discuss the two studies on nurses 
by Schernhammer et al together (E. S. Schernhammer et al., 2001; Eva S. 
Schernhammer et al., 2006) since they are presented by the same first author and 
are methodologically similar. The two Swedish studies (Åkerstedt et al., 2015; 
Knutsson et al., 2013) are also discussed together as well as the studies on the 
Dutch and Chinese cohorts (Koppes et al., 2014; Pronk et al., 2010) since they 
share authors between them, reference each other, and present similar findings.  
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Table 11: Summary of prospective cohort studies on night work and breast cancer  

Study 

(E. S. 
Schernham
mer et al., 
2001) 

(Eva S. 
Schernham
mer et al., 
2006) 

(Knutsson 
et al., 2013) 

(Åkerstedt 
et al., 2015) 

(Koppes et 
al., 2014) 

(Pronk et al., 
2010) 

Population 

American 
nurses 
(USA) 

American 
nurses 
(USA) 

Swedish 
work sites  

Swedish 
general 
population  

Dutch 
working 
population  

Chinese 
urban 
communities  

Sample size (n) 78562 113216 4036 13656 285723 69472 

Follow up (years) 10 12 12 12 7 4.4 

Cases (n) 2441 1352 94 3404 2531 379 

Exposed (n) 1382 531 549 287 2001 5720 

Exposed cases (n) 58 15 14 
Not reported 

<18  

Not 
reported 

<117 19 

Relative Risk 1.36  1.79  2.02  1.77  0.95  0.8 

95% CI 1.04--1.78 1.06--3.01 1.03--3.95 1.03--3.04 0.64--1.45 0.5--1.2 

Age adjustment 

Five year 
groups over 
the 
observed 
age range 
 

Five year 
groups 
over the 
observed 
age range 

Attained 
age was 
used as 
time 
variable  

The specific 
adjustment 
was not 
disclosed 

15-30, 
31-40, 
41-50,  
51-64 

Stratification 
by birth 
cohort in 
5-year 
intervals 

Exposure 

30+ years of 
of exposure 
(data 
collected on: 
1–2, 3–5, 
6–9, 10–14, 
15–19, 
20–29, and 
30+ years)  

20+ years 
of 
exposure 
(detailed 
monthly 
data was 
collected) 

Any 
nightwork 
indicated in 
the years 
1992-1996, 
2001-2003 
or 2009 

Lifetime 
exposure 
21-45 years 
(number of 
years was 
collected) 

20+ years 
tenure in 
the same 
job and 
indicating 
regular 
night work >17 years 

Additional 
covariates (n) 14 17 2 7 7 5 

Health 
screening  Yes Yes Yes 

None 
indicated Yes Yes 

Dataset 
restriction    

Removed 
cancer data 
after age 60    
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The American, nurses health, cohorts 

Both studies by Schernhammer et al (E. S. Schernhammer et al., 2001; Eva S. 
Schernhammer et al., 2006) reported models consistent with our a priori,  and in 
their first study they also commented on adjusting for age (p 1565): 
 

Because of the observed age difference between ever and never rotating night shift 
workers, we modeled subsequent analyses with age as a continuous variable and by 
2-year categories. However, modeling age in different ways did not lead to substantial 
changes in the estimates of the RR. 
 

The reported risk from the fully adjusted model was statistically significant on the 
very margin (95% CI: 1.04--1.78) so even small changes in the observed RR may 
be important. Thus, the fact that they chose to report a less precise model when 
they had access to better estimates is somewhat suspicious of p-hacking, and their 
choice of words also did not confirm that the more precise adjustments that were 
available, but excluded from the report, were also significant. However, all the 
above models were assumed a priori  to confer low risk of p-hacking. 
 
The exposure was modeled differently in the two studies, but it appears to mainly 
have been due to different methods, age and exposure distributions in the two data 
collections. In their first study they indicated a flexible approach by modeling 
exposure in at least three different ways, including the four category model 
presented in the main table of the report (p 1564): “In some analyses, we 
collapsed the data into only two categories; in others, we went back to the original 
eight categories. ”. The authors also made an interesting choice in their second 
study where they tried several different methods to classify exposure (p 108):  
 

In our main analyses, we used retrospective information from 2001 to create a 
composite night work variable. We also conducted 2 types of sensitivity analyses. In 
the first, rather than using the 2001 data retrospectively, we conservatively assumed 
that nurses had not worked a single month on rotating night shifts during the time 
periods in question, which produced essentially no change in the results (2.01; 
1.17–3.44). Second, we carried forward the last reported value (ie, from the previous 
questionnaire cycle), an approach commonly applied for missing information in 
updated analyses. In this analysis, we saw a slightly weaker association (1.56; 
0.91–2.66) when compared with our main approach. 
 

They tried at least three different ways to classify exposure; but they offered no 
theoretical motivation to why their “main analyses” were based on a composite 
variable combining prospective and retrospective exposure information, when they 
also had estimates available from what appears to have been more cleanly defined 
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prospective variables. The fact that they chose to weaken their design by mixing in 
retrospective information in their “main approach” suggest that the other two 
alternatives had to have some undesirable properties. The authors did not specify 
if the estimates quoted above were properly adjusted for confounding, but it is 
clear that the model based on information “carried forward” was not significant, 
which might be informative. Their short comment in the discussion, that no longer 
seems to hold true, indicate that they did seek all the benefits of a truly prospective 
design, at least at some point during the project, suggesting that their “main 
approach” was unlikely to have been their first choice (p 110): “Moreover, the 
prospective design of our study eliminates recall bias. ”.  
 
There were no theoretical motivation to selecting any of the confounders, how they 
were defined, or how the specific set used in the final and fully adjusted models 
was picked. In their first study they did indicate that they tried potential 
confounders that were not included in the final model presented in the report 
because (p 1565): “they did not alter our estimates (data not shown). ”. They also 
discussed potential confounding not included in the model (p 1567): 
 

Another potential limitation in our study is that women who work more frequently on 
night shifts may differ from women who do not in a way that influences risk of breast 
cancer for which we were not able to control. Even though we controlled for known 
potential confounding factors, there may still be uncontrolled confounding, such as 
hormone levels, stress, or other differences in lifestyle. Yet whether to treat factors, 
such as hormone levels or stress, as confounding factors or rather as intermediate 
factors that represent a step in the causal chain between exposure and disease would 
need to be considered. 
 

The discussion of confounding in the second study was brief (p 110): 
 

A potential limitation in our study is that women who work most frequently on 
night shifts may differ from women with no night shift experience in ways that 
influence risk of breast cancer and in ways we were not able to control. For 
example, there was a marked difference in smoking history among women who 
never had worked night shift and those with 20 or more years of night work; 
moreover, smoking duration rather than current smoking status was most 
strongly related to breast cancer risk in this cohort.18 However, neither the 
additional adjustment for pack-years smoked nor the exclusion of smokers 
from our analyses altered our results. Nonetheless, although we controlled for 
known potential confounding factors, uncontrolled confounding may stem from 
differences in socioeconomic status or other differences in lifestyle that we 
were not able to consider. 
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The authors did adjust for a large set of confounders, 14 and 17 + age in the two 
studies, but the exact specification of the models varied. For example, alcohol 
consumption was adjusted for, but the specific form was different in the two 
studies; in 2001 they used categories for none, and <90 and 90 g/week while in 
2006 they were nondrinkers, 5 g/d, 5–9.9 g/d, 10 –19.9 g/d, and 20 g/d. Similarly, 
BMI was adjusted in 2001 for five categories (<21, 21–22.9, 23–24.9, 25–28.9, and 
29) at the age of 18 while in 2006 there were six different categories (18.5, 
18.5–19.9, 20.0 –22.4, 22.5–24.9, 25.0 –29.0, and 30 kg/m2) at (presumably) the 
current age and the adjustment for menopause used seven categories in 2001 (43, 
44–46, 47–49, 50–52, 53–55, 56–58, and >58 years) and four categories (48, 48, 
49, 50 yr) in 2006. In addition, height in seven categories, weight change and time 
period in five categories was included in 2001 but not in 2006 and in 2006 the 
model was adjusted for physical activity and smoking but not in 2001.  
 
The many unmotivated differences between the two studies indicate considerable 
flexibility in how the authors wanted to test the association. Some of these 
differences may be the result of different methods used in the two data collections, 
but we do expect most options to have been available in both studies, and that it 
would have been possible to report close to identical models in the two studies if 
the authors had wanted to do that. 
 
To get an idea of how much flexibility these observed differences implies in a 
potential p-hacking strategy, assuming all options were available in both studies, 
we can calculate an implied search space by treating the observed differences as 
the result of equally probable binary options available to the analyst. If we assume 
the option to fit six confounders in two different variants we would expect to 
observe three of them to be different in the two studies, like we observed for 
alcohol, menopause and BMI above; and if we assume the option to include (or 
exclude) each of eight available potential confounders, we would expect four to be 
included in any of the two studies, of which two in each would only be included in 
one of the studies, like we observed for smoking, height, weight change, time 
period and physical activity above; thus, the potential search space would be 2(6+8) 

= 16384 different model estimates, that could have been searched to try to find at 
least one estimate that may have fallen above the threshold for statistical 
significance by chance (or residual confounding). 
 
The first study was expanded by adding another 12 years of cancer data, and the 
previously observed risk was then no longer present, indicating a (non-significant) 
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protective association below unity (E. Schernhammer, 2014). The findings have (to 
my knowledge) not been fully published yet and are available only in a conference 
abstract; thus, we lack many of the details needed to properly assess the findings. 
The author suggests that:  
 

Taken together, these results suggest that long-term rotating night shift work 
particularly early in career may be associated with an increased risk of breast 

cancer, which appears to diminish after nightshift work ceases.   
 
The authors conclusion seems speculative, since even if the increased risk would 
disappear completely after the nurses stopped working night, the previously 
observed cancer cases would still be present and contribute to an increased risk 
for the (now previously) exposed group; the conclusion above implies that former 
shift workers somehow developed a protection, to be at lower risk than comparable 
day workers, so that cancer incidence could even out between the groups. 
 
Data was also added to the second study (E. Schernhammer, 2014) and in this 
analysis the authors stated that they confirmed the original findings; however, 
since there were no details presented on how the model was defined, we cannot 
assess if it was identically specified to the one presented in 2006, or if the authors 
had to modify any parameters in order to demonstrate a significant risk, similar to 
how the model published in 2006 was modified from the one published in 2001.  
 
In summary, these two studies reported models for exposure and adjusting for age 
that were consistent with our a priori . However, several different age adjustments 
were tried in the first study possibly indicative of a p-hacking strategy. There were 
flexibility allowed in how exposure was defined in both studies, with at least three 
different exposure thresholds tested in the first study. In their second study they 
tried at least three different variations to define exposure and information suggests 
that the final model presented in the paper had weakened the design of the study 
and was unlikely to have been the author's first choice. There were considerable 
flexibility observed in how adjustment for confounders were defined in the two 
studies indicating a potential distribution of 216=16384 different estimates that could 
have been searched to try find an estimate that fell above the threshold of 
statistical significance. If we also factor in three different exposure models and 
three different age models, the search space grows with a factor nine to ~150k 
models. The two studies presented confidence intervals with lower bounds that 
were close to unity, indicating that any small change to the models would have 
been likely to reduce the observed association to become non significant, 
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especially if the reported models were selected based on their statistical 
significance. 

The Swedish cohorts 

We also reviewed two studies on Swedish cohorts, partially performed by the 
same researchers (Åkerstedt et al., 2015; Knutsson et al., 2013); the first author of 
both reports were also co-authors on the other report. 
 
In the first study (Knutsson et al., 2013) they did not discuss age but used attained 
age as a time variable for the hazard function which seems to be compatible with 
our a priori . Their final model was adjusted for two confounders only, but many 
more were available in the study as described in their methods (p 173):  
 

The following were potential confounding variables from baseline: (i) body mass 
index (BMI) (continuous); (ii) waist-hip ratio (continuous); (iii) educational level 
dichotomized in two ways: educ1 (coded 1 for university or college, coded 0 for 
lower than university/college education), educ2 (coded 1 for high school or higher 
level, coded 0 for lower level than high school); (iv) current smoking (current versus 
not current smoker); (v) ever smoker (ever versus never smoker); (vi) menopausal 
status, and (v) treatment with hormones other than oral contraceptives. The variable 
“number of children” was categorized into four categories: 0, 1, 2, ≥3 children. 
Alcohol intake was based on the question “On average how many alcoholic 
beverages have you imbibed during the past 12 months? Indicate with a cross how 
often and specify how much.” A new variable was calculated that was dichotomized. 
High level of alcohol intake was defined as consumption of alcoholic beverages 
(beer, wine or liquor) on average ≥6 times per week. Low level was defined as less 
than that.  

 
Their methods raises some important questions (p 175): 

 
We tested potential confounding by entering contraceptive pills, other hormonal 
treatment, menopausal status, obesity, number of children, smoking (ever and 
current), alcohol intake, and educational level into the analyses. Number of 
children and frequent alcohol intake changed the regression coefficient for shift 
work, and were therefore included in the final model. 
 

The crude models without any confounders that were reported by the authors did 
not indicate a significant association, and the methods they describe above seems 
to imply a p-hacking strategy, where many potential confounders were tested, and 
the ones changing the observed association were kept in the model until a 
significant association was observed. Such a method can produce a very large 
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search space that would have been available to the analysts, to try to find a 
specific set of confounders that can produce an estimate that falls above the 
significance threshold by chance (and residual confounding).  
 
In the discussion quoted above they list eight potential confounders. Obesity was 
measured with two different variables (BMI and waist/hip ratio) for a minimum of 
nine potential covariates available to the researchers; if they would describe the 
full set of confounders available to the analyst, it implies a potential search space 
of at least 29=512 different models assuming that the analyst would accept any 
combination of the available confounders in their final model. However, the number 
of potential models is likely to be larger since there were probably also other 
covariates available in the dataset that may have been considered in an 
explorative analytical process like the one described by the authors, and many of 
the confounders available to the analyst could have been tried in different variants. 
For example, the authors state above that they used continuous variables for BMI 
and waist/hip ratio; however, adjusting for obesity is often performed using 
categories in epidemiological studies. In their other study (Åkerstedt et al., 2015) 
they used four categories (p 2): “Body mass index (0=normal weight (>18.5–25 
kg/m2 ; reference), 1=underweight (≤18.5), 3=overweight (>25–30), 4=obesity 
(>30)). ”; thus, it is quite plausible to assume that they also tried to adjust for 
obesity using some established set of categories in this study too. Number of 
children is also a variable that could be defined in many different ways and the 
authors settled for four categories in their final model, but we have to consider the 
possibility that they might have tested it as a binary variable too, like they did in 
their other study (Åkerstedt et al., 2015). Thus a more plausible search space is 
likely to have been in the thousands of models. 
 
The authors also presented a secondary model were data for women reaching the 
age of 60 during the follow up was removed. This model was not motivated in text; 
it was just briefly described in methods and presented without any reason to why 
such a model was fitted. The very brief discussion of this finding is also highly 
speculative and poorly motivated: the difference between the two estimates was 
very small and far from statistically significant; it is difficult to see how it could be 
used as evidence for a short lag between exposure and cancer and support a 
causal factor (p 175): 
 

When we included only women <60 years of age, the HR increased further for 
those who had worked shifts with night work. This indicates that the lag 
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between exposure and cancer is not very long and supports the hypothesis that 
shifts with night work is a causal factor. 
 

The second Swedish study (Åkerstedt et al., 2015) did not disclose exactly how 
adjustment for age was performed, but they did appear to have used a different 
method than in their other study. However, they did discuss age in their report (p 
5): 
 

Our study may have suffered from the high baseline age of 40–60 years, 
compared with other studies using the whole adult age range. This may have 
attenuated the association between night work and breast cancer. 

 

This discussion is not very well thought out: a baseline age of 40-60 years is not 
problematic at all, but almost the optimal design if you want to assess the effect of 
20 years of exposure to night work; hardly any women under the age of 40 would 
have experienced such long exposures and it would have been much more 
problematic if the women had been younger. It is also difficult to see how there 
would be any attenuation in the estimate; what is more likely to happen is quite the 
opposite: if women with long night work exposure, who would tend to be older, is 
compared with a reference group with no night work exposure, who would tend to 
be younger, the estimate would become inflated if age was not properly adjusted in 
the model. 
 
In this study the authors presented a table with descriptive statistics of several 
background factors and potential confounders that were available to the analyst (p 
3):  

Background information is presented in table 1. Night workers were slightly younger, 
had a longer education, had more children, used more tobacco, were more 
overweight, drank more coffee, were less likely to have passed their menopause and 
used hormone therapy less frequently. They did not differ in physical activity, alcohol 
consumption, previous (before interview) or new cancer, or time to cancer diagnosis 
(from the time of the interview). 

 
However, in their final and fully adjusted model, not all of these were included and 
the authors offered no explanation to how the final set of confounders was 
selected. A particularly interesting confounder that was missing from their final 
model was called “passed menopause”; it was found to be significantly more 
prevalent in day workers than night workers. Having a later menopause is one of 
the main risk factors for breast cancer since it means longer exposure to 
endogenous sex hormones (Golubnitschaja et al., 2016). This confounder, despite 
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being highly significant (p<.001), was not discussed further in the report but would 
likely have reduced the observed association if it had been included in the model 
(p 5): 
 

We tested potential confounding by using measures of use of hormones 
inclusive of contraceptive pills, obesity, having children, smoking and 
educational level. Yet, even if many potential confounders have been adjusted 
for, there may still be others not considered in the present study. Among them 
may be age of first exposure to shift work.  
 

The authors state that alcohol was excluded from their main analysis because of 
too much missing data, which seems somewhat reasonable, although there were 
methods available in the software used to estimate their models that would have 
provided unbiased estimation on the full dataset with missing data (Yuan, 2000). 
More importantly though, they offered no explanation to why “passed menopause” 
or “physical activity” was excluded from the model and did not motivate their 
choice to include “previous cancer history” as a covariate rather than simply 
removing these women from the dataset as part of a health screening procedure. 
The latter seems to be more consistent with their approach to censoring and it 
seems likely that it was at least also considered in their study (p 2): “Censoring 
events included other cancer diagnosis during the follow-up, date of death, or end 
of follow-up time, whichever came first. ”. Thus, while most confounders were 
included in the final model, there is unexplained flexibility in how the model was 
ultimately defined. In their other study they included two covariates from a larger 
set, and in this study they excluded at least two covariates from a larger set; while 
they may seem very different, they are both equally represented in a potential 
multidimensional search space and we can use a similar approach to calculate an 
implied search space that would have been available to the analyst. This would 
suggest a search space of at least 210=1024 available models, assuming that they 
would have accepted any set of covariates in their final model. However, we 
should also consider the possibility that other covariates may have been available 
in the dataset but not reported by the authors and the potential of testing several 
different versions of the covariates, similar to what was discussed for their other 
study, which would further expand the available search space.  
 
A questionable approach was to remove observed cancer data during the follow up 
period after the respondents had reached the age of 60 in their primary model. The 
study only reported 286 exposed women and observed 18 cancer cases in the 
exposed group; the number of cases after removing data was not disclosed but 
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would likely be approximately a dozen. As we know from the introduction of this 
thesis, poor statistical power reduces the chance of confirming a true effect in data 
and also increases the risk of making type-1 errors the times we do observe a 
significant association (Ingre, 2013). Thus, removing data from the oldest women, 
likely to have the longest exposures and suggested to be at the highest risk of 
breast cancer, is not advisable; any investigation seeking to provide maximum 
accuracy in the observed association would probably want to keep exactly these 
women in the analysis to maximize statistical power.  
 
The removal of data was done without any theoretical motivation; it was simply 
introduced in the text with a reference to their earlier study (p 3): 
 

The follow-up time was stratified into two groups based on the findings of 
Knutsson et al —group 1: all women aged 59 years old or younger at the 
interview were followed until they turned 60 years old (N=13 656). Group 2: all 
women aged 59 years old or younger at the interview were followed until the end 
of follow-up time, that is, 30 Dec 2010 (N=13 656). 

 
While they suggested in their earlier study that restricting the dataset to women 
under 60 years of age provided evidence of a short lag between exposure and 
cancer incidence, in this study their very brief discussion suggested something 
else (p 5):  
 

Also, Knutsson et al found somewhat stronger results when follow-up was 
restricted to 60 years of age. One might assume that including the years after 
60 years of age may add many other causes of breast cancer, possibly hiding 
the effect of night work. 
 

The authors did not present any theoretical motivation to why they needed to 
remove data in order to provide an unbiased and accurate estimate of the risk for 
breast cancer, and they offered two different explanations of the results. It gives 
the impression that the authors were not clear over the implications of their 
methods and that removal of data was arbitrarily implemented; and it seems like 
the authors are offering post-hoc explanations to their findings. The authors also 
presented a secondary analysis on the complete dataset showing no significant 
effect of exposure. Thus, removing observed cancer cases in their primary model 
seems likely to have been part of an analytical strategy of trying to demonstrate a 
significantly increased risk for breast cancer in data. 
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In summary, one of the studies was consistent with our a priori  and one study 
failed to report how age was adjusted and also removed observed cancer data 
from the primary analysis without theoretical motivation, offering what seems likely 
to have been a post-hoc explanation of the findings. A secondary analysis on the 
full dataset indicated no significant association, suggesting that the removal of 
cancer observations was done for the purpose of demonstrating a significant 
association in data. Both studies indicated flexibility in the analytical process, and 
one study even described in detail what seems to have been a p-hacking strategy. 
One study excluded and failed to discuss at least one important confounder that 
was found to be significantly associated with exposure. Both studies presented 
arbitrarily defined final models that seems to have been picked from search spaces 
consisting of thousands of models, and presented confidence intervals with lower 
bounds that fell very close to unity, indicating that any small change to the reported 
models would have been likely to reduce the observed association to a non 
significant one, especially since the reported primary models in both studies seems 
to have been selected based on their statistical significance. 

The Chinese and Dutch cohorts 

Two prospective cohort studies with 2001 and 5720 exposed women did not show 
an increased risk of breast cancer. The Chinese study (Pronk et al., 2010) was 
mainly based on a job exposure matrix and lacked individual night work exposure 
data; and thus, was not eligible for this review. However, they did present an 
addon to the study where they asked for night work exposure with a shorter follow 
up period of 4.4 years; the present discussion concerns that part of the study 
alone. 
 
Due to the shorter follow up period, this study only reported 19 cancer cases in the 
exposed group; but that still makes it larger than three out of four studies 
demonstrating a significant risk of exposure. While the study was poorly powered, 
and thus, should be interpreted with caution (Ingre, 2013), it is not worse than 
other studies in the field. This study use a stratified analysis based on birth cohorts 
in five year intervals and was compliant with our a priori defined models. However, 
this study deviates from the other studies by using a non-standard exposure of >17 
years. This is unlikely to have been the author's first choice and suggest that it was 
fitted after a more standard exposure had been tested on data. A main difference 
between this study and the others reviewed above is that the presented model is 
somewhat suggestive of a protective  effect of exposure rather than an increased 
risk. This association was on the margin of statistical significance after adjusting 

85 (112) 

https://paperpile.com/c/Yu9t19/QHsf
https://paperpile.com/c/Yu9t19/ZCdP


 

for age but not significant in the fully adjusted model. However, the authors main 
conclusion did not discuss such a possibility and they concluded that no significant 
association was observed; they also presented secondary analyses in text, 
applying the more standard 20 and 30 years exposure, also showing no effect of 
exposure. 
 
There were no motivation to the specific set of confounders used in their final 
model, and they chose to exclude some of the confounders from the presented 
estimate since the full model did not “alter the risk estimates meaningfully”; this 
creates uncertainty in what “meaningful” actually implies; and thus, we cannot 
exclude bias in the presented estimate of the final model (p 953): 
 

Presented hazard ratios were adjusted for age, education, family history of 
breast cancer, number of pregnancies, age at first birth, and occupational 
physical activity. Other potential confounders, including age at menarche, 
menopausal status, body mass index, calorie intake, and nonoccupational 
physical activity, were examined but were found not to alter the risk estimates 
meaningfully and therefore were not included in the final model.  
 

The authors indicate that 11 potential confounders were evaluated in the analytical 
process which would suggest a search space of 211=2048 models assuming the 
authors would have accepted any combination in their final model. If these 
confounders could also be fitted in two different variants, the search space would 
have been 311≈177k models. 
 
The second study was based on the Dutch Labor Force Surveys and the report 
was co-authored by the first author of the Chinese study discussed above (Koppes 
et al., 2014). The main weakness of this design was that they did not measure 
duration of exposure directly, but used current nightwork exposure in combination 
with job tenure as a proxy for exposure to night work.  
 
The dataset included 285723 women in the active work force with complete data 
and no pre existing breast cancer. However, the number of cancer cases observed 
for regular night workers was quite small (n=117) in relation to the size of the 
group, likely related to the representative sample including many younger women 
with low risk for breast cancer and the relatively short follow up period of 
approximately 7 years. The number of cancer cases observed in the group 
exposed to 20+ years night work was not reported making it difficult to compare 
the power of the study to others in the field (but see the discussion below under 
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statistical power). They observed no increased risk for breast cancer in women 
with current nightwork exposure, even when the group was restricted to women 
with 20+ years tenure in their current job.  
 
The authors presented a complete analysis of all confounders and a set of fully 
adjusted models for each confounder; thus, this study was unique in that it also 
disclosed the specific contribution to the risk of each confounder. The main 
confounder was age, where women aged 51-64 years showed a 13-fold increased 
risk of breast cancer compared to women under 30. They also showed an 
increased risk of job tenure duration, that, similar to nightwork exposure, is 
inherently associated with age and thus, the association disappeared in the fully 
adjusted model. In the crude analysis, women with regular night work showed a 
lower risk  than daytime workers but that association disappeared in the fully 
adjusted model. 
 
They did not use any of the a priori  defined models to adjust for age and we have 
assumed that to be an indicator of p-hacking. However, there are reasons to 
believe that it could be a false positive in this case. First of all, the study did not 
show a significant association. This does not mean it was not p-hacked, since 
even if p-hacking is likely to provide a significant estimate, it is not guaranteed; but, 
this study was the first study based on a nationally representative sample and it 
was also the largest one published on this topic; these methodological advantages 
would probably have made it more attractive to publish regardless of the 
significance of the result, reducing the incentive for p-hacking. Contrary to all other 
reviewed studies, there did not seem to be an arbitrary selection of covariates in 
the final model since all confounders were included without exception. However, 
we cannot exclude the possibility that other non reported variables were available 
in the dataset and considered for inclusion in the final model. This was also the 
only study reporting a continuous exposure model to avoid problems with poor 
power in models using extreme exposure thresholds, and found it to be non 
significant (see discussion below on statistical power). 
 
In summary, despite reporting non-significant associations between night work 
exposure and breast cancer risk, both above reviewed studies showed some 
indications of p-hacking. The first study did fit a non standard exposure and did not 
report estimates from a fully adjusted model that were available, in favour of a less 
adjusted model, increasing the risk for bias in the reported estimates. The results 
were close to suggest a significant protective  effect of nightwork, and the flexibility 
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in picking the set of covariates for the final model suggest a search space of 2k 
models to try to demonstrate a significant association; however, since the authors 
also tried several definitions of exposure the search space would be at least 
several times larger, though no significant association was reported. The second 
study did not use any of the a priori  models adjusting for age but was otherwise of 
high quality with no indications of a flexible data analytic strategy. There are 
reasons to believe this might have been a false positive indication of p-hacking. 

Adapting the simulations presented in study 1 to the observed 
primary indicators of p-hacking 
In study 1 we defined a general model of p-hacking where models were varied in 
three dimensions to produce a search space of 240 models. We based our model 
on hypothetical studies of night work and breast cancer and assumed age to be 
modeled in eight different variants, exposure to be modeled in ten different variants 
on a dataset with three different age restrictions. The analysis of primary p-hacking 
indicators above was also based on these three fundamental dimensions and 
found some variation in published studies with respect to exposure and restricting 
the dataset; but for the age dimension there were little observed variation. To 
investigate the implications of these discrepancies, we revisited the data from the 
simulations in study 1 and pulled subsets of simulations that better reflect the 
observed data on these primary indicators. Table 12 below presents the type-1 
error rates for simulations on medium (n=20k) and small (n=5k) datasets with the 
full search space of 240 models on top for reference and subsets restricting the 
number of age and exposure models below. These results are also discussed 
under “small sample bias” below to address the relative increase in the positive tail 
type-1 error rate on smaller datasets, which is of relevance also for larger studies 
with many covariates in the model. 
 
Table 12: Summary of simulated p-hacking based on subsets of the search 
space analysed in study 1 

Search space   Type-1 error rates 

total age exposure dataset n Bias negative positive any 

240 10 8 3 20k 1.93 16% 48% 62% 

24 linear 8 3 20k 1.11 15% 17% 31% 

24 poly 8 3 20k 1.14 13% 17% 30% 

24 5yr 8 3 20k 1.17 12% 18% 30% 
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72 3 8 3 20k 1.25 16% 21% 36% 

9 3 1 3 20k 0.44 5% 6% 11% 

18 3 2 3 20k 0.87 9% 11% 21% 

45 3 5 3 20k 1.19 15% 19% 33% 

         

240 10 8 3 5k 1.57 9% 33% 42% 

24 linear 8 3 5k 1.13 8% 17% 25% 

24 poly 8 3 5k 1.16 9% 17% 26% 

24 5yr 8 3 5k 1.18 8% 18% 26% 

72 3 8 3 5k 1.22 9% 20% 29% 

9 3 1 3 5k 0.44 3% 6% 9% 

18 3 2 3 5k 0.90 3% 12% 15% 

45 3 5 3 5k 1.17 8% 18% 26% 

Note. Table shows bias and type-1 error rates for picking the most “significant” 
estimate available in the search space based on subsets of the data presented in 
table 3 in study 1. The search space is indicated by the total number of models fitted 
and the number of variants within each dimensions (age, exposure, dataset 
restriction); linear=only a linear model, poly=only a polynomial model (linear + 
quadratic), 5yr=only five year groups, were fitted for the age dimension. A search 
space of three age models included linear, polynomial and five year groups. 
Exposure was 20+ years for a single model fitted and added 30+ years when two 
models were fitted and added 10, 15 and 25 years when five models were fitted; 
eight fitted models for the exposure dimension also included median, tertile and 
quartile models. Bias=standardized bias. Dataset restrictions were defined as the full 
dataset, women under 65 and women under 60 years of age. Type-1 error rate is 
indicated for the negative and positive tail separately as well as for any tail. 

 
As shown in table 12, the type-1 error rate for picking the “most significant” out of 
240 models was 62% on medium (n=20k) samples and 42% on small (n=5k) 
samples based on the simulations presented in study 1. When we restricted the 
search space to only include a single model adjusting for age, based on a linear 
term, a polynomial (linear + quadratic terms) model or discrete categories based 
on 5 year age groups, for a total search space of 24 models, the type-1 error rate 
dropped to 30% on medium samples and slightly less on small samples. Thus, 
these results indicate that expanding the age dimension ten times in a p-hacking 
strategy doubled the type-1 error rate; but they also indicate that even when age is 
properly adjusted and not allowed to vary at all, fitting eight different exposure 
models on three different dataset restrictions for a total search space of 24 models, 

89 (112) 



 

is sufficient to produce an inflated type-1 error rate that is six times above the 
nominal (~30%). 
 
The findings also indicate an increased type-1 error rate from 30% to 36% when all 
three “proper” models adjusting for age were allowed, for a total search space of 
72 models. Despite the fact that these three models were all assumed a priori  to 
properly adjust for age, they produced enough variance between them to 
noticeably inflate the observed type-1 error rate when the analyst was allowed to 
pick the best one in a p-hacking scenario. This suggest that fitting several different 
models adjusting for age is a viable p-hacking strategy that can noticable increase 
the chance of demonstrating a significant effect in data, even when the models 
considered by the analyst are among the best possible to fit on data, similar to 
what was described by Schernhammer et al in their first study (E. S. 
Schernhammer et al., 2001).  
 
The most restrictive simulation presented in table 12 was based on fitting the three 
best age models on three dataset restrictions for a total search space of 9 models, 
to test the hypothesis that 20+ years of exposure was associated with breast 
cancer. In this situation, the type-1 error rate was doubled from the nominal with 
11% of studies indicating a false significant association on medium samples. When 
we expanded the situation to allow the researcher to test both 20+ years and 30+ 
years of exposure in the same study, the type-1 error rate doubled again to 21%, 
indicating a quadrupled type-1 error rate with a search space of only 18 models. 
Expanding our exposure hypothesis to allow testing of 10+, 15+, 20+, 25+ and 30+ 
years of exposure, which seems like a reasonable range of models considered in 
this field of research, brought the type-1 error rate up 33% in medium sized studies 
with a search space of only 45 models. Thus, even highly constrained p-hacking 
on a small search space produced type-1 error rates that were inflated several 
times above the nominal. 

Statistical power analysis 
A statistical power analysis can be used to evaluate the veracity of statistical tests 
in published reports. As discussed in the main introduction of this thesis, statistical 
power describes the probability of observing a significant association in data when 
the hypothesis is true, and this also means that poor statistical power increases 
the risk that an observed statistically significant association is false. Thus, when 
making inferences based on statistical tests, we want them to have high power, 
and this is important for all tests, even tests that have indicated a statistically 
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significant association (see table 1 in the main introduction of this thesis for an 
illustrative example). 
 
In order to perform a power analysis we need to have an idea of the true 
magnitude of a potential association. Since any true effect that might exists in the 
population is expected to produce estimates that vary between different samples, 
we cannot just take an estimate from a single study and assume that it reflects the 
true magnitude in the population; a more reliable source are meta-analyses, 
summarizing a large number of studies to reduce the impact of sample variance on 
the magnitude of the observed association.  
 
Estimates from meta-analyses suggest a potential relative risk for breast cancer in 
the population of RR≈1.1--1.2 after 20+ years of exposure to night work (Ijaz et al., 
2013; Jia et al., 2013; Kamdar et al., 2013; Lin et al., 2015; Wang et al., 2013), 
with slightly higher estimates in retrospective case-control studies than in 
prospective cohort studies, possible due to recall bias. The latest meta-analysis 
summarizing dose-response estimates of prospective cohort studies suggest a 
potential risk of RR=1.09 (95% CI: 1.01--1.17) after 20 years exposure (Lin et al., 
2015). These estimates are likely to be optimistic, since they do not account for 
bias at all, and, as discussed in the main introduction of this thesis, published 
estimates tend to be inflated from their true value due to publication bias (Open 
Science Collaboration, 2015; Yarkoni, 2009).  
 
We used the above reported estimates as a starting point of our power analysis 
and calculated expected statistical power for the studies reviewed here based on 
their reported 95% confidence intervals using equation 6 (see methods). We used 
RR=1.1 as the most plausible true effect size in the population based on the latest 
meta-analysis, but we also calculated power for RR=1.2 and RR=1.3 to investigate 
implications of more optimistic assumptions.  
 
Table 13: Estimated statistical power of reviewed studies 

 95% CI 
Exposed 

cases 

 Estimated statistical power 

Study lower upper SD RR=1.3 RR=1.2 RR=1.1 

(E. S. 
Schernhammer et 
al., 2001) 1.04 1.78 58 0.14 0.48 0.26 0.10 
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(Eva S. 
Schernhammer et 
al., 2006) 1.06 3.01 15 0.27 0.16 0.10 0.05 

(Knutsson et al., 
2013) 1.03 3.95 14 0.34 0.12 0.08 0.05 

(Åkerstedt et al., 
2015) 1.03 3.04 <18 0.28 0.16 0.10 0.05 

(Koppes et al., 
2014) 0.64 1.45 <117 0.21 0.24 0.14 0.07 

(Pronk et al., 2010) 0.5 1.2 19 0.22 0.22 0.13 0.06 

Note. 95% CI indicate the reported confidence intervals in these studies. SD= 
standard deviation used for power analysis based on equation 6 i the methods 
section, calculated from the reported 95% confidence intervals as: 
(log(upper)-log(lower))/(1.96*2). 

 
The results summarized in table 13 indicate statistical power of ≤10% in the 
reviewed studies for RR=1.1, 8%--26% for RR=1.2 and 12%--48% power for 
RR=1.3. To understand how such poor power may affect the veracity of the 
statistical tests presented in these studies, we may revisit the the main introduction 
of this thesis where we proved, with the help of Bayes’ theorem, that statistical 
tests loses all their information value when statistical power approaches the type-1 
error rate. In such situations, statistical tests have the same chance of 
demonstrating a significant association when the hypothesis is true or false, and 
are the equivalent of rolling a dice (with 20 sides assuming a type-1 error rate of 

). The power analysis presented in table 13 used a two-tailed test with a 
directional hypothesis, so the type-1 error rate is halved at . And while 
there is still some room left until the statistical tests presented in these studies 
would have lost all their value, the poor power of ~10% suggest very low 
information value of the statistical tests presented in these studies, even under the 
assumption of zero publication bias and zero p-hacking.  
 
The above estimates are important because they can inform us on the expected 
bias in this field of research. For example, we can calculate the probability of 
observing four or more significant studies out of six assuming 10% power and zero 
bias as: 
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There was about 0.1% chance that we would have observed four significant 
studies assuming a slightly optimistic 10% power in the reviewed studies. With an 
optimistically assumed power of 20% it increases to 1.7% and even if we would 
assume an unrealistic 30% power in these studies, the chance that four studies 
would have become significant was only 7%. These observations suggest that 
there is large publication bias in this field, or that the type-1 error rate has been 
severely inflated in the published studies, to allow for 67% of them to become 
significant when statistical power only allowed for ~10%.  

Small sample bias in high dimensional models 

A note on statistical methods used in published reports 

Summary and conclusion 
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Study 4: A systematic review to assess 
p-hacking in studies of job strain and the risk 
for coronary heart disease 
 
In study 2 we examined how to test the job strain theory on data and looked closer 
at some of the models that have been proposed in the literature. The theory 
suggest an interaction between job demand and job control producing (unresolved) 
job strain along the diagonal axis as illustrated in figure x and was found to be 
perfectly modeled by the standard multiplicative interaction model (MI) illustrated in 
figure x. In Karasek’s (1979) original publication, the standard model failed to 
support the job strain theory and he suggested two alternative models instead; 
however, a closer inspection found them to be flawed (study 2). This seems to 
have started a tradition of inventing “novel” models in the field and we reviewed 
four additional models published in the literature that were all found to be biased 
with inflated type-1 errors; only the standard three parameter multiplicative 
interaction model (MI) was found to properly test the job strain interaction on data 
(study 2). 
 
In study 3 we developed method to examine p-hacking in the published literature 
based on a simple assumption that there are two basic approaches to any 
research question:  
 

● The scientific approach wants to test the hypothesis that an association 
exists and provide an accurate estimate of its magnitude.  

● The p-hacking approach wants to demonstrate a “statistically significant” 
association in data. 

 
In addition, we also assumed researchers to be reasonably competent and aware 
of the main challenges of accurately estimating the association under investigation. 
In study 3 we identified adjustment for age as the main challenge to provide 
accurate estimates; and thus, also a main dividing line between a scientific 
strategy and a p-hacking strategy. In job strain studies this dividing line falls 
naturally between fitting the standard and proper model to test the “job strain” 
interaction or any other “alternative” model  (see study 2). Thus the main indicator 
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of p-hacking used in this review was the specific model used to test the job strain 
interaction. 
 
A second indicator of p-hacking was restricting the dataset to a specific group 
since it reduces statistical power and can be used to hide the fact that the reported 
association was not significant in the complete dataset. We considered any 
restriction of the dataset a likely indicator of p-hacking, unless there was a strong 
theoretical motivation to why it was necessary to remove data to provide an 
accurate estimate of the risk for coronary heart disease 
 
In study 2 we identified a powerful p-hacking strategy of trying several different 
versions of the two main scales used in the job strain model; however, it can be 
difficult to assess such strategy in published reports since the necessary 
information is not likely to be disclosed by the authors and the direct or indirect 
evidence needed to infer p-hacking is likely to be absent from the report; for 
descriptive purposes, and when available, we collected information of the specific 
instrument used in the study and how many items was used for the job demand 
and job control dimensions. 

Adjusting for age 
Similar to breast cancer, coronary heart disease increases with age (Writing Group 
Members et al., 2016); but contrary to studies of night shift work where the 
exposure is inherently positively  correlated with age, creating a spurious positive 
association between the exposure and disease, there is nothing to suggest that the 
main exposure variables in the job strain model would be positively correlated with 
age. On the contrary, you would expect accumulated work experience with older 
age to have increased the chances of promotions and provide seniority that would 
tend to improve the overall work situation and produce a negative  correlation 
between the exposure and the outcome. Thus, in studies of the job strain model, 
p-hackers and and scientifically minded researchers have a similar interest in 
proper adjustment for age to remove any potential attenuating confounding that 
may be present. While suboptimal adjustment for age still can be used in a 
p-hacking strategy to increase the search space, an added incentive of residual 
confounding, to further increase the chance of demonstrating an increased risk for 
disease, was not present; so we did not consider any specific model for age 
adjustment as an indicator of p-hacking. However, the specific adjustment for age 
was recoded for descriptive purposes.  
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Job control and socioeconomic factors 
The main risk for bias in studies of the job strain model and coronary heart disease 
comes from the established association with job control (Ingre, 2015; SBU, 2015; 
Töres Theorell et al., 2016); and job control seems to be strongly associated with 
socioeconomic factors (SEF) (R. Karasek, Baker, Marxer, Ahlbom, & Theorell, 
1981; Mika Kivimäki et al., 2015). Thus, this association can be understood as a 
tendency for groups with poorer education and economic status to have less 
influence over their work situation; and these groups also have more health 
problems (Kaplan & Keil, 1993; Marmot et al., 2012; Marshall et al., 2015), that 
might not be related to the psychosocial work situation at all.  
 
While the importance of SEF for many health complaints seems to be generally 
agreed upon (Marmot et al., 2012), there is no consensus on exactly how to define 
SEF or if the psychosocial work situation is part of the mechanism (Matthews, 
Gallo, & Taylor, 2010); and many methods to assess SEF has been proposed in 
the literature. Thus, trying to devise an optimal model to adjust for socioeconomic 
factors, like we did for adjusting for age in study 1 & 3, is not really plausible.  
 
A conservative approach would be to try all possible variations of adjusting for SEF 
and then pick the one that reduces the studied association (i.e. between job strain 
and coronary heart disease) the most as the final model. That way any association 
that “survives” is not likely to be confounded by SEF and it would be the complete 
opposite strategy to how a p-hacker would want to approach this problem. 
However, similar to how a p-hacked association will tend to be inflated, such 
method of “reversed p-hacking” would tend to produce an attenuated association 
with a conservative type-1 error rate that might not be the preferred choice in a 
scientific inquiry. In addition, we cannot assume that all possible SEF models 
would be available in all studies, like we could for adjusting age in study 1 & 3. 
Thus it is not clear which exact models of SEF would separate a proper scientific 
inquiry from a p-hacking approach.  
 
In the present review we acknowledge the importance of socioeconomic factors as 
a main confounder when studying coronary heart disease and its potential use in a 
p-hacking strategy; but we also recognize the difficulty of assessing the likelihood 
of p-hacking from the specific model fitted to adjust for these factors, and only 
collected such information for descriptive purposes. 
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Published meta-analyses on job strain and coronary heart 
disease 
A search for previously published meta-analyses on the association between job 
strain and coronary heart disease yielded four studies including one individual 
participant meta-analysis combining data from previously published and 
unpublished studies. The meta-analyses are summarized below (table x). The 
summary focuses on the presence of a discussion of potential bias in the reported 
estimate and includes standard sources that are widely recognized, such as: 
confounding in general, bias related to the studied population, definition of 
exposure, study design and publication bias; but we also added p-hacking and any 
other (methodological) biases that may have been considered in the review. The 
most interesting domain in job strain studies is how exposure was defined. In study 
3, exposure was a simple measure of years exposed, but in job strain models 
exposure is a bit more complex. Exposure to job strain has been proposed to be a 
unique phenomenon that is not explained by either job demand or job control, 
hence the term “job strain”; and the uniqueness comes from an interaction 
between job demand and job control. As shown in study 2, testing this hypothesis 
is straightforward using the standard model (MI); however, several “alternative” 
ways to test this interaction has been proposed in the literature, that were all found 
to be susceptible to bias. While the specific model fitted is technically part of the 
exposure definition, due to the strong implications of bias from these “alternative” 
models, we separated the presence of a discussion related to the specific model 
from other exposure related biases and put it into a category of its own. Exposure 
in table x refer to other aspects such as the specific scales used to measure job 
demand and job control, the number of items and how it was operationalized or 
transformed (e.g. continuous or median split).  
 
Table x: Summary of bias discussions in published meta-analyses 

  Bias considerations  

Publication N Con Pop Pub Exp Des Mod P-hack Other Evidence 

(Mika Kivimäki et al., 
2006) 14 x x x x x - - x medium 

(Mika Kivimäki et al., 
2012) 13 x x x x x - - x medium 

(Mika Kivimäki, Batty, 
Ferrie, & Kawachi, 2014) 26 - - - x x - - x strong 
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(Xu et al., 2015) 14 x x x x x x - x medium 

N=number of reviewed cohorts, Con=confounding (in general), Pop=Bias related to the studied population sample, 
Mod=bias related to the specific model fitted. P-hack=p-hacking bias in general, Pub=publication bias. Exp=definition 
of exposure, Des=bias related to the design, Evidence=describes the authors general assessment of the evidence 
supporting an association where "strong" suggest the presence of an association with little doubt, "medium" suggest a 
likely association with some reservations, "weak" suggest a possible association with several reservations and "none" 
suggest that there is no or insufficient evidence supporting the presence of an association. X=indicate the presence of 
a discussion of bias related to the findings in the report. 

 
Perhaps the most striking observation in the table above is that three out of four 
meta-analyses were performed by the same first author. The three studies present 
three different kinds of meta-analyses at different points in time; the first is a 
traditional meta-analysis based on summary estimates of published studies (Mika 
Kivimäki et al., 2006), the second is an individual participant meta-analysis of 
select published and unpublished cohorts (Mika Kivimäki et al., 2012) and the third 
is a cumulative meta-analysis of published studies (Mika Kivimäki et al., 2014). All 
these studies suggest medium to strong evidence for the association between job 
strain and coronary heart disease; but none of them considered any bias from 
p-hacking in general or the specific model tested. It is not clear how estimates from 
the different model formulations observed in the literature were combined and we 
have to assume that the authors simply treated all estimates the same. And there 
is no information of how the author treated studies studies that may have reported 
findings from more than one model; thus, we cannot exclude the possibility that the 
authors simply took the largest reported estimate in each study, amplifying any 
biases that may already have been present. 
 
The discussion of bias in the first meta-analysis (Mika Kivimäki et al., 2006) had a 
clear direction summarized as (p 438): “Third, bias and measurement error may 
have contributed to false negative results. ”. Thus, the authors seemed more 
concerned over the fact that not all studies were able to demonstrate significant 
associations than the potential for bias explaining the ones that were. They did 
briefly acknowledge the risk for type-1 errors, potential confounding unmeasured 
risk factors and publication bias, but concluded that there were little evidence it 
may have affected their findings.  
 
The second meta analysis (Mika Kivimäki et al., 2012) was based on individual 
participant data and had the advantage that a single model could be fitted across 
all included datasets, reducing the bias that is expected from overfitting individual 
models in each study. However, the model they choose to report was based on a 
composite variable model, and fitted a binary job strain exposure without including 
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the main effects. The authors provided no theoretical justification to why they 
choose this particular model over the standard model to test the interaction, and 
did not discuss any bias implications of fitting this specific model. They simply 
stated (p 1493): “We modelled job strain as a binary exposure (strain vs no 
strain). ” This is unfortunate, since as shown in study 2, this particular model (MB) is 
susceptible to bias (Brambor et al., 2006) that is large enough to fully explain the 
reported findings (Ingre, 2015). In this study they found evidence for publication 
bias indicating that published studies showed an almost threefold inflation in the 
observed estimate; however, the authors still proceeded with the main estimate 
without any adjustments and used it to calculate the population attributable risk of 
coronary heart disease. 
 
The third meta-analysis (Mika Kivimäki et al., 2014) was published in a short 
format and thus, lacked many details that we would expect in a longer reports. 
Contrary to the findings presented in study 2, where flexibility in the analysis of 
data was shown to increase bias in reported estimates and inflate type-1 error 
rates rather dramatically, they suggest that (p 464): “The proliferation of 
instruments, together with a lack of agreement on a single gold standard 
assessment, has been claimed to underestimate the real effects of job strain by 
biasing the results toward the null. ”. Thus, it is clear that these authors did not 
recognize any potential bias from flexibility in the analytical process, the many 
“alternative” models proposed in the literature or from p-hacking in general. In 
addition, they presented a cumulative meta-analysis where findings from individual 
studies had been suppressed in favour of pooled cumulative estimates. The 
benefits of this approach is questionable since the final point and precision 
estimates are the same as in a traditional meta-analysis; but the drawbacks are 
substantial: individual point and precision estimates from the included studies are 
not disclosed and it is not possible to identify outliers in data, assess each study's 
relative importance or examine a forest plot; in addition, the plotted data is 
smoothed and any time trends are difficult to properly assess. In this study there 
were almost no discussion about bias; instead they emphasised consistency in the 
findings arguing for strong support for the job strain theory and proposed that (p 
464) “it does mean that we will not learn anything new from more studies 
conducted in the same manner. ” 
 
The fourth and most recent meta-analysis was published by other authors (Xu et 
al., 2015) and also separates itself from the previous ones by actually paying 
attention to the specific model fitted in each individual study. However, their 
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analysis does not seem to be based on a theoretical understanding of these 
models, and their recommendation is misguided (p 5):  
 

Prior studies generally suggested that active or passive jobs did not contribute to the risk 
of CVD, and they thus received much less attention than high-strain jobs (9,22). Several 
meta-analyses, which defined job strain as a binary exposure model (high strain versus 
no strain [all other combinations]), suggested that individuals exposed to job strain had a 
significantly higher risk of CHD (32 – 34). However, in the present study we used the 
typical exposure model (high strain, active, or passive vs. low strain) to define work 
stress and found that passive jobs were also associated with an increased risk of CHD, 
especially in studies with a follow-up duration of longer than 10 years. Therefore, we 
suggest that active, passive, and low-strain jobs could not be combined as “no strain,” 
and that binary exposure classification of job strain may have underestimated the RR of 
high strain in prior studies.  
 

Their analysis focus on what is called the independent quadrant model (MQ) in 
study 2. They found that “passive jobs” did increase the observed risk and were 
concerned that the binary job strain model (MB) would therefore underestimate  the 
true risk. However, as we showed in study 2, the estimate for the “passive” 
quadrant is identical to the main effect of  “job control” in the proper interaction 
model (MI); and it provides a mechanism for bias in any model that does not 
include the main effects, such as the binary job strain model (MB) and the 
independent quadrant model (MQ), with the largest magnitude of bias in the latter. 
Thus, Xu et al (Xu et al., 2015) did not identify the model with least bias, but rather 
the opposite: by basing their recommendations on the model found to demonstrate 
the largest risk, they are pointing towards the model with the largest bias. 

Literature search of individual studies 
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Figure 2: Flow diagram of literature search 
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