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Abstract: The CIPRES Science Gateway (CSG) was 
created in 2009 to provide the international phylo-
genetic community with easy access to parallel ver-
sions of community codes run on High Performance 
Computing resources available through the 
TeraGrid project initially and the XSEDE project 
thereafter. After seven years of operation, job sub-
missions continue to increase each month, and more 
than 19,000 individual users have been provided 
with access. Here we describe the lessons learned 
and best practices acquired over the lifetime of the 
Gateway. 

1. Introduction

The process of creating a successful Science
Gateway involves engineering a software package 
that makes access to digital resources easy and intu-
itive, then attracting and retaining users by making 
the Science Gateway robust and useful for their re-
search. The latter tasks involve identifying the tar-
get audience accurately, providing user-requested 
features, identifying/eliminating inefficiencies, 
keeping available resources up to date, soliciting 
and responding to user requests and trouble reports, 
and addressing policy and infrastructure issues as 
the user population continues to grow.   

Attracting and retaining users is obviously par-
amount for the success of any given gateway; in-
deed, it is an essential component of all commonly 
used Gateway metrics of success. Section 2 de-
scribes issues that have arisen and approaches taken 
to improve and further develop the CSG to better 
meet user needs, while Section 3 briefly describes 
our conclusions.  

2. Maintaining a Successful Gateway

When a Gateway is successful, each month brings 
an increase in number of active users, job submis-
sions, and resources consumed. Over seven years 
the CSG increased in each of these categories by at 
least 18-fold. In addition, the individual jobs have 

become more computationally demanding, with 
longer run times, more core hours consumed, and 
larger amounts of input and output data. Accommo-
dating such growth encourages improvements in 
computational efficiency and minimization of stor-
age costs, mandates policy decisions on usage, and 
increases the need for user support.  

Here we describe how the CSG has addressed 
some of the associated issues and plans for improve-
ments in the future. We also provide some recom-
mendations for new Gateways where our experience 
seems to have a universal applicability. The issues 
we discuss are divided into operational issues that 
concern how the software is deployed, user-focused 
issues that are resolved through engagement with 
the user population, and strategic issues that involve 
taking a longer view of the Gateway in the context 
of other considerations.  

Operational Issues. We have identified several is-
sues that require continued attention to ensure effi-
cient operation of our production gateway. 

Facilitating evolution of the CIPRES database. 
A key attribute for a vibrant gateway under devel-
opment is the ability to make changes quickly, test 
them easily, and deploy them into production.  CI-
PRES has maintained separate test and production 
sites to make releasing and rolling back changes 
easy. However, we have learned it is equally im-
portant to make the release and roll-back of changes 
to the database simple as well. It would be a signif-
icant benefit to follow a set of practices for database 
development that allow database changes that have 
low risk and easy reversibility. 

Moving codes between compute resources. Ef-
ficient parallel execution of codes that run via CI-
PRES often requires different numbers of cores or 
GPUs depending upon the type of analysis, the input 
data set, and the target resource. For a given code 
and resource, many benchmarks may need to be run 
to develop rules to ensure efficient execution. As 
new resources are introduced and older ones retired, 
differences in provisioning (processor type, cores 
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per node, memory, and the presence of GPUs) can 
have a large influence on the parallel efficiency of 
each analysis. None of this was anticipated in 2007 
when the software underlying CIPRES was created. 

As a result, a given interface can deploy a code 
only to one resource, and code deployment is ardu-
ous. Moving a code from one resource to another 
currently requires a significant amount of manual 
interface modification and is error-prone. Ideally, 
the software could be refactored to remove all sub-
mission information from the tool interface, to em-
ploy a module that accesses run requirements for 
any possible resource, and to deploy efficiently con-
figured jobs to any resource. This would be a signif-
icant benefit to the current CIPRES implementation. 
The ability to monitor the efficiency and configura-
tion of newly deployed jobs in real time would also 
be a significant benefit for CIPRES. 

Managing resource limitations and potential 
abuse. Anticipating user behavior and how re-
sources might be inadvertently or intentionally 
abused is also critical. Specifically, the software 
must limit how much resource any one user can ac-
cess (in terms of both core hours and storage space). 
The need for the former was correctly anticipated, 
but the need for the latter was not. We found it was 
difficult to retrofit limits on data storage, whereas 
this feature could easily have been added at the out-
set had the need for it been anticipated. 

Job checkpointing. Run times on XSEDE re-
sources are typically limited to 48 hours. However, 
special queues were created at SDSC to run CIPRES 
jobs for as long as seven days. This is necessary be-
cause some phylogenetics codes scale to only a few 
cores and many do not have a restart capability. As 
analyses grow in size, there are increasing numbers 
of “one-off” requests to extend a job beyond the al-
lowed maximum run time. While we feel it is im-
portant for user engagement to be accommodating 
on this issue, involvement of staff for manual inter-
vention is a very inefficient solution. Adding restart 
capabilities to all codes would be a useful solution, 
and creating a generic checkpointing system that 
can restart any job would be even better.  

User-focused issues. We have identified several is-
sues involving users that seem of universal im-
portance in running a successful gateway. 

Providing users with tools to understand their 
resource consumption. Without this, they cannot 
use their resources strategically. 

Studying user behavior. For example, what 
fraction of newly registered users submit jobs? 
What does user behavior mean about usability of the 
gateway?  

Monitoring job efficiency. In CIPRES, users 
often make mistakes in configuring their jobs, 
which can slow down runs and cause waste of re-
sources.  Developing tools that take this responsi-
bility away from the user is prudent. 

Monitoring system errors automatically. Users 
are tolerant of errors, and they often wait for a solu-
tion rather than reporting issues when they arise. 
Automated notifications of many kinds are helpful 
when the staff supporting the gateway is limited. 
Encouraging users to report errors can help as well.  

Creating a supportive relationship through the 
help desk. Building a network of friendly users who 
report issues in detail is extremely helpful in making 
sure things work smoothly according to user needs. 

Strategic Issues. In maintaining a gateway over a 
period of seven years, we have observed that there 
is a persistent dynamic tension between the drive for 
innovation and the need to satisfy current user 
needs. This tension is inherent in the funding model 
on which many Gateways rely. Sponsors often re-
quire that proposals create new, transformative ca-
pabilities to secure funding. On the other hand, a 
gateway’s current user population is, by definition, 
relatively happy with the existing application, even 
though they may have suggestions for incremental 
improvements. Tension arises from the dual mis-
sions of creating transformative tools and creating a 
“killer app”. The former necessarily requires creat-
ing a fundamentally new interface and attracting a 
new user base; the latter requires creating a highly 
tuned interface that maximizes the productivity of 
an experienced user base through incremental im-
provements based on user requests. A three-year 
funding cycle is sufficient to either create a new ap-
plication and begin to attract new users or to make 
significant improvements on an existing applica-
tion. It is not sufficient for both.  

Our experiences in building the RESTful ser-
vices interface of CIPRES illustrates this tension. 
This interface was created in the first two years of a 
three-year award. Once released, it took time for us-
ers to discover and adopt the services. Only now af-
ter more than three years are we beginning to get the 
kind of user feedback necessary to streamline the 



services and improve them. At the same time, CI-
PRES has pending requests to add six community 
codes and to make many substantial improvements 
in the existing browser interface. It is difficult to 
manage both of these tasks simultaneously. How-
ever, a failure to make requested improvements 
risks alienating the loyal existing user base. 

An alternate model for funding the creation of a 
“killer CIPRES application” is one where core de-
velopers are funded directly by users to improve and 
maintain the application. For CIPRES there are sev-
eral impediments to this model. First, although more 
than 7,000 users per year submit jobs to CIPRES, 
most of these users consume fewer than 1,000 core 
hours. In other words, most users rely on CIPRES 
for convenience, and would have trouble justifying 
paying a large amount for the service. Our surveys 
support this conclusion. In addition, creating and 
maintaining a fee-for-service business requires tools 
to collect funds from thousands of international us-
ers and a new level of customer care that is hard to 
initiate with current staffing levels. 

Yet another model would be to fund a Gateway 
through contributions by individual campuses or 
through above-the-campus mechanisms [1]. How-
ever, on average the number of CIPRES users at any 
one institution is five or less, and the number of us-
ers in individual countries outside the US is less 
than 100 per country (out of 83 countries repre-
sented in the CIPRES user base). This makes make 
requesting funds on a per campus or per country ba-
sis labor-intensive. There are also significant politi-
cal difficulties associated with moving funds from 
national research organizations across international 
borders. 

The most viable option at present seems to be a 
subscription-based model, and we will explore this 
model when revenues from federal research funding 
agencies end.  

 

3. Conclusions 
We have described various challenges that an 

active Gateway can encounter and how CIPRES has 
dealt with these or plans to deal with them. Here are 
our conclusions. 

 1) When creating new gateways, careful con-
sideration should be given to adopting existing 
frameworks where many of the operational issues 
mentioned have been addressed. Also, thought 

should be given to the relative risks and benefits of 
each feature to be implemented. This advice should 
be taken with the full realization that each gateway 
must evolve from user needs, and sufficient flexibil-
ity must be present in any adopted framework to ac-
commodate those needs. 

2) Careful attention to user issues can provide 
important gains in efficiency to any gateway and 
can promote an important sense of community en-
gagement. 

3) Research funding remains the most viable 
mechanism for support of most existing gateways, 
and making the leap from research funding to a sta-
ble business model is a difficult one. We recom-
mend research funding with longer funding periods 
(perhaps conditional on specific milestones), sup-
port for incremental improvement of existing soft-
ware that has clear community merit, and merit-
based support for developing commercial versions 
of important existing gateways.  
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