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1 Questions being addressed

2b. How can machine learning, artificial intelligence, and applied statistics contribute to our
research space and/or open up new areas of research? Since these topics cross the divide of
computer science and mathematics, on what aspects should the DOE Applied Mathematics
portfolio focus?

4a. What kinds of new complexity models are needed in order to better reflect the true costs of
computation (e.g., data motion, not flops)? How should such models be used in situ to adapt
computational/mathematical methodologies to architecture and machine state?

2 Tensor decompositions and why they’re useful

Tensor decompositions are structured representations of multiway data that generalize low-rank
approximations of matrices (two-way data). The most common tensor decompositions are known
as CP and Tucker, but there are many others, including Hierarchical Tucker, PARAFAC2, and
CANDELINC [7]. While there are various approaches to computing tensor decompositions of
multiway data coming from a range of applications, the efficiency bottlenecks correspond to a
limited set of kernel computations.

Many scientific data sets are naturally multidimensional (e.g., physical simulations often involve
variables in 2 or 3 spatial dimensions over time [6]). Just as low-rank matrix approximations have
been used for machine learning and statistical applications like principal component analysis, blind
source separation, and lossy compression of matrix data, tensor decompositions form the analogue
when the data is multidimensional [1, 5, 7, 10]. One approach for handling multidimensional data
is to interpret the data as a matrix and use matrix techniques. However, this approach loses
information, just as vectorizing a matrix by columns loses the relationship among values within
the same row. This loss of information can result in lack of interpretability [9] and insufficient
compression ratios [6]. Tensor decompositions produce better representations of multidimensional
data in terms of interpretability and number of parameters required.

3 Why do we need high performance?

Multidimensional data sets are often very large, in part become of the “curse of dimensionality.”
For example, doubling the size of each dimension increases the total size by 2D for D-way data.
This means that even to solve such problems in feasible memory and time, parallel processing and
efficient implementations are a requirement.

High performance linear algebra and the BLAS/LAPACK interface have had a huge impact on
scientific computing for matrix data. Because the scientific computing community identified the
fundamental matrix computations, algorithmic development and high performance implementations
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of those kernels are benefiting wide-ranging applications. Tensor computations have the same
potential for impact in the case of multiway data.

The DOE Applied Mathematics community should drive the fundamental algorithmic develop-
ment underlying these tensor computations, with particular focus on scientific computing applica-
tions and designed for DOE computational architectures. This progress will drive the future com-
puter science research and later development of software packages that can be BLAS-like tools for
domain scientists. Beyond tensor decompositions, the development of high performance algorithms
will impact related initiatives involving multidimensional data, such as computational quantum
chemistry, where the computations involve tensor networks [12] and tensor contractions [4].

One reason for caution is that the community has not settled on a fixed set of optimization
techniques for computing tensor decompositions. There is a possibility that focusing on the current
most popular algorithms becomes a wasted effort if a better optimization scheme (that converges
faster, say) is developed in the future. Another possible obstacle is that the demand for high
performance implementations of these computations has not matured. Most widely used tensor
decomposition software is written in Matlab [3, 13]; high performance software has been produced
only recently [2, 8, 11] and does not yet have the same size user base.

4 What are the big research questions?

We propose a focus on the fundamental computations underlying the computation of CP and
Tucker decompositions. For the CP decomposition, nearly all of the computational time boils
down to computing the so-called matricized tensor times Khatri-Rao product (MTTKRP), which
is an operation that involves the tensor and the parameters of the current CP model. For the
Tucker decomposition, the bottleneck computations are the tensor-times-matrix (TTM) operation
and computing the matrix SVD. While MTTKRP and TTM can both be reformulated as matrix
multiplications, efficiency depends on adapting the operations to exploit the tensor structure. We
now highlight the principal research questions for these computations:

• What are the communication requirements of tensor computations, in terms of data movement
in memory hierarchy and communication among processors?

– Can redundant computation save communication?
– What are the theoretical lower bounds?

• How do we store dense tensors for efficient computation?

– What ordering should be used in memory, and how should they be distributed across
processors?

– What are the requirements for leveraging existing matrix computation software?

• How do we exploit sparsity?

– What are the most efficient sparse tensor formats and parallel distributions?
– Can computations can be optimized for common sparsity patterns, coming from a par-

ticular set of applications?

• How do we exploit (partial and full) symmetry?

– How do the optimization techniques (and bottleneck computations) change?
– When can storage and/or computation be reduced?

• What types of constraints (e.g., non-negativity) can be efficiently imposed on solutions?
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