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Abstract—CERN is currently developing a platform for holis-
tic data and software preservation known as CERN Analysis
Preservation. This platform represents a collective effort toward
software sustainability by both researchers and information
support providers. CERN Analysis Preservation is an open-source
tool specifically designed for high-energy physics that could still
serve as an example of a research object aggregation platform
in other disciplinary contexts.

The experiments on CERN’s Large Hadron Collider (LHC)
produce an enormous amount of complex data that is initially
not human-comprehensible. In order to be analysed, this data is
processed by various software as it moves along the workflow
pipeline from giant raw datasets toward the eventual bite-sized
tables published in journals. This means that the software used
to conduct these analyses is not only computationally valuable,
but also important for providing context and provenance for
any of the subordinate datasets along the way.

Preserving this data and software, as well as any related doc-
umentation or supplemental material, is similarly a complex
feat. The various components that make up the context of an
‘analysis’ are distributed throughout CERN in a combination
of institutional storage, databases specific to each experimental
collaboration, and individual researchers’ computers. Tracking
the lifespan and influence of an analysis or gathering all of
the components for an internal data review is a challenge
in discovery and retrieval. A cross-functional team from the
CERN Information Technology (CERN-IT) and Scientific In-
formation Service (CERN-SIS) groups, in collaboration with
the LHC experimental groups, are therefore developing CERN
Analysis Preservation1, an ambitious service to capture and
preserve the knowledge represented by an analysis, by way
of aggregating and preserving the component parts of the
analysis, at the time that knowledge is created. In addition
to the benefits CERN Analysis Preservation is expected to
provide to institutional processes and overall data reusability,
embedding such a tool into researchers’ day-to-day workflows
and encouraging its adoption will help to support sustainable
science and software practices by putting a means for adequate
documentation and description of provenance at researchers’
fingertips.

1https://github.com/cernanalysispreservation

At its core, CERN Analysis Preservation is about recog-
nizing that research runs on more than just isolated datasets
gathered in a contextless vacuum. Preservation of research
outputs should include the whole package of those outputs. A
lone dataset separated from both the software that generated or
interpreted it and the papers that it inspired does not provide
the full picture necessary to understand the context of the
research and to facilitate its reuse. Therefore the goal of
CERN Analysis Preservation is to facilitate open, sustainable
software-driven research practices by providing a platform that
supports a holistic view of the high-energy physics (HEP)
research process by documenting, preserving, and recognizing
as valuable all of the parts of an analysis in totality.

Achieving this goal requires close collaboration between
the researchers who create the software and the information
support team that builds the preservation tool. In order for
sustainability to be achieved, sustainable practices must be-
come part and parcel of the normal research process. CERN
Analysis Preservation strives to make the actions of describing,
preserving, and sharing complex and decentralized packages of
data and tools easier for individual physicists, and ultimately
to make these actions part of researchers’ typical workflows.
By facilitating these actions through the creation of the CERN
Analysis Preservation platform, CERN-IT and CERN-SIS are
relieving researchers of some of the responsibility of adhering
to open and sustainable research and software development
practices, leaving them free to focus on their research with
minimal interruption while still providing for the needs of
future software and data reuse. In this way, the sustainability
of research software is a collective effort between parties with
different but complementary skillsets.

CERN Analysis Preservation is an open source tool built on
the Invenio digital library framework2, which is developed by a
separate group at CERN but open for use by anyone. Analysis
components can be gathered either through direct submission
to CERN Analysis Preservation, either via a web form or via
a command line client, or through a live analysis. In the case
of submissions, information can be pulled in from connected
existing experiment-specific tools that are already in use. The
development team is currently implementing autocomplete

2http://invenio-software.org/
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features in the web form for several of these experiment-
specific tools, that will allow CERN Analysis Preservation to
fill in the analysis record automatically based on a single in-
ternal identifier entered by the user. Ultimately, it will harvest
code, documentation, and other resources that are relevant to
the analysis and present them and their metadata as part of
one cohesive whole. In the case of a live analysis, information
is gathered as part of an analysis workflow compatible with
REANA3, a sister product to CERN Analysis Preservation that
provides a system for executing a reusable analysis in the
cloud. Both of these efforts will minimize tedious data entry
tasks. Connecting to existing experiment-specific metadata
will allow users and the experimental groups to remain in
control of shared information, and accommodating operational
analysis workflows will help to include sustainable software
practices into researchers’ natural processes.

The analysis records created by the users allow us to
gather valuable metadata and make it searchable. These de-
terminations of value are made by the experimental groups
themselves, meaning that each group’s view of and interaction
with CERN Analysis Preservation and the metadata it requires
is different, according to which pieces of metadata they have
indicated are most valuable for providing context to those who
might reuse this data in the future. Generally speaking, these
records contain information about datasets used in the analysis
and the attendant physics information, the processing steps
taken, and specifics of the software involved. Users can enter
this information via a submission form, the client, or the REST
API. The underlying data model is developed in JSON. By
working closely with the LHC experimental collaborations,
we aim to make CERN Analysis Preservation easy to use and
seamlessly integrated into existing workflows, meaning that
no additional special knowledge or skills will be required to
use the platform.

Though CERN Analysis Preservation is being built with a
specific disciplinary context at a specific research center in
mind, it can still serve as a more generally useful example of
a research object aggregation platform. Similarly, our opera-
tional goal of seeking to share the sustainable software respon-
sibility between researchers and information support providers
is potentially relevant to other organisations, particularly those
that specialise in large, software-driven datasets.

3http://reanahub.io


