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Project	Goal	
The	goal	of	the	proposed	work	is	to	carry	out	the	next	phase	of	software	development	on	the	prototype	Phinch	
data	visualization	framework	(constructed	with	funding	from	a	previous	Sloan	grant).	Phinch	is	a	browser-based,	
interactive	tool	for	exploring	environmental	–Omic	datasets	(e.g.	rRNA	marker	genes,	metagenomic	contigs,	etc.)	
that	enables	rapid	scientific	visualization	during	the	typical	scientific	research	workflow.		

Objectives	
For	the	next	phase	of	Phinch	software	development,	we	will	focus	on	three	key	areas:	1)	Updating,	refactoring,	
and	benchmarking	the	existing	Phinch	codebase,	2)	Developing	and	implementing	a	plan	for	long-term	software	
sustainability,	and	3)	Exploring	and	implementing	new	visualization	features	and	statistical	“plugin”	tools.		

Proposed	Activities	
The	work	outlined	in	this	proposal	represents	a	continuing	collaboration	between	PI	Holly	Bik	(Assistant	Professor	
at	UC	Riverside)	and	Pitch	Interactive	(a	data	visualization	studio	in	Oakland,	CA).	The	Pitch	Interactive	team	will	
take	the	lead	on	software	development,	visual	design,	and	day-to-day	project	management.	PI	Holly	Bik	and	her	
lab	members	will	provide	scientific	expertise	regarding	data	analysis	workflows	and	existing	scientific	visualization	
capabilities,	and	also	serve	as	a	liaison	with	end	users	and	the	broader	scientific	community.	The	computational	
postdoc	at	UC	Riverside	will	additionally	focus	on	implementing	unexplored	visualizations	and	statistical	tests	into	
the	Phinch	framework.	To	assess	end	user	needs	and	experiences,	we	will	also	carry	out	a	1.5	day	Phinch	End	User	
Workshop	to	inform	software	development	tasks	and	priorities.	

Expected	Products	
The	primary	grant	output	will	be	an	updated,	expanded,	open	access	codebase	underlying	the	Phinch	framework	
(freely	available	with	a	BSD-2	clause	license	on	GitHub),	as	well	the	public	web	implementation	and	landing	portal	
for	end	users	at	http://phinch.org.	Other	products	will	include	peer-reviewed	scientific	manuscripts	describing	the	
software	and	its	applications	in	hypothesis-driven	research,	as	well	as	conference	presentations,	videos	and	
online	software	tutorials,	and	mentoring/training	activities	related	to	the	postdoc	at	UC	Riverside.	

Expected	Outcomes	
Expansion	and	refinement	of	the	Phinch	framework	will	promote	the	use	of	rapid,	interactive	visualizations	during	
research	projects	focused	on	environmental	–Omics.	The	Phinch	framework	will	promote	significant	
improvements	in	research	efficiency	(e.g.	exporting	customized,	publication-quality	graphics)	and	data	
sharing/reuse.	Furthermore,	our	outreach	and	community-building	efforts	will	promote	reuse	of	the	Phinch	
codebase	by	external	developers	and	increased	use	of	Phinch	tools	by	the	scientific	community.	
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Phinch: An interactive, exploratory data visualization framework for 
environmental –Omic datasets 

 
What is the main issue, problem, or subject and why is it important?  

Visual exploration of environmental –Omic datasets represents one of the most time-

consuming aspects of the data analysis workflow, particularly for non-computational biologists 

who may struggle to produce graphics on the command line. Here, we define environmental –

Omic datasets as single locus “marker gene” or “metabarcoding” studies (16S/18S/ITS rRNA 

gene regions or other mitochondrial/nuclear loci; Bálint et a. 2016), as well as shotgun 

metagenome or metatranscriptome datasets containing a complex mix of uncultured species that 

must be analyzed de novo (in most cases, without the benefit of a useful reference genome 

sequence for mapping and comparison; Sharpton 2014). Environmental –Omics studies face two 

primary challenges. For researchers trained in traditional biological disciplines (ecology, 

evolution, taxonomy, etc.), individuals possess a significant amount of domain-specific 

knowledge that cannot be readily visualized using most –Omic data analysis tools. For example, 

a researcher may expend significant manual effort to mine for specific taxa or genes within their 

dataset (e.g. searching for a known invasive species or parasite), requiring several iterations of 

re-analysis and re-rendering of data visualizations. Conversely, computational biologists with 

excellent command line skills may have very little domain specific knowledge (e.g. a computer 

scientist with no knowledge of ecology or taxonomy). Thus, they must also expend significant 

manual effort to explore and visualize fine-scale patterns within –Omics datasets, if they decide 

to conduct this exploration at all. For example, conducting web searches to find species images, 

taxonomic descriptions, and relevant literature that could then be used to assess and visualize 

biological patterns in their own dataset. Regardless of a researcher’s background, there is a 

pressing need to 1) develop interactive, exploratory visualization tools for environmental –Omics 
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studies, that promote scientific efficiency and reduce manual effort for routine visualization tasks, 

and 2) produce visualization tools that promote pattern-finding in the absence of domain-specific 

knowledge (e.g. using abstract shapes and colors) as well as facilitate access to domain-specific 

(ecological/taxonomic) knowledge when needed. 

Effective, sophisticated visualization tools (taking advantage of human cognition and 

human information-processing capabilities) can help to link information from disparate fields, 

propelling scientific insight and spurring new discoveries (Munzner et al. 2006). Computer 

algorithms face significant difficulty in identifying simple data patterns, and thus writing 

algorithms for complex, subtle patterns (the type that exist in biological systems) is almost 

impossible. The human eye, in contrast, is very adept at spotting subtle visual patterns, able to 

quickly notice trends and outliers (Heer et al. 2010), especially when presented with intuitive, 

well-designed software tools and user interfaces (Heer & Shneiderman 2012). The increasing 

scale of –Omic data (hundreds of millions of DNA/RNA sequences) makes it unfeasible to 

conduct fine-scale analyses in many existing biological software packages. In addition, we do 

not yet understand the regularities or “classes of behavior” inherent to the underlying biological 

sequences resulting from newer sequencing platforms (Shoresh & Wong 2012).  

Here we propose to carry out a second phase of software development focused on the 

Phinch data visualization framework—an interactive, exploratory data visualization framework 

for –Omic datasets (Bik & Pitch Interactive, 2014). Continued development of this tool would 

complement the existing initiatives and long-term vision for the Sloan Data and Computational 

Research program, as well as benefit ongoing projects and end users within the Sloan Microbial 

Ecology of the Built Environment program. Refinement and expansion of an interactive 

visualization framework specifically focused on environmental –Omics datasets would represent 
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an important next step for our ability to manage (and produce meaningful, fine-scale analyses) 

from increasingly large data volumes, and promote novel exploration of biological patterns in the 

context of rich accompanying metadata (e.g. taxonomy, geography biochemical parameters, etc.). 

By linking biological research with cutting-edge data visualization approaches, we aim to 

promote novel and rapid data analysis workflows, as well as encourage scientific reproducibility 

and data accessibility across environmental –Omics fields. 

 
What is the major related work in this field?  

A wide variety of data visualizations tools exist for use in the scientific research 

workflow. For microbial ecology and environmental –Omics data, related software includes 

frameworks such as Epiviz (Chelaru et al. 2014), MetaCoMET (Wang et al. 2016), OneZoom 

(Rosindell & Harmon 2012), QIIME (Caporaso et al. 2010), MG-RAST (Wilke et al. 2016), 

Caleydo (Streit et al. 2009; http://caleydo.org/), the flexible Galaxy workbench (Goecks et al. 

2010), and database/aggregator portals such as the EMBL-EBI metagenome portal (Hunter et al. 

2014; https://www.ebi.ac.uk/metagenomics/) and KBase (Arkin et al. 2016; http://kbase.us/). A 

more exhaustive list of existing visualization tools is available at http://bivi.co/visualisations, and 

the above shortlist represents the tools most relevant to the aims outlined in this proposal. The 

utility and scope of scientific visualization tools varies across different frameworks, and the 

limitations of existing tools fall in to several distinct categories. First, many tools are restricted in 

the type of data they can visualize, and interactive tools such as EpiViz and Caleydo assume that 

end users are working with genome-scale data (e.g. looking at gene variants or gene expression 

mapped against a known reference genome, such as human clinical data or model organism 

research). Thus, these tools are not applicable to most microbial ecology research, since 

reference genomes do not exist for most environmental organisms and such studies test different 
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hypotheses (e.g. gene variants in diseases vs. species presence/absence and phylogeographic 

patterns). Secondly, for environmental –Omics data the majority of tools currently generate static 

visualizations and require some degree of programming/command line knowledge to explore 

even basic visual patterns (e.g. QIIME, R packages such as phyloseq (McMurdie & Holmes 

2013); this makes it tedious and time-consuming to conduct any type of iterative, exploratory 

data analysis, and limits access for biologists/ecologists without prior command line experience. 

Other microbial ecology tools are limited because they do not allow extensive user customization 

or choice in visual outputs and parameters (MG-RAST, some Galaxy tools), or require data 

submission to a remote web server where visualization rendering may require 15-90+ minutes 

lag time (MetaCoMET, Galaxy). Other tools such as OneZoom contain promising features (e.g. 

pulling up Wikipedia articles associated with a species name), but are not widely implemented 

and seem targeted towards public education/outreach rather than research. Public database 

portals such as KBase and the EMBL-EBI metagenome portal offer very limited visual analyses, 

and are instead meant to increase accessibility, reuse, and computational meta-analysis of 

deposited environmental datasets. Finally, most scientific visualization tools are developed by 

scientists themselves, leading to clunky user interfaces, poorly constructed visuals, and/or 

onerous software installation procedures. End users are often left frustrated and must invest large 

amounts of time reformatting their -Omic datasets for use with specific visualization tools. 

The work outlined in this proposal focuses on continued development of a prototype 

framework named Phinch (rapidly developed during an initial 1-year Sloan grant period; see 

Figure 1 and Appendix VI: Output from Previous Sloan Grant), and thus here we provide a 

brief overview of this existing framework as “major related work”. Phinch is an open source 

framework written in CoffeeScript (GitHub repo: https://github.com/PitchInteractiveInc/Phinch; 
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BSD 2-Clause License) and optimized for use within the Google Chrome web browser. The 

visualization framework relies on built-in javascript APIs within Chrome (e.g. IndexedDB) to 

parse files and prepare datasets for downstream visualizations. Data visualizations in Phinch are 

constructed on-the-fly using the D3.js software library (http://d3js.org/), a popular toolkit that 

allows for dynamic and interactive visualizations of large datasets and rapid creation of scalable 

vector graphics (SVGs). This public site consists of a minimalist homepage with an input box for 

selecting and loading local data files (Figure A4, Appendix VII). Although the software is 

accessible via web URL and users are prompted to load a file, for security and data privacy, all 

data parsing and visualizations are carried out locally within the user’s web browser application.  

Phinch currently supports downstream analyses of BIOM files (version 1.0 of the 

Biological Observation Matrix format, http://biom-format.org), a JSON-formatted file type 

typically used to represent marker gene Operational Taxonomic Units (OTUs) or metagenomic 

contigs (McDonald et al. 2012). BIOM files are the default output of the QIIME toolkit 

(http://qiime.org; Caporaso et al. 2010), one of the most popular software pipelines for the 

processing and analysis of environmental sequence data, especially 16S rRNA datasets for 

microbial ecology and human microbiome studies. In developing Phinch, we focused on BIOM 

files because of the flexibility and long-term utility that this format offers for different types of 

biological datasets. The BIOM format is readily extensible and applicable to any type of 

biological matrix and associated metadata, and allows users to embed their associated sample 

metadata within the same file. BIOM files can be used to represent OTU tables derived from 

environmental amplicon datasets (16S, 18S, or ITS rRNA), metagenomic contigs and their 

associated KEGG/COG gene ontologies, gene variant data, or even morphological character state 

matrices. Following file import, metadata-based filtering allows users to quickly sort and 
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subsample datasets in a “parser window” prior to visualization (Figure A4, Appendix VII). In 

the visualization gallery (Figure 1), Phinch currently allows users to summarize and interact 

with datasets using five distinct tools: Taxonomy Bar Charts, Bubble Charts, Sankey Diagrams, 

Donut Partitions, and Attributes Column Charts (described in Appendix VIII).  

 

 

 

 

 

 

 

 

 

 

 

 The Phinch framework has seen consistent uptake from end users, and the open access 

GitHub codebase has been re-used and incorporated into other software tools in the scientific 

community. As of March 2017, the public Phinch portal (http://phinch.org) typically records 

500-1100 user sessions per month, representing an average of 400-500 active users (an even split 

between new users and returning website visitors; see Appendix VI, Figure A2). The Phinch 

preprint manuscript has been cited twice since 2014, with one of these citations representing an 

implementation of the Phinch codebase and visuals within the standalone MetaCoMET web 

server (Wang et al. 2016). A research paper (Adams et al. 2014) and review paper (Creer et al. 

Figure 1: Visualization 
gallery showing the five 
tools currently available 
in the Phinch framework 
(public web 
implementation at 
http://phinch.org)  
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2016) incorporating Phinch visualizations have been cited 25 and 14 times, respectively (all 

citation metrics via Google Scholar). A more comprehensive and detailed description of Phinch 

uptake and re-use to date has been provided in Appendix VI. 

 
Why are the proposers qualified to address the issue for which funds are being sought?  

The work outlined in this proposal represents a continuing collaboration between PI 

Holly Bik (Assistant Professor at UC Riverside) and Pitch Interactive (a data visualization studio 

in Oakland, CA). Our project team represents an interdisciplinary collaboration between 

academic researchers (PI Bik’s lab, Phinch end users) and visual communicators (the Pitch 

Interactive team); such tight-knit, integrative teams are exceedingly rare in biological research, 

yet are critical for producing data visualization tools “at a pace relevant to the research” (Wong 

2012). This collaboration previously produced the prototype Phinch framework and data 

visualization features during an initial Sloan grant period from July 2013 – October 2014; uptake 

and reuse metrics for the Phinch framework have underlined the success of this past 

collaborative effort (see Appendix VI: Output from Previous Sloan Grant). 

PI Holly Bik is an Assistant Professor in the Department of Nematology at the University 

of California, Riverside. She obtained her Ph.D. at the University of Southampton, UK in 

conjunction with the Natural History Museum, London; her thesis research focused on a 

combined morphological and molecular phylogenetics of nematode worms, including strong 

foundational training in classical taxonomy of meiofaunal metazoa. PI Bik shifted her research 

focus towards high-throughput genomics and computational biology fields during subsequent 

postdoctoral appointments at the University of New Hampshire and the University of California, 

Davis, learning command line analyses (Unix/Linux) and various programming languages (Perl, 

Python, R) in the context of microbial ecology research fields. At UC Riverside, her lab’s current 
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research interests lie at the interface between biology and computer science, using biological 

questions and evolutionary hypotheses to drive the development and refinement –Omic 

approaches focused on marine microbial eukaryotes (organisms <1mm, such as nematodes, fungi, 

protists, and other ‘minor’ metazoan phyla), with an emphasis on free-living nematodes in 

marine sediments. Her lab uses cutting-edge –Omics tools to address consequential questions in 

microbial ecology and evolutionary biology, such as “Is everything everywhere?” and “Does 

phylogenetic diversity correspond with functional diversity?”. PI Bik’s interdisciplinary research 

expertise is critical to the aims outlined in this proposal: she has a broad understanding of the 

data analysis workflows (and existing data visualization capabilities) involved in environmental 

–Omics studies, and her background in classical taxonomy provides knowledge of “historical” 

visual approaches (e.g. microscopy, morphology) used by non-computational biologists and 

ecologists who seek to test similar hypotheses using traditional techniques. PI Bik also maintains 

an extensive, interdisciplinary professional network and social media presence (including a 

strong connection the Sloan Microbiology of the Built Environment via her previous postdoc 

with Jonathan Eisen at UC Davis), which will enable broad dissemination of project activities 

and outputs. Specifically, this network will be immediately leveraged for the Phinch End User 

Workshop (Appendix V) by soliciting participation from diverse end users (e.g. use case studies 

from marine biology, microbial ecology, genomics, evolution, as well as biotech industry 

professionals and science communicators/educators).   

 The Pitch Interactive team is comprised of Wesley Grubbs (Creative Director, Technical 

Director, owner), Katarina Madrid (Project Coordinator), Nicholas Yahnke (Software Engineer), 

Jessica Hamel (Software engineer) and Mladen Balog (Concept Artist). Team leader Wesley 

Grubbs comes from an academic background in international economics and information 
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systems followed by many years in the advertising world; during his career, he has always 

maintained a keen interest in science that, in part, stems from his upbringing by a Geologist. 

Pitch Interactive’s work has been seen in WIRED magazine, Esquire, Scientific American, 

Popular Science, Fortune, Princeton Press books, and at the Museum of Modern Art’s “Talk To 

Me” exhibit in New York City. Their client roster includes IBM, Facebook, The Big History 

Project, ESPN, General Electric, General Motors, Google, Oracle, The Russian Avant-garde 

Foundation, ThermoFisher Scientific, Tomotheraphy and the Wisconsin Institutes for Discovery. 

Pitch Interactive has created work for interactive installations, touchscreen kiosks, smart phones, 

tablet devices, console games, websites, standalone applications, museum exhibits, projections, 

textiles and print. The team has experience in a wide variety of industries including banking, 

economics, health, sports, scientific research, advertising, politics and art. In addition, Pitch 

Interactive team members are active participants in the data visualization community, speaking 

at conferences worldwide as well as giving lectures and workshops at academic institutions such 

as UC Berkeley, Stanford and NYU. Pitch Interactive’s daily operations are primarily involved 

with analysis of collected data, consultation in data collection, visualizing data, software 

development and project management. The studio follows a rigorous project workflow that 

closely resembles the life cycle of software development. Reflecting the philosophy that data 

visualization should be strongly connected to the lives and events from which it is derived, Pitch 

Interactive dissects large data sets in search of meaningful and often hidden patterns that serve to 

determine the shape and form that best tells a story. The team aims for visual depictions that not 

only inform, but also bridge the divide between science and art through a visual narrative in 

order to inspire, stimulate and engage minds.  
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What is the approach being taken?  

For the next phase of Phinch software development, we propose to focus on three key 

areas: 1) Updating, refactoring, and benchmarking the existing Phinch codebase, 2) Developing 

and implementing a plan for long-term software sustainability, and 3) Exploring and 

implementing new visualization features and statistical “plugin” tools. These three focal areas 

have been defined based on changes in the technology landscape since 2014 (e.g. changes to 

biological file formats and web-based data visualization capabilities), as well as outstanding 

research visualization needs that were not feasible to explore or address when the Phinch 

prototype was being constructed and refined during the initial Sloan grant period.  

1) Updating, refactoring, and benchmarking the existing Phinch codebase. The Phinch 

framework has an active community of end users and external developers, yet the underlying 

codebase has not been in active development since October 2014. As end users have uploaded 

files and explored Phinch data visualization features, they have been consistently reporting errors, 

problems, and feature requests in the form of GitHub issues an support requests on the Phinch 

Google Group forum. Thus, our first task in the proposed grant period will be to assess the nature 

of these problems, quickly fix bugs as needed, and focus our next phase of active development 

on the most important roadblocks for end users. The current list of GitHub issues can largely be 

grouped into three categories: a) slow or incomplete loading of the Phinch web implementation, 

b) file formatting and compatibility problems, c) incorrect or misleading visual displays of the 

underlying data when certain filtering methods or visual features are used.  Some of these issues 

have already been addressed by external developers (who have forked and modified the Phinch 

GitHub repository), and for such fixes we will merge these forks with the master branch so that 

these code modifications will be immediately be reflected in the live Phinch web implementation 
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at http://phinch.org. Our immediate priority will be to address the overarching issues which 

currently prevent end users from successfully using Phinch. File compatibility represents perhaps 

the most frequent roadblock for end users; Phinch relies on the BIOM file format (http://biom-

format.org/), but the Phinch framework currently only supports BIOM v1.0 files (JSON-

formatted text files). However, the default format that most users are encountering is now BIOM 

v2.0 (formatted as a binary HDF5 file), since BIOM v2.0 now represents the default output in the 

newest versions of the QIIME pipeline (v1.9.1 and higher). Users have also reported problems 

using Phinch even after back-converting files from BIOM v2.0 to BIOM v1.0. This is a 

significant and pressing issue that will be prioritized during the next phase of development, and 

we will also work to generally improve file compatibility for Phinch (eg. Supporting “sparse” vs. 

“dense” BIOM files, exploring support for basic tab-delimited text files, etc.). We will also 

improve error reporting in Phinch, particularly to detect these kinds of file formatting issues—to 

date, error messages and prompts have not been extensively implemented, creating some 

frustration for users when their files do not load properly. User feedback has indicated that error 

reporting should be prioritized during future development phases. As user file sizes have 

increased and BIOM files have shifted towards binary HDF5 formats, we will also need to 

reassess Phinch’s general approach to file import and loading (currently entire BIOM files are 

loaded into the framework). For larger files, Phinch may be refactored to first parse metadata and 

allow users to query for a subset of user-defined information, without the need to first parse the 

entire contents of the file. The goal will be to increase the data volumes and metadata categories 

that Phinch can handle. Finally, as we move forward with software development we will 

endeavor to “benchmark” the Phinch data visualization features in regard to scientific efficiency, 

reproducibility, and common data analysis tasks – e.g. producing peer-reviewed manuscripts, 
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software tutorials and video screencast guides that better link scientific analytical tasks with 

Phinch functionalities (e.g. data provenance tracking, visualization sharing and export, common 

data analysis tasks and visualizations). The goal of such benchmarking will be to demonstrate the 

unique capabilities of Phinch compared to static tools or interactive visualizations from other 

scientific domains (e.g. functional genomics D3.js visualizations in Epiviz; Chelaru et al. 2014). 

2) Developing and implementing a plan for long-term software sustainability. As we 

revisit and modernize the Phinch codebase, our second overarching goal will be to improve 

scalability and efficiency within the data visualization framework (to anticipate future increases 

in end users and file uploads). One option we will explore is transitioning the Phinch web 

implementation to a Google App Engine (https://cloud.google.com/appengine/), because this 

offers a more flexible platform that can be easily scaled to the necessary processing or bandwidth 

needs of the project as it grows in use. The App Engine allows for auto scaling to increase in 

capacity as web traffic or use increases and also contains customizable features that can be added 

such as using diverse database systems. App Engine also runs on the same technology as 

Google.com, making it highly reliable. We will also develop a plan for long-term software 

maintenance and user support after the proposed Sloan grant period ends in June 2020. We 

anticipate that future software maintenance and development will shift over to UC Riverside, 

overseen by a computational postdoc or bioinformatician employed in PI Holly Bik’s lab. Long-

term sustainability is more feasibly achieved through an academic institution due to the nature of 

the collaboration and time/financial constraints associated with a small data visualization studio 

such as Pitch Interactive (e.g. where developer time is billed by the hour, and thus restricted to 

projects where funding is in place). As Phase 2 funding winds down, the UC Riverside postdoc 

(budgeted in this proposal) will take over primary control of code updates and bug fixes on the 
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GitHub repository, and oversee website hosting and server-side functions that will take place on 

dedicated onsite servers (e.g. visualization “export” and “share” features that require data storage 

and caching; a server purchase at UC Riverside is included in the budget to enable this transition). 

Longer-term funding for Phinch sustainability will ideally be achieved through programs such as 

NSF Advances in Biological Informatics (ABI), NIH Big Data to Knowledge (BD2K), or 

defense-related bioinformatics programs at agencies such as DARPA. The goal of Phase 2 Sloan 

funding would be to stabilize and benchmark Phinch to a point where we apply for further 

development/sustainability grants through various federal and non-profit agencies. Ideally, this 

would enable continuous funding for Phinch after the proposed grant period ends in June 2020. 

To facilitate the justification for continued funding, we will continue to work with external 

developers to implement/expand Phinch features in other pipelines and resources, e.g. 

Galaxy/Docker containers (via previous discussions with Björn Grüning, Head of the Freiburg 

Galaxy Team), JGI metagenome portal (via previous discussions with Adam Rivers, JGI 

Metagenome program lead), and/or the QIIME 2.0 GUI portal (Greg Caporaso, lead developer). 

3) Exploring and implementing new visualization features and statistical “plugin” tools. 

Once the existing codebase is updated and modernized, we will shift development towards new 

visualization tools and priority feature requests from end users. We anticipate that many of these 

new features will be identified based on discussions and end user feedback at the proposed 

Phinch End User Workshop (see Appendix V). However, there are also a number of priority 

features that we initially plan to explore—many of these were not feasible to incorporate during 

the initial prototype constructions. First, we will fix and improve the “share” and “export” 

features in Phinch (functionality described in Appendix VIII), as both features are currently 

buggy and underdeveloped. The “Share” feature is aimed at generating a Dropbox-like weblink 
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where any user can permanently access a stored visualization (and include this URL in their 

publications as supplemental material); however, the “Share” feature currently needs to capture, 

document and export a more detailed suite of information about visual data manipulation in order 

to ensure full scientific reproducibility and data provenance tracking (e.g. data filtering options, 

user-guided removal of taxa or metadata, etc.). The “Export” feature is aimed at producing 

publication-quality graphics from datasets that have been loaded and manipulated in Phinch; 

however, it cannot currently capture smaller parts of the SVG canvas – this is a complex issue 

that arose during the initial prototype build, which will require significant time to troubleshoot 

and find a workaround. Optimizing the “share” and “export” features represents a priority focus 

area, due to these features broadly promoting scientific efficiency, data access, and 

reproducibility amongst end users. Other new features will likely focus on phylogenetic 

visualizations, statistical “plugin” analyses, and web/image search features to help contextualize 

taxonomic names and environmental metadata. For phylogenetic visualizations, we aim to give 

users the ability to build/view trees related to the imported datasets (e.g. incorporating libraries 

such as phylotree.js1 or newick.js2 within Phinch). Phylogenies are an important but 

underutilized part of the data analysis workflow, in part due to persistent difficulties in 

visualizing large trees. We will explore the possibility of user import of customized trees, as well 

as viewing/highlighting BIOM file data on interactive public trees such as iToL (a 

JavaScript/HTML5 display engine; Letunic & Bork 2016). For statistical “plugin” analyses, we 

will aim to implement a suite of statistical tools available within the R programming language, 

with the aim of moving beyond exploratory visual analysis and formalizing the analytical tools 

available within Phinch (e.g. Figure 2). The ability to conduct statistical tests on visual patterns 

has been repeatedly requested by Phinch end users—for example, the ability return a p-value for 
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an observed community pattern such as increased taxon abundance at one/several sample sites. 

We will focus our efforts on two areas: shiny R apps that have been developed for microbial 

ecology R packages such as phyloseq (shiny-phyloseq; McMurdie & Holmes 2015) as well as 

the R2D3 package3 that specifically uses R code to render visualizations in D3.js. The shiny-

phyloseq app is specifically built to parse and visualize BIOM-formatted files, and is thus 

natively compatible with the user datasets imported into Phinch. Linking Phinch with R 

statistical analyses would eliminate the programming burden of needing to know complicated R 

syntax, and make it easy for end users to carry out robust statistical tests on their visualized 

datasets. Finally, a third focus area would be to explore the implementation of web search and 

image retrieval, pulling in web content that is relevant to the user’s imported data. Here, we 

would aim to facilitate a user’s interpretation and exploration of environmental datasets—for 

example, pulling up Wikipedia entries, microscopy images, GenBank records, geographic 

species record data, and relevant Google Scholar papers that are related to a taxon of interest (e.g. 

Figure 2, a nematode species found in a marine 18S rRNA environmental marker gene dataset). 

We anticipate that the nature and scope of the above-mentioned features will shift as Phinch re-

enters active software development, and we plan to adapt and re-prioritize our new feature 

development as the technology landscape and user needs change over the next three years. 

Project Management. For the work outlined in this proposal, The Pitch Interactive team will 

take the lead on software development, visual design, and day-to-day project management. PI 

Bik and her lab members will provide scientific expertise regarding data analysis workflows  

and existing scientific visualization capabilities, and also serve as a liaison with end users and the 

broader scientific community. The computational postdoc at UC Riverside will additionally work 

to investigate unexplored scientific visualizations (phylogenetic tree visualizations, shiny apps in 
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Figure 2: A mock-up of future feature 
development in Phinch. Here, a user 
clicks on a bubble (representing a taxon 
within their dataset), and gets web 
search results related to that species, as 
well as the ability to conduct statistical 
tests assessing taxon enrichment across 
sample sites. The same search 
mechanisms will also be applicable to 
other types of –Omic data, e.g. pulling 
up journal articles related to a specific 
metabolic pathway or gene found in a 
user’s dataset 
 
 

R, etc.) and statistical tests that could be incorporated into the Phinch framework as visual 

“plugin” tools, as well as maintaining the Phinch software documentation, tutorials, and end user 

support (responding to Google Group queries and GitHub Issues, and running Phinch training 

workshops). PI Bik’s lab and Pitch Interactive will communicate on a weekly basis to define 

research questions and prioritize the implementation of specific software engineering tasks and 

new feature development. During the previous Sloan grant, team interactions and project 

management was successfully accomplished using a combination of task management in Trello 

(https://trello.com/), collection of ideas and resources in a shared Evernote folder 

(https://evernote.com/), and periodic phone calls as needed. By relying on the expertise of Pitch 

Interactive, this project will avoid common pitfalls typically seen in scientific software (e.g. 

unscalable tools with difficult user interfaces) while also being able to deeply explore the utility 

of diverse and novel visual renderings of data (e.g. leveraging cutting-edge tools and approaches 

from the data visualization community). 



HM Bik – Phinch 17 

Figure 3: Gantt chart showing initial project management timeline at Pitch Interactive for the 
next phase of Phinch software development. The End User workshop will take place in Late 
Summer/Early Fall 2017, and the UC Riverside Postdoc will commence work in January 2018. 
 
What will be the output from the project? 

Anticipated Grant Outputs. The outputs of the proposed project will be similar to those 

from the initial prototyping phase of the Phinch framework (see Appendix VI: Output from 

Previous Sloan Grant). An updated, expanded, open-access codebase will continue to be 

publically available on our existing GitHub repository, alongside the public web implementation 

at http://phinch.org (the primary end user portal for visualizing and exploring datasets). Long-

term hosting and website infrastructure will be re-evaluated and modified as needed to promote a 

scalable framework that can sustain an anticipated increase in website traffic and data uploads. 

Software documentation and online tutorials (e.g. the accompanying GitHub Wiki) will be 

updated and expanded throughout the proposed grant period as the Phinch visualization 

interfaces changes and new features are added/modified. We will aim to produce video 

screencasts and tutorials representing a broader range of use case scenarios, as well as 

troubleshooting guides for common data formatting and import issues. Any other tangible 

materials (e.g. slide decks from conference presentations) will be posted online and archived 

with a DOI where possible, in repositories such as FigShare (http://www.figshare.com).  For the 
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second phase of Phinch, we will increase our focus on peer-reviewed scientific publications, 

aiming to benchmark a stable release of the Phinch framework and its data visualization 

capabilities in one or more peer-reviewed software manuscripts. The Phinch software is currently 

described in a preprint manuscript available on the bioRxiv repository; previous submissions for 

peer-review of this manuscript (at GigaScience and Bioinformatics) indicated that a number of 

software features will need to undergo further development and benchmarking before this 

software manuscript preprint can be formally published. Use of the Phinch framework will also 

be incorporated into hypothesis-driven research projects in PI Bik’s lab at UC Riverside; we will 

carry out internal user testing of the Phinch framework during routine data analysis workflows, 

and our goal will be to demonstrate the utility of Phinch features as part of upcoming 

environmental –Omics manuscripts focused on original research. As features mature, we will 

also assist external labs (both at UCR and at other institutions) in producing Phinch visuals for 

their research manuscripts. Other grant outputs will come in the form of user training and use 

case testing; one major example will be a Phinch End User Workshop (Appendix V), a 1.5-day 

workshop that gathers 10-15 participants representing a range of end users and use case scenarios 

(bioinformatics, ecology, taxonomy, industry/outreach, etc.). The proposed workshop would 

provide intensive user training in the Phinch framework (in the form of data preparation and 

interaction with visualization tools), while simultaneously gathering information about end-user 

needs (types/formats of data and metadata, wish list for visualizations) in order to inform 

immediate software development priorities. A formal workshop report will be produced and 

published in an appropriate scientific journal such as Standards in Genomic Science4, and we 

will conduct a formal workshop evaluation using participant surveys (see Appendix V). Finally, 

this project would include both formal and informal mentoring of a postdoctoral scientist in PI 
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Holly Bik’s lab at UC Riverside, including (see Postdoctoral Mentoring Plan in Appendix IX). 

Our primary targets for outcome measures include: two peer-reviewed scientific publications per 

project year, and an annual doubling of Phinch website sessions per project year (a goal of 1000 

sessions per month at the end of Year 1, increasing to 4,000 per month by the end of Year 3, 

ideally representing >2,000 unique website visitors per month by the end of the grant period). 

Community Building and Sustainability. One of the primary goals of the Phase 2 grant 

period is to promote longevity and long-term sustainability of the Phinch data visualization 

framework. We plan to accomplish this with a threefold strategy, by 1) Disseminating Phinch to 

the scientific community (via conference presentations, blog posts, and social media), 2) 

Sustaining efforts to train and engage end users, and 3) Building a community of open source 

contributors and software developers. For conference presentations and software demos, we will 

target relevant events in the field of biological data visualization, such as the annual VIZBI 

conference (https://vizbi.org/), as well as conferences with a large concentration of 

environmental –Omics researchers (potential end users), such as the American Society for 

Microbiology annual meeting (http://asm.org/). Phinch presentations will also be shared widely 

on social media using appropriate conference hashtags, and further documented via blog posts on 

relevant sites such as microBEnet (http://www.microbe.net, the Microbiology of the Built 

Environment Network, an aggregator website maintained by Jonathan Eisen’s lab at UC Davis). 

End user training and engagement will be carried out via formal workshops (either at scientific 

conferences or as standalone events; e.g. Appendix V), as well as targeted engagement with lab 

groups and individual researchers carried out via Skype calls and in-person meetings. Finally, we 

aim to build a community of open source contributors to the Phinch framework, by specifically 

engaging with the Center for Open Science (https://cos.io/) and the Mozilla Science Lab’s 
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“Working Open Workshops” (https://science.mozilla.org); these partnerships will provide 

additional, external feedback on our long-term sustainability plans and progress towards goals. 
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Appendix II: Attention to Diversity 
 
Diversity will be a perpetual point of focus throughout the duration of this project, and we will 
strive to achieve diversity at multiple levels. We will encourage (and actively solicit the 
participation of) scientists from diverse backgrounds – this includes gender, LGBTQ, and 
racial/ethnic diversity as well as diversity across career stages (students/trainees to senior 
scientists), scientific discipline, geographic location, and institutional type (teaching colleges 
to R1 research universities, as well as industry/non-profit research centers). Diverse scientists 
will be invited to participate in the Phinch End User Workshop (Appendix V), selected as 
ongoing “case studies” for data visualization needs/wants, and given assistance in implementing 
the Phinch framework in their own labs and institutes. 
 
The lead PI of this proposal (Holly Bik, UC Riverside) is an early-career female scientist and 
first-generation college student. Throughout her career, PI Bik has been strongly committed to 
promoting the participation of women and underrepresented groups in scientific research, 
engaging in service and outreach activities that are specifically aimed at increasing diversity 
across STEM disciplines. For example, as part of two National Science Foundation grants (a 
2010 RAPID award and an ongoing Research Coordination Network grant), PI Bik has led the 
organization of successive “Bioinformatics and Biodiversity” undergraduate workshops at 
Auburn University (April 2011), the University of New Hampshire (July 2014 and 2015), and 
Texas A&M University, Corpus Christi (January 2017, and another planned for January 2018). 
Diversity is the overarching focus of these workshops: the participating students are selected 
from diverse educational institutes (R1 schools to community colleges) and the majority of 
participants come from underrepresented groups in the sciences (most workshops were >50% 
female, with a significant proportion of Hispanic and African-American students). These 
workshops also emphasize diversity in the course instructors themselves, with past lectures given 
by Dr. Eyualem Abebe (an Ethopian scientist) from Elizabeth City State University (a 
Historically Black College) and Dr. Jyotsna Sharma (an Indian-American female scientist) from 
the University of Texas, San Antonio. 
 
Software development and project management at Pitch Interactive will be carried out by a 
gender-balanced team of developers and data visualization artists 
(http://pitchinteractive.com/about.html). Diversity issues in the tech industry are an important 
concern for Pitch Interactive Founder Wesley Grubbs, and he regularly works to address ongoing 
imbalances by inviting a diverse program of speakers at the annual Eyeo Festival 
(http://eyeofestival.com/), a pivotal conference for the data visualization community. 
 
End User Workshop (Appendix V): The provisional list of workshop participants and 
organizers has been specifically drawn up with an eye towards diversity; we have strived to 
balance both gender and career stage amongst organizers and participants. As we solicit 
additional participants via an open community call, we will be particularly keen to achieve 
participation from underrepresented minorities at diverse career stages. This community call will 
be advertised as widely as possible (social media, email listservs, etc.) in order to reach the 
broadest possible pool of potential participants. 
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Appendix IV: Information Products 
 
Description of Information Products: A number of distinct information products will be 
created in the course of this project. These will include: scholarly publications in peer-reviewed 
journals (PDF documents), preprint manuscripts deposited in open access repositories such as 
biorXiv (PDF documents), version-controlled open-access software code hosted on GitHub 
(https://github.com/PitchInteractiveInc/Phinch), the public web implementation of the Phinch 
software at http://phinch.org (accessible via the Google Chrome browser), as well as materials 
related to the scientific and public dissemination of the Phinch framework (e.g. PDF talk slides 
and YouTube video recordings, YouTube/Vimeo screencasts and video tutorials demonstrating 
software features, software documentation and tutorials in the GitHub wiki - 
https://github.com/PitchInteractiveInc/Phinch/wiki). The Phinch framework currently exists as a 
prototype toolkit with extensive software documentation, and as such the Github codebase/wiki 
and web implementation are freely available online at the previously stated URLs. The Phinch 
codebase is written in Coffeescript (a programming language that compiles to Javascript) and is 
disseminated under the open access BSD 2-Clause License. 
 
Work carried out during this project will also be subject to the University of California’s Open 
Access policy (http://osc.universityofcalifornia.edu/open-access-policy/), requiring deposition of 
peer-reviewed manuscripts in eScholarship (UC’s open access repository and publishing 
platform; http://escholarship.org/). 
 
Management: PI Holly Bik will oversee the long-term project management and software 
development milestones in the Phinch framework, while Pitch Interactive will spearhead day-to-
day project management of the GitHub codebase and specific software engineering tasks (bug 
fixes, GitHub issue tracking, specific feature development requests as agreed on with UC 
Riverside). The codebase will continue to be maintained and updated in GitHub, since this 
allows incorporation of bug fixes and additional code from the broader developer community as 
well as issue tracking and discussions with non-computational end users. Similar to the previous 
grant period, project management will be carried out using a combination of Trello, Evernote, 
emails and phone calls. This combination of tools was found to be optimal for tracking tasks and 
maintaining communication between PI Holly Bik’s lab and the Pitch Interactive team. 
 
Dissemination: Grant products will be disseminated to target audiences through multiple outlets. 
These include: Phinch End User workshops (e.g. Appendix V, as well as additional events and 
software demos at scientific meetings), talks and posters at relevant scientific and data 
visualization conferences, social media posts and e-mail announcements that advertise Phinch 
across the broader scientific and end user community, as well as formal dissemination of 
software products and research results in preprint repositories and peer-reviewed scientific 
journals (written manuscripts available as PDF downloads). The Phinch framework was firmly 
established as an open-source software project during the previous Sloan grant period (with a 
freely reusable, BSD2-licenced codebase), and as such we will maintain this open access 
workflow during Phase 2 funding. We will continue to make software development decisions 
that avoid the use of proprietary assets or otherwise restrict the reuse of the Phinch codebase or 
website. 
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Archiving & Stewardship: At the conclusion of Phase 2 Sloan funding, we aim to have a 
mature and benchmarked codebase with a stable, functional web implementation of the Phinch 
framework. Stable releases of the Phinch codebase will be perpetually maintained on GitHub, 
but also permanently archived and assigned a DOI using both Zenodo (https://zenodo.org/)  and 
Mozilla Science Lab collaboration with FigShare (https://mozillascience.github.io/code-research-
object/).  
 
For open-source projects such as Phinch, software durability and longevity is often maintained 
via community buy-in and uptake. Thus, an important part of our stewardship plan will be to 
ensure that there is a strong end-user and developer community supporting the use, 
implementation, and expansion of the Phinch framework by the end of the proposed Phase 2 
grant period on June 30, 2020. We will achieve this community support by: 
 

a) Actively disseminating grant products via conference talks and social media,  
b) Reaching out to specific developers and bioinformatics groups who can provide in-kind 

software development (e.g. the Galaxy community), and  
c) Regularly addressing end-user issues and feature requests to ensure that the Phinch 

software is adequately meeting the needs of the broader scientific community. 
 
To ensure long-term, continued functionality of the Phinch codebase and web server, grant 
products will continue to be maintained by software developers and bioinformatics specialists in 
PI Holly Bik’s at UC Riverside as needed. However, as the project progresses we will 
aggressively submit grant proposals to secure continued funding for Phinch (and seamlessly 
continue software development) after the Sloan grant period ends. Longer-term funding for 
Phinch sustainability will ideally be achieved through grants from the NSF Advances in 
Biological Informatics (ABI) program, NIH Big Data to Knowledge (BD2K), or other relevant 
government/agency/foundation RFPs for data-driven research and software development; 
working towards such funding thus represents one of the primary goals of Phase 2 software 
development. 
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Appendix VI: Output from Previous Sloan Grant 
 

The prototype Phinch data visualization framework was initially conceived and 
constructed during a 1-year prototyping grant from the Alfred P. Sloan Foundation (grant period 
July 2013 – June 2014, with no-cost extension granted through October 2014). This first Sloan 
grant represented a collaboration between PI Bik at UC Davis (PI Bik’s previous employer) and 
Pitch Interactive, and the overall goal of this project was to create an interactive, exploratory 
software tool that helped bridge the gap between the fields of data visualization and biological 
research. The “Phinch” framework (as this tool was ultimately named) was the software product 
resulting from this previous Sloan grant. The main output from this previous grant period was the 
Phinch codebase itself (GitHub) and public web implementation of the data visualization toolkit 
(http://phinch.org), as well as associated software documentation, guides and tutorials, and 
forums for end user support. A full list of URLs for the Phinch codebase and its associated 
guides and resources is listed below in Table A1. As of March 2017, the Phinch Github 
repository has been “starred” (bookmarked) 100 times, and forked (the codebase has been 
downloaded/copied) 21 times by external developers. 

 
Table A1: List of software products and outputs from previous Sloan grant period (July 
2013 – Oct 2014). Scientific publications listed separately in Table A2. 
Software Products, Documentation, and User Support: 

• Phinch Codebase (GitHub Repository - https://github.com/PitchInteractiveInc/Phinch) 
• Phinch public web implementation (http://phinch.org)  
• Phinch Wiki (https://github.com/PitchInteractiveInc/Phinch/wiki) 
• Phinch Google Group (https://groups.google.com/forum/#!forum/phinch) 
• Phinch screencast and video demo (for the Your Wildlife project at NC State; Sloan 

Microbial Ecology of the Built Environment program - https://vimeo.com/113492690) 
 
 
In addition to the Phinch software framework itself, additional outputs and metrics from the 
previous grant period include a) scientific publications, b) conference presentations and software 
demonstrations illustrating the Phinch visualization toolkit, and c) external software development 
that has incorporated Phinch’s open source code and data visualizations. A list of scientific 
publication citing or incorporating Phinch data visualizations has been compiled in Table A2, 
and an extensive list of conference presentations and software demonstrations is provided further 
below. External developers have currently incorporated or packaged the Phinch codebase into a 
number of separate tools, including the “Blackbird” file converter for BIOM file types 
(https://f1000research.com/articles/5-2348/v2), the MetaCoMET web server for microbiome data 
analysis (Wang et. al 2016) and the Galaxy Docker repository for metagenomics data anlalysis 
(https://github.com/bgruening/galaxy-metagenomics). Furthermore, we are aware of some 
microbial ecology courses and workshops that have included demonstrations/tutorials of Phinch 
data visualization tools, such as the annual EDAMAME microbial ecology course 
(https://github.com/edamame-course/2015-tutorials/wiki).  
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Table A2: Scientific publications citing the Phinch framework 
1. Ankenbrand MJ, Terhoeven N, Hohlfeld S et al. biojs-io-biom, a BioJS component for 

handling data in Biological Observation Matrix (BIOM) 
format. F1000Research 2017, 5:2348 (doi: 10.12688/f1000research.9618.2)              
204 views, 84 downloads on F1000Research. 

2. Wang Y, Xu L, Gu YQ, Coleman-Derr, D. (2016). MetaCoMET: a web platform for 
discovery and visualization of the core microbiome. Bioinformatics, 32(22):3469-3470. 

3. Creer S, Deiner K, Frey S, Porazinska D, Taberlet P, Thomas WKT, Potter C, Bik HM. 
(2016) The ecologist’s field guide to sequence-based identification of biodiversity, 
Methods in Ecology and Evolution, 7(9): 1008-1018. 14 citations on Google Scholar 

4. Chelaru, F. (2015) Epiviz: Integrative Visual Analysis Software for Genomics. 
University of Maryland, PhD Thesis. http://hdl.handle.net/1903/16635 

5. Adams R#, Bateman AC#, Bik HM#, Meadow JF# (2015) Microbiota of the indoor 
environment: a meta-analysis, Microbiome, 3:49. (# all authors contributed equally)    
25 citations on Google Scholar. 

6. Bik HM, Pitch Interactive (2014) Phinch: An interactive, exploratory data visualization 
framework for –Omic datasets, bioRxiv, doi: http://dx.doi.org/10.1101/009944 
(preprint).  2 citations on Google Scholar 

 
Although the Phinch framework has not been in active development for ~2.5 years (since the 
previous Sloan grant period concluded in October 2014), the public web implementation of this 
data visualization toolkit has been continuously utilized by an active community of end users. As 
of early 2017, the Phinch web portal (http://phinch.org) typically records 500 – 1100 user session 
per month, representing an average of 400-500 individual users per month; Phinch end users 
currently represent an even split between new users and returning website visitors (Figure A2).  

Figure A2: Google Analytics data for the Phinch web portal. Website Analytics for the 
Phinch web portal (http://phinch.org) over a 7-month period from September 2016 - March 2017. 
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Conference Presentations and Software Demonstrations Related to the Previous Sloan 
Grant Period 
 
Project PI Holly Bik has delivered a number of dedicated conference talks, posters, and software 
demonstrations focusing on the Phinch data visualization framework, both during and after the 
previous 2013-2014 Sloan grant period, as follows: 
 
● “Bioinformatics: Still a scary world for biologists” - Invited Keynote talk at the 

Bioinformatics Open Source Conference 2015 in Dublin, Ireland (July 10-11, 2015) 

● “Using exploratory data visualization approaches to characterize meiofaunal community 
patterns from environmental sequence datasets” - Invited talk at the 
World Conference on Marine Biodiversity 2014 in Qingdao, China (Oct 12-16, 2014)  

● “Phinch: An interactive, exploratory data visualization framework for environmental 
sequence data” - Invited Poster at the Deep Carbon Observatory March 2015 
International Science Meeting in Munich, Germany (March 26-28, 2015) 

● “Phinch: An interactive, exploratory data visualization framework for environmental 
sequence data” - Invited talk at the International Environmental Omics Synthesis 
Conference (iEOS 2014) in Liverpool, UK (September 15-17, 2014) 

● “Phinch: An interactive, exploratory data visualization framework for environmental 
sequence data” - Contributed talk at the 2014 International Environmental ‘Omics 
Synthesis Conference in Liverpool, UK (September 17, 2014) 

● Software tutorial at National Ecological Observatory Network (NEON) Advanced 
Analysis of Genomic Data in Microbial Ecology Research Workshop in Boulder, 
Colorado (July 14-16, 2014) 

● Software tutorial at the Bioinformatics & Biodiversity undergraduate workshop at the 
University of New Hampshire in Durham, NH (July 28-31, 2014) 

● “Phinch: An interactive, exploratory data visualization framework for environmental 
sequence data” - Contributed talk at the Society for Molecular Biology and Evolution 
2014 annual meeting in San Juan, Puerto Rico (June 9, 2014)   

● “Data visualization for environmental studies” - Invited talk at the Joint Aquatic 
Sciences Meeting in Portland, Oregon (May 21, 2014 - slides and session link posted:  
http://phinch.org/blog/?p=123)  
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● Phinch software demo and poster at the Visualizing Biological Data 2014 conference in 
Heidelberg, Germany (March 5-7, 2014 - link to abstract and poster PDF:  
http://phinch.org/blog/?p=111)  

● “Visualizing biodiversity in the era of high-throughput sequencing” – Invited keynote 
talk at the iEvoBio Conference in Snowbird, Utah (June 25-26, 2013) 

Discussion and demonstration of Phinch visualizations has also been the primary subject of 
several invited departmental seminars delivered by PI Holly Bik in 2013-2015, as follows:  

• Frontiers in Phylogenetics Symposium, Smithsonian Institution (Washington DC, 
September 2015) 

• University of Glasgow, Department of Engineering (Glasgow, Scotland,  February 5, 
2015) 

• Monterey Bay Aquarium Research Institute seminar series (Moss Landing, CA, May 7, 
2014) 

• University of Idaho, Institute for Bioinformatics and Evolutionary Studies (IBEST) 
seminar series (Moscow, ID, April 24, 2014) 

• Oregon State University, Department of Integrative Biology seminar (Corvallis, OR, 
February 3, 2014) 

• University of Oregon, Institute of Ecology and Evolution spring seminar (Eugene, OR, 
May 7, 2013) 

Data visualization approaches also represented a major research area presented during PI Holly 
Bik’s recent faculty job talks, and thus the Phinch framework was a key component of interview 
seminars presented at the following institutions in January-April 2016: 
 

• Department of Nematology, University of California, Riverside 
• Division of Biology and Biological Engineering, California Institute of Technology 
• Department of Ecology and Evolutionary Biology, Tulane University 
• Department of Plant Pathology and Environmental Microbiology, Pennsylvania State 

University 
• Department of Biology, Boston University 
• Marine Science Institute, University of Texas at Austin 
• School of Life Sciences, Arizona State University 
• Department of Biological Sciences, University of Rhode Island 
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Appendix VII: Additional Screenshots of the Phinch Framework 
 

 
Figure A3: The current landing page for the Phinch web implementation at http://phinch.org.  
simple upload tools allows users to import their BIOM 1.0 files with embedded metadata. 
 
 

 
Figure A4: The Phinch “parser window”. After uploading a BIOM 1.0 file, the Phinch 
framework imports and displays sample information and any associated metadata embedded in 
the file. Users can then select/filter samples according to metadata values before proceeding to 
the data visualization gallery. The data displayed above represents an environmental 16S rRNA 
marker gene dataset (QIIME OTU table) obtained from a saltwater aquarium. 
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Appendix VIII: Existing Data Visualization Features in Phinch  
 
 
The features and visualizations within the Phinch framework were developed in order to pick up 
where the functionality of current bioinformatics tools ends. Phinch assumes that users have 
already performed upstream processing and data analysis workflows (e.g. preparing raw data and 
applying the necessary quality controls, filtering/clustering data, appending data points with 
taxonomy/ontology information), and embedded the necessary sample metadata and 
taxonomy/ontology information into the BIOM file (User instructions for preparing datasets are 
provided on the Phinch GitHub wiki). Phinch currently allows users to summarize and interact 
with datasets using five distinct tools: Taxonomy Bar Charts, Bubble Charts, Sankey Diagrams, 
Donut Partitions, and Attributes Column Charts. 
  

Taxonomy Bar Charts: In Phinch, the Taxonomy Bar Chart visualization is an interactive 
implementation of a stacked bar chart. Stacked bar charts are a common tool that researchers use 
to summarize data and explore biological patterns, and the Phinch framework improves on these 
typically static displays. A subway chart graphic at the top of the visualization allows users to 
instantaneously switch between groupings representing higher to lower level taxonomies or 
ontologies; the “value” and “%” buttons can be used to toggle between absolute number of 
observations (e.g. total number of sequence reads) or proportional abundances normalized by 
sample, respectively. Hovering over bars will return a pop-up box with information regarding 
sample metadata and taxonomy/ontology. In addition, a search box with built-in auto-completion 
of typed text allows users to locate a specific taxonomic or ontology term of interest within the 
dataset; the resulting terms can be removed from the taxonomy bar chart if needed, by clicking 
the “x” which appears next to each search results (for example, removing a known lab 
contaminant that users may not want displayed in the bar chart). Once a taxon or ontology term 
is removed by the user, the values or proportions displayed in the Taxonomy Bar Charts are 
immediately recalculated and refreshed. 
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Bubble Chart: The Bubble Chart is a novel visualization that summarizes biological information 
in an abstract format. In this visualization, circle size is positively correlated with the frequency 
of a given observation within a dataset (e.g. number of data values corresponding to a taxon or 
ontology term). Circles can be displayed randomly in a large group (“Bubble” button), or lined 
up according to decreasing frequency and displayed in a linear fashion (“List” button). Clicking 
on a bubble allows users to explore the distribution of a taxon or ontology term across all 
samples in a study (inset indicated by arrow in above figure). As in the Taxonomy Bar Charts, an 
auto-complete search box is also available for identifying specific terms within the data. 
 

Sankey Diagram: The Sankey Diagram 
is an organized display showing the 
“flow” of biological observations within 
a dataset, illustrating how such 
observations can be broken down from 
higher to lower level taxonomy or 
ontology terms. This visualization is 
useful for understanding what subgroups 
of a higher-level term are represented 
within a dataset (e.g. how many Orders 
within the Class Gammaproteobacteria 
have been observed, as in lefthand 
figure), or for exploring the origin of 
unclassified observations (e.g. those 
without an assigned taxonomy or 
ontology term, for example, bacteria that 
cannot be classified at the Genus level). 
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Donut Partition: As currently implemented, the Donut Partition summarizes community 
composition (taxonomy or ontology information) for non-numerical ("groupable") sample 
metadata. In Phinch, “groupable” metadata is classified as descriptive metadata terms used to 
characterize sampling sites or environmental data (e.g. water, air, soil). Clicking on a colored 
wedge within each donut chart will display the distribution of a taxon or ontology term across 
samples within that metadata category. The same or different wedges can be selected and 
displayed from each donut chart. The y-axis of each graph can also be set to vary across donuts 
(“Dynamic” button, where individual y-axes are optimized according to the observed abundances 
per chart), or can be set to a single standardized axis used across all donut charts (“Stand.” button, 
which uses the same y-axis values for all donut charts displayed). 
 

Attributes Column Chart: The Attributes 
Column Chart summarizes taxonomy or 
ontology terms according to numerical 
categories of sample metadata, and has features 
similar to the Taxonomy Bar Chart. Numerical 
categories of metadata are non-descriptive terms 
typically represented by environmental 
measurements; for example, pH readings, age, 
weight, temperature or other biogeochemical 
readings such as nitrite, ammonium, or salinity. 
In this visualization, the "sample distributions" 
box lists the sample IDs assigned to the 
numerical value represented by each bar. Users 
can immediately toggle between bar charts 
displaying different metadata categories, using a 
drop down box on the upper right hand corner 
of the visualization canvas. As in the taxonomy 
bar chart, users can also toggle between 

absolute number of observations (“Value” button) or proportional abundances normalized by 
sample (“%” button).  
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After filtering data and manipulating the resulting visualizations, users have the ability to export 
and share their data (buttons shown at the top of Taxonomy Bar Chart and Bubble Chart figures 
above, available in all five Phinch visualizations). The “Export” button allows users to download 
a high-resolution figure with corresponding legend, ideal for use in talks, posters or scientific 
publications. The adjacent “Share” button can be used to upload visualizations onto a cloud 
server (representing the only time datasets are transferred off a user’s local machine); the hosted 
data is then made available to users and collaborators via unique shortlink URL. This URL can 
subsequently be shared via e-mail, blog post, or even within published scientific articles, 
enabling direct access of data visualizations without the need to share and upload BIOM files. 
Finally, the “Files” button allows users to download the filtered BIOM file which underlies the 
depicted visualizations, as well as a text log file tracking the modifications made to the dataset 
during visual exploration (e.g. removing taxa from taxonomy bar charts). The Export, Share, and 
Files buttons represent prototype features that are still in the early stages of development; they 
have not yet been extensively tested and may not be stable across all users’ machines. 
 
 
 
 
 
 
 
  



HM Bik – Phinch 36 

Appendix IX: Postdoctoral Mentoring Plan  
 
This proposal includes a 2-year postdoctoral position at UC Riverside, working in the lab of PI 
Holly Bik. The appointed candidate will work closely with software developers at Pitch 
Interactive and focus on the exploration/implementation of novel data visualizations and 
statistical “plugin” tools (e.g. phylogenetic trees, shiny apps for R, etc.). During the course of the 
project, PI Bik will undertake both formal and informal mentoring of the postdoctoral fellow; the 
goal is to facilitate the postdoc in achieving the skills, knowledge, and experience needed to 
succeed in their chosen career trajectory. PI Bik will provide a structured mentoring plan, career 
planning assistance, and opportunities to develop a number of distinct skill sets, including project 
management, technical writing (scientific grants and manuscripts), student/trainee supervision 
and mentoring, as well as public outreach and scientific communication skills (e.g. writing and 
speaking for a lay audience). Specific elements of the postdoctoral mentoring plan will include: 
 

• Working with the postdoctoral researcher to complete and review their Individual 
Development Plan, following the action points recommended by FASEB for trainees 
and their mentors (http://www.faseb.org/portals/2/pdfs/opa/idp.pdf)  

• Working to identify relevant seminars, workshops, and conference opportunities that are 
relevant to the postdoctoral researcher’s research and career goals 

• During the onboarding process immediately after hiring, meeting with the postdoc to 
clearly define lab expectations and the postdoc’s responsibilities in the Bik lab at UC 
Riverside 

• Identifying and promoting participation in relevant activities and events on campus, such 
as journal clubs, career seminars, skills training workshops (e.g. programming skills, 
science communication, professional development) 

• Participation in PI Bik’s weekly lab meetings, where lab members are expected to present 
their research on a regular basis, and give feedback to other presenters so that they can 
refine their scientific ideas and communication/presentation skills 

• Provide training and feedback in regard to the postdoc’s project management and 
leadership skills, to encourage independence in the postdoctoral researcher’s day-to-day 
tasks and responsibilities 

 
Success of this mentoring plan will be assessed via quarterly reviews of the postdoc’s Individual 
Development Plan; this quarterly review will occur as an in-person meeting between PI Bik and 
the postdoctoral researcher, in order to assess progress towards defined goals (research, career, 
and professional development). During the quarterly review, PI Bik will also discuss the 
postdoctoral fellow’s satisfaction with mentoring and research activities, and help to identify any 
roadblocks or areas for improvement. At the end of each quarter (every three months), the 
postdoctoral researcher will reassess and adjust their Individual Development Plan to re-define 
priorities and establish goals and milestones for the upcoming quarter. 


