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ABSTRACT

The usability of automated facial recognition techniques in the wild has been limited

in scope due to the detrimental effects of acquisition quality of test data. Real-world

conditions which severely impede recognition performance include 3D pose variations

caused by relative position and orientation of the acquisition sensor with respect to the

face, partial occlusions of the face caused by external objects or other facial components,

illumination artifacts on the face caused by scene illuminants, and low-resolution images

caused by distance of acquisition, sensor specification, and physical limitations. Multi-

ples of these degradations are often simultaneously observed, further degrading match-

ing accuracy.

The focus of this thesis is to construct a single unified technique to address and over-

come such cases and thereby enable robust face recognition. Our formulation demon-

strates that each type of acquisition degradation can be reduced to a problem of miss-

ing or corrupted data in a particular representation for the face. We propose a unique

representation for faces which enables several of these real-world degradations to be in-

terpreted as a single unified weighted data problem. At the heart of our method is a

spline-based multi-resolution technique for dense alignment of faces under a variety of

conditions. The proposed model is consistent over these image variations, complete in its

description of the face, and is constructed to deteriorate predictably in the presence of

known degradations.

We propose and evaluate two techniques to recover the underlying face information,

and through them enable extraction of a compact discriminative feature vector, as well

as synthesis of a complete 3D reconstruction of the face. These recovery techniques re-

quire the construction of linear face models from large amounts of high-dimensional, in-

complete, corrupted training data. We address this model construction problem by sug-

gesting two novel weighted variants to classical model learning techniques: we build on

Generalized Hebbian Analysis theory to construct a subspace from incomplete/weighted

data, and adapt the popular K-SVD algorithm to construct a sparsity-inducing basis from

the same. Both proposed methods are shown to be accurate, efficient, and suitable for

several visual learning problems.

We thoroughly analyze the performance of the proposed face representation and re-

covery techniques by conducting several experiments on controlled as well as real-world

datasets. Comparisons with previous work and popular commercial techniques demon-
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strate the superiority of our methods. We are also able to extend the capabilities of cur-

rent commercial systems at certain challenging tasks by using our method as a facial

reconstruction pre-processing tool. The flexibility of our technique enables it to be im-

plemented in both fully- as well as semi-automated configurations.
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Chapter 1

Introduction and Background

Notwithstanding several decades of extensive research, the problem of automatic face

recognition in a truly unconstrained setting has not yet been solved. As an identifiable

biometric modality, faces provide several advantages over other physiological traits such

as fingerprints and iris patterns. They are easily acquired by imaging devices at a dis-

tance with minimal cooperation by the individual, and therefore lend themselves well to

security and surveillance purposes. Usually they can be captured without any voluntary

action by the individual, hence offering perhaps the least intrusive form of recognition

compared to other biometric modalities. Being relatively large objects, they can be cap-

tured at considerable distances without significant loss. The acquisition devices them-

selves (such as handheld or mounted cameras), are not only inexpensive, but pervasive

in society. The prevalence of these imaging devices and the ubiquity of digital commu-

nication technology has led to the availability of massive amounts of facial image data.

Moreover, faces are an intuitive form of person identification, being the primary method

employed by the human visual system. The creation of an automated face recognition

system that can equal, and eventually surpass, human performance at large-scale tests,

has unsurprisingly been a fundamental objective of computer vision researchers since its

inception in the 1960’s [1].

Despite the success of automatic face recognition techniques in many practical ap-

plications, face recognition systems still have difficulties performing consistently well

under uncontrolled operating environments. Evaluations of state-of-the-art recognition

techniques conducted during the past several years [2, 3, 4, 5] have confirmed that pose

variations, external occlusions, illumination variations, and low resolution acquisition

are the major problems that plague current systems. This dissertation aims to solve or
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provide tolerance to these challenging problems by proposing a unified objective that

uses our proposed compact facial representation model in order to recover and deal with

a variety of unconstrained facial degradations.

1.1 Face Recognition in the Wild - Challenges & Potential

Benefits

Face recognition addresses the problem of identifying or verifying one or more persons

of interest in an image by comparing processed query faces with a corpus of target face

images stored in an enrolled database. Identification (also known as 1 : N -matching) is

the task of determining a person’s identity by comparing the observation to a database

of previously enrolled individuals, whereas Verification (also known as 1 : 1-matching)

is the task of comparing two observations, and determining whether they belong to the

same individual. There are numerous applications in which face recognition can be ex-

ploited for one or the other of these purposes. Security is a primary application: this

includes access control to physical areas and authentication of individuals at banks, bor-

der crossings and airports. Digital security is of particular concern and is becoming in-

creasingly prevalent, using face recognition to restrict access to secure digital information

on personal computers, workstations, and mobile devices, by replacing traditional forms

of authentication such as passwords. Continuous authentication of users enables secure

access without interfering with other activites. Law enforcement agencies exploit face

recognition for matching photographs against driver’s licenses or passports, and authen-

ticating personnel at checkpoints. Surveillance CCTV cameras employed in restricted

areas, public events, and private property, capture large amounts of footage which often

goes unprocessed due to the low resolution, uncontsrained nature of the faces captured.

The faces in this video can be used for lead-generation during criminal investigation,

missing children can be identified, and post-event analysis can be expedited. Forensic

identification of faces is particularly important during large scale calamities, electoral

registration systems take advantage of face recognition to establish identity.

The understanding, modeling, analysis and synthesis of faces is important in several

other ways as well. The biological structure of faces is intensely studied for several med-

ical applications. Graphics designers, movie animation studios, and game studios need

to model and synthesize myriad facial structures, deformations, and appearances. Gen-

der and ethnicity classification, and age estimation, can substantially reduce matching
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complexity when using large databases. Facial feature analysis and tracking finds several

applications in human-computer interaction and vehicle driver monitoring.

A reliable biometric demonstrates two important (and occasionally competing) at-

tributes: reliability of features and discriminability between individuals. The primary

impediment to automatic face recognition is that the human face is not a unique, rigid

object–its appearance is subject to vast variation under numerous intrinsic and extrinsic

factors, which affects both of these attributes. Instrinsic factors are caused by the physical

nature of the face and the individual to which it belongs, and are therefore independent

of the observer. These include the age of the person, changes in cranial structure, fa-

cial hair growth, facial expressions, cosmetics, wearables such as eyeglasses and scarves,

etc.Extrinsic factors cause the appearance of the face to alter via the imaging environ-

ment; this includes the scene illumination, the relative orientation and positioning of the

imaging device to the face, physical obstructions between the face and the sensor, and the

imaging parameters, such as lens zoom, focus, sensor resolution, sensor noise, etc.

The design of an automated face recognition system must necessarily include the abil-

ity to identify, model, and account for these intrinsic and extrinsic variations. However,

this is not always possible in the general sense; each variation often introduces irrecov-

erable information loss; some of them are hard to accurately detect and measure, and

several of these variations are often observed simultaneously. The human visual system

often compensates for such situations by using external inputs, such as holistic scene un-

derstanding, contextual information, spatial organization, and consequential reasoning.

Automated systems do not have these benefits, principally due to physical and techno-

logical restrictions. However, they can outperform humans in other ways, such as effi-

ciency in large-scale recognition problems, continuous/long-term monitoring, etc.Semi-

automated “human-in-the-loop” systems can thus incorporate the best features of these

setups, outperforming both humans and fully-automated systems. The proposed system

in this dissertation is amenable to both fully- and semi-automated configurations.

1.2 A Recent History of Unconstrained Face Recognition

To benefit from the advantages that face recognition offers, a system should be designed

to analyze an uncooperative face in uncontrolled environment and an arbitrary situa-

tion, overcoming both intrinsic and extrinsic variations. We particularly focus on the

challenging, prevalent problems introduced by 3D pose variations, extraneous and self-
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occlusions, low-resolution acquisition, illumination artifacts, and combinations of these

degradations. Each of these degradations has spurred entire communities of research, we

provide a high-level overview in this section outlining a few landmark works. For a more

thorough review, the reader is directed towards recent survey papers for face recognition

in general [6, 7], and for specific degradations [8, 9, 10, 11].

1.2.1 Pose-Invariant Face Recognition

Faces are inherently three-dimensional objects, but are often captured in two-dimensional

projections via images or video, leading to severe pose-induced challenges towards recog-

nition, e.g. off-angle viewpoints engender self-occlusions of facial textures. This is partic-

ularly problematic in uncooperative applications such as surveillance. The adverse efects

of non-frontal poses in face recognition were quantitatively and qualitatively assessed

over several evaluations [3, 4]. In a recent comprehensive review of these techniques [8],

it was concluded that no existing techniques at the time were free from limitations or able

to fully solve the pose problem in face recognition.

There have been several families of approaches to address this matter, each modeling

pose-induced variations in a different manner. The most direct approach has been to ex-

tract features from the face that are pose-tolerant, yet retaining discriminability [12, 13].

Related techniques capture the relationship between frontal and non-frontal images by

means of statistical models, which are learned over data. Examples of such approaches

use various statistical learning techniques such as probabilistic techniques [14, 15], Neu-

ral Networks [16] and view-based Linear Discriminant Analysis [17], with faces charac-

terized by several feature representations, such as Gabor Jets [18, 19], Gaussian Mixture

Models [20], SIFT features [21] and Local Binary Patterns [22]. Of particular note are the

techniques of Eigen Light-Fields [14], which captures several viewpoints of a face within

a 4D space called a light field, and Tied Factor Analysis (TFA) [23], which assumes that

all face images of a single person lie on a manifold in an “observation space”, and they

can be generated from the same vector in a high-dimensional “identity space”.

2D alignment techniques have been often employed to either synthesize pose trans-

formations, generating “virtual views” of the subject, to either correct the pose of the face

to frontal, or produce off-pose viewpoints for view-specific matching. The earliest such

work introduced the concept of parallel deformations [24], by using a feature-based 2D

warping method. Researchers often use Active Shape Models [25] to align the face, and

then manipulate pose parameters [26] to synthesize novel viewpoints. Tensor-based tech-
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niques [27, 21] have also been employed to achieve similar effects, however they are in

general much more computationally and memory expensive [28].

3D-assisted geometric modeling approaches use statistical models of 3D facial struc-

ture to reconstruct novel viewpoints from a single or multiple images for matching faces,

or use a pre-determined 3D face structure to model 2D appearance variations. Generic

3D face structures [29, 30, 31] provide simple, efficient techniques for representing faces,

but the weak approximation tends to degrade performance in many cases. The 3D mor-

phable model framework [32, 33] generates instance-specific 3D structure by modeling

the composition flow of the image, however, the stochastic Newton optimization tech-

nique used to fit a given particular image can be unreliable. Illumination cone models

[34] incorporate photometric-stereo techniques to reconstruct personalized facial struc-

ture under controlled conditions.

1.2.2 Recognizing Low-Resolution Faces

Low resolution is a major impediment for face recognition systems, primarily caused by

the distance of the sensor to the subject, and sensor size and cost limitations. A landmark

paper in the field [35], outlined the detrimental impact of resolution on different com-

ponents of face recognition. In a recent review of the subject [9], the performance drop

of face recognition systems when provided with low-resolution images was attributed to

four distinct factors: misalignment issues, acquisition noise, feature loss and dimension-

ality mismatch (in certain cases which cannot be addressed by simple resizing).

There are two schools of techniques to overcome the problems of low resolution: con-

struction of resolution-tolerant recognition techniques, and image-based super-resolution

algorithms. Among these approaches, the former is generally considered to be a harder

problem to solve. Face recognition performance degrades gracefully with lowering res-

olution but exhibits a dramatic performance drop at approximately 12 pixels of inter-

pupillary distance (IPD). This has been re-proved many times, most recently in 2011

[36]. Resolution-robust feature representations for both global [37, 38] and local [39] fea-

tures have shown certain improvements over the years, although they are still restricted

by the irretrievable information loss endured by long-range acquisition.

Many face-specific super-resolution techniques (also known as face hallucination) have

been developed over the years, however they also struggle at these extreme low resolu-

tion scales [40, 41]. Several of these techniques use video input rather than single im-

ages, hence relying on temporal consistency to obtain high-res models [42, 43]. However,
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the typical magnification factor achieved by these methods is below 8x. Rather than

super-resolve the image, some researchers have also attempted feature hallucination, by

reconstructing high-resolution features instead of images for recognition puposes, with

varying levels of success [44, 45].

1.2.3 Occlusion Tolerant Face Recognition

Occlusions are a consistent cause of hardship in real-world face recognition systems.

Sources of occlusion include apparel such as eyeglasses, sunglasses, hats, or scarves, ob-

jects such as cell phones placed in front of the face, facial or head hair. Moreover, even in

the absence of an occluding object, violations of an assumed model for face appearance

may act like occlusions: e.g., shadows due to extreme illumination.

Compared to the other degradations, research in the field of face recognition under

facial occlusions has been rewarding [10]. Simple techniques using pixel correlation [46]

and in-painting [47] have achieved moderate prominence in visual reconstruction, but are

ineffectual for large-scale recognition tasks. Morphable models [48] have been adapted

to handle occlusions in a global framework with moderate success. Sparse coding tech-

niques [49, 50, 51] have recently demonstrated impressive results when compared to

other techniques in dealing with recovery of occluded data. Other families of techniques

have also been successful by incorporating occlusion masks [52, 53], which are either

manually provided or automatically detected.

1.2.4 Illumination Normalization of Faces

The varying direction and energy distribution of ambient and directed illumination, to-

gether with the 3D structure of the human face, can lead to considerable alteration in

the perceived shading and shadows on the face, which can often be much larger than

the variation caused by personal identity. Several techniques have been proposed to deal

with this problem recently [11]; they can be largely classified as either photometric nor-

malization methods, which attempt to de-illuminate the face in image space by explicitly

modeling the lighting, or feature invariance methods, which introduce features designed

to be unaffected by illumination variations.

Several physical models of image formation exist, most of which are based on certain

assumptions of facial surface reflectance properties, resulting in families of approaches

which explicity model the scene lighting. Illumination cone models [34] have shown that

6



the span of images from a convex object is limited, and this can be constructed from

as few as three images of a surface. Spherical harmonics [54, 55] provide a powerful

representation model by assuming arbitrary distant point or diffuse light sources, and

are effectual for face analysis.

Illumination invariant features have proved to be generally more effective at recog-

nition tasks, but have the disadvantage that they cannot be used for synthesis. Notable

examples include edge maps [56], relative gradients [57], quotient images [58], Retinex

[59], Local Binary Patterns [60], and Local Ternary Patterns [61].

1.2.5 Handling Simultaneous Degradations

We note that very few works have tried to address the problems introduced by simul-

taneous sources of acquisition degradation to faces, despite the construction of several

databases which capture the appearance variations concurrently [62, 4, 2, 63].

A few works have discussed the combinations of illumination and pose [64, 65, 66, 67]

to limited success. These techniques are either cumbersome, use complex models which

do not generalize well, or require multiple images [67]. Others have showed that by

including expression variations to the list [68], the recognition performance drops fur-

ther. One work [69] has achieved moderate success when presented with images having

both low resolution and pose variations, while another has done so under expressions,

occlusions, and pose [70]. A recent sparse-coding technique [71] attempted to capture

variations in illumination, pose and occlusion, but could only handle minor amounts of

these degradations.

Recently, deep-learning models [72, 73, 74] have demonstrated astounding results

when presented with severely degraded faces, far surpassing human performance on real-

world recognition tests [5]. However, these models require enormous amounts of training

data and computational power, and often have several thousands of tuning parameters.

Although researchers are beginning to develop critical insights into these models, they

are not yet well understood.

No previous work to our knowledge has explicitly attempted face recognition under

the simultaneous conditions of 3D pose, occlusions, illuminations, low resolution, and

other real-world degradations. A representative schematic of the position of this work in

relation to the problems and popular techniques is shown in Figure 1.1.
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Figure 1.1: The proposed system lies at the intersection of four major fields of research in
face recognition. We build upon the knowledge from different areas to construct a single
unified approach.

1.3 Summary of Key Contributions

In summary, the main contributions of this thesis are as follows:

• We propose a unified framework to extract discriminative features for face recog-

nition under simultaneous degradation conditions of non-frontal 3D pose, low-

resolution acquisition, scene illumination, and partial occlusions. Each of these

degradations is explicitly modeled, measured, and compensated for within the pro-

posed framework. It is also designed to be amenable to fully- and semi-automated

configurations, allowing users to enhance performance by providing manual input

for 3D pose estimates, scene characteristics and occlusion masks. This is achieved

by reformulating several of these degradations under a common weighted-data

framework.

• We propose a novel spline-based multi-resolution representation model for faces

which enables recovery techniques under degradation. The model incorporates

several beneficial traits of existing standards: it isolates structural and textural in-

formation, and being driven by spline-based alignment, is hence configurable to

arbitrary density of representation. The proposed model is consistent over several

image variations, complete in its description of the face, and is constructed to dete-
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riorate predictably in the presence of known degradations. We study and quantify

the impact of various degradations on this representation.

• We propose a new online algorithm for unsupervised learning of a low-rank prin-

cipal component basis from incomplete and weighted data. The proposed method,

called the Weighted Generalized Hebbian Algorithm, builds on existing matrix fac-

torization theory, and enables principal basis construction from large amounts of

high-dimensional data at low computational and memory expense. We employ a

mini-batch stochastic gradient descent technique which reliably avoids local min-

ima, and the algorithm is shown to be effectual at solving several real-world weighted

low-rank approximation problems.

• We propose a novel extension to the popular K-SVD dictionary learning algorithm,

enabling it to compute reliable dictionary atoms from corrupted and incomplete

data elements. This in turn enables sparsity-based techniques to be used effectively

with degraded training data.

• We construct, train and evaluate two novel techniques which can extract stable,

compact features for face recognition. We demonstrate that both techniques are

adequately poised to recognize faces under several degradation conditions of 3D

pose, partial occlusions, low resolution acquisition, and illuminations, outperform-

ing several published and commercial techniques at these problems.

• We demonstrate applications of our technique as a pre-processing tool to signifi-

cantly boost performance of published and commercial techniques, by synthesizing

high resolution, de-occluded and de-rotated facial images, which can be substituted

for corresponding original probe images. This expands the capability of other sys-

tems, enabling them to work in a semi-automated fashion, and on data beyond their

specifications.

A high-level depiction of capabilities of the proposed work is shown in Figure 1.2.

1.4 Notation and Organization

This dissertation is structured as follows. In Chapter 2, we first discuss critical insights

for the design of a representation model for faces. by which we motivate our approach.

We then introduce our novel representation model, and demonstrate certain beneficial

attributes that it possesses. Further, we analyze and quantify the impact of various degra-
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dations. In Chapter 3, we introduce two novel powerful techniques for recovery & recon-

struction of the degraded data, in the designed representation. First, we introduce the

Weighted Generalized Hebbian Algorithm (WGHA) in Section 3.2, along with a detailed

analysis of its efficacy at several real-world problems. Next, we outline the Weighted

K-SVD algorithm in Section 3.3, and demonstrate its reliability at dictionary construc-

tion for faces. Chapter 4 contains a thorough evaluation of our techniques at overcoming

each of the degradation problems of pose, illumination, low-resolution and partial oc-

clusions, and combinations thereof, including synthesis, verification performance, and

comparisons to other works. We also demonstrate state-of-the-art recognition results of

the proposed technique on the popular LFW dataset. Chaper 5 will conclude the work by

summarizing the major findings and discussing some future research ideas.

Appendix A provides some additional and supplementary results for a more detailed

look at some of the techniques. Appendix B provides an overview of the problems of auto-

mated face detection and automated facial landmarking, two critical components which

this thesis relies on heavily, but fall outside the scope of its contribution. Appendix C

provides a quick primer on Compressed Sensing and `1-minimization, as it is the direct

inspiration for some of the methods introduced in this thesis. Finally, Appendix D pro-

vides an overview of two popular methods for matching, i.e. computing a similarity score

between feature vectors, which we use in our experiments.

We use the following mathematical notation for the remainder of this dissertation:

m A scalar value

m A column vector

M A matrix

M(i,j) The scalar value located at the ith row and jth column of matrix M.

m(·,j) The column vector containing the jth column of M
m(i,·) The column vector containing the transpose of the ith row of M
M(·,j) A diagonal matrix with the jth column of M as diagonal entries

M(i,·) A diagonal matrix with the ith row of M as diagonal entries

11
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Chapter 2

A Novel Representation Model for Faces

Faces are notoriously difficult to model; they have complex, multidimensional, elastic,

deformable structures, their appearance is easily influenced by external factors, and they

are acquired using several different methods. Typically, for most pattern recognition and

data analysis tasks, a single instance of a face (e.g. a 3D scan or 2D image) is represented

as a single vector, with each element of the vector incorporating within it a certain char-

acteristic of the face.

The representation of the face is a critical element in the design of any system; a

poor representation can impede subsequent tasks significantly, and could prove to be

the weakest link in the processing chain. It is hence instructive to maintain our overall

approach and end goal in mind while designing the representation.

The primary goals of a representation model for faces are to extract the relevant in-

formation in the input image/3D scan, and to encode it efficiently. To these ends, several

representation/coding models have been developed over the years, with increasing lev-

els of complexity. Early models characterized faces by using normalized distances and

geometric ratios among manual [1] or automatic [75] annotated fiducial points such as

eye centers, mouth corners, etc., followed by more detailed features, including hair color,

lip thickness, etc.[76, 77]. Global rigid square and rectangular crops are perhaps the most

popular representation model, particularly for statistical analysis techniques [78, 79], but

suffer significantly in the inhomogeneity of representation across pose and expression, as

well as unavoidable loss of information since faces have complex shapes. To account for

these disparities, parts-based models [80, 81] have demonstrated several advantages by

providing weak alignment to the face structure. This intuition was further explored by

the creation of automated techniques to provide accurate facial alignment, such as Active
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Shape Models [25, 82], Active Appearance Models [83] and graph-based alignment tech-

niques [84]. Facial structure deformations have been quantified by using the Facial Action

Coding System (FACS) [85], enabling researchers to decompose and model complex ex-

pressions. An intuitive and often-used approach is to disassociate structural elements of

the face from textural elements [86, 87, 88, 89]. Structural elements define the shapes,

sizes, relative positions, and orientations of the face at different scopes: from holistic de-

tails down to particulars of facial components such as the eyes, nose, and mouth. Textural

elements of the face, on the other hand, specify albedo & reflectance properties of differ-

ent elements of the face, including details such as skin color, eye color, and facial hair,

and may also incorporate environmental conditions, e.g. shadows, obstructions, etc..

2.1 Acquisition Degradation Formulated as a Missing Data

Problem

Let us first consider the case where we have a high-quality, high-resolution, low-noise

3D scanner with which we acquire a 3D scan of a face under controlled conditions, i.e.
neutral facial expression, frontal pose, controlled uniform ambient illumination with no

directed illuminant, and no occlusions on the face. Intuitively, the entire information of

the face is included in this 3D scan, inclusive of textural as well as structural details, and

hence one can consider this scan to be a complete representation of the face.

Now consider the same face, under the same conditions, acquired by a high-quality,

high-resolution, low-noise 2D imaging system instead, from a frontal viewpoint, as in a

typical passport photograph. Arguably, this image representation of the face contains all

of the information in the earlier 3D representation, except for the structural components

along the z-direction, i.e. along the vector joining the face to the center of the camera

lens. This is mostly true of faces, primarily due to their approximately-convex structure,

resulting in no self-occlusions when observed from this viewpoint.

Further, we can consider another acquisition by a similar 2D camera and under similar

acquisition conditions, only this time with the subject wearing sunglasses. Other than

the structural components along the z-direction, there are now also textural as well as

structural details in the peri-ocular region of the face that would be missing or corrupted.

To take it even one step further, we can consider yet another acquisition under similar

conditions as the previous case, only using a low-resolution camera instead of a high-

resolution one. A simple model of a low-resolution camera sensor could be one which
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only samples one out of every few pixels of a corresponding high-resolution camera sen-

sor. Using such a model, one could surmise that in this case, besides the z-directed struc-

tural information and the information about the peri-ocular part of the face, there is

also further information missing, distributed all over the face, in both textural as well as

structural details.

This is the central premise of this thesis: From the perspective of available information,

many forms of acquisition degradation can be viewed as missing data, and can result in a

local, measurable and accumulative impact on a prudently designed representation of the

face. With an adequate understanding of the impact of each degradation, one can hence

design a representation for which these properties are appropriate. In such a representa-

tion, recovery of the original face given an acquisition which contains a combination of

different types of degradations, can be viewed as missing-data completion problem, which

can be solved using a variety of techniques (along with sufficient training data).

The efficacy of the system is impacted directly by three major attributes of the data:

(1) the number and severity of degradations on the acquired face, (2) the accuracy and

completeness of measurement of the available information (i.e. the veracity of the model

representation), and (3) the effectiveness of the missing data completion technique with

the given training data.

2.2 Designing a Representation for Recovery

We identify three fundamental attributes (see Figure 2.1) that the ideal model space rep-

resentation must possess in order for the proposed approach to be maximally effective.

Different applications may require a subset of these properties, based on the particular

situation and desired outcome:

P1 Consistency: Ideally, the extraction of an n-dimensional feature vector from the

face should be such that each of the n dimensions represents consistent and corre-

sponding information from the face. In most pattern recognition studies, this is an

obvious and trivial detail, since the domain of the input is typically constrained.

In this work, however, we will require to analyze myriad types of data, (includ-

ing both 2D as well as 3D faces, at varying pose, resolution, etc.), hence making

consistency of representation a harder challenge. Moreover, given the varied types

of face degradation, this step turns out to be a non-trivial problem, especially for

conditions such as out-of-plane rotation and low resolution.
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Figure 2.1: Attributes of an ideal model space representation for recoverability of faces.
We aim to develop a representation in the red intersection region.

P2 Completeness: The entire information contained in the face should represented in

the model space, i.e. it should include a complete and highly detailed representation

of the face. Most data completion techniques use available information to impute

(i.e. recover) missing data. The inclusion of all possible information from the face

enables the best possible result, independent of completion technique. This prop-

erty implies:

• Re-synthesis: of the face is possible from the model space. This is required

so that the resulting face can be rendered as an image or a 3D model. Most

applications require synthesis as the output, although some applications may

not require this, such as recognition. However, even in the case of recognition,

it is useful to be able to synthesize a result so as to enable the use of other

(commercial) recognition tools.

• Identity Retention: Some amount of identity discriminability is retained in the

model space. In some cases, we can use the model space, or derivatives thereof,

directly towards tasks such as recognition, without requiring a reconstitution

step back to the face structure.

P3 Predictable Degradation: The feature representation should be such that a known
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degradation in acquisition affects a correspondingly calculable subset of the d di-

mensions of the model representation to a calculable degree, for all the expected

types of degradation that are expected to be observed. This property implies:

• Local Degradation: In the ideal case the complement of this affected subset

should be entirely unaffected by the degradation. This is difficult to achieve

in practice for most types of degradation. However, it is reasonable to expect

the impact of the degradation on the “clean” elements to be minimal.

• Measurable Degradation: Some data completion techniques could take advan-

tage of a confidence measure (probabilistic or otherwise) of the effect of the ob-

served degradation on each dimension of the model representation. However,

in practice it is difficult to estimate such as measure due to the unpredictable

and random nature of degradations observed in the real world.

For the purposes of this work, we aspire to develop a facial representation model

which fulfills all of these desired attributes.

2.3 A Consistent and Complete Model for Faces

In order to generalize our feature extraction protocol to work with 2D and 3D faces under

many different conditions, we follow a typical detect-align-normalize sequence of prepro-

cessing operations (see Figure 1.2), which is widely adopted in the facial analysis commu-

nity. While we make significant novel contributions towards normalization of faces, we

rely on the wealth of existing literature in the fields of automatic face detection, 3D pose

estimation, and fiducial landmark localization. We provide a more complete overview of

these aspects of the processing pipeling in Appendix B. For the remainder of this disser-

tation, we make the assumption that any one set of several existing landmark configura-

tions is available, along with the image or 3D model under consideration. For the cases

where these fiducial points are not available, we could use the Modified Active Shape

Models (MASM) [82] technique to obtain them for images, and Procrustes analysis [90]

or Iterative Closest Point (ICP) [91] based approaches to align the 3D data.

2.3.1 Dense Correspondences Estimation From Sparse Landmarks

The inclusion of fiducial points enables us to satisfy the [P1 Consistency] property out-

lined in Section 2.2, since these fiducial points represent sparse correspondences between
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the faces. However, in order to satisfy the [P2 Completeness] property, we would require

dense correspondences across the faces, in both 2D and 3D. We accomplish this by gen-

erating a dense correspondence mesh between faces, using the sparse correspondences

provided by the fiducial points.

Mesh refinement (densification) approaches [92, 93, 94] are typically used in com-

puter graphics and CAD tools to accomplish a similar goal. Previous notable attempts at

computing dense correspondences between faces include optical-flow based techniques

[32] and adaptive meshing techniques [95]. Perhaps the most popular technique for mesh

refinement is Loop subdivision [96], which has also been used for modeling faces in

several works in literature [97, 98, 99], including 3D Generic Elastic Models (3D-GEM)

[29, 30] and associated works. A high-level overview of loop subdivision is provided in

Algorithm 1. Loop subdivision, and related mesh refinement techniques have two im-

portant negative aspects: (1) due to their formulation, they move the positions of the

original fiducial points in an irrecoverable manner. This is a potential hazard that must

be avoided for accurate resynthesis of the face from the representation. Moreover, (2)

these techniques are principally driven by subdividing the initial triangular mesh that is

provided. In the case of faces, this initial triangular mesh is obtained from the fiducial

points by means of Delaunay (or similar) triangulation technique, which results in nu-

merous smaller triangles around dense fiducial point locations (such as the eyes and lips),

and fewer, larger triangles around areas with sparser fiducial points, such as cheeks. The

result is that after mesh refinement, the resulting mesh vertices are severely concentrated

around certain areas of the face, leading to an inhomogenous representation. An example

of this is depicted in Figure 2.2. This is detrimental to our purposes, principally because

most image deteriorations (such as those caused by pose, illumination, occlusions, reso-

lution, etc.) have a uniform and homogenous impact over the entire face structure and/or

texture.

To overcome this limitation of subdivision-based techniques, we propose a new refine-

ment technique using interpolating splines [100, 101]. As with the subdivision approach,

this approach begins with the provided fiducial point set of n points. We then use the 2D

(x,y) (or 3D (x,y,z)) coordinates of this sparse correspondence set to infer a thin-plate

interpolating spline function.

Let the 2D sparse image correspondences of a facial surface, as provided by a fiducial

point annotation, be represented by the points (xi , yi), and let (x̄i , ȳi) be the corresponding

set of mean 2D coordinates of the fiducial point scheme computed over a database set of
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Figure 2.2: A sample comparison of the vertex distribution of the result of two mesh
refinement approaches. (L to R) Original set of 79 fiducial points, Dense set of 4,545
points generated by Loop Subdivision, Comparably dense set of 4,360 points generated
by the TPS approach.

Algorithm 1 The 2D Loop Subdivision Algorithm Overview
Require: An initial set of N vertices in 2D.

repeat
1. Connect the N vertices with T non-overlapping triangles by using a triangulation
technique such as Delaunay Triangulation.
2. Introduce new vertices at the mid-points of each line segment of each of the T
triangles
3. Reposition all vertices (including newly introduced vertices from Step 2), accord-
ing to a set of pre-determined rules. [96]

until desired mesh density is achieved.

such faces. The thin-plate spline solution then allows us to find the smoothest possible

real-valued function s which satisfies the interpolation problem

s(x̄i , ȳi) = (xi , yi), ∀ i = 1,2, . . . ,45 (2.1)

i.e. s captures the deviation of the 2D feature points from the mean. The measure of

smoothness used in this case is the integral

I(si) =
"
<2

(
∂2s

∂x2

)2

+ 2
(
∂2s
∂x∂y

)2

+
(
∂2s

∂y2

)2

dxdy (2.2)

It is important to note that the above penalty functional does not penalize linear trans-
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formations. For the purposes of our application, this is of significant advantage, since

it is desirable to us that linear variations such as rotation and scaling do not affect the

mesh densification process. The variational problem of minimizing (2.2) subject to the

interpolation constraints in Equation 2.1 was shown by [102] to have a unique solution

given by the thin plate spline of the form

s(x̄i , ȳi) = a0 + a1x+ a2y +
45∑
i=1

λir
2
i logri (2.3)

where a0, a1, a2 represent the rigid deformation coefficients, λi represents the non-rigid

spline deformation coefficients, and r2
i = (x − xi)2 + (y − yi)2. It turns out that, the integral

smoothness measure (2.2) is finite if and only if the non-rigid coefficients λi have the

properties:

n∑
i=1

λi = 0,
n∑
i=1

λixi = 0,
n∑
i=1

λiyi = 0.

An efficient and closed-form technique to determine these coefficients by matrix inver-

sion is outlined in [100]. We select a set of uniformly distributed points on the mean face,

and use the computed warping function to find the correspondences on the test face.

The thin plate spline interpolant allows us to overcome the negative aspects of the

dense correspondence surface: the resulting vertex set can be selected to be uniformly

distributed across the facial surface resulting in a more homogenous representation of the

face, achieving a similar overall representation density with fewer vertices. The resulting

distributions of the vertices are shown in Figure 2.2. Moreover, the use of the spline-based

transformation learning framework enables the technique to be agnostic to the particular

landmarking scheme used, enabling the technique to be used on several face datasets,

each of which is provided with different manual annotations.

2.3.2 Cross-Resolution Modeling & Noise Tolerance

A low-resolution image of a face can be approximated as a sub-sampling of the visible

pixels in the face image, while the underlying shape of the face is not corrupted. We

exploit this fact in our representation. We estimate the resolution of the input face by

analyzing the inter-pupillary distance (IPD), which can be usually computed from the

sparse fiducial points. When presented with a low-resolution image, we ascertain the

20



Fi
gu

re
2.

3:
T

he
p

ro
p

os
ed

m
u

lt
i-

re
so

lu
ti

on
m

od
el

in
g

fr
am

ew
or

k
u

se
s

a
d

iff
er

en
t

gr
id

d
en

si
ty

ba
se

d
on

th
e

in
te

r-
p

u
p

il
la

ry
d

is
ta

nc
e

(I
P

D
)

of
th

e
in

p
u

t
fa

ce
.

U
ns

am
p

le
d

ve
rt

ic
es

ar
e

fi
ll

ed
in

w
it

h
du

m
m

y
va

lu
es

an
d

w
ei

gh
te

d
to

0.

21



Initial Keypoints Level 1 Level 2 Level 3 Level 4

Loop

TPS

Figure 2.4: A comparison of Loop (above) and TPS (below) based keypoint densification
techniques. The figures show results from four levels of iterative densification. It is clear
that the TPS technique results in more homogenous and stable keypoints, which enables
multi-resolution modeling.

appropriate level in the resolution pyramid based on the inter-pupillary distance (IPD),

which is computed using the fiducial points on the face. We then extract the (correspond-

ingly dense) vertex locations and texture elements (x′,y′,g′), where x′ ⊆ x,y′ ⊆ y,g′ ⊆ g.

These elements are incorporated into the data vector, while the complementary set of

missing values are set to 0. The corresponding weights of the complementary set of val-

ues are also set to 0, since these elements are not visible. We have empirically selected

five pyramid levels, corresponding to IPDs of {≤ 6},{12},{25},{50}, and {≥ 100} pixels. An

pictorial depiction of this process is shown in Figure 2.3.

A major advantage of using Thin-Plate Spline based mesh densification over Loop

subdivision is that it affords us the ability to construct a resolution-tolerant model. We

can find a progressively denser set of vertices on the face using both techniques. Each

iteration of Loop subdivision further densifies the mesh, and we can also locate progres-

sively denser uniformly spaced points on the mean face, hence getting many levels of

Spline-based correspondences. However, Loop subdivision tends to dislocate the original

points, whereas in the TPS technique, the vertices do not move. The result is that the

TPS vertices in each iteration (i.e. each lower pyramid level) is a superset of those in the

immediately preceding iteration (see Figure 2.4).
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2.3.3 Dis-association of Structure & Texture

Acquisition degradations may affect both shape and texture of a face in different ways.

However, certain degradations (e.g. illumination, occlusions) affect only textural elements

of the representation, while certain others (such as projection onto frontal 2D image)

may affect only structural elements, leaving the texture of the face unchanged. Yet other

degradations, such as images captured with 3D pose, affect both acquired structure of

the face as well as the texture, since some parts of the face suffer from self-occlusions. It

is hence clear that the model space must be designed such that textural and structural

components of the face are dis-associated.

Several previous works in literature have demonstrated the value in dis-association of

structure & texture, and have shown that separating facial structure and texture and com-

bining the results from each leads to better recognition rates [86, 87]. A similar approach

was used to enhance performance for not just recognition, but also gender, expression

and pose classification [88], and even 3D face recognition [103]. It was also shown that

the most important advantage of the shape-normalized techniques to texture recogni-

tion is the ability to accurately register the images, hence eliminating most misalignment

problems [104]. More recently, a large scale evaluation of the contributions of shape and

texture convincingly demonstrated the benefits of this mode of facial analysis [89].

As our representation for the face, we concatenate the structural details represented

in the 3D vertex coordinates (x,y,z) of each corresponding vertex on the face along with

the textural details represented by the grayscale value g interpolated at that vertex. In

order for this work to be able to handle several disparate sources of data, we only use

grayscale textural details. However, the methods used herein are extendable to RGB or

other colorspaces equally well.

Our resulting representation for each face is a measurement vector m = [xT yT zT gT ]T ,

where x,y,z represent column vectors containing the x,y,z coordinates of n vertices re-

spectively and g is a column vector containing the corresponding texture indices. We

also maintain another vector w = [wT
x wT

y wT
z wT

g ] of equal length as m, which contains

the observation confidence (a value between 0 and 1) of each of the corresponding mea-

surements in m. If a particular measurement is not available due to a degradation, it is

filled with a placeholder value, and the corresponding entry of w is set to 0. The methods

used to compute these confidences are based on the type, degree and measurement of the

degradation, the details of which are described in the next section.
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Figure 2.5: 3D pose angles and their induced effects. (L to R) Definition of the pitch θ,
yaw φ and roll ψ angles used, three different pose angles of the same subject, showing
self-occlusions and appearance variations in different parts of the face.

2.4 Predicting the Impact of Degradation

In this section we analyze the extent to which the proposed face representation is able to

satisfy the [P3 Predictable Impact Under Degradation] property outlined in Section 2.2.

In order to satisfy this property, for all the degradations considered, the representation

should demonstrate a local, measurable and accumulative impact.

The observations x,y,z and g are directly measured from the input. For the relatively

uncomplicated case of a perfect 3D model observation under zero degradation and ac-

curate landmarks, we first align the face using the landmarks, compute the TPS-derived

dense correspondences, and extract the locations and grayscale texture values at the dense

correspondence vertices.

2.4.1 2D Projection & Pose-Induced Self-Occlusions

Perhaps the most commonly observed type of degradation that we analyze is that induced

by projection of the 3D face onto a 2D image plane, such as when observed by a standard

camera. The orientation of the camera with respect to the face determines the 3D pose

angle of the observed face. Real-world images are seldom frontal mugshots, rather there

is a significant 3D pose variation observed (i.e. rotation in pitch θ, yaw φ and roll ψ, as

shown in Figure 2.5).

The input image is first aligned using the facial landmarks to eradicate the effects

of scaling, translation and roll ψ. The dense facial correspondence locations are then

obtained using the TPS technique, and the values of (x,y and g) are measured. The image
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formation model can be depicted using homogenous coordinates as:

 x′T

y′T

 = PR(θ,φ,0)


xT

yT

zT

 (2.4)

for all observed 2D facial correspondences (x′,y′) in the image, which are modeled by true

3D facial correspondences (x,y,z). P in this case represents a camera projection model,

and R(θ,φ,0) represents a 3D rotation by pitch θ and yaw φ (and zero roll). The rotation

matrix can be decomposed as a product of three corresponding independent rotation

matrices:

R(θ,φ,ψ) = Rp
θRy

φRr
ψ

=


1 0 0

0 cos(θ) −sin(θ)

0 sin(θ) cos(θ)



cos(φ) 0 sin(φ)

0 1 0

−sin(φ) 0 cos(φ)



cos(ψ) −sin(ψ) 0

sin(ψ) cos(ψ) 0

0 0 1

 (2.5)

Each of these matrices captures the rotation of the viewpoint around a particular orthog-

onal axis.

Let us assume that the degradation is measured accurately, i.e. we know the values

of θ and φ. This could be either manually provided, or estimated using a commercial

pose estimation engine. We can assume the roll angle ψ is zero since it can be overcome

by simple image rotation (for example, we can use the locations of the eyes for this),

Rr
ψ is reduced to the identity matrix. We can further make the “generic depth model”

assumption as in 3DGEM [29, 30]. Note that, at this stage, we are not making a depth

model assumption for the structure of the face; this is simply being made to determine

vertex visibility for observer texture confidence estimation. This gives us a value for z = ẑ
(obtained as an average from a set of training data), and also allows us to compute the

estimates of the derotated (x,y) as:

 x′T

y′T

 =

 1 0 0

0 1 0




1 0 0

0 cos(θ) −sin(θ)

0 sin(θ) cos(θ)



cos(φ) 0 sin(φ)

0 1 0

−sin(φ) 0 cos(φ)




xT

yT

ẑT

 (2.6)

In this case, we assume a simple orthographic camera projection model. The formulation

can be extended to other models as well, provided the intrinsic camera parameters can
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be estimated for the same. By simplifying this equation, we get:

xT =
x′T − ẑT sin(φ)

cos(φ)
(2.7)

yT =
y′T + ẑT sin(θ)cos(φ)− xT sin(θ)sin(φ)

cos(θ)
(2.8)

The grayscale texture values are obtained by simple interpolation of the image, as earlier.

The measurement vector m obtained by using this method can be very inaccurate.

The underlying “generic depth model” assumption may be a poor approximation of z for

certain faces, and this error is amplified with increasing 3D pose angles. Consequently,

this may lead to dubious estimates of the underlying (x,y,g) components. While these

measurements can hardly be improved (given the conditions of acquisition), it is impor-

tant to quantify the uncertainty in every single item of the measurement vector. This is

exactly what the observation confidence vector w quantifies.

The observation confidences wz of these measurements is always very low, since the

z values are obtained directly from an average estimate. We set these values to 0.1 in

our experiments. We find that the confidences wx and wy are directly influenced by the

pitch and yaw angles. For example, the larger the yaw (pitch) angle, the more erroneous

is the estimation of the x (y) component. As the angle reaches 90◦, the confidence of

measurement should reach 0. A reasonable confidence measure is obtained as a sigmoid

relationship between the angle and the confidences:

wx = 1− (1 + e(Ax−|θ|)/Sx), wy = 1− (1 + e(Ay−|φ|)/Sy ) (2.9)

We empirically determined the values of Ax = 45,Ay = 30,Sx = 10,Sy = 5.

The observation confidence of texture values wg is harder to estimate. It is directly

related to the confidence with which the dense correspondences obtained at pose angles

is obtained, and can easily be thrown off by self-occlusions of the face and hard edges. We

find that a good approximation of this confidence measure can be obtained by analyzing

the visibility of each vertex on the face. Some vertices are occluded due to the pose angle

and self-occlusion, whereas others come more into view as the pose varies. Since we have

made a “generic depth model” assumption in computing the structure, we can use this

information towards computation of vertex visiblilities.

The vertex visibilities are obtained by computing the normal direction n to all trian-

gles which form the mesh of the face. These triangle normals can be computed by taking
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Figure 2.6: Computation of vertex visibility. Vertex normals are computed as a weighted
average of triangle facet normals. The angle between viewing direction and the vertex
normal provides a cue towards vertex visibility.

the cross products of the lines joining any two pairs of vertices of the triangle. The vertex

normals themselves can then be computed as a weighted average of the normal directions

of the triangles that it belongs to, where the weights are in direct proportion to the area of

each triangle. The angle ζ between the computed vertex normal n and viewing direction

v gives us a direct clue towards vertex visibility, which is again obtained as a sigmoid

relationship:

wg = 1− (1 + e(Ag−|ζ|)/Sg ) (2.10)

A pictorial depiction of this process is shown in Figure 2.6. Although this results in an in-

exact estimation of occluded regions, it is sufficiently accurate to ensure that a very small

percentage of occluded correspondences are inaccurately labeled, which is our primary

requirement. Some examples of the resulting pose-normalized vertices, along with vertex

visibility-derived observation confidences, are shown in Figure 2.7.

2.4.2 Handling Illumination Artifacts

Scene illuminants may affect the appearance of a face drastically; and yet are critical for

any imaging system to capture a usable image of a face. Several of these appearance vari-
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Figure 2.7: Examples of pose normalization & texture visibility. The top row shows sam-
ple images from the CMU Multi-PIE database with yaw angles from −45◦ to +45◦ in 15◦

increments. Second, third and fourth rows show pose-normalized 2D images, automat-
ically determined texture confidences (black=0, white=1), and texture scaled by texture
confidence for visual analysis respectively.

ations are caused by the relative orientation, distance and intensity of these sources with

respect to the face and the imaging sensor. Global lightness/darkness, shading grada-

tions, attached shadows and cast shadows are often observed in several real-world cases,

and can be addressed by a plethora of techniques. Several of the methods in literature

are specifically adapted for illumination-invariant local pixel-based representations, and

hence cannot be used for synthesis. For the purposes of this thesis, we require to per-

form illumination normalization in a 3D vertex representation, and with the ability to

synthesize natural faces.

There are three distinct types of illumination variation that are commonly observed

on faces, some of these have a more pronounced effect on facial analysis techniques than

others. Global ambient illumination changes affect every vertex on the face evenly; they

can often be overcome by simple statistical techniques such as centering. Moreover, sev-

eral distance metrics which are commonly used for matching are unaffected by this type

of illumination due to simple normalization schemes. Diffuse illumination artifacts such

as skin tone gradations and attached shadows require more complex models such as geo-
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Figure 2.8: Facial component associations for each vertex shown as separate colors, dis-
played on a mean face shape (left), and four examples of faces under various conditions.

metric shading models (e.g. Gouraud or Phong models) and spherical harmonics [54, 55].

Cast shadows are usually harder to handle - they cannot be modeled easily due to their

apparently random, non-deterministic nature.

There are several different ways to handle illuminations using the proposed face rep-

resentation. We describe one such technique, which makes certain assumptions: (a) that

the principal illuminants in the scene are distant, so the direction to, and intensity of, the

light sources is approximately the same over the entire face, (b) that a large fraction of the

face is uniformly textured, and hence illumination effects can be inferred by studying the

3D structure and texture variations in this region. To do so, however, we would require

to isolate the uniformly textured region of the face. We then determine the presence of

cast shadows, if any, and reduce their impact by simple pixel manipulation. Finally, we

use a spherical-harmonic based approach to remove diffuse illuminants.

Decomposition of Facial Components

The spline-based dense correspondence nature of our representation allows us to dilin-

eate and segment the face into a set of natural, instinctual components: the eyes, eye-

brows, nose, lips, mouth opening, and the remaining homogenously textured skin re-

gion including the cheeks, chin and forehead. To do so, this delineation is performed on

the mean face structure, on which each vertex (represented as earlier by 2D coordinates

(x̄i , ȳi)) is associated with a facial component parameter ci , indicating the part member-

ship of that vertex. Since these vertices contain semantic correspondences across all faces

processed by our method, the facial component associations remain constant. We are

hence able to obtain part correspondences across all faces, as shown in Figure 2.8.
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Figure 2.9: Example face images demonstrating the absence (top row) and presence (bot-
tom row) of severe cast shadows on the face due to strong illuminants. The distributions
of selected vertex intensities are shown, along with the value of the corresponding Harti-
gan’s Dip Test statistic.

Shadow Detection & Manipulation

Cast shadows are caused either by external objects or facial components interrupting the

illumination on disconnected facial parts, resulting in abrupt changes in textural appear-

ance. A typical example is a triangular shadow caused by the nose on the cheek. Attached

shadows are caused due to other self-occlusions, such as parts of the face being oriented

away from the illuminant. We notice that in the presence of cast shadows or strong at-

tached shadows, the histogram of observed skin intensities is bimodal, whereas in other

simpler cases of diffuse illumination, it is unimodal (see Figure 2.9 for examples). The

eyes, eyebrows, lips and mouth region are ignored for this evaluation, as is any occluded

vertex, since they have different texture characteristics, and hence break our uniformity
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Figure 2.10: (Top Row) Examples of automated determination of shadowed vertices using
our method, for images in the bottom row of Figure 2.9 - vertices are marked from Blue
to Red indicating the probability that they are shadowed. (Bottom Row) Corresponding
faces rendered with shadows lightened by a small factor for comparison.

assumption. We use Hartigan’s Dip Test [105], a popular statistical test for bi-/multi-

modality in distributions, to automatically detect this bimodality in the distribution of

intensities. This test returns a statistic ψ, which measures the difference between the em-

pirical distribution function of the data and the best-fitting unimodal distribution func-

tion. If found to be bimodal (i.e. ψ is greater than a threshold, empirically determined

to be 0.04 in our case), a mixture model consisting of two Gaussian distributions is fit to

the intensities to determine which vertexes on the face are shadowed. Our experimen-

tal analysis of this technique demonstrates extremely accurate annotation of shadowed

vertices, as shown in Figure 2.10.

We manipulate the set Λ of shadowed vertices (as determined for vertex i by the pos-
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terior probability of the mixture model pi) by using a simple error correction term:

gi = gi +γpi(µ− gi) (2.11)

where µ is the mean of the distribution of unshadowed vertices (also obtained from the

mixture model), and γ is a correction parameter, empirically set to 0.5 in our case.

Spherical Harmonic Illumination Model

Spherical Harmonics provide a frequency-space representation for modeling the effects

of illumination. They have been used successfully several times in literature to model

reflections on faces [106, 107, 108] as well as general lambertian objects [55, 54, 109].

Spherical Harmonics can be thought of as the analogy to the Fourier series on the unit

sphere, forming an orthonormal basis, in terms of which spherically parametrized quan-

tities such as BRDF and lighting can be analyzed.

The spherical harmonic basis Ylm is defined over the unit sphere parametrized by

azimuth & elevation angles (θ,φ), and is given by:

Yl,m(θ,φ) =

√
2l + 1

4π
(l −m)!
(l +m)!

Plmcos(θ)eImφ (2.12)

where the indices obey l ≥ 0 and −l ≤ m ≤ l. The θ dependence is expanded in terms of

the associated Legendre functions Plm. Thus, there are 2l + 1 basis functions for a given

order l.

By reinterpreting the formulation of Lambertian reflection to be a convolution [55],

one is able to naturally analyze the effects of illumination in the frequency domain. We

rely on this parametrization to account for diffuse illumination effects on the face. In this

convolution space, Lambert’s reflection acts as a low-pass filter with about 99.2% of the

energy in the first nine harmonics, hence the complete illumination model for the face

can be approximated accurately by using just the first 9 spherical harmonic bases. For

each vertex, we use the 3D structure of the face to compute the surface normal at each

vertex, represented by the vector ni = [nxi ,nyi ,nzi]. The first 9 spherical harmonic basis

functions at each vertex can thus be parametrized equivalently in terms of these surface
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Y0,0

Y1,-1 Y1,0 Y1,1

Y2,-2 Y2,-1 Y2,0 Y2,1 Y2,2

Figure 2.11: The first 9 spherical harmonics basis functions displayed as greyscale inten-
sity for a particular 3D face from the Texas 3D Face database [110].

normals as:

Y0,0 =

√
1

4π
,

Y1,−1 =

√
3

4π
ny , Y1,0 =

√
3

4π
nz, Y1,1 =

√
3

4π
nx, (2.13)

Y2,−2 =

√
15
4π
nxny , Y2,−1 =

√
15
4π
nynz, Y2,0 =

√
15

16π
(2 ∗n2

z −n2
x −n2

y),

Y2,1 =

√
15
4π
nxnz, Y2,2 =

√
15

16π
(n2
x −n2

y)

This basis, for one example face, is shown in Figure 2.11. As evidenced by the figure, the

Y0,0 basis component captures the global, or ambient illumination, while other factors

capture various diffuse conditions.

Our problem is that of decomposing the observed texture into albedo and illumina-

tion factors, often called the Inverse Problem in the computer graphics community. Since

we assume that certain parts of the face are uniformly textured (i.e. they have a constant
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albedo), we can project the observed grayscale values of these vertices on the spheri-

cal harmonics basis to obtain an estimate of the diffuse illumination-driven component.

By subtracting this component from the observed texture, we can hence obtain a de-

illuminated face.

Given the several assumptions that have been made, and accounting for inaccuracies

in estimation of normal directions, shadowed regions, etc., we also reduce the confidence

of the textural component g, for images requiring illumination processing, by a factor

empirically determined to be 0.9.

2.4.3 Other forms of Acquisition Degradation

There are some other forms of acquisition degradation which could be incorporated into

the proposed framework, but are either trivial in their adaptation to this representation,

or have not been thoroughly investigated by us. We list out a few of these here:

• External Partial Occlusions: Other than self-occlusions of the face due to pose

variations addressed in Section 2.4.1, we find that external objects very commonly

occlude parts of the face. Examples of such occlusions include hair, eyeglasses,

sunglasses, scarves, and masks. These are very easily addressed by our technique:

when provided with an annotation of the occlusion mask, the corresponding tex-

tural and structural components in the occluded region are simply weighted to 0,

since this information is unavailable from the acquisition. This annotation could be

performed in an automated fashion or with manual oversight. We perform several

experiments, later in this thesis, to evaluate this case.

• Expression Variations: Expressions are non-linear deformations of the face, and

some basic testing has demonstrated that our spline-based framework is able to

adequately deform to most expression variations. Given that severe expressions

strongly affect structural components of the face, one approach would be to de-

value the corresponding structural data by de-weighting. Certain expressions have

a localized impact on the face, leaving other regions unaffected, this could be used

as well. Textural details are mostly unaffected.

• Aging: It is yet unclear how aging of the face would affect structural and textural

details. The lack of sufficient aging data and inadequacy of prior research in this

area makes it an interesting, but challenging problem.

• Face Modification: As of the time of this writing, there is sparse research on how
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facial structure modifications, such as plastic surgery, or texture modifications, such

as tattoos, marks and scars, could impact facial recognition performance. One pos-

sible approach to handle these using our system would be to lower the weights /

measurement confidences of structural and textural components appropriately.
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Chapter 3

Recovery & Reconstruction of Degraded
Faces

A powerful representation model for faces is incomplete without a suitable technique to

recover the missing or corrupted data by exploiting the model design. In this chapter

we outline some novel techniques to overcome the missing-data problem, as introduced

in the previous chapter. Given an input face (provided as either a 2D image or a 3D

model), along with other external metadata about the face, such as 3D pose, locations of

various facial features, etc., we generate a vector of measurements and a corresponding

vector of measurement confidences. We now develop algorithms which are intended to

process this weighted data, and, using certain domain-knowledge, (a) recover missing data

elements, and (b) de-noise data elements which are not confidently measured, while (c)

remaining true to the confidently measured data elements. The domain knowledge is

captured by training such an algorithm on a large set of complete and incomplete/noisy

faces, in a process known as unsupervised learning. The training data used in this thesis

contains approximately 37,000 data items obtained from four different databases, out-

lined in Table 3.1.

Database Size Type Resolution
USF HumanID 3D Face Database [32] 218 3D High
Texas 3D Face Recognition Database [110] 1,149 3D High
FRGC v2.0 Database [2] 34,696 2D High
Online Mugshots Database [111] 1,000 2D Medium

Table 3.1: Details about the databases used in training the reconstruction system.
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Figure 3.1: A 2D schema outlining the 79-point facial landmarking scheme used in this
work, taken from [82].

All of the training data used was manually annotated with the locations of 79 prede-

fined fiducial points, following the fiducial point scheme outlined in [82], detailed in Fig-

ure 3.1. Several independent schemes of this type are found in literature; it is to be noted

that our representation model is largely agnostic to the scheme used, as long as the spline

model is made aware of the point definitions on a mean face model. The dimensionality

of our representation is 70,772 (consisting of grayscale texture, x,y, and z coordinates

of 17,693 unique vertices on each face). Among these data items, we observe that the

first two sources of data contain full unoccluded high-resolution 3D models of the face.

However, the latter two sources provide us with 2D data, including some faces display-

ing near-frontal pose variations. Hence, we are required to learn from large amounts of

dense high-dimensional data, with a significant fraction of the data elements missing or

corrupted (i.e. the corresponding elements of the observation confidence w is less than

1).

Linear models approximate the data M = [m(·,1) m(·,2) . . .m(·,n)] ∈ <(d×n) as a linear

combination of a set of basis vectors, i.e. M ≈ BC. Without loss of generality, we assume

that the data matrix M is centered. The absence or corruption of some of the data inval-

idates this assumption, however, we find that in practice, an approximate centering of

the data is sufficient. The linear basis model B is constructed by studying the training
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data in such a way so as to enable an accurate computation of the coefficient vector C
from partial (or weighted) observation. We study some techniques to recover data using

a given basis B, and then suggest techniques to generate this basis given large amounts of

high-dimensional, dense, incomplete training data.

3.1 Data Recovery & Unsupervised Model Learning

Given a set of multivariate data elements, the purpose of unsupervised learning can be

stated in several equivalent ways:

1. To understand the relationships between data variables, or

2. To measure the true similarities between data points, or

3. To find meaningful hidden structures in unlabeled data, or

4. To obtain a compact representation for the data.

These are usually thought to be equivalent goals, since they each indicate a true under-

standing of the underlying data distribution. The typical approach towards such learning

schemes is one of parsimony, as motivated by the scientific principle of Occam’s Razor, i.e.
the “simplest explanation is always the best”. The intuition of researchers usually is that

naturally occuring data cannot possibly uniformly occupy the entirety of all the dimen-

sions that it exists in, rather, it must concentrate around some lower-dimensional struc-

ture embedded within the original space. Hence, if one could characterize this lower-

dimensional structure using a relatively small number of parameters, these parameters

could subsequently be inferred from a suitably large set of training data samples.

Several unsupervised learning frameworks have been developed since the inception

of this mode of thought. The simplest among these is feature selection [112]: simply

ignoring a large subset of the features, a technique which is seldom of practical benefit.

Linear models aim to find low-rank linear subspaces within the original high-dimensions,

which can accurately represent the data as a set of linear basis expansion coefficients.

A few popular variants of linear models aim towards maximization of data variance

[78, 113], stability of distance measures [114], or exploit certain properties of the training

data [115] or the target basis [116]. The immense popularity of these methods is deeply

rooted in their simplicity of implementation and practical effectiveness. The closely-

related family of clustering techniques [117] look for concentrations of data, and repre-

sent each data point by one or more representative cluster centers.
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The complex nature of real-world data indicates that non-linear unsupervised learn-

ing techniques may be better suited towards certain problems. The design of non-linear

manifolds is usually constructed in a non-parametric fashion [118, 119, 120], making

them severely reliant on the distribution of available training data. As with most non-

parametric techniques, they also suffer inconsistencies in high dimensions due to insta-

bilities in distance metrics.

Recent theoretical advancements in deep neural network design [121, 122] as well

as the availability of high-performance computing power enabled by GPUs has led to the

construction of reliant, high-performance learning tools. Although there are several tasks

at which such techniques outperform existing methods, they require several hand-tuned

parameters, and their application to missing-data problems is as yet uncertain.

There are two principal challenges faced by several unsupervised learning techniques,

which restrict their application to the unsupervised learning problem outlined in this

thesis:

1. High dimensionality and large quantity of training data, and

2. Incomplete, noisy, or otherwise degraded training data.

High-Dimensional Data: Modern real-world data has the ubiquitous characteristic of

high-dimensionality, faced by statisticians and researchers across many scientific disci-

plines such as image processing, computer vision, genomics, etc. High data dimension-

ality results in several unusual phenomena which limit the efficacy of most data analysis

algorithms. These problems are collectively referred to as the “curse of dimensionality”

[123]. Concisely, as the dimension of the data increases, the volume of the space increases

so fast that the available data becomes extremely sparse.

Two of these phenomena are of particular importance to unsupervised learning algo-

rithms:

A The number of data items required to maintain a corresponding level of statistical

significance for model learning often grows exponentially. Suppose that we have a

set of data points which are uniformly distributed in a d-dimensional unit hyper-

cube. One could ask the question - what is the edge length l of a hypercube which

would capture a fraction r of the data observations? Some simple algebra results

in the answer l = r
1
d . We can see that in the one-dimensional case (d = 1), we only

need an edge length of 0.01 to capture 1% of the data (r = 0.01), whereas in the

10-dimensional case (d = 10), we find that we require a hypercube of length ap-
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proximately 0.63 for the same ratio of data capture. In the 100-dimensional case,

this length is greater than 0.95. This indicates that the data is more sparsely dis-

tributed, and correspondingly the model would require the data to grow exponen-

tially to withhold the same representational power. This is of particular importance

to parametric models.

B In high dimensions, data often appears to be equally distributed, and distance mea-

sures between the data items become less reliable as dissimilarity metrics. This

has a more direct impact on unsupervised learning algorithms, particularly non-

parametric algorithms which rely heavily on data distance metrics. Consider the

largest hypersphere inscribed within the unit hypercube described earlier. The vol-

ume of this hypersphere is given by πd/2

Γ ( d2 +1)
, where Γ is the gamma function. This

volume decreases very quickly towards 0 as the dimension d increases, indicating

that most of the volume of the hypercube (and consequently most data items) lies

away from the “middle”, and is concentrated towards the “corners”.

Besides these phenomena, in high dimensions, there are usually many irrelevant fea-

tures, and hence learning models tend to overfit and become less comprehensible. More-

over, many algorithms exhibit non-polynomial complexity with respect to the dimension-

ality, and hence are inapplicable to such real-world cases. A more thorough analysis of

the curse of dimensionality and its effects can be found at [124].

Noisy and Incomplete Data: Data measurement in real-world applications is prone to

noise, due to several reasons: sensor costs, communication constraints, environmental

impacts, or intrinsic physical limitations. Unless this noise is measured and modeled in

a rigorous fashion, the resulting learned model may prove to have a high variance. More-

over, the presence of a certain amount of missing data is inevitable for a large variety of

problems. Some popular examples are recommender systems (e.g. the type made popu-

lar by the Netflix prize [125]), and the structure from motion problem in computer vision

[126]. Missing values are problematic since more statistical methods cannot be directly

applied to an incomplete dataset.

There are two important classes of missing data:

1. missing data that is ignorable (i.e. ignoring this data would not have an impact on

the resulting model), and

2. missing data that cannot be ignored.

Ignorable missing data includes data that is missing completely at random (MCAR),
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and data that is missing at random (MAR), whereas missing not at random (MNAR) data

cannot be ignored. When data is MCAR, it means that the propensity for the data point to

be missing is completely at random, and there is no relationship between the probability

of the data being missing and the values of observed / unobserved variables. This is,

however, rarely encountered in real-world cases. MAR data is more commonly found,

where the missingness of the data is related to the values of some of the observed data. In

the case of the face representation introduced in the previous chapter, for example, the

probability that the texture value for a certain vertex on the face is missing is related to

the 3D pose of the face, but not related to the texture values itself, and hence this can

be considered to be MAR data. MNAR data, however, cannot be ignored, because the

probability that it is missing is directly dependent on the value of the data itself.

The most popular approach to deal with missing values consists of using “single im-

putation” methods, which fill in the missing values with plausible values (e.g. the mean

value for that entry across the dataset, or by regressing values using other data items), and

then analyze the data with regular statistical techniques. However, such methods have

several drawbacks which have been well documented [127, 128], the most severe being

that of distorting the joint distributions of the variables. Multiple imputation [127, 129]

and maximum likelihood methods [130] address some of these limitations, but are im-

practical for large datasets and complex learning tasks.

3.2 Weighted Low-Rank Approximation & Principal Sub-

spaces

Linear low-rank matrix factorization models are widely used to deal with high-dimensional

problems, and are well understood. The same abstraction of this problem has appeared in

diverse fields such as signal processing, communications, information retrieval, machine

learning and computer vision. In computer vision problems, they have been widely used

for the representation and recovery of shape, appearance or motion, under several noise

assumptions and use of prior information [131, 132, 133, 134, 135, 136]. The computer

vision community has repeatedly proved that for most object classes, shape and texture

are closely correlated; moreover, this correlation has been well studied and many tech-

niques have been constructed which take advantage of these correlations, such as the

Shape-from-X family of techniques (shading, texture, defocus, shadows, etc.) [137, 138,

139].
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For a given basis size k (i.e. number of columns in B), traditional low-rank factoriza-

tion models aim to find the basis which in which the projected variance of the data is

maximized, or equivalently, in which the reconstruction error of any data sample is min-

imized. It hence aims to solve the following optimization, often called the Low-Rank

Approximation problem (LRA):

(B̂, Ĉ) = argmin
B,C
‖M−BC‖2F (3.1)

s.t. B ∈Rd×k , C ∈Rk×n

Weighted Low-Rank Approximation (WLRA) techniques can handle both incomplete

as well as noisy data, and have been found to give generally positive results in real-world

tests. Given the missing and/or corrupted dimensions in the training data, we are re-

quired to solve the corresponding WLRA problem, i.e.

(B̂, Ĉ) = argmin
B,C
‖W� (M−BC)‖2F +λB‖B‖2F +λC‖C‖2F (3.2)

s.t. B ∈Rd×k , C ∈Rk×n

where � indicates the Hadamard (element-wise) product, and λB,λC are regularization

constants added to prevent unrealistic solutions, by penalizing extremely large entries in

the factored matrices.

Unfortunately, 3.2 is a non-convex optimization problem which is generally hard to

solve, and the quality of the solutions one may get by minimizing this objective func-

tion depends on specific algorithms and their initializations. Computation of the global

minimum has been proven to be NP-hard in the presence of weighted or missing data

[140]. There have been several approaches proposed to approximate the solution of this

weighted low-dimensional matrix factorization setup.

Many of these techniques fall under the category of batch alternation. Batch alternation-

inspired algorithms use the bilinearity of the objective function above to solve for the op-

timal solution in an alternating least squares (ALS) fashion until convergence, recursively

estimating successively more accurate values of B and C at each step. There exist many

variants in literature of the basic ALS technique [141, 142, 143, 144]. Although these

techniques are guaranteed to reduce the error at every iteration, they are prone to flatlin-
ing, hence requiring excessive numbers of iterations (and re-starts) before convergence.

One of the variants, called PowerFactorization [141], adds a normalization step between

43



the two factor updates. This results in a self-check for avoiding unrealistic solutions, and

greatly improves the result, as well as convergence speed. However, all of these tech-

niques are significantly computationally expensive, requiring inversion of large matrices

during gradient computation at each iteration. Since we are dealing with significantly

large matrices with d ≈ 70,000 and n ≈ 37,000, this entire family of algorithms becomes

infeasible in their current form.

Global gradient-based non-linear optimization techniques have also been attempted

to solve these WLRA problems, using second order numerical techniques such as the

Damped Newton method [145], Wiberg(`2) [146], Damped Wiberg [147], and the LM_S

and LM_M methods [148]. These are perhaps the best performing algorithms in liter-

ature, demonstrating superior performance in both speed of convergence as well as re-

liability of the solution. However, these usually involve the expensive computation of

Hessian matrices of size (d + n) × (d + n), which is infeasible for the data size that we are

dealing with.

Recently, researchers have explored the idea of replacing the low-rank constraint of

the solution with a nuclear norm regularization surrogate [149, 150, 151, 152, 133], by

assuming a sparse error decomposition. These techniques have extended the use of low-

rank priors to problems wherein the exact rank of the approximated low-rank matrix is

not know a priori. Despite the convexity benefits introduced by these methods, they suf-

fer several drawbacks: in particular, there is no clear method to impose a target rank,

the resulting matrix, although low-rank, is not returned as a factored product, and the

error matrix is assumed to be sparse, making it unclear how to extend such approaches

to weighted data. Moreover, most approaches of this family use Semidefinite Program-

ming (SDP) to obtain the solution, but SDP optimizers are seldom able to handle highly

dimensional datasets.

Streaming online algorithms such as the incremental SVD [153], GROUSE [154], and

GRASTA [155] are efficient and easy to implement. Most importantly, being streaming

algorithms, they do not require to store the entire large data matrix in memory, and they

typically use first-order numerical techniques to compute gradients to avoid requiring

large Hessian matrix computations. In comparison to the other families of techniques in

literature to address WLRA, online streaming algorithms are the most computationally

efficient and parsimonious. As noted in Table 3.2, the largest matrix inversion to be per-

formed with these techniques is of size k × k, which is generally much smaller than other

comparable techniques. This family of algorithms is hence most ideally suited towards
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Algorithm Family Hessian No. Of Largest Linear
Computation Variables System

Alternation [141, 142] No dk n2

Second-Order Gradient [145, 147] Yes (d +n)k [(d +n)k]2

Probabilistic PCA [157] No (d +n)k +nk2 d2

Online Streaming [153, Proposed] No dk k2

Table 3.2: Comparison of computational and memory complexity of a representative sub-
set of algorithms used to solve WLRA. Here d is the data dimension, n is the number of
training data elements, and k is the desired size of the basis. In most large-scale learning
problems, such as the one outlined in this thesis, n ≈ d� k.

our learning task. Unfortunately, the stochastic nature of the solution makes these meth-

ods tend to easily get stuck in local minima [156]. Also, they are all designed for missing

data applications (i.e. binary data weights), rather than weighted data.

We propose a new, novel algorithm, which has low computational and memory re-

quirements, while providing reasonably fast convergence and high accuracy rates. Our

technique is inspired by the applicability of streaming online algorithms to large scale

problems, allowing for real [0,1]-weighted data, yet avoiding local minima and second

order Hessian computations. Our algorithm is developed as a weighted extension to the

Generalized Hebbian Algorithm (GHA) [158, 159, 160], which is a feedforward neural

network model for unsupervised learning of principal component bases.

3.2.1 Generalized Hebbian Algorithm (GHA)

Online streaming algorithms are incremental schemes which do not examine the entire

data matrix concurrently, but rather examine a single data point at a time, updating an

estimate of the desired basis matrix at each iteration. The input data “stream” is hence

modeled as being generated by a centered stationary white random vector stochastic pro-

cess, the correlation matrix of which can be estimated and updated directly from the

measurements. Suppose that the data points m1,m2, . . . are drawn i.i.d. from a distribu-

tion on R
d with mean zero and covariance matrix Σ ∈ Rd×d . In practice, when presented

with a significantly large dataset, we can simulate statistical sampling from the empirical

distribution of the data by either (a) randomly sampling data elements with replacement,

a statistical technique known as bootstrapping, or (b) repeatedly processing the entire

dataset with random reshuffling of the data element order after each complete inspection

(i.e. epoch).
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The primary inspiration for our proposed technique is a family of techniques referred

to as the Generalized Hebbian Algorithm (GHA), a stochastic descent algorithm which

converges to the principal eigenvectors of unweighted data. Consider a single-element

neural network containing d inputs into a linear weighting engine with weights b lead-

ing to a scalar output c. Our task is to design an update rule for the weights b in order to

maximize the variance of the expected output c (this is the equivalent objective of LRA for

a rank-1 approximation). The simplest learning rule for b is known as Hebb’s rule [158],

which was initially believe to be a representative model for synaptic structure modifi-

cations in the human brain. Improvements in stability [159] and extension to multiple

ranks [160] led to the construction of the Generalized Hebbian Algorithm (GHA). We

provide an overview of these techniques, along with informal proofs, where necessary.

Lemma 3.2.1. (Hebb’s Rule) If initialized with a random vector b0, the update rule bn =

bn−1 + ηmncn−1 (where cn−1 = bTn−1mn) in the limit converges in direction to the principal
eigenvector of the covariance matrix Σ of {m}.

Proof. The convergence of Hebb’s rule can be proved under the following (mild) assump-

tions:

• The initialization b0 is not orthogonal to the principal component direction of the

data elements {m}
• The largest eigenvalue (λ1) of Σ has unit multiplicity

• η is the learning rate which is usually initially set to a small number

In the limit, the value of the resulting neuron weight vector is

b̂ = E
[

lim
n→∞

bn
]

= lim
n→∞

E[bn−1 + ηmcn−1] (3.3)

= lim
n→∞

bn−1 + ηE
[
mmT

]
bn−1

= lim
n→∞

bn−1 + ηΣbn−1 (3.4)

= lim
n→∞

(I + ηΣ)bn−1

= . . .

= lim
n→∞

(I + ηΣ)nb0

= lim
n→∞

 n∑
j=1

(
n
j

)
ηjΣj

b0
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Let us assume that the vectors {v1,v2, . . . ,vd} are the complete set of eigenvectors of the

covariance matrix Σ, ordered in decreasing magniture of the corresponding eigenvalues

{λ1,λ2, . . . ,λd}. Further, we can expand b0 as a linear combination of these eigenvectors,

as b0 =
∑d
i=1αivi . The above equation is hence reduced to:

b̂ = lim
n→∞

 n∑
j=1

(
n
j

)
ηjΣj


 d∑
i=1

αivi


= lim
n→∞

n∑
j=1

(nj
)
ηj

 d∑
i=1

αiΣ
jvi




= lim
n→∞

n∑
j=1

(nj
)
ηj

 d∑
i=1

αiλ
j
ivi


 (∵ Σvi = λivi)

= lim
n→∞

n∑
j=1

(nj
)
ηj

λji
α1v1 +

d∑
i=2

(
λi
λ1

)n
αivi





In the limit n→∞, the value of
(
λi
λ1

)n
→ 0, since λ1 is the largest eigenvalue and is of unit

multiplicity. Moreover, the non-orthogonality clause for initialization enforces α1 , 0. �

Hebb’s rule results in the values of b approaching the optimum principal component

in direction, but in an unstable fashion, growing in magnitude towards∞ with a positive

learning rate η. A subsequent improvement to this learning algorithm [159], resulted

in a normalization scheme which enforces the constraint of ‖b‖ = 1 in the limit, thereby

enforcing stability in the solution.

Lemma 3.2.2. (Oja’s Rule) The update rule bn = bn−1 + η(mn −bn−1cn−1)cn−1 (where cn−1 =

bTn−1mn) in the limit converges in direction to the principal eigenvector of the covariance matrix
Σ of {m}, and converges in magnitude to unit norm.

Proof. Oja’s update rule is directly obtained by imposing a magnitude normalization

scheme onto Hebb’s Update Rule. Hence, the conditions under which this update rule

is proved are similar to those for Hebb’s Rule, i.e. initialization conditions, unit multi-

plicity of principal eigenvalue, and a small learning rate.

Convergence in direction is proved by reducing Oja’s GHA Rule to a special case of
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Hebb’s Rule. In the limit, the value is:

b̂ = E
[

lim
n→∞

bn
]

= lim
n→∞

E[bn−1 + η(m−bn−1cn−1)cn−1] (3.5)

= lim
n→∞

E[bn−1 + ηmcn−1 − ηbn−1cn−1cn−1]

= lim
n→∞

bn−1 + ηE
[
mmT

]
bn−1 − ηbn−1bTn−1E

[
mmT

]
bn−1

= lim
n→∞

bn−1 + ηΣbn−1 − ηbn−1bTn−1Σbn−1

= lim
n→∞

bn−1 + η(Σ −bTn−1Σbn−1I)bn−1

= lim
n→∞

bn−1 + ηΣ′bn−1 (3.6)

where Σ′ = Σ − bTn−1Σbn−1I. The similarity between Equations (3.4) and (3.6) indicate

that this sequence will hence converge in direction to the principal eigenvector of Σ′, as

proved above. Moreover, we can prove that Σ and Σ′ share exactly the same eigenvectors,

with translated eigenvalues, hence retaining the same order of significance:

Σ′v = λv

(Σ − aI)v = λv

Σv = (λ+ a)v

Hence, Oja’s GHA update rule converges in direction to exactly the same principal eigen-

vector as Hebb’s update rule, i.e. b̂ = αv1.

At convergence, we know that E
[
η(m− b̂ĉ)ĉT

]
= 0. By using this fact, we get:

E
[
η(m− b̂ĉ)ĉT

]
= η(Σ − (b̂TΣb̂)I)b̂ = 0

Σb̂ = (b̂TΣb̂)b̂

αλ1v1 = α3λ1v1

Hence, α = 1, i.e. b̂ = v1. This proves stability of the system. �

Using this technique, with comparatively extremely low computational cost, we are

able to solve the rank-1 LRA problem stochastically in a stable manner and with guaran-

teed convergence. A further improvement to this algorithm allows for extension of this

basic technique to a rank-k basis, arranged in order of decreasing eigenvalues. This is

accomplished by effectively adding a Gram-Schmidt-like orthonormalization step after
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each update step. The reader is referred to [160, 161] for further details on the rank-k

extension and convergence and stability proofs.

3.2.2 Weighted Generalized Hebbian Algorithm (WGHA)

We extend the GHA framework to solve the WLRA problem, by analyzing the relation-

ship between the Hebbian update system and the Alternating Least-Squares (ALS) tech-

nique used by alternation techniques for weighted matrix factorization, which oscillate

between least-squares projection and least-squares basis update at each iteration. Con-

sider the least-squares projection step, used to update the values of coefficients C in the

WLRA problem (3.2). For a fixed value of B, we obtain:

Ĉ = argmin
C
‖W� (M−BC)‖2F +λB‖B‖2F +λC‖C‖2F (3.7)

= argmin
C

n∑
i=1

(m(·,i) −Bc(i,·))
TW2

(·,i)(m(·,i) −Bc(i,·)) +λB‖B‖2F +
n∑
i=1

λC‖c(i,·)‖22

Taking the derivative of this with respect to each row of the coefficients c(i,·), we get:

∂
∂c(j,·)

 n∑
i=1

(m(·,i) −Bc(i,·))
TW2

(·,i)(m(·,i) −Bc(i,·)) +λB‖B‖2F +
n∑
i=1

λC‖c(i,·)‖22

 = 0

∂
∂c(j,·)

 n∑
i=1

(
mT

(·,i)W
2
(·,i)m(·,i) − 2mT

(·,i)W
2
(·,i)Bc(i,·) + cT(i,·)B

TW2
(·,i)Bc(i,·) +λB‖B‖2F +λC‖c(i,·)‖22

) = 0

−2mT
(·,i)W

2
(·,i)B + 2BTW2

(·,i)Bc(i,·) + 2λCc(i,·) = 0

c(i,·) = (BTW2
(·,i)B +λCI)−1BTW2

(·,i)m(·,i) (3.8)

The basis update step of alternation algorithms is the mirrored equivalent of this for-

mulation, i.e. for a fixed value of C, we obtain:

B̂ = argmin
B
‖W� (M−BC)‖2F +λB‖B‖2F +λC‖C‖2F (3.9)

b̂(i,·) = (CTW2
(i,·)C +λBI)−1CTW2

(i,·)m(i,·) (3.10)

using a similar technique.

We consider the similarity of the Hebbian update rule (Lemma 3.2.1) to the alternating
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Figure 3.2: A graphical depiction of the Hebbian learning process.

update rules stated above; both techniques include a least-squares coefficient update step

followed by a basis update step. We consider the Hebbian update rule to also be an

example of a similar alternating update rule, wherein the basis update (Equation (3.10))

is replaced by the new stochastic update rule which analyzes single data elements at a

time rather than the entire data matrix. The k × k matrix inversion in Equation (3.8)

disappears when there is no missing data.

To provide an intuitive motivation for our weighted extension to GHA, we draw on

the relationship between alternation techniques and GHA. The Hebbian learning update

rules can be considered to be a special case of the family of Alternation techniques. In

particular, in the case of Oja’s (unweighted) GHA rule, the update steps are:

ĉn = BTnmn � ˆBn+1 = Bn + η(mn −Bncn)cTn (3.11)

The datum index i is updated every alternation step. A quick inspection of this alterna-

tion update indicates that the coefficient update step remains a simple projection, i.e. it

solves the LRA problem for a given basis B. The basis update step, however, is vastly

different from that of regular alternation algorithms.

Let en = mn−Bncn be ther reconstruction error for the ith data point. At each iteration,

a portion of this error, weighted by the projection coefficient, is added to the basis (B̂ =

B +ηe(·,i)cT ). To help develop some intuition towards this, we consider the simple case of

learning a 1-dimensional basis representation for 2-dimensional data, as shown in Figure

3.2. The Hebbian learning algorithm tends to realign the basis in the direction of the

computed error vector. The degree to which this realignment takes place is dependent on
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the projection coefficient c and the learning rate η. The coefficient ensures that scaling

issues are avoided, i.e. points far away from the origin can have equivalent influence as

point closer to the center, while the learning rate decreases with every iteration, hence

providing stability to the system.

For the WLRA problem, we follow an equivalent strategy, adjusting for the presence

of weighted data. We hence compute the weighted projection vector c as per Equation

3.8, and we update the basis in the direction of the weighted error en = wn� (mn −Bncn) .

Hence, the corresponding update rules for Weighted GHA (WGHA) are:

cn = (BTnW2
n+1Bn +λCI)−1BTnW2

n+1mn+1 (3.12)

Bn+1 = Bn + η(wn+1 � (mn+1 −Bncn))cTn (3.13)

Typically, the value of k is small enough (≈ 3000 in our experiments) that the unavoid-

able k × k matrix inversion is fast to compute. The Weighted GHA Rule hence allows us

to solve the WLRA problem for large (possibly infinite) amounts of high-dimensional,

dense, weighted, possibly incomplete data in a feasible manner. The algorithm can be

adjusted in a similar fashion to [160] to order (rotate) the eigenspace in decreasing order

of corresponding eigenvalues, by incorporating a Gram-Schmidt orthonormalization step

after every predetermined number of iterations.

Stochastic gradient techniques such as this have a tendency to fall into local minima

due to the online nature of the solution. In order to improve the quality of the gradient

estimate, we analyze a few data samples at a time, rather than a single one as in other

streaming algorithms, a process often referred to as mini-batch stochastic gradient descent
[162]. At each iteration, b data points are selected from the training set with replacement

(i.e. in bootstrapping fashion), and the update rules are correspondingly adjusted. Let the

indices of the data points in the nth iteration be denoted as Λn. The coefficient matrix Cn

is constructed by column-wise stacking of all corresponding weighted data projections.

The batch update rule is:

Bn+1 = Bn + η(W(·,Λn+1) � (M(·,Λn+1) −BnC(·,Λn+1)))C
T
(·,Λn+1) (3.14)

The complete WGHA algorithm is summarised in Algorithm 2.
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Algorithm 2 The WGHA Algorithm
initialize: basis matrix B to a random matrix of size d × k, learning rate η = 0.1
repeat

Construct index set Λn by random sampling b indices from {1 : n} with replacement
for i ∈Λn do

Compute weighted projection of data element

c(·,i) = (BTW2
(·,i)B +λCI)−1BTW2

(·,i)m(·,i)

end for
Update basis using batch update rule

B = B + η(W(·,Λn) � (M(·,Λn) −BC(·,Λn)))C(·,Λn)

Orthonormalize basis by Gram-Schmidt procedure B = BR−1

Update learning rate η = η ∗ 0.9
until converged.

3.2.3 Evaluation on Real-World Data

We evaluated the performance of the technique on real-world computer vision problems

by applying it to three well-studied image-sequence matrix completion problems, intro-

duced and analyzed in [145]: (a) A rigid structure-from-motion problem of the dinosaur

sequence, (arguably the most popular data used to evaluate rigid SFM algorithms), which

contains 319 tracked vertices over 36 images of an artificial dinosaur on a turntable, (b)

A non-rigid occlusion problem of the giraffe sequence, containing 120 image frames in-

cluding the occluded motion of a giraffe, and (c) A photometric stereo sequence of a face,

demonstrating a still face lit by several distant light sources from different directions.

The data is available for download from http://www.robots.ox.ac.uk/~abm/. Example

images of each of the sequences, as well as the patterning of available/missing data are

demonstrated in Figure 3.3. This data set has been used in evaluation of several different

missing data completion algorithms [145, 163, 156, 164].

For each of the examples, the proposed technique was allowed to run indefinitely,

with convergence defined by a change of basis by a frobenius norm < 1e − 5. The specifi-

cations of the datasets, along with the RMS residual error rate of the discovered minima

are detailed in Table 3.3. We find that the proposed technique, when initialized with

a random matrix, is always able to reach the best published minima in each of the test
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Figure 3.3: Sample frames from the three image sequences used to evaluate the WGHA
algorithm (top) and corresponding patterns of missing data (bottom).

problems, in several runs. The convergence curves of one representative sample run of

the algorithm for each of the problems are shown in Figure 3.4. The dinosaur data is

perhaps the most challenging, with approximately 77% of the data missing. The initial

feature trajectories, as well as the final trajectories completed by the proposed algorithm

for the dinosaur sequence are shown in Figure 3.5.

The results on these real-world experiments clearly indicate that the proposed tech-

nique is adequately suited towards a wide spectrum of matrix completion problems, with

state-of-the-art performance, despite the reduced complexity required. It is hence ideally

Sequence Name Dinosaur Giraffe Face
Problem Type Rigid SFM Non-Rigid SFM Photometric Stereo
Data Size 72× 319 240× 167 4096× 20
Percentage Missing Data 76.92% 30.65% 58.11%
Target Rank 4 6 4
Minimum RMS Pixel Error 1.0847 0.3228 0.0223

Table 3.3: Summary of real-world experiments. The minimum RMS pixel error is com-
puted on visible pixels, and matches the best published results.
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Figure 3.4: Sample convergence curves of one representative instance of the WGHA algo-
rithm for each of the three image sequences.

Figure 3.5: Initial (left) and final (right) trajectories of tracked points in the dinosaur
sequence. The final tracked points have an RMSE of 1.0847.

suited towards our purpose of learning a low-rank representation for the large database of

faces in our high-dimensional representation model. The top few basis vectors obtained

are shown in Figure 3.6.

3.3 Sparsity-Based Recovery Techniques & Dictionary Learn-

ing

`2-based recovery techniques tend to suffer from inconsistency and numerical instability

problems when dealing with incomplete data, particularly as the fraction of observable

data decreases [28]. In recent work [165, 166], it has been shown that reconstruction and

recovery is greatly boosted by using sparse basis expansion techniques for faces.

The statistical signal processing and computer vision communities have extensively
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Figure 3.6: A visualization of the first 9 basis vectors of the WGHA basis computed from
the training data. For each basis vector, we show µ+λbi (above) and µ−λbi (below), with
λ chosen appropriately. For each of these cases, we show the 3D textured face model from
three different viewpoints for comparison.
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studied the algorithmic problem of computing sparse linear representations with respect

to an overcomplete dictionary of base elements [167, 168]. If an overcomplete basis dic-

tionary B exists, such techniques aim to compute sparse linear expansion coefficients c,

i.e. m̂ = Bc, where c contains very few non-zero items, hence representing the data using a

small subset of basis vectors. This has proven to be much more resilient to large amounts

of missing data (i.e. small data weights) and is computed by solving the following mini-

mization:

min ‖c‖0 subject to ‖wt � (mt −Bc)‖22 = 0 (3.15)

where the `0 norm is a surrogate measurement of sparsity. It has been proved that for

many problems, it is probable that the `1-norm solution is equivalent to the “spars-

est” `0-norm solution, thereby enabling recovery techniques to be far more easily solv-

able [169, 170]. Consequently, it has been successfully applied to a variety of “missing-

data”computer vision problems including image denoising [171], image restoration [172],

and face analysis and recognition [166, 165]. The performance of the technique under

various degraded input is directly related to the quality and properties of the basis ma-

trix (also called the dictionary). In [169, 173], it was demonstrated that `1-minimization

techniques provide certain guarantees for exact recoverability of missing data, provided

the dictionary matrix is overcomplete to a measurable extent, and the original signal sat-

isfies certain sparsity criteria.

When the measurements are known to contain a significant noise component, `1-

minimization techniques obtain this sparse solution c by solving the well-studied Basis
Pursuit Denoising (BPDN) problem:

min ‖c‖1 subject to ‖wt � (mt −Bc)‖22 ≤ ε (3.16)

There are several classes of techniques which have been constructed to solve this BPDN

problem, including Augmented Lagrangian techniques [174], Gradient Projection tech-

niques [175], Homotopy [176], Iterative Shrinkage Thresholding (IST) [177], Proximal

Gradient Techniques [178], etc. The details of these solvers is beyond the scope of this

analysis, a solver based on the ALM technique [179] was used in this thesis. Selection

of the “global optimal” dictionary is usually a non-convex problem [180], however, com-

pressive Sensing studies have shown that, provided the basis matrix B possesses certain

properties, the sparse signal can be accurately reconstructed. Random matrices of appro-
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priate sizes have proven to make adequate bases [181]; a PCA basis has also been shown

to satisfy these properties and hence provides a valid basis for reconstruction [28, 165].

Specific dictionary learning techniques have been studied principally to maximize the

effectiveness of sparsity-inducing projection techniques. The Method of Optimal Direc-

tions (MOD) algorithm [182, 168] may be the simplest of these methods, while the Ker-

nel Fuzzy Codebook Estimation algorithm [183] may be the most intricate. However, the

most popular among these is the K-SVD dictionary learning algorithm [180].

3.3.1 K-SVD and Weighted K-SVD

The K-SVD dictionary learning algorithm aims to find a basis in which data elements have

a sparse expansion. Typically, such a basis is overcomplete, so as to better model the space

and enforce sparse basis expansion. This is not neccessary in the general sense; the basis

only needs to be overcomplete with regards to the (linear) subspace that the data lies in,

in order to satisfy the important Restricted Isometry Property (RIP) [168]. Consequently,

if the data occupies a k0-dimensional subspace within the original d-dimensional repre-

sentation where k0� d, we could design a k-dimensional sparse representation basis for

the data with a choice of k such that k0� k < d, while still retaining sparsity.

Traditional K-SVD aims to solve the following variant of the LR-MF problem outlined

earlier: Given a data set {m}, find a basis representation B̂ of size (i.e. number of columns)

k, which best explains the data, while also enforcing a α-sparsity in the basis expansion:

(B̂, Ĉ) = argmin
B,C
‖M−BC‖2F s.t. ‖c(i,·)‖0 ≤ α ∀ i (3.17)

In traditional K-SVD, the algorithm alternates between a sparse coding step and a dic-

tionary update step. In a typical alternation fashion, the sparse coding step solves for

the coefficients given a current estimate of the basis, while the dictionary update step

does the converse. The sparse coding step is typically implemented as a greedy algorithm

such as Matching Pursuit [184] or Orthogonal Matching Pursuit [185]. Dictionary atoms

(i.e. columns) are updated sequentially, based on the residual error from the reconstruc-

tion with the complement set of each atom. During the update step fo each dictionary

atom, only the data elements with a non-zero expansion in the particular atom are uti-

lized, thereby enforcing sparsity in the solution. Each update step incorporates a Singular

Value Decomposition (SVD) to find the rank-1 error minimization. The details of the K-

SVD algorithm are given in Algorithm 3.
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Algorithm 3 The Classical K-SVD Algorithm
initialize: the dictionary matrix B to k elements of the data.
repeat

Sparse Coding Stage:
Use OMP (or other pursuit algorithm) to approximate the solution of

Ĉ = argmin
C
‖M−BC‖2F s.t. ‖c(i,·)‖0 ≤ α ∀ i

Dictionary Update Stage:
for i = 1, . . . , k do

Identify the set Λi of data items which have a non-zero support in the ith dictionary
atom.
Compute the representation error for all data items in the support of this dictio-
nary atom

Ei = M(·,Λi ) −
k∑
i,j

bjc(j,Λi)

Compute SVD decomposition Ei = UΣVT .
Update the dictionary atom to principal singular vector b(·,i) = U(·,1)

Update the coefficient vector c(j,Λi) = Σ(1,1)V(·,1)
T

end for
until converged.

In the case of missing/weighted data, we develop a similar algorithm for K-SVD,

which we call WK-SVD, by updating both sparse coding as well as dictionary update

steps. The algorithm is now intended to solve the weighted version of the problem in

Equation 3.17, namely:

(B̂, Ĉ) = argmin
B,C
‖W� (M−BC)‖2F s.t. ‖c(i·)‖0 ≤ α ∀ i (3.18)

We find that in this case, the dictionary udpate step requires the solution of a WLRA

problem, which we have extensively studied in Section 3.2. Two important details in K-

SVD are (1) the dictionary update step is sequential for each dictionary atom, and (2)

immediately after a single dictionary atom is updated, the corresponding coefficients for

all data items need to be updated as well. Since a single dictionary atom is to be updated

at a time, we are no longer restricted to memory-efficient streaming algorithms, such as
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Algorithm 4 The WK-SVD Algorithm
initialize: the dictionary matrix B to k elements of the data.
repeat

Sparse Coding Stage:
Use OMP (or other pursuit algorithm) to approximate the solution of

Ĉ = argmin
C
‖W� (M−BC)‖2F s.t. ‖c(i,·)‖0 ≤ α ∀ i

Dictionary Update Stage:
for i = 1, . . . , k do

Identify the set Λi of data items which have a non-zero support in the ith dictionary
atom.
Compute the representation error for all data items in the support of this dictio-
nary atom

Ei = M(·,Λi) −
k∑
i,j

bjc(j,Λi)

Book-keeping: Identify the set Γi such that
∑
l∈Λi

w(Γi,l) , 0
repeat

PowerFactorization:

ĉ = (b̂TW2
(Γi,Λi)

b̂ +λCI)−1b̂TW2
(Γi,Λi)

M(Γi,Λi)

b̂ = (ĉTW2
(Γi,Λi)

ĉ +λB)−1ĉTW2
(Γi,Λi)

M(Γi,Λi)

b̂ = b̂/‖b̂‖

until converged.
Update b(Γi,i) = b̂, c(Γi,i) = ĉ

end for
until converged.
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Figure 3.7: Error matrix showing performance (average pixel error) of the WK-SVD algo-
rithm on the FRGC dataset [2], under degraded training and test conditions. The tech-
nique is noticeably stable up to a large fraction of missing training data.

the proposed weighted GHA algorithm. Moreover, computing the corresponding coeffi-

cients with GHA would involve an extra step as GHA only computes the basis vectors.

For these reasons we use a fast PowerFactorization [141] approach to do the dictionary

update. We also need to perform an additional book-keeping step to avoid irregularities

which can be introduced when no data is available to update some dimensions of the

dictionary atom. Our entire algorithm is outlined in Algorithm 4.

3.3.2 Evaluation of WK-SVD

We evaluate the WK-SVD algorithm with the help of the NIST Face Recognition Grand

Challenge database [2], which includes 34,696 images of faces. Each face was aligned by

manually annotated eye locations and cropped to a canonical 128× 128 image. This data

was then split into a training set containing 25,000 faces and a test set containing 9,696

faces. To evaluate the effectiveness of the WKSVD learning algorithm under degrading

training data, we construct the data matrix of size 16,384 × 25,000 and also generate

a weight âĂĲconfidenceâĂİ matrix of equivalent size. For simplicity of evaluation, the

weight matrix is generated to contain binary values {0,1}. For the elements where the

weight matrix contains 0 entries, the data is artifically corrupted to contain random pixel

values. We evaluated the resilience of the proposed techniques towards learning stable
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basis vectors under degrading weight matrices by generating multiple such sets of matri-

ces, with increasing fractions of the weights set to 0 randomly. We also generate a similar

progression of degradations for the test data. We then test these subspaces by using them

to recover uncorrupted test data values, and computing the resulting reconstruction er-

ror.

Some sample results from this experiment are shown in Figure 3.8. The average pixel

reconstruction errors are shown in Figure 3.7. As is evident from these results, the tech-

nique is able to generate a basis which is able to robustly recover the signal well under

severe degradations in the test image as well as training data. This suggests that the

technique is able to reliably obtain stable linear bases under these harsh data conditions.
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Figure 3.8: Evaluation of the WK-SVD algorithm on a sample test image from the FRGC
dataset [2]. The top row depicts increasing levels of corrupted pixels in the test image,
subsequent rows depict recovered faces from training on increasing levels of corrupted
training data.
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Chapter 4

Real-World Applications in Single-Face
Degradation Problems

To demonstrate the effectiveness of our scheme, we conduct several experiments on both

controlled datasets and real-world captures, and we demonstrate accuracy results for

several recovery problems as well as recognition problems. The focus of this chapter is

to completely characterize the system performance under single degradation conditions,

as well as simulated and actual real-world conditions. In several cases, we demonstrate

visual recovery results, so the output of our technique can be used as a pre-processing

engine to assist manual analysis and several commercial techniques as well.

The primary goal of this dissertation is to study the feasibility of implementing an

end-to-end face recognition engine for real-world scenarios. We envision applications

where enrollment of subjects is through frontal, neutral light and expressionless images

(i.e.typical enrollment images for most applications), but test images come from real-

world unconstrained scenarios. Our technique is also targeted at user-assisted cases, for

example, analyst-driven post-event investigations at law enforcement agencies, where de-

graded facial capture is inevitable. This is a common occurence, with agencies such as the

New York Police Department (NYPD) and Pinellas County Sherriff’s Office (PCSO) set-

ting up investigative departments with the principal focus of facial analysis. Many such

cases involve multiple simultaneous degradations, limiting the use of currently available

methods, however analyst-generated information can be used to assist automated tech-

niques. Hence, we evaluate several of these techniques along with manually-provided

facial annotations, and also demonstrate the sensitivity to noisy annotations.

We examine three different aspects of each type of signal recovery technique: (a) Ac-
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curacy of the signal recovery (as measured by visual evaluation of the reconstruction of

the face), (b) Robustness of the recovery coefficients (as measured by recognition perfor-

mance under the observed degradation), and (c) Stability of the coefficients to varying

levels of noise in the input. Since facial images originally lie in a very high-dimensional

pixel space, it is desirable to represent them in a compact form in lower dimensional

feature spaces for recognition. In all cases, we evaluate two data representations for

recognition: a weighted `2 projected coefficient vector on the WGHA-constructed basis

(henceforth referred to as “WGHA-L2”), and a weighted `1-fit coefficient vector on the

WK-SVD constructed basis (henceforth referred to as “WKSVD-L1”). The WGHA ba-

sis we trained contains 5000 basis vectors, while the WK-SVD basis contains 1000 basis

vectors. All training was conducted on a 64-core server with 512 GB of RAM, using an op-

timized MATLAB implementation. The procedure for weighted `1 and `2 projection was

also coded in MATLAB, but utilized the gpuArray functionality which greatly improved

computational performance, using NVidia GPU cards.

For matching (i.e. computing a distance measure between) pairs of these coefficients,

we attempted three popular schemes: (a) direct Normalized Cosine Similarity (“Cosine”),

(b) Large Margin Nearest Neighbor (“LMNN”) [186], and (c) Class-Dependent Feature

Analysis (“CFA”) [187]. Of these, the Cosine distance metric is completely unsupervised,

being defined as:

D(c1,c2) = 1−
cT1 c2

‖c1‖‖c2‖
(4.1)

The latter two distance metrics (LMNN and CFA) are supervised techniques, which are

trained using the same data as used in the basis construction. Some details of these tech-

niques is provided in Appendix D.

It should be noted that none of the images, subjects, or even databases used in this

chapter for testing, were used in training the subspaces. The training data used is out-

lined in Table 3.1. This demonstrates the true generalization capability of the system.

4.1 3D Pose-Induced Degradation

Most face gallery databases (such as passport photos and DMV photos databases) consist

of frontal or near-frontal faces, and it would be too computationally expensive and time

consuming to rotate all faces in the database to match the viewpoint of a query image of
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an arbitrary angle. Instead, we argue that it is more efficient to leave the gallery unper-

turbed and process the query image to correct its pose back to frontal, where more face

features are visible. We refer to this as “pose correction”, a problem which requires the

estimation of corrected frontal face structure, as well as self-occluded textural details.

We primarily test the pose tolerance of our technique on the popular CMU Multi-PIE

database [62], which includes faces captured under controlled, measured conditions with

significant yaw variation, although pitch variations are limited. We use a subset of the

Multi-PIE database, containing a single frontal illumination (07) and neutral expression

of each of the 337 unique subjects. Currently, for pose correction, we limit our method to

handle the left 45◦ to right 45◦ range. This range guarantees that we observe sufficient fa-

cial information to enable reliable manual or automatic fiducial point localization on the

face. Initially, we demonstrate performance using manually annotated fiducial points on

the face, as well as database-specified pose estimates. For a complete characterization, we

also run several sensitivity analyses to show performance degradation with noisy input

information.

4.1.1 Pose Correction

The pose correction problem (also called the frontalization problem) is the recovery of a

frontal-viewpoint rendering of the face, given an off-pose image. To correct the pose of a

face, we provide 79 manually annotated fiducial points (see Figure 3.1) and an estimate

of the facial pose, i.e. yaw, pitch and roll angles in degrees. Using this information, we

compute the representation as outlined in Chapter 2 of each image, recover the miss-

ing or degraded components as outlined in Chapter 3, and then work back to render a

frontalized face with a yaw angle of 0◦. Figure 4.1 demonstrates some examples of pose

correction by this technique on the Multi-PIE database. While certain instability artifacts

are visible using the WGHA-L2 technique, we can see that the synthesized WKSVD-L1

images seem to be remarkably accurate as well as stable in the recovered detail of both

structure as well as texture across the wide range of poses. Additional recovery and pose

correction results on the FERET database are shown in Appendix A, Figure A.1.

4.1.2 Pose-Invariant Face Recognition

Ideally, the coefficients extracted for a single subject should remain invariant across differ-

ent poses, and hence provide reliable identity features. A good metric of this is recogni-
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Figure 4.1: Sample images from the CMU Multi-PIE database demonstrating the facial
pose correction capability. Three example subjects are shown, for each subject the top
row is the input image (L to R, −45◦ to +45◦ in 15◦ increments), middle row (outlined
in blue) is the WGHA-L2 recovered image, and the bottom row (outlined in red) is the
WKSVD-L1 recovered image. 66



tion performance across pose, for which we construct an experiment, wherein the gallery

(or target) consists of a single frontal image of each of the 337 subjects, and the probe

(or query) images are of various non-frontal poses. A similar experimental setup can be

foudn in several previous works [28, 30, 165]. As mentioned previously, we use three

different matching techniques on the extracted coefficients: Cosine, LMNN and CFA. As

is the usual practice, when matching with the coefficients of the WGHA subspace, we

ignore the first three coefficients, which represent the three primary eigenfaces, since

these are dominated by ambient illumination [64] and hence do not provide significant

discrimination ability.

The Receiver Operating Characteristic (ROC) curves from the recognition experiment

are demonstrated in Figure 4.2 for the Multi-PIE database. Some trends in the results

are immediately evident: (a) Recognition performance is remarkably high, with verifi-

cation rate (VR) at around 60% for a false-accept rate (FAR) of 0.1% when the pose of

the input probe face is 45◦. This indicates that the coefficients are sufficiently stable as

well as discriminative for recognition. (b) The WKSVD-L1 technique outperforms the

WGHA-L2 technique at significant pose variations, this is also evident in the stability of

reconstructions as seen earlier in Figure 4.1. (c) In general, the CFA and LMNN matching

techniques outperform Cosine distance, with CFA gaining a slight advantace. The Cosine

distance metric performs the worst, partly due to its simplicity in formulation and unsu-

pervised nature. We also ran additional similar experiments on the FERET database (see

Appendix A, Figure A.2), to find that similar trends persist.

4.1.3 Sensitivity Experiments

The recognition performance results depicted in Section 4.1.2 demonstrate the perfor-

mance of the system in the semi-automated case, since we make the important assump-

tions of accurate fiducial points and pose angle estimates, for which we use manual assis-

tance. These assumptions are often unrealistic in the fully automated case, so we expect

the performance to degrade with increasing levels of variation in these estimates. We per-

form several experiments to evaluate the relative impact on the recognition performance.

Sensitivity to Landmarking Errors

Accurate measurement of landmarking sensitivity is non-trivial, due to the nature of

the face structure, self-occlusions caused by 3D pose, and ambiguities in definitions of
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Figure 4.2: Receiver Operating Characteristic (ROC) curves depicting performance of
the pose-invariant coefficient feature extraction for recognition using the CMU Multi-PIE
database. Six pose angles are used for probe, and we evaluate three matching techniques
(Cosine, LMNN, CFA) on two feature sets (WGHA-L2, WKSVD-L1).
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Original +0.5σ +1σ

+1.5σ +2σ +2.5σ +3σ

Figure 4.3: Empirically determined error ellipses depicting the uncertainty in localization
for each fiducial point. The ellipses specified show 0.25,0.5,0.75 and 1 standard deviation
from the mean, drawn as green, cyan, blue and black ellipses respectively. Mean positions
are depicted as red points for reference.

the landmark positions themselves. Most landmarking schemes contain a few fully de-

fined points, along with several pseudo-landmarks (defined relative to face attributes)

and semi-landmarks (defined relative to other landmarks). Automated facial landmark-

ing is oftentimes a complex multiresolution problem that is constrained by the concept

of legal face shape. Therefore, adding random noise to the landmark coordinates is a

not representative of real world test scenarios, since random motion of landmark points

are unlikely to happen. Instead, we perform a more realistic study based on a simple

predicate: all automated landmarking techniques are trained using manually annotated

landmarks. We hence obtained a small dataset of faces which were independently land-

marked by several persons, each of whom were provided with the fiducial point defi-

nitions schema shown in Figure 3.1. We use this data to approximate the uncertainty

of each fiducial point, as captured by the covariance matrix induced by this data. This

measurement allows us to incrementally add data-driven gaussian noise to the fiducial

points, and thereby study the impact on recognition performance. The estimated covari-

ance error ellipses and examples of noisy fiducial points are shown in Figure 4.3.
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Figure 4.4: Verification rates at 0.1% False Accept Rate at of the WKSVD-L1 technique for
increasing levels of landmarking noise added to manually annotated images in the CMU
Multi-PIE database.

We measure the sensitivity of the technique to errors in fiducial points by observ-

ing the degradation in recognition performance as the amount of noise is increased. We

add up to 3 standard deviations (σ ) of noise in steps of 0.5σ to the manually annotated

landmarks. As evident in Figure 4.3, 3σ is significantly lower performance than most

well-trained automated landmarking systems today. For this recognition test, the target

gallery is set up exactly as earlier, but the probe fiducial points are subject to varying

noise levels. The results in Figure 4.4 provide a concise overview of the degradation in

performance, as measured by the reduction in verification rate (VR) at 0.1% false accept

rate (FAR). Critically, the performance of the technique degrades marginally and grace-

fully with increasing levels of noise. Detailed ROC curves are shown in Appendix A

Figure A.3.

Sensitivity to Pose Angle Estimation Errors

Pose estimation of the face is generally a less significant issue than landmarking errors,

due to both the accuracy of several pose estimation techniques as well as the limited im-

pact that the pose estimation induces on the system. Addition of increasing levels of

noise to the pose estimate does not seem to have a significantly large impact on the per-

formance of the system from a recognition perspective, although synthesized faces are
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Figure 4.5: Verification rates at 0.1% False Accept Rate of the WKSVD-L1 technique for
increasing levels of pose estimation noise added to manually annotated images in the
CMU Multi-PIE database.

distorted. We tested variations in pose estimate of up to 30◦ in yaw, on images from the

CMU Multi-PIE database, with a similar setup as earlier. The trends of recognition per-

formance are shown in Figure 4.5, with more detailed ROC curves in Appendix A Figure

A.4. As evidenced by these results, the system is extremely tolerant to these variations.

4.1.4 Evaluation with Commercial Systems

Most contemporary commercial face recognition engines which are widely used in law

enforcement and defense agencies do not explicitly model pose variations beyond sim-

ple measures. Moreover, they traditionally operate in a fully-automated manner, without

scope for human oversight or intervention. Commercial systems also have access to large

private training datasets, which may incorporate some or all of the popular publicly avail-

able datasets that we use to test performance. For all these reasons, a direct comparison

to commercial algorithms is necessarily imprecise. Commercial Matcher 1 is the Pittpatt

face recognition software, a very popular and recent face recognition system that explic-

itly mentions that it can handle up to ±36◦ in yaw variation. Commercial Matcher 2 is

widely adopted in law enforcement, and although it does not explicitly advertise the pose

range, did not reject any of the probe images despite the severe non-frontal viewpoint.
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Figure 4.6: Receiver Operating Characteristic (ROC) curves showing a comparison of the
proposed WKSVD-L1 technique using the CFA matcher, to performance of two commer-
cial face recognition systems for recognition using the CMU Multi-PIE Face database.
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For the sake of fairness, we disabled score normalization schemes in both matchers, as it

typically affects the results significantly without providing a true representation of per-

formance. For a consistent comparison, the gallery setup is similar to that shown earlier,

containing one frontal image of each subject in the Multi-PIE database, and the probe set

contains images at various non-frontal yaw angles.

The results from our tests with these commercial matchers are shown in Figure 4.6,

compared to the performance of the WKSVD-L1 technique outlined earlier. Clearly, the

proposed technique is shown to consistently and comprehensively outperform commer-

cial techniques, especially at extreme pose angles of ±45◦. We also can see that the pro-

posed technique would surpass the commercial techniques even with significant varia-

tions in landmarking and pose estimation, as outlined in Section 4.1.3.

4.2 Partial Occlusions

Partial occlusions are inevitable in real-world cases; criminal investigations, particularly,

often have persons wearing sunglasses, scarves, masks, etc.. More common forms of oc-

clusions such as hair and eyeglasses are commonly found in even controlled scenarios.

Several law-enforcement agencies often resort to unscientific techniques to overcome this,

such as replacing occluded regions of the face with texture from different subjects using

pixel-editing software. We provide a more systematic approach: by only focusing on

the visible textural and structural details of the face, a more accurate reconstruction can

be obtained. We envision our technique to be applied principally in an analyst-driven

environment, wherein occluded facial regions can be demarcated manually using an ap-

propriate interface.

We use images from the AR Face Database [63] to evaluate the occlusion-tolerance

of the proposed method. The database contains images of 134 subjects under various

conditions: unoccluded, wearing sunglasses (which occludes the important peri-ocular

region) and wearing scarves (which occludes a large fraction of the lower facial area).

4.2.1 Occlusion Recovery

The automated removal & context-specific inpainting of faces with natural-looking, yet

discriminative features, is a hard problem. A technique that can accomplish this may

provide many advantages. It allows for better visual recognition, and also enables tradi-

tional, high-performance automated face recognition techniques to be used on partially
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Figure 4.7: Sample images from the AR Face database demonstrating the partial occlu-
sion recovery capability. Six example subjects are shown, for each subject the top row
is the unoccluded image. The next four rows show the images showing scarf occlusion,
manually annotated occlusion masks, and two rows of corresponding results. The same
is repeated for the images showing sunglasses occlusion. The results outlined in blue are
the WGHA-L2 recovered images, while those outlined in red are the WKSVD-L1 recov-
ered images.
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occluded faces, thereby adding extended functionality to them.

To recover the occluded textural details, our technique requires an occlusion mask,

so that corresponding texture and structure components can be ignored during the re-

covery stage. We manually annotate these masks on the AR Face database, by providing

several masked and unmasked seed points for a segmentation algorithm [188]. Fiducial

points in occluded regions of the face are manually approximated as well, although sev-

eral techniques exist to do this. Once recovered, we can blend the face back into the

original image. The input images, mask annotations, and recovered results are shown in

Figure 4.7. As is evident from these results, the instability problems continue to plague

the WGHA-L2 technique, although the WKSVD-L1 technique seems to provide remark-

able accurate and life-like reconstructions, which is impressive considering the scope of

the occlusions.

4.2.2 Partial Occlusion-Tolerant Face Recognition

When presented with a partially occluded face, we simply ignore textural and structural

information that is provided in the occluded region of the face, relying completely on the

visible region. Certain parts of the face are well known to be much more discriminative

than other parts; the periocular region of the face, in particular, provides strong cues for

recognition, while the mouth area is generally considered weak as it suffers from com-

mon expression variations. We test two stringent cases, the data for which is provided

by the AR Face database: the “Sunglasses” case tests the reliance of our system when the

periocular region of the face is occluded, while the “Scarf” experiment demonstrates per-

formance when a larger, lower section of the face is occluded. For each case, we test both

coefficient representations (WGHA-L2 and WKSVD-L1), along with all three matching

techniques (Cosine, LMNN, CFA). The results from this experiment are shown in Figure

4.8. From the outset, it is clear that performance is not degraded severely by the occlu-

sion, and the CFA matching technique employed on the WKSVD-L1 coefficients seem to

once again outperform other methods.

4.2.3 Sensitivity Experiments

While the recognition performance in Section 4.2.2 are encouraging, they also make as-

sumptions of accurate landmarks in the unoccluded region of the face and an occlusion

mask which does not err towards annotation of any occluded region as unoccluded. More-
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Figure 4.8: Receiver Operating Characteristic (ROC) curves depicting performance of the
partial occlusion-tolerant coefficient feature extraction for recognition using the AR Face
database.
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Figure 4.9: Verification rates at 0.1% False Accept Rate at of the WKSVD-L1 technique
for increasing levels of landmarking noise added to manually annotated images in the
AR Face database.
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over, we would like to obtain a more clear understanding of the performance degradation

with increasing levels of occlusion. In this section we conduct experiments for these cases.

Sensitivity to Landmarking Error

Automatic landmarking in the presence of occlusions is a non-trivial task. Several tech-

niques have been employed to address this problem in literature with varying levels of

success. However, it is yet considered to be an open problem in the field (see Appendix

B.2 for more details).

As in Section 4.1.3, we incrementally add landmarking errors to the manually anno-

tated landmarks for our sensitivity test, up to 3 standard deviations (σ ) of noise in steps

of 0.5σ . A concise performance trend is shown in Figure 4.9, with more detailed ROC

curves in Appendix A, Figure A.5. Once again, we see graceful performance degradation

with incremental amounts of noise, which we interpret as an encouraging sign which

characterizes stability and reliability of the system.

Sensitivity to Occlusion Size

Undoubtedly, the larger the fraction of occluded facial area, the lesser is the amount of

information that is available to the system for accurate facial reconstruction. We expect

the reconstruction and recognition performance of the system to degrade with increasing

levels of facial occlusion - at the extreme end where all of the face is occluded, our system

returns an average face with no discriminating characteristics. Critically, we expect this

degradation to be gradual and steady, without a conspicuous knee point of failure.

To test this characteristic, we synthesized several images of each subject in the AR Face

database, but incrementally occluding larger facial regions (5% to 50% of facial area, in

increments of 5%) with a natural image, as seen in Figure 4.10. Accurate landmarks and

occlusion masks were provided to the system. As a measure of stability of the inferred

WKSVD-L1 coefficients, we perform a recognition experiment with the gallery consist-

ing of the original unoccluded images, and probe containing the occluded ones. The

ROC curves in Figure 4.11 demonstrate gradual, stable deterioration of the performance,

indicating that the extracted coefficients are not severely corrupted due to the lack of

information. Several additional examples of recovered faces under increasing levels of

artificial occlusion are shown in Appendix A, Figure A.6.
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Figure 4.10: Synthesized images of a single subject in the AR Face database, with increas-
ing size of artificial occlusion.
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Figure 4.11: Receiver Operating Characteristic (ROC) curves depicting performance of
the WKSVD-L1 technique for increasing levels of artifical occlusion added to manually
annotated images in the AR Face database.

78



10−3 10−2 10−1 100
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

False Accept Rate

V
er

ifi
ca

tio
n 

R
at

e
Sunglasses

Proposed
Commercial Matcher 1
Commercial Matcher 2

10−3 10−2 10−1 100
0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

False Accept Rate

V
er

ifi
ca

tio
n 

R
at

e

Scarf

Proposed
Commercial Matcher 1
Commercial Matcher 2

Figure 4.12: Receiver Operating Characteristic (ROC) curves showing a comparison of
the proposed WKSVD-L1 technique using the CFA matcher, to performance of two com-
mercial face recognition systems for recognition using the AR Face database.

4.2.4 Evaluation with Commercial Systems

Neither of the commercial matching systems we tested for our evaluations explicitly spec-

ify the impact of partial occlusions; this is true of most contemporary commercial face

recognition engines. Consequently, our tests indicate a severe degradation in recogni-

tion performance for these systems when tested on the occluded subset of the AR Face

database. Our results (see Figure 4.12) show that these commercial matchers are partic-

ularly reliant on the periocular region of the face; the performance is severely lowered in

the “Sunglasses” experiment.

Given that these commercial matching systems are widely deployed and used in sev-

eral law enforcement agencies, our synthesis technique for occlusion removal could pro-

vide critical assistance as a pre-processing engine. We test this aspect of the functionality

as well, by providing de-occluded facial images as probe images to commercial matchers,

and we find that their performance at recognition is strongly improved (see Figure 4.13),

particularly in the “Sunglasses” experiment. This validates our proposed technique as a

method to entend the capabilites of modern face recognition matchers.
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Figure 4.13: Receiver Operating Characteristic (ROC) curves showing improvements in
performance of two commercial face recognition systems for recognition using the AR
Face database, when pre-processed by the occlusion removal technique.

4.3 Single Image Based 3D Structure Recovery

The recovery of 3D structure from a single 2D image is an extremely ill-posed problem,

since the appearance of a face at a provided pose in an image is a function of several

compositional, environmental, situational and acquisitional parameters. However, given

domain-specific models constructed using a reasonably large training dataset, and accu-

rate alignment on the provided image, one can overcome this problem.

4.3.1 Pose Synthesis

A direct application of our proposed representation model is to reconstruct complete

3D structure information of the face from a single 2D image. The resulting 3D model can

then be rendered at any desired pose angle, enabling a large number of applications, from

off-angle face matching, to graphics applications such as face replacement and alignment.

The term pose synthesis refers to the automated generation of high quality, novel, synthetic

renderings of a given face at various unique viewpoints.

We approach the problem of pose synthesis as one of depth-recovery, i.e. reconstruc-

tion of z components from observations of 2D structure x,y and texture g. For a perfectly

frontal image, we exactly observe uncorrupted values of all three components. For off-

angle images, we can reconstruct these by using the pose estimate and a simplified depth

80



Figure 4.14: Pose synthesis examples on images taken from the Internet. Two sample
images are shown, with several synthesized images from both WGHA-L2 reconstruction
(outlined in Blue) and WKSVD-L1 reconstruction (outlined in Red).
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Figure 4.15: Additional pose synthesis examples on images taken from the Internet.
Two sample images are shown, with several synthesized images from both WGHA-L2
reconstruction (outlined in Blue) and WKSVD-L1 reconstruction (outlined in Red). The
WGHA-L2 reconstruction of the top image demonstrates a failure case.
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Basis 3D-GEM WGHA-L2 WKSVD-L1
Recovery Algorithm – `2 `1
Normalized Depth Error 8.442± 6.53 3.869± 2.88 2.688± 2.29

Table 4.1: A numerical comparison of depth recovery error obtained by the proposed
techniques against the 3D-GEM technique [29, 30] on the Bosphorus database [189].
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Figure 4.16: A box plot showing the statistics of the depth recovery error of the proposed
algorithms compared to the 3D-GEM technique [29, 30] on the Bosphorus database [189].

model assumption as outlined in Section 2.4.1.

We show some examples of our pose-synthesis technique on images taken from the

Internet in Figures 4.14 and 4.15. In general, we see that the WKSVD-L1 technique is

more accurate and stable than the WGHA-L2 method, although both techniques provide

plausible, natural-looking renders.

4.3.2 Depth Recovery Performance

The unavailability of automated 3D model generation implementations and differences

in representation of the 3D face make it difficult to quantifiably compare the reconstruc-

tions of several techniques to ours. We compare the proposed basis-recovery techniques

to our previous work 3D-GEM [29, 30]. For a completely fair comparison, the 3D-GEM

basis used here is retrained on the same data as the other techniques, and uses the same

representation model. These methods are used to automatically infer the depth z given

the frontal images from the Bosphorus 3D dataset [189]. We use the average depth error

measured in normalized distance units as an error metric. The results from thsi experi-
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Ground
Truth

WGHA-L2 WKSVD-L1 3D GEM

Pantomat Singular
Inversions Animetrics

Figure 4.17: Visual comparison of proposed and existing depth recovery techniques on
a sample from the Bosphorus database [189]. The top row shows the frontal image and
the ground truth 3D structure (outlined in Red), middle row shows the proposed tech-
niques (outlined in Green) and 3DGEM (outlined in Brown), bottom row shows three
commercial techniques (outlined in Blue).
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Figure 4.18: Visual comparison of proposed and existing depth recovery techniques on 4
samples from the Bosphorus database [189].
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ment are shown in Table 4.1, with more detailed box plots shown in Figure 4.16, clearly

demonstrating the superiority of our techniques over the 3D-GEM method.

There are several commercial implementations of the popular 3D Morphable Model

framework [32], however, most of them do not allow for fitting arbitrary test images

of faces. We could only find three commercial implementations with this functionality

available to consumers at the time of this writing, (1) RocketFace by Pantomat (http:

//pantomat.com/), (2) FaceGen by Singular Inversions Inc. (http://www.facegen.com/),

and (3) ForensicaGPS by Animetrics, Inc (http://animetrics.com/). A fair, numerical

comparison between the techniques is difficult to accomplish due to differences in imple-

mentation and face structure, so we conduct a visual comparison of these techniques on a

sample set of images from the Bosphorus 3D Face Database [189]. Depth reconstructions

rendered at half-perspective and full-profile angles, along with the frontal images used

as input, are shown in Figures 4.17 and 4.18 for the proposed techniques, the 3D-GEM

algorithm and all three commercial methods.

From the rendered images, it appears that the proposed WKSVD-L1 and WGHA-L2

techniques are actually closer to the ground truth structure of the face than all other

methods. In particular, they are able to recover nose and chine structures in a much more

accurate manner.

4.4 Handling Low-Resolution Images

Low-Resolution images are uniquitous due to the positioning of imaging sensors, cost

and physical limitations. There are typically two traditional approaches at dealing with

such images: (a) super-resolution to generate a high-resolution image, which can then be

used for matching, or (b) resolution-tolerant feature extraction. In this section we test the

performance of our system at both.

4.4.1 Image Super-Resolution

The original images provided in the CMU Multi-PIE database are large, with inter-ocular

distance (IOD) of 70 pixels, or larger, which can be considered to fall within the purview

of high-resolution images for most facial analysis tasks. Mugshots, Driver Licenses, Pass-

ports, and other facial databases also have similar scales of acquisition. Our resolution-

tolerant framework (see Section 2.3.2) enables us to extract stable features under several

degrees of face size, from which we can synthesize high resolution face details.
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Figure 4.19: Images from the CMU Multi-PIE database demonstrating the facial super-
resolution capability on two sample subjects. For each subject the leftmost image is the
low-resolution input, followed by super-resolution using the WGHA-L2 technique (out-
lined in blue), and finally the WKSVD-L1 technique (outlined in red). Rows correspond
to 12,10,8,6,5, and 4 pixels of inter-pupillary distance.
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Previous work has shown that face recognition performance degrades gracefully with

lowering resolution, but suffers a sudden and severe loss in performance at approximately

12 pixels of inter-pupillary distance (IPD) [36]. We test the low-resolution tolerance by

synthesizing multiple images for the frontal capture of each subject in the CMU Multi-PIE

database, by downsampling the images (in a Gaussian pyramid fashion) to obtain target

IPD measures of 12,10,8,6,5, and 4 pixels. In our experience, this reflects the range of

real-world images captured by typical surveillance cameras and other similar distance-

imaging systems. These inputs are then processed using the WKSVD-L1 and WGHA-L2

systems, followed by a re-synthesis of a high-resolution image. A few synthesis results

from this experiment are shown in Figure 4.19, with several more examples shown in

Appendix A, Figures A.8 and A.7.

Face super-resolution techniques are often criticized for not being able to reconstruct

high-frequency facial details such as edges, creases, etc.. We find that our spline-based

dense correspondence representation is able to accomodate these subtle aspects, result-

ing in accurate, natural recovered images. While the WGHA-L2 technique demonstrates

certain instabilities at higher resolutions, it recovers reliable representations at extremely

low resolutions. The WKSVD-L1 technique does extract more natural images, but has an

earlier breaking point, after which is generates mean-face reconstructions.

4.4.2 Face Recognition of Low-Resolution Images

When provided with a low-resolution face, we compute our spline-based representation

by analyzing the input at the appropriate level of the multi-resolution pyramid shown

in Figure 2.3. We use the same set of synthesized low-resolution images from the frontal

subset of the CMU Multi-PIE dataset as our probe set, but the gallery contains high-

resolution subset of the database, which are images of the same subjects, but captured

independently of the pose set. Other than the recognition performance itself, we are

particularly interested in the graceful degradation of performance with decreasing levels

of query image resolution.

Our recognition result ROC curves, shown in Figure 4.20 demonstrate both of these at-

tributes. Besides, we notice that the WGHA-L2 coefficients, along with the CFA matcher,

outperform our other efforts, in stark contrast to studies with other degradations, where

it was beaten by the WKSVD-L1 technique. This may be in part due to the difference in

basis size of the two techniques; the WGHA-L2 technique has a basis that is three times

the size of that used in the WKSVD-L1 technique. Also, this may also be caused by the
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Figure 4.20: Receiver Operating Characteristic (ROC) curves depicting performance
degradation of the WGHA-L2 and WKSVD-L1 coefficients for low-resolution input us-
ing the CMU Multi-PIE database. The target set is the high-resolution part of the dataset.
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fact that the sparse coefficient fitting technique is unstable when presented with such a

small amount of data; particularly in the cases with fewer than 6 pixels IPD, where ap-

proximately 99.6% of the data in our representation is missing (see Section 2.3.2 for more

details about this).

4.4.3 Sensitivity Analysis

Low-resolution faces are extremely parsimonious in the amount of visual information

content, and can hence be difficult to accurately detect and landmark in scenes. In some

cases, several images from the same or different sources may be available to assist these

tasks. In practice, human analysts trained in such skills are able to confidently and accu-

rately perform these tasks, and hence their oversight is of crucial value to our approach.

For completeness, we study the impact of landmarking errors on low-resolution images.

Sensitivity to Landmarking Error

Automatic landmarking of low-resolution images is often extremely difficult. Most auto-

matic landmarking techniques rely heavily on local patch appearance models to evaluate

a goodness-of-fit metric, and the resulting search occurs in sub-pixel ranges. For low-

resolution images, these patches may contain insufficient information to reliably discrim-

inate between candidate solutions, leading to ambiguities and errors. It is hence essential

that our proposed feature extraction be tolerant to significant levels of landmarking error.

With the same synthesized low-resolution probe input as in other experiments, we

add increasing levels of noise to the manual landmarks of the low-resolution images.

The gallery once again consists of the high-resolution images from the CMU Multi-PIE

database. Performance trends of the WGHA-L2 algorithm for this experiment are shown

in Figure 4.21, with detailed ROC curves displayed in Appendix A Figure A.9. Under-

standably, with extremely low resolution images, and without reliable structural input,

the system fails to perform adequately for recognition.

4.4.4 Evaluation with Commercial Systems

A direct, fair comparison of our low-resolution recognition performance against commer-

cial techniques is difficult to achieve; our technique is provided with information about

facial location and alignment, while commercial techniques must rely on their own face
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Figure 4.21: Verification rates at 0.1% False Accept Rate of the WGHA-L2 technique for
increasing levels of landmarking noise added to manually annotated low-resolution syn-
thesized images from the CMU Multi-PIE Face database. Each plot line represents a dif-
ferent inter-pupillary distance in the probe image.

detection system. Hence, they clearly struggle when provided with low-resolution in-

puts, the face detection fails often. However, this is an inherent disadvantage of using

fully automated techniques: there is no scope for human oversight to improve system

performance. Consequently, our technique is able to well outperform both commercial

matchers in our experiments, as can be seen in Figure 4.22a. The probe and gallery im-

ages for this experiment are from the CMU Multi-PIE dataset, and are set up in a similar

fashion as in Section 4.4.2.

The proposed technique can be used as a pre-processing tool to significantly improve

recognition results, by replacing the low-resolution probe images with super-resolved

counterparts. Firstly, this greatly helps the face detection stage of commercial face recog-

nition engines. Moreover, the super-resolved facial details go a long way towards assisting

the matching engines extract discriminative features, which are otherwise not available

from the input image. This is demonstrated in our experimental results, in Figure 4.22b,

where we show a large verification rate increase at 0.1% False Accept Rate, by using super-

resolution input rather than the original image input. Effectively, this allows several ex-

isting commercial techniques to be implemented in a semi-automated framework, with

manual oversight enabling high performance output from severely degraded input.
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Figure 4.22: Verification rates at 0.1% False Accept Rate of two commercial match-
ing techniques for decreasing levels of inter-pupillary distance in the probe image of
the CMU Multi-PIE database, with high-resolution target images, compared against
(a)performance of our proposed WKSVD-L2 technique with CFA matcher, and (b) per-
formance of the same commercial matchers with super-resolved probe image instead of
regular image.

4.5 Real-World Applications

The analysis of any face recognition system is incomplete without evaluation on data

that is representative of real-world conditions. So far, all our experiments have been

conducted on controlled datasets which are captured in carefully monitored laboratory

settings under single degradation conditions. In this section, we explore the effectiveness

at two unconstrained problems. The first of these is an evaluation with images taken

in the wild, where intra-person appearance variations caused by multiple, simultaneous

degradations are considerably larger than inter-person appearance variations. Next, we

test our face matching performance against a very large mugshot database, to simulate a

real analyst’s perspective of our system.

4.5.1 Labeled Faces in the Wild

The Labeled Faces in the Wild database, published in 2007 [5], contains 13,233 face im-

ages of 5,749 individuals, with 1,680 of these subjects appearing in more than two im-

ages. The medium-low resolution images that constitute the dataset are taken from Ya-
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Figure 4.23: Comparison of the proposed approach using the Cosine distance matching
technique against other published works using “unsupervised” protocol of the Labeled
Faces in the Wild (LFW) database.

hoo! News, and show large variations in pose, expression, lighting, age, occlusions, and

several other degradations. It is commonly regarded in the face recognition community

to be a challenging, standard benchmark dataset for face analysis techniques. Although

the database also provides “funneled” images which are aligned, we use only the original

image data for our purposes, and perform our own alignment using a fully-automated im-

plementation of a recent facial alignment technique [190]. The alignment also provides

us with 3D pose information and occlusion cues. The resolution of the face is determined

directly from the observed inter-pupillary distance. Hence, in this test, we are evaluating

the performance of our system at simultaneously handling four different degradations:

pose, occlusion, illumination and resolution, all in a fully-automated manner.

The major contribution of this work is in the representation and recovery of faces;

we accomplish both of these in a completely unsupervised, fashion - at no point during

the alignment, representation, recovery, or coefficient generation stages do we use la-

beled training data. We hence follow the “unsupervised” protocol for the LFW database.

Degradation estimation is also performed in a fully automated fashion, and we use the

unsupervised ‘Cosine” similarity metric on WKSVD-L1 coefficients, as defined earlier.

Our approach obtains an Area-Under-the-Curve (AUC) performance of 88.69, aver-

aged over the 10-folds of View 2. The averaged ROC curve obtained, as well as those of

best performing unsupervised techniques in literature, are demonstrated in Figure 4.23.
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The two techniques which outperform ours are the Pose-Adaptive Filter [191] and MRF-

MLBP [192], which extract sophisticated Gabor wavelet features and multi-resolution

LBP features, respectively. Clearly, our proposed technique is comparable to state-of-the-

art performance on this very difficult dataset, even though there is no advanced feature

extraction involved.

4.5.2 Large-Scale Face Recognition

There are several applications where near-field acquisition of the face is difficult or im-

possible, including field investigations, search & rescue operations, certain surveillance

systems, etc.. In several of these and other applications, the target database is also ex-

tremely large, often in the hundreds of thousands or millions of images.

We conducted a field test to verify performance of our system at faces acquired at

long range, by constructing an in-house dataset of a few subjects imaged at a distance

of several hundred metres, on the CMU campus. We captured 15 images of 7 subjects

at a distance between 300 − 350m, by using a reasonably sophisticated imaging system:

we used a tripod-mounted Canon EOS60D camera configured with a Canon 800mm tele-

photo lens with a 1.4x focal length extender. The images were captured in bright sunlight,

which caused several cast and attached shadows on the faces, as well as caused several

of the subjects to display a squinting/frowning expression. High-resolution images of

the same subjects were also captured under more controlled laboratory conditions, at a

different date.

We then set up a recognition experiment to test our system: the gallery consisted of

100,000 images taken from the Pinellas County Sherriff’s Office booking system, along

with the high-resolution images of the lab subjects, with the 15 distance captures as probe

images. The fiducial points were provided for each image, and they were also processed

for illumination as described in Section 2.4.2.

Our results, shown in Figure 4.24 demonstrate surprisingly good performance at this

test. 5 out of the 15 probe images were correctly matched to their corresponding targets

as the top rank, and 10 of them within the top 8 ranks.
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Figure 4.24: Experimental results for the large scale face recognition experiments. Each
pair consists of a matching probe (left) and target (right) image. The target dataset also
contains 100,000 other images taken from the Pinellas County Sherriff’s Office booking
system. The matching rank IDs are shown for each pair of images.
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Chapter 5

Conclusion and Future Work

There exist very few problems in today’s world of speedy scientific advancement, that

have captured and held the attention of as large a community of researchers for as long,

as has automated face recognition. At the outset, it appears to the non-specialist to be a

rather uncomplicated task - after all, if we humans are able to perform it so effortlessly

and regularly, then surely computers would be ably suited to do so as well. However, after

several decades of active exploration, inquiry and analysis, we are yet to see widespread

deployment of a stable, high-performance, effective, unconstrained system for large-scale

face recognition, which can overcome the many challenges posed by real-life. To do so

will require still several hundreds of more researchers, novel ideas, insights, experiments,

published papers, and constructed systems. This thesis aims to be but a small step in this

direction - it provides a new insight into this old problem, proposes a few solutions based

on this insight, and endeavors to convince the reader of the potential impact on the field.

To summarize the work: In this thesis, we have presented a novel, unified technique

for analyzing, synthesizing, and recognizing faces captured by various modalities, and

under a variety of often seen real-world circumstances. In Chapter 1, we expound upon

the importance of this problem, the potential benefits that it can provide, and the cur-

rent state of science in the field. The proposed system is motivated as the first work

to explicitly attempt face recognition under simultaneous conditions of 3D pose, par-

tial occlusions, low-resolution acquisition, and illumination artifacts such as shadows in

a single system. Our unification theory of these real-world degradations hinges on the

presumption that many of these intrinsic and extrinsic variations can be interpreted to

each be a recast as a missing-data or corrupted-data problem, in an adequately designed

representation for the face. Consequently, in Chapter 2, we design such a representa-
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tion from the ground up: we first scrutinize the requirements of such a framework, these

are shown to be threefold, incorporating the consistency over variations, completeness

of representation, and predictability of the impact of degradations. We evaluate popular

face representations used in literature, and design our approach to overcome their lim-

itations. We use existing theoretical advancements in Thin-Plate Splines to construct a

novel dense alignment technique which is amenable to multi-resolution, noise-tolerant

configuration, with a clear dichotomy in the representation of structure and texture of

the face. We are able to demonstrate that this framework can predict visibility of textures

under several pose variations. Illumination artifacts can also be handled, through the

manipulation of shadows and the use of a spherical harmonic model.

The representation model for faces is one half of our technical contribution; the recov-

ery of faces contained in this (and other) representations is the other half. Face recovery,

the focus of Chapter 3, is cast as the challenge of retrieving parts of the data vector which

are unobserved, and estimating those parts which are corrupted during observation. As

with most machine learning techniques, we approach this from a model-construction

perspective; we utilize a large corpus of available manually-processed face data to con-

struct linear models to span the domain of faces. The available data is incomplete and

noisy, these are unavoidable traits of any real-world data. We hence proposed two novel

algorithms for linear basis construction from this noisy data - one to compute a princi-

pal component basis, and the other to compute a sparsity-inducing basis. Both bases are

demonstrated to work well on several popular computer vision problems beyond that of

face analysis as well.

We perform an exhaustive evaluation of our proposed techniques on several of the

problems outlined, as well as combinations thereof, in Chapter 4. The system performs

admirably at synthesis, verification, and identification experiments, on data acquired un-

der controlled circumstances as well as real-world conditions. It outperforms popular

commercial and third-party systems on several problems, and can be configured as a

pre-processing tool to greatly improve the performance of these techniques.

5.1 A Note on Implementation

Most of the techniques presented in this thesis have been implemented as MATLAB©

scripts and use several of the MATLAB© toolboxes, including the Computer Vision Sys-

tem Toolbox, Image Processing Toolbox, Curve Fitting Toolbox, Optimization Toolbox,
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Signal Processing Toolbox, Parallel Computing Toolbox and Statistics Toolbox. Imple-

mentations of particular components, such as the computations of vertex normals, Spher-

ical Harmonic bases, Hartigan’s Dip Significance Test, and some plotting helper functions

were obtained from the MATLAB File Exchange website (http://www.mathworks.com/

matlabcentral/fileexchange/). Fast, C++ implementation of the Orthogonal Match-

ing Pursuit used in the WK-SVD algorithm was obtained from the SPAMS project at

INRIA (http://spams-devel.gforge.inria.fr/)), while the C++ implementation of

the Augmented Lagrange Multiplier technique for `1-minimization was obtained from

the authors of [179, 193] from their website (http://www.eecs.berkeley.edu/~yang/

software/l1benchmark/), and then altered for a fast GPU implementation.

The training of the linear bases were conducted on a single 64-core 2.8GHz AMD

server with 512GB of RAM. The WGHA basis was trained for 5 epochs of the training

data, which took about 45 days to compute, while the WK-SVD basis converged faster,

taking only about 10 days. The remainder of the experiments were conducted on a desk-

top system equipped with a quad-core 3.4GHz Intel processor, 32GB of RAM, and an

NVidia® GTX TITAN Black GPU. Our timing results indicate that the most computa-

tionally intensive portions of the system (other than the one-time training of the bases)

are the weighted `2 coefficient extraction, which takes about 1 second per input, and the

weighted `1 coefficient extraction, which takes about 3 seconds per input.

5.2 Future Research Directions

A quirk of scientific research is that it is never definitively complete, the same is true of

this thesis. There is vast room for improvement in every stage of the work, and there

exist several future pathways in which it can be developed, improved, and validated. We

briefly mention a few areas here which provide potential for further investigations.

• We have suggested three foundational principles on which we constructed our rep-

resentation model in Section 2.2: consistency, completeness, and predictable im-

pact under degradation. While these attributes sufficed for the applications of faces

explored in this thesis, one could also consider a fourth facet of the representation,

which may have far greater implications: Adaptability. An adaptable representation

would be able to independently capture facial deformation, structural transforma-

tions, etc., while still retaining discriminability between individuals. This would

enable the robust representations of faces under even more difficult degradations,
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such as aging, severe expressions, plastic surgeries and other facial strucure modifi-

cations. It is unclear whether the spline-based model presented here has this benefit

of adaptability, and it would be interesting to explore this in detail.

• The proposed techniques here are restricted to single-image or single 3D model ac-

quisition. In many cases, faces are acquired in continuous video streams, such as

surveillance scenarios, access control, etc.. Video offers many additional cues which

may help in the extraction of much more accurate models for the face, since there

is often much more information available in a video stream than in a single image.

One expects that the compact coefficient features extracted for different frames of

the same individual would for a tight cluster in the coefficient space, certain statis-

tics of this cluster such as the mode and variance could provide additional cues to

improve matching accuracy.

• The construction of a single basis for the entire gamut of faces, while certainly a

prudent first step, can be greatly improved upon. Humans intuitively classify faces

into certain categories, based on gender, ethnicity, age group, etc.. With sufficient

training data, one could conceivably construct ethno-gender-age-specific models,

and use appropriate model-selection techniques (such as automated soft-biometric

analysis) at test time for a particular face. This would lead to a more accurate anal-

ysis of the face, and more authentic synthesized models.

• Our development of the WGHA algorithm in Section 3.2 is strongly intuited, and

its performance is thoroughly validated through several experiments. However,

the criteria for its convergence are deeply entrenched in the quality of the data,

amount of missing/noisy observations, and the relationships between the variables.

It would be instructive to explore this in further detail, in order to expand the ap-

plicability of the technique.

• The WK-SVD algorithm presented in Section 3.3 is heavily dependent on the Or-

thogonal Matching Pursuit technique for sparse coding step. Replacement of this

OMP step with an `1-minimization objective may improve convergence accuracy, as

well as provide better results at test-time.

• While we have explored linear techniques in this thesis, kernelized extensions can

be much more impactiful, given sufficiently large amounts of training data. How-

ever, the existing literature on development of kernel techniques using weighted

data is sparse.
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• Several recent advancements in matching techniques may greatly improve the per-

formance of the system at recognition. Score normalization techniques for fixed gal-

leries, novel supervised distance metrics, and deep-learning frameworks are some

examples.

• We do not currently explicitly model common partial occlusions of the face, such as

facial hair and eyeglasses. Consequently, our system demonstrates a notable drop

in performance with data exhibiting these characteristics. We suggest incorporat-

ing a more explicit step for this - automated soft-biometric techniques can detect

the presence of these hindrances and segment and quantify their impact on the rep-

resentation directly.

• We do not currently model the rest of the cranial structure apart from the face,

since it is outside the scope of this work. Several applications, such as in computer

graphics, may require the recovery of an entire plausible head from the image. This

can be obtained by merging the obtained face structure onto a generic, or ethno-

gender-age-specific head structure.
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Appendix A

Additional Results & Analysis

The following is a list of additional and supplemental results and figures presented in

this Appendix:

• Figure A.1: Additional pose-frontalization results using the proposed techniques

on images taken from the FERET database.

• Figure A.2: ROC curves depicting pose-invariant recognition results using the pro-

posed techniques for verification on the FERET database.

• Figure A.3: ROC curves depicting performance degradation of the WKSVD-L1 co-

efficients with increasing levels of landmarking noise for pose-invariant verification

using the CMU Multi-PIE database.

• Figure A.4: ROC curves depicting performance degradation of the WKSVD-L1 co-

efficients with increasing levels of pose estimation noise for pose-invariant verifica-

tion using the CMU Multi-PIE database.

• Figure A.5: ROC curves depicting performance degradation of the WKSVD-L1 co-

efficients with increasing levels of landmarking noise for occlusion-tolerant verifi-

cation using the AR Face database.

• Figure A.6: Several images of occlusion recovery using the WKSVD-L1 method on

artificially synthesized occluded images on the AR Face database.

• Figure A.7: Super-resolution of low-resolution synthesized image from the CMU

Multi-PIE database using the WGHA-L2 technique.

• Figure A.8: Super-resolution of low-resolution synthesized image from the CMU

Multi-PIE database using the WKSVD-L1 technique.
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• Figure A.9: ROC curves depicting performance degradation of the WGHA-L2 coef-

ficients with increasing levels of landmarking noise for resolution-tolerant verifica-

tion using the CMU Multi-PIE database.
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Figure A.1: Sample images from the FERET database demonstrating the facial pose-
correction capability. Three example subjects are shown, for each subject the top row
is the input image (L to R, −40◦ to +40◦ in 10◦ increments), middle row (outlined in blue)
is the WGHA-L2 recovered image, and the bottom row (outlined in red) is the WKSVD-L1
recovered image.
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Figure A.2: Receiver Operating Characteristic (ROC) curves depicting performance of the
pose-invariant coefficient feature extraction for recognition using the FERET database.106
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Figure A.3: Receiver Operating Characteristic (ROC) curves depicting performance
degradation of the pose-invariant WKSVD-L1 coefficient feature extraction with increas-
ing levels of landmarking noise for recognition using the CMU Multi-PIE database. Also
shown is performance using an automatic landmarking engine [190]

.
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Figure A.4: Receiver Operating Characteristic (ROC) curves depicting performance
degradation of the pose-invariant coefficient feature extraction with noisy pose estimates
for recognition using the CMU Multi-PIE database.
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Figure A.5: Receiver Operating Characteristic (ROC) curves depicting performance
degradation of the Occlusion-tolerant WKSVD-L1 coefficient feature extraction with in-
creasing levels of landmarking noise for recognition using the AR Face database. Also
shown is performance using an automatic landmarking engine [190]

.
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5% 45%40%35%30%25%20%15%10% 50%

Figure A.6: Sample images of seven subjects from the AR Face database, occluded with
increasing levels of artificial occlusion, and de-occluded by using the WKSVD-L1 tech-
nique
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12px 5px6px8px10px 4px

Figure A.7: Sample images from the CMU Multi-PIE database demonstrating the facial
super-resolution capability using the WGHA-L2 recovered faces. Nine example subjects
are shown, one for each row, for each subject the leftmost image is shown, followed by
super-resolution of low-resolution inputs for 12,10,8,6,5, and 4 pixels of inter-ocular
distance.
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Figure A.8: Sample images from the CMU Multi-PIE database demonstrating the facial
super-resolution capability using the WKSVD-L1 recovered faces. Nine example subjects
are shown, one for each row, for each subject the leftmost image is shown, followed by
super-resolution of low-resolution inputs for 12,10,8,6,5, and 4 pixels of inter-ocular
distance.
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Figure A.9: Receiver Operating Characteristic (ROC) curves depicting performance
degradation of the resolution-tolerant WGHA-L2 coefficient feature extraction with in-
creasing levels of landmarking noise for recognition using the CMU Multi-PIE database.
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Appendix B

Facial Analysis & Pre-processing

The techniques outlined in this thesis are heavily reliant on certain pre-processing tasks.

Some of these tasks, such as occluded region annotation, have been introduced as analyst-
driven, a term which we use to indicate manual user input by a trained individual with a

certain degree of familiarity with the system and with face recognition in general. Some

other tasks, particularly face detection and face landmarking, form a fundamental step-

ping stone towards almost all facial analysis algorithms. Consequently, there has been

a relatively large research effort in addressing these problems in a fully-automated fash-

ion. In this appendix, we provide some background to these techniques, and provide the

reader with an estimate of state-of-the-art performance and algorithm maturity level. We

note that the techniques presented in this thesis are largely agnostic to the particular face

detection and landmarking technique used, and has been tested with multiple of these

options without significant variation in performance.

B.1 Automatic Face Detection

Face detection is loosely defined as the task of ascertaining the locations and sizes of faces

in an input image, upto a certain degree of precision. Most automated face detection tech-

niques work in a sliding-window fashion: they divide the image into several overlapping

regions of various sizes, and classify each such window as a face / non-face. At the time of

this writing, this has been an active field of research for several decades, and has matured

to the extent that the problem of localizing high-resolution, unoccluded, frontal faces in

images is largely solved, with researchers focusing on more difficult problems, such as

detecting occluded, low-resolution, off-pose faces.

115



There have been hundreds of reported approaches in literature to automatically detect

faces, especially since a foundational breakthrough in the field was discovered by Viola

& Jones [194]. Their approach worked well for near-frontal, unoccluded faces, and intro-

duced two fundamental principles: a boosted cascade framework, and the use of simple

Haar-like features which can be computed extremely quickly. With the incorporation of

this technique in the wildly popular OpenCV software library [195] it soon became the

de facto standard for several facial analysis softwares. The cascaded AdaBoost framework

is widely adopted, using several other types of features [196, 197] as well. In a number

of follow-up works [198, 199, 200], researchers also advocated the use of the alternate

boosting algorithms, such as RealBoost and GentleBoost, with improved results.

While boosting cascade approaches have enjoyed several successes, there are also sev-

eral other techniques which have made significant impacts on this field. Researchers have

tuned Bayesian discriminating features, by modeling the class of faces as a multivariate

normal distribution [201]. Support vector machines (SVMs), also known as maximum

margin classifiers, have been very successful as well, for both frontal [202] and multi-view

[203, 204] face detection problems. Another popular technique has been the construction

of neural network techniques. Early attempts at neural network frameworks [205, 206]

showed the potential of the method, while more recent Convolutional Neural Network

(CNN)-based approaches [207, 208, 209] have demonstrated superior performance. Re-

searchers have also explored bottom-up approaches, such as detecting localized parts of

faces [210, 211], representing these parts using wavelet variables, and learning the de-

pendency structure between parts by using a Bayesian network. The commercial Pittpatt

face detection software uses this approach, and has shown state-of-the-art performance

on public evaluation tests [212].

B.2 Automatic Face Landmarking

Given a detected face in an image, automatic face landmarking refers to the problem of

localizing finer aspects of facial structure, such as the relative positions, orientations, and

scales of various facial components, and is a key pre-processing step for the methods used

in this thesis, as well as most facial analysis, synthesis, and recognition techniques. Usu-

ally, the structure of the face is approximated by a set of semantically-defined landmarks,
such as the corners of the eyes, the tip of the nose, the tip of the chin, and the corners of

the mouth. While a few 10’s of these landmarks can be unambiguously defined, several
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landmarking schemes process a much larger set, which also contains pseudo-landmarks,
which are defined relative to facial attributes and orientation (such as the lowest point

on the chin), and semi-landmarks, which are defined in terms of other landmarks (such as

the mid-point of the nose bridge).

Traditional landmarking techniques are deformable shape modeling approaches, which

can be classified as Point Distribution Models (PDMs) [25], and which aim to approxi-

mate non-rigid deformations of the face as a linear transformation. To accomplish this

objective, a statistical model for the locations of the landmarks is built using a manually

annotated training set of images. A texture model for each landmark (also built using

the training set) acts as a local detector, and the fitting process is generally posed as an

iterative minimization procedure of local texture matching and regularization by means

of the global statistical shape model. Many variants of this basic framework for shape

modeling have been applied to face modeling [83, 213, 214, 215, 82]. However, since the

local texture detector used for each landmark is assumed to be conditionally indepen-

dent of another, it is generally infeasible to account for partial occlusions of the shape

which might affect multiple landmarks in a region. There have been a few attempts to

overcome the latter, by using statistical hypothesis testing [216, 213], RANSAC [217], or

by incorporating occluded training data [218].

Recent novel approaches have extended the capability of PDM-based approaches to

handle extremely unconstrained scenarios. The Exemplar-based Graph Matching (EGM)

[219] approach obtains the optimal landmark configuration by solving a graph matching

problem by using linear programming. Regression-based techniques have increased in

popularity due to high fitting speed. Conditional regression forests [220] learn the re-

lations between facial image patches and the location of feature points conditioned on

global facial pose.

We observe an interesting new trend in the space of facial landmarking: several tech-

niques perform face detection and landmarking simultaneously. While some earlier works

used bottom-up techniques to perform face detection [210, 211], they were restricted to a

few simple, mid-level facial features. Recent advancements, however, incorporate the lo-

cation of the face, the 3D pose, as well as locations of various fiducial points into a single

objective function [221, 222, 223], with surprisingly accurate results.
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Appendix C

Compressed Sensing and
`1-minimization

The conventional approach towards sampling signals for exact recoverability follow the

celebrated Nyquist-Shannon sampling theorem, i.e. the sampling rate must be at least twice

the maximum frequency present in the signal. For many real-world cases, such as the

one outlined in this thesis, the sampled information may be far lesser than this Nyquist
rate. For example, in several of the examples in this thesis, we recover faces sampled at

extremely low resolution, far below the required sampling density. The theory of Com-

pressed Sensing enables recoverability for these cases as well, beating the supposed op-

timal sampling rate, by exploiting domain-specific knowledge of the signal. Recent de-

velopments in `1 methods demonstrate significant advantages over their `0 counterparts,

while retaining performance, and so have enabled efficient, accurate methods to compute

the underlying signal. The WKSVD-L1 approach outlined in Section 3.3 exploits this

background, and provides encouraging results, as evidenced in the experimental evalua-

tion in Chapter 4.

In this appendix, we provide a basic introduction to the ideas of compressed sensing

and `1-minimization, since it is so heavily relied upon in this thesis. The reader is also

referred to several landmark papers in the field which provide a more thorough under-

standing of the topic.
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C.1 Fundamentals of Compressed Sensing

The foundational principles on which the theory of Compressed Sensing is constructed

are twofold: (a) Sparsity refers to the idea that for data belonging to a particular domain,

the number of degrees of freedom are often considerably smaller than the length of the

signal that is observed. Consequently, many natural signals may have concise represen-

tations when expressed as a linear combination of a (large, possibly over-complete) set of

basis vectors. (b) Incoherence expresses the idea that natural signals which have a sparse

representation in one domain may have a dense representation in a complementary do-

main. As an analogous example, a delta signal in the time/spatial domain is spread out

across the entire frequency spectrum.

Let us consider a signal (such as an image, feature representation, etc) f ∈Rd , which is

not observed in this expanded, direct space; rather, we only observe the signal via a lin-

ear sensing transformation matrix Φ ∈Rm×d ,m� d. Hence, the process of recovering the

exact value of f from observations y = Φf is ill-posed in general, there are many candi-

date signals which could lead to the same observation. This is the classical undersampling
problem, which Shannon theory provides maximal recoverability guarantees in the gen-

eral sense. Compressed sensing theory introduces a second matrix which captures the

domain of the signal of interest, the sparsity or representation basis Ψ, in which the signal

is known to have a sparse expansion. For example, the JPEG-2000 [224] system uses the

wavelet basis to capture image patch variations. The signal can hence be also represented

in this basis as an S-sparse expansion f = Ψx, where x contains only S non-zero entries.

Alternately, x could hypothesize one S-sparse approximation to f in this basis, with a very

low reconstruction error ‖f−Ψx‖22.

Given the observations y, the recovery of the original signal can be formulated to

exploit the sparsity in the representation basis, the solution being obtained using the

formulation f̂ = Ψx0, where

x0 = argmin
x
‖x‖0 subject to y =<Φ,Ψx > (C.1)

where ‖x‖0 refers to the `0 pseudo-norm which counts the number of non-zero compo-

nents in x. Several greedy algorithms have been proposed to minimize this objective

[184, 185]. The major obstacles faced are that (a) this solution is in general not unique,

and (b) this problem has been proved to be NP-hard. `1-minimization techniques replace
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this objective with the more tangible, convex alternative f̂ = Ψx1, where

x1 = argmin
x
‖x‖1 subject to y =<Φ,Ψx > (C.2)

There exist several methods to minimize this objective, this is still a very active field of

research. We describe some specific prominent algorithms for accomplishing this in the

next section. The use of the `1 norm as a sparsity-promoting function traces back sev-

eral decades [225], but its popularity greatly benefits from recent connections to mutual

coherence.

The construct of mutual coherence between the sensing and representation bases is

mathematically defined as:

µ(Φ,Ψ) =
√
nmax

j,k
‖ < ψ(·,k),φ(·,j) > ‖ (C.3)

Coloquially, it measures the distance between these bases; for example, a spatial basis

containing unit-shifted delta functions is maximally incoherent with a frequency space

basis. In a landmark result [226] the importance of mutual coherence to signal recover-

ability was definitively proved. It was shown that, if the number of measurements

m ≥ C.µ2(Φ,Ψ).S.log(d) (C.4)

for some positive constant C, then the original signal is exactly recoverable using `1-

minimization with high probability. Interestingly, the sparsity of the expansion S and

the mutual coherence between the bases play an integral role in this: if the signal has a

very sparse expansion in a particular basis, then the number of measurements required,

as well as the incoherence of the measurement basis may be low. This directly validates

`1 methods – they are not only efficient due to the convex formulation, but also provably

accurate for a variety of problems.

For compressed sensing techniques to be useful for real-world data, it would need to

also be able to handle unavoidable measurement noise. The robustness to such noise is

captured in the restricted isometry property. For simplicity, assume that we have a sensing

matrix A = ΦΨ, the RIP of A is a function of the sparsity S and a scalar constraint δ, and

is defined as:

(1− δ)‖x‖22 ≤ ‖Ax‖22 ≤ (1 + δ)‖x‖22 (C.5)
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Essentially, we can say that when the RIP property holds for a value of δ not too close

to one, then the linear transformation A approximately preserves Euclidean lengths and

distances of S-sparse signals. Equivalently, subsets of S columns of A can be consid-

ered nearly orthogonal. This property guarantees the existence of efficient and robust

algorithms for discriminating S-sparse signals based on their noisy, compressive mea-

surements.

There has been significant work relating to the construction of appropriate sensing

matrices for specific problems [227, 228], as well as analysis of particular types of such

matrices, such as random matrices, with several surprising results. For example, it was

found that random matrices are largely incoherent with most natural bases, enabling a

large family of randomized algorithms for basis construction. We refer the reader to more

complete overviews of Compressive Sensing literature [229, 230] for further details.

C.2 `1-minimization Methods

The problem of signal recovery from noisy measurements in a sparse domain is usually

formulated by relaxing the constraints in the traditional `1 formulation, also popularly

known as the Basis Pursuit Denoising (BPDN) problem:

x1 = argmin
x
‖x‖1 subject to ‖Ax− y‖22 ≤ ε (C.6)

where the small positive constant ε represents the maximum anticipated representation

noise in the system.

Clearly, there is much to be gained with the development of efficient algorithms for

solving the BPDN problem, and several such algorithms have been proposed in liter-

ature. For a thorough overview, we refer the reader to a recent review paper on the

topic [193]. The authors of this paper have also graciously provide implementations of

these algorithms, which we have used in this thesis. Popular algorithms include Gra-

dient Projection [175] (such as GPSR [231] or TNIPM [232], Homotopy [176], Iterative

Shrinkage-Thresholding [177], Proximal Gradient techniques [178] (e.g. FISTA [233]) and

Augmented Lagrange Multiplier techniques [234]. More recent developments include

Subspace-Pursuit [235], CoSaMP [236] and Bregman iterative algorithm [237]. None of

these techniques have been proven to outperform the others in the general case, however,

they may have significant advantages for specific types of problems, as they approach the
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optimization from different viewpoints.

For completeness, we will outline the framework of the Augmented Lagrangian tech-

nique used in this thesis (see Section 3.3).

C.2.1 Augmented Lagrangian Method (ALM)

Lagrange multiplier methods are perhaps the most popular class of algorithms for solving

convex optimization problems. FUndamentall, they replace constraints by incorporat-

ing a penalty term into the loss functional, which greatly penalizes infeasible solutions.

Traditional lagrange multiplier methods also form the basis of the Karush-Kuhn-Tucker

(KKT) conditions, which are first order necessary conditions for optimality, and form the

basis for several classes of optimization techniques.

Augmented Lagrangian methods differ from traditional Lagrangian penalty based ap-

proaches by simultaneously estimating the optimal solution of the problem as well as the

Lagrange multipliers themselves, in an iterative fashion. The augmented Lagrange func-

tion for the BPDN problem (Equation C.6) is given by

L(x,λ) = ‖x‖1 +
µ

2
|Ax− y‖22 +λT (Ax− y) (C.7)

where λ is a vector of Lagrange multipliers, and µ > 0 is a constant that determines the

penalty for infeasibility (replacing the ε introduced earlier). Initially, the values of the

optimal solution x̂ as well as the Lagrange multipliers which satisfy the sufficiency con-

ditions for optimality λ̂ are unknown. ALM provides an iterative procedure to simulta-

neously compute both of these values from an intial starting point:

xt+1 = argmin
x
L(x,λt) (C.8)

λt+1 = λt +µ(Ax− y) (C.9)

where t indicates the iteration number. These steps are repeated until convergence,

thereby finding the desired optimum. Note that the first step is a unconstrained convex

optimization, which can be solved easily by using several techniques such as FISTA [233].

Researchers have also developed a dual alternative to this algorithm, referred to as Dual

Augmented Lagrangian Method (DALM), which is much more efficient, and guaranteed

to converge to the same optimal value as the Primal form described here.
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Appendix D

An Overview of Matching Techniques

Computation of distance or similarity metrics form the heart of most major problems in

the field of Machine Learning, including classification, regression, and clustering, and

each of the methods we have used deliver distinct advantages for certain types of prob-

lems. We have used three distinct techniques to compute a similarity metric between fea-

ture vectors for the several recognition experiments conducted in this thesis: the Cosine

similarity metric, defined in Equation 4.1, Class-Dependent Feature Analysis similarity

(CFA) [187] and Large Margin Nearest Neighbors (LMNN) [186]. For completeness, in

this Appendix, we review the CFA and LMNN techniques.

D.1 Class-Dependent Feature Analysis (CFA)

CFA is a supervised method which in effect extracts meta-features from the provided data

samples, relying heavily on correlation filter theory. Correlation filters have been applied

with great success to face recognition in several previous works [238, 187]. Although

there exist several variants of correlation filters in literature, each of which is designed

to maximize/minimize a specific objective, we use perhaps one of the simplest forms

of correlation filter, known as the Equal Correlation Peak, Synthetic Discriminant Filter

(ECP-SDF) in our approach.

The intuition behind CFA is that, if one could compute a single scalar pseudo-distance

measure between a provided test sample and an entire class of training samples, then

a collection of such measures computed with several classes (each class providing one

scalar measure) would in itself provide a strong meta-feature. Cosine or euclidean dis-

tance between these meta-features would hence provide a reliable, discriminative sim-
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Figure D.1: A pictorial depiction of the CFA process. One ECP-SDF filter is constructed
per class, and at test time, a meta-feature of length c is created.

ilarity score for classification. Unlike a matched filter, which matches one template at

a time to a given signal, the ECP-SDF can obtain a filter template from several training

samples. One such filter is hence constructed for each class in the training data. The peak

correlation value between this filter and the test sample is used as the meta-feature metric.

Consider the entire training data of N signals belonging to c classes, to be contained

in a matrix X ∈ Rd×N . For each class, we construct an indicator (sometimes reffered to as

constraint) vector u ∈ RN×1, containing a value of 1 for corresponding positive training

examples, and a value of 0 or −1 for negative samples. In effect, this vector enforces the

peak correlation value of the filter with positive and negative samples to be distinctly

separated. The ECP-SDF filter hence aims to satisfy the condition:

XThECP−SDF = u (D.1)

the solution of which is easily obtained as the minimum `2 norm filter:

hECP−SDF = X(XTX)−1u (D.2)

One such filter is constructed per class in the training dataset. For each test sample,

the meta-feature is computed as the inner-product between the test sample feature and

the set of ECP-SDF filters, to obtain a feature vector of length c. A pictorial depiction of

this is shown in Figure D.1. For the experiments used in this thesis, the Cosine distance
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Figure D.2: (Figure taken from [186]) Schematic illustration of one input’s neighborhood
before training (left) versus after training (right). The distance metric is optimized so
that: (i) its k=3 target neighbors lie within a smaller radius after training; (ii) differently
labeled inputs lie outside this smaller radius by some finite margin. Arrows indicate the
gradients on distances arising from different terms in the cost function.

is used to obtain the final similarity measure for classification.

D.2 Large Margin Nearest Neighbors (LMNN)

Fundamentally, LMNN is a convex optimization technique to learn a Mahalanobis dis-

tance metric to accurately group/isolate data samples, such that the k-nearest neighbors

of each sample belong to the same class, while samples from other classes are separated

by a large margin. The Mahalanobis distance metric takes the form:

DM(xi ,xj) = (xi − xj)
TM(xi − xj) (D.3)

where M is a positive, semi-definite matrix which defines a global linear transformation

of the input space.

Consider a labeled dataset containing data vectors {xi} ∈ Rd , i ∈ [1 N ], along with cor-

responding class labels {yi}. The primary intuition behind the LMNN technique is that,

for each training sample xi , its k nearest neighbors, using the inferred distance metric,

should all belong to the same class. Furthermore, training samples belonging to differing

classes should be separated by a significant margin.

The technique works by determining the nearest (in the Euclidean sense) k same-class
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neighbors for each input sample, termed as target neighbors in the original paper [186],

and indicated by the indices j i. One half of the proposed loss function will attempt to

penalize large distances between samples within these sets. Conversely, the second term

in the loss function penalizes small distanced between all differently labeled examples.

Put together with a balancing parameter µ, the assembled loss function becomes:

ε(M) = (1−µ)
∑
i,j i

DM(xi ,xj) +µ
∑
i,j i

∑
l

(1− yil)[1 +DM(xi ,xj)−DM(xi ,xl)]+ (D.4)

where + refers to the standard hinge loss function, and yil is an indicator variable which

equals 1 if yi = yl and 0 otherwise. This loss function is convex, and can be solved over the

space of positive semidefinite matrices M. Introduction of non-negative slack variables

to allow certain violations of the margin enable this to be reformulated as a semidefinite

program (SDP), a class of problems which has been well studied, and for which efficient,

accurate solvers exist. A pictorial depiction, taken from the original paper [186], showing

the intuition behind this loss function, and targeted impact on the final data distribution

in the obtained metric, is shown in Figure D.2.

We use the LMNN technique as a supervised distance learning algorithm: our training

data provides a sufficiently large corpus of feature vectors along with class labels, this is

used to optimize the mahalanobis parameter M. The test data is assumed to encapsulate

similar characteristics to the training data, and hence we use the trained distance metric

to measure similarity between unseen pairs of test features.
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