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Deep Reinforcement Learning Control
of White-Light Continuum Generation:
supplemental document

In this supplemental document we provide a formal description of Deep Reinforcement learning,
together with a more detailed presentation of the training procedure of the RL agent described in
the main text.

1. ACTOR-CRITIC DEEP REINFORCEMENT LEARNING

Reinforcement Learning (RL) is a model-free control methodology that aims at controlling a
dynamical system of the form

st+1 = h(st, at), st ∈ S , at ∈ A, t ∈ T , (S1)

in which st and at are the state of the system and its control action at time t ∈ T , the sets S ,A are
their corresponding admissible domains and h : X × U → X is in principle a stochastic function
that models the controlled dynamics of the system. In a RL setting, the controller receives from
the controlled system a reward r(st, at, st+1) : S ×A× S → R that captures the quality of the
proposed control action in terms of the system’s performance towards archiving a an arbitrary
goal (e.g., stabilizing an unstable system such as a cart-pole, obtaining a high score in a video
game, maximizing sales revenue, ...). The goal of a RL controller is then to determine an optimal
control law π(st) : S → A, that takes the name of policy in the literature, to determine the
optimal control actions for every state st, so that the overall cumulative reward obtained over the
controlled time horizon T is maximized.

A useful concept in RL that is used in several of its most popular variants, is the one of state-
action value function Qπ(st, at). This quantity is the expected discounted total reward of the
system visiting state st at time t, choosing action at and following the policy π thereafter for the
last T − t time steps:

Qπ(st, at) = Eπ

[
T−1

∑
k=t

γk−tr(sk, ak, sk+1)

]
, (S2)

where 0 < γ < 1 is the so-called discount factor that weights immediate versus delayed rewards.
To determine the optimal policy π∗, the agent exploits a learned approximation of the value
function Eq. (S2) obtained from the experienced states, actions and rewards. The process of
learning the approximation of the state-action value function is one of the main characterizing
factors of the various RL algorithms, which range from tabular methods such as Q-Learning and
SARSA [1] to functional approximation solutions such as Deep-Q-Networks [2].

The training of a RL agent is an iterative process in which the controller is left free to interact
with the system (or a simulator) for a time window (called "episode" in the literature), starting
from random initial conditions. After some time steps (at the end of the episode), the system is
re-initialized to new random initial conditions to ease the exploration of the system dynamics
over all the admissible states.

The controller implemented in the paper is based on the actor-critic paradigm, meaning that
it uses a pair of neural networks (NNs) trained with different purposes: the actor network
approximates the policy π(st), so the mapping between states and actions, while the critic
network approximates the state-action value function Q(st, at) [1]. The advantage of actor-critic
solutions comes from their ability to cope with continuous state and action spaces, enabling the
control of complex dynamical systems [3] in tasks that are typically addressed by traditional,
model-based, optimal controllers. The algorithm selected was Twin Delayed DDPG (TD3) [4],
one of the state of the art solutions in the field together with Soft-Actor-Critic [5]. The technical
details regarding the algorithm can be found in [4], but we mention that the training of the
proposed controller involved a total of 4 critic networks, all with the same architecture, and a
single, different, actor network.



2. TD3 IMPLEMENTATION AND TRAINING

The chosen implementation for the RL agent is a TD3 provided by Stable Baselines [6], one of
the most common implementation, for scientific benchmarks. The actor and the critic networks
have similar structures. Each of them is constituted by 2 layers of 64 neurons each with Rectified
Linear Unit (ReLU) [7] activation functions. The actor network is provided with an output layer
made of three neurons, one for each actuator, activated with a tanh function, whose output in the
range [−1, 1] is then scaled to be used as a new absolute position for each actuator. On the other
hand, the critic output layer is made of a single neuron with a linear activation function, yielding
the expected return rt for a given state-action pair.

The input-output pairs experienced by the Agent are stored in the replay buffer. Due to the
strong nonlinear nature of the WLC generation process, only a small region of the entire phase
space corresponds to an active generation of light. Therefore, a large part of actions taken by the
agent result in a final dark state, i.e. a state with no WLC, and have low reward values. To avoid a
Replay Buffer biased by uninformative transitions, only 10% of the transitions with rt ≤ 10 enter
the Replay Buffer. In this way, actor and critic NNs can be trained with relevant data for WLC
generation.

The training of actor and critic networks is performed during the exploration phase described
in the main text, at each temporal step. After taking an action, and observing the corresponding
reward, a batch of 128 transitions is drawn from the Replay Buffer and used to perform an update
(forward and backward pass [7]) of the parameters of the actor and critic networks, following the
procedure described in [4]. Both actor and critic networks are therefore updated synchronously
with the exploration of the environment by the agent.

The speed of the entire optimization process is limited, in our case, by the actuator movements.
Each action is performed within a few seconds so that the overall time for the training is of the
order of 20 minutes.

To take a closer look to the kind of actions undertaken by the agent during the different phases
of the control, we refer the reader to Fig. S1. As the light spectrum is repeatedly sampled during
the movement of the actuators for each action to compute the reward, the number of collected
spectra for each action can be used as a proxy to the amplitude of the movement performed by
the agent. We observe that at the beginning of a typical evaluation episode (i.e. when the WLC
generation is not active and the actuator position is random) the amplitude of the actions is rather
large, but, as soon as the agent manages to activate WLC, the actions significantly reduce in size
and the nature of the control becomes a fine tuning to maintain an active and stable WLC.
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Fig. S1. Amplitude of actions taken by the agent during three typical evaluation phases (see.
Fig. 4). The amplitude is obtained from the number of spectra sampled during the movement
of the actuators.
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