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ABSTRACT

Srinivasan, Gopalakrishnan PhD, Purdue University, December 2019. Training Spik-
ing Neural Networks for Energy-Efficient Neuromorphic Computing. Major Profes-
sor: Kaushik Roy.

Spiking Neural Networks (SNNs), widely known as the third generation of artifi-

cial neural networks, offer a promising solution to approaching the brains’ processing

capability for cognitive tasks. With more biologically realistic perspective on input

processing, SNN performs neural computations using spikes in an event-driven man-

ner. The asynchronous spike-based computing capability can be exploited to achieve

improved energy efficiency in neuromorphic hardware. Furthermore, SNN, on account

of spike-based processing, can be trained in an unsupervised manner using Spike Tim-

ing Dependent Plasticity (STDP). STDP-based learning rules modulate the strength

of a multi-bit synapse based on the correlation between the spike times of the input

and output neurons. In order to achieve plasticity with compressed synaptic memory,

stochastic binary synapse is proposed where spike timing information is embedded in

the synaptic switching probability. A bio-plausible probabilistic-STDP learning rule

consistent with Hebbian learning theory is proposed to train a network of binary as

well as quaternary synapses. In addition, hybrid probabilistic-STDP learning rule in-

corporating Hebbian and anti-Hebbian mechanisms is proposed to enhance the learnt

representations of the stochastic SNN. The efficacy of the presented learning rules

are demonstrated for feed-forward fully-connected and residual convolutional SNNs

on the MNIST and the CIFAR-10 datasets.

STDP-based learning is limited to shallow SNNs (<5 layers) yielding lower than

acceptable accuracy on complex datasets. This thesis proposes block-wise complexity-

aware training algorithm, referred to as BlocTrain, for incrementally training deep



xix

SNNs with reduced memory requirements using spike-based backpropagation through

time. The deep network is divided into blocks, where each block consists of few convo-

lutional layers followed by an auxiliary classifier. The blocks are trained sequentially

using local errors from the respective auxiliary classifiers. Also, the deeper blocks are

trained only on the hard classes determined using the class-wise accuracy obtained

from the classifier of previously trained blocks. Thus, BlocTrain improves the training

time and computational efficiency with increasing block depth. In addition, higher

computational efficiency is obtained during inference by exiting early for easy class

instances and activating the deeper blocks only for hard class instances. The ability

of BlocTrain to provide improved accuracy as well as higher training and inference

efficiency compared to end-to-end approaches is demonstrated for deep SNNs (up to

11 layers) on the CIFAR-10 and the CIFAR-100 datasets.

Feed-forward SNNs are typically used for static image recognition while recurrent

Liquid State Machines (LSMs) have been shown to encode time-varying speech data.

Liquid-SNN, consisting of input neurons sparsely connected by plastic synapses to

randomly interlinked reservoir of spiking neurons (or liquid), is proposed for unsuper-

vised speech and image recognition. The strength of the synapses interconnecting the

input and liquid are trained using STDP, which makes it possible to infer the class

of a test pattern without a readout layer typical in standard LSMs. The Liquid-SNN

suffers from scalability challenges due to the need to primarily increase the number

of neurons to enhance the accuracy. SpiLinC, composed of an ensemble of multiple

liquids, where each liquid is trained on a unique input segment, is proposed as a

scalable model to achieve improved accuracy. SpiLinC recognizes a test pattern by

combining the spiking activity of the individual liquids, each of which identifies unique

input features. As a result, SpiLinC offers comparable accuracy to Liquid-SNN with

added synaptic sparsity and faster training convergence, which is validated on the

digit subset of TI46 speech corpus and the MNIST dataset.
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1. INTRODUCTION

Deep learning has ushered in the current era of ubiquitous artificial intelligence by

demonstrating state-of-the-art results across several cognitive tasks including visual

image recognition [1,2], speech recognition [3], and decision making [4,5], among other

tasks. In fact, researchers in [5] recently demonstrated a deep learning network trained

completely using reinforcement learning [6], without human intervention, achieving

superhuman performance in the game of Go. Despite the unprecedented success, there

exists wide computational efficiency gap between the deep learning networks and the

human brain, which is capable of performing wide range of cognitive and sensorimotor

tasks in parallel. This has motivated the exploration of Spiking Neural Networks

(SNNs), regarded as the third generation of artificial neural networks, which provide

a promising solution to approaching the brains’ efficiency for performing cognitive

tasks. The following section provides a brief overview of SNNs.

1.1 Spiking Neural Networks

The advancements in computational neuroscience and cortical brain simulations

have led to tremendous progress in the development of brain-inspired computing mod-

els over the past few years. Spiking Neural Networks (SNNs) constitute an important

class of cognitive computing models, which aim to mimic the computational efficiency

of the human brain. SNNs process and encode information temporally using action-

potentials or spikes. The asynchronous sparse spike-based computations can lead to

enhanced computational efficiency over present-day deep learning models that oper-

ate with real-valued inputs. SNNs have attracted multi-dimensional research efforts

ranging from algorithms to devices, circuits, and architectures in a quest to realize

computationally efficient neuromorphic systems capable of real-time on-chip learning.
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The following section surveys prior algorithmic- and hardware-level research efforts

on SNNs, and highlights the key contributions of this dissertation.

1.2 SNN Architecture, Training Methods, and Hardware Realizations

1.2.1 Feed-forward SNNs

Training SNNs is challenging because of the need to effectively use spike timing in-

formation while overcoming the discontinuous nature of spike trains. The training al-

gorithms for SNNs can be broadly categorized into Spike Timing Dependent Plasticity

(STDP) based localized learning rules, spike-based error backpropagation, and ANN-

SNN conversion [7–11]. The principal focus of this thesis is on training algorithms

for efficient spike-based representation learning based on STDP and spike-based error

backpropagation. The basic computational unit of a feed-forward SNN is a group of

input (pre) neurons connected by weighted synapses to an output (post) neuron. The

input pre-spikes get modulated by the synaptic weights to generate resultant current,

which influences the spiking behavior of the post-neuron. Spike Timing Dependent

Plasticity (STDP) [12] is a bio-plausible learning mechanism widely used for unsu-

pervised training of SNNs. STDP-based learning rules [13] modulate the synaptic

weight based on the correlation between the spike times of the pre- and post-neurons.

The spike timing information is encoded in the bit-precision of the synaptic weight.

In order to compress the synaptic memory and enhance the computational efficiency

of SNNs, researchers in [14, 15] proposed binary SNN that uses one-bit precision for

the synaptic weights. In this dissertation, binary (one-bit) and quaternary (two-bit)

SNNs trained with STDP-based stochastic learning rules are proposed, where spike

timing information is embedded in the synaptic switching probability. The efficacy of

the proposed stochastic STDP learning rules are demonstrated using fully-connected

SNN [16], consisting of an input layer fully-connected via binary or quaternary synap-

tic weights to neurons in the excitatory layer followed by an inhibitory layer, trained

on the MNIST dataset [17]. Performing stochastic STDP on the input to excitatory



3

synaptic connections enables each excitatory neuron to self-learn general representa-

tion of a unique class of input patterns in the synaptic weights and spike for similar

test patterns. However, the two-layer fully-connected SNN suffers from scalability

challenges because of the need to increase the number of excitatory neurons for en-

hancing the classification accuracy. Deep residual convolutional SNN, consisting of

an input layer followed by series of stacked convolutional layers, pooling layer, and

fully-connected layers, is presented as a scalable architecture to achieve improved

classification accuracy with compressed synaptic memory. Efficient representation

learning using stochastic STDP is demonstrated for residual convolutional SNNs on

the CIFAR-10 dataset [18].

STDP-based unsupervised [16, 19–21] and semi-supervised learning algorithms

[22–25] have thus far been restricted to shallow SNNs (with <5 layers) yielding con-

siderably lower than acceptable accuracy on complex datasets like CIFAR-10 [26,27].

In order to scale the networks much deeper, spike-based error backpropagation algo-

rithms using surrogate gradient approximation for the discontinuous spiking neuron

model have been proposed for the supervised training of SNNs [28–35]. Spike-based

backpropagation is both compute- and memory-intensive due to the need to integrate

error gradients through time. This thesis proposes BlocTrain, which is a block-wise

divide-and-conquer based incremental methodology for memory-efficient training of

deep SNNs using spike-based backpropagation through time. The deep SNN is divided

into blocks, each of which consists of few convolutional layers followed by a classifier.

The blocks are trained sequentially using local errors from the auxiliary classifiers.

BlocTrain precludes the need for end-to-end error backpropagation, thereby, improv-

ing the compute and memory efficiency during training. After a given block is trained,

the classes are categorized into easy and hard groups based on the class-wise accuracy

on the test set. The deeper blocks are then trained only on the hard class instances,

leading to reduced training effort (or time) with increasing block depth. In addition,

every block is equipped with a hard class detector, which is trained to perform binary

classification between the easy and the hard class instances. The hard class detector
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is used during inference to terminate early for easy class instances and activate the

deeper blocks only for hard class instances. The capability of BlocTrain to provide

improved accuracy as well as higher training (compute and memory) and inference

(compute) efficiency relative to end-to-end approaches is demonstrated for deep SNNs

on the CIFAR-10 and the CIFAR-100 datasets.

At the hardware-level, significant research efforts are being expended towards the

development of specialized hardware for efficient realization of SNNs. This is moti-

vated by the inability of the von-Neumann computing architectures with decoupled

processing and memory units to harness the massive parallelism and event-driven

computing capability offered by SNNs. SpiNNaker [36], IBM TrueNorth [37], and In-

tel Loihi [38] are some examples of neuromorphic computing platforms realized using

digital CMOS VLSI circuits. However, CMOS-based implementations are area- and

power-intensive due to the mismatch of the spiking neuronal and synaptic circuits

with the underlying neuronal and synaptic dynamics. In this regard, emerging na-

noelectronic devices capable of naturally mimicking the spiking neurons [39–41] and

synapses [42–45] have been proposed as potential candidates for achieving much im-

proved energy efficiency over CMOS-only realizations. However, as the technology is

scaled, the (multilevel) synaptic devices suffer from limited bit-precision while being

significantly impacted by noise. Binary synapses, on the other hand, are capable of

exploiting the noisy device characteristics to achieve plasticity. In this dissertation,

Magnetic Tunnel Junction (MTJ)-heavy metal (HM) heterostructure is proposed as

a stochastic binary synapse, wherein the stochastic switching behavior of MTJ in

the presence of thermal noise is exploited to naturally mimic the synaptic dynamics.

The proposed spintronic synapse enables ultra-low voltage (order of few milliVolts)

operation compared to other post-CMOS technologies like memristive [42] and phase-

change devices [43] that necessitate higher read and programming voltages (order of

few Volts). MTJ-HM based spintronic crossbar and necessary peripheral circuits are

presented for the energy-efficient realization of stochastic SNN with on-chip learning

capability.
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1.2.2 Recurrent Liquid State Machines

Feed-forward fully-connected and convolutional SNNs discussed in the previous

section 1.2.1 are commonly used for static image recognition. Recurrent reservoir [46]

or liquid computing models [47–49] have been shown to encode time-varying speech

and video data. Liquid State Machine (LSM), a well established liquid computing

model, consists of an input layer sparsely connected via synapses whose weights are

fixed a priori to a reservoir of spiking (excitatory and inhibitory) neurons, termed liq-

uid, followed by a readout layer. The recurrent-liquid connectivity and the non-linear

neuronal dynamics enable the liquid to generate high dimensional spike patterns (liq-

uid states) for varied inputs, which are subsequently fed to the readout layer trained

using supervised algorithms to infer the class of an input pattern. LSMs are attractive

for neuromorphic hardware implementations since the input to liquid and recurrent-

liquid synaptic weights are fixed while only the liquid to readout weights are trained,

leading to reduction in the number of trainable parameters. Training such LSMs is

challenging for pattern (image/speech) recognition tasks that have sufficient intra-

class differences and inter-class similarities. The complex datasets negatively impact

the ability of a liquid to produce linearly separable states for distinct inputs. Prior

research efforts attempted to improve the liquid efficacy by training the recurrent con-

nections [28, 50–54], which nonetheless require a readout layer. Recently, researchers

in [55] demonstrated a liquid capable of sequence generation (specifically, words)

without using a linear readout, and relying on the dynamics of the liquid obtained

by training the recurrent connections to perform character-by-character prediction.

In this dissertation, the burden of training the recurrent connections is relaxed. In-

stead, the unique non-linear representations produced by a liquid with fixed recurrent

connections are used to perform recognition.

The input to liquid-excitatory synaptic weights are trained using STDP, which en-

ables unsupervised inference without a readout layer. When a time-varying input, for

instance, a speech signal is fed to the liquid, the recurrent-liquid connectivity causes
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a group of excitatory neurons to fire. Performing STDP on the input to excitatory

synaptic weights causes these neurons to learn the temporal dynamics of the presented

input, which effectively renders them sensitive to similar input patterns. Hence, the

excitatory neuronal spiking activity can be directly used for inference. The proposed

Liquid-SNN, trained in an unsupervised manner on a subset of spoken digits from

the TI46 speech corpus [56], is demonstrated to achieve comparable accuracy to that

provided by LSMs trained using supervised algorithms. In order to further highlight

the generality of Liquid-SNN across different application domains, the Liquid-SNN

is trained with STDP to self-learn image patterns. STDP enables the synapses con-

necting each excitatory neuron to encode a representation of an image pattern. The

recurrent inhibition assists in differentiating the receptive field of various excitatory

neurons. The efficacy of Liquid-SNN for image recognition is validated by training it

to infer handwritten MNIST digits [17]. Nevertheless, the Liquid-SNN suffers from

scalability challenges due to the need to primarily increase the number of neurons to

enhance the classification accuracy.

Spiking Liquid-Ensemble Computing, referred to as SpiLinC, which is composed

of a distributed arrangement of multiple liquids, is proposed as a scalable alternative.

Ensemble methods previously proposed in literature [57, 58] typically entail multiple

weak classifiers trained on the same input data, where diversity in the individual

classifiers leads to improved inference accuracy [59]. In this dissertation, divide-

and-learn methodology is used to train SpiLinC, which is inspired by recent works on

ensemble learning in fully-connected SNN trained for MNIST digit recognition [60,61].

It is important to note that SpiLinC is a sparser universal computing model that is

capable of unsupervised multimodal learning. Each liquid forming the ensemble is

trained in parallel on a distinct segment of the input patterns as described in [61].

The individual liquids consequently learn low-level attributes characterizing different

input patterns. SpiLinC thereafter produces inference based on the combined spiking

activity of the constituting liquids. The results indicate that SpiLinC, with sufficient

number of neurons per liquid, performs on par with similarly sized Liquid-SNN. The
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comparable learning efficiency is achieved with improved synaptic sparsity and fewer

training examples, both of which can be exploited to achieve significant energy savings

in neuromorphic hardware implementations.

1.3 Summary

This chapter reviewed the fundamentals of SNNs including the feed-forward fully-

connected and convolutional topologies for image recognition, recurrent liquid state

machine for speech recognition, and SNN training algorithms varying in degrees of

bio-fidelity. In addition, it surveyed existing CMOS and post-CMOS platforms pro-

posed for energy-efficient implementation of SNNs. Last, it outlined the algorithmic-

and hardware-level contributions of this dissertation. The rest of this dissertation

is organized as follows. Chapter 2 describes the proposed stochastic STDP rules for

training feed-forward fully-connected SNNs, and their energy-efficient implementation

using a crossbar array of spintronic (MTJ-HM) synapses. Chapter 3 demonstrates the

applicability of stochastic STDP for training residual convolutional SNN (≤5 layers)

on complex datasets like CIFAR-10. Chapter 4 presents the BlocTrain methodology

for efficient training and inference of much deeper convolutional SNNs (≥9 layers).

Chapter 5 details the proposed Liquid-SNN (single liquid architecture) and SpiLinC

(liquid-ensemble architecture) for unsupervised speech and image recognition. Fi-

nally, chapter 6 concludes this dissertation.
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2. MAGNETIC TUNNEL JUNCTION BASED

STOCHASTIC SPIKING NEURAL NETWORK FOR

ENERGY-EFFICIENT NEUROMORPHIC COMPUTING

2.1 Introduction

Spiking Neural Networks (SNNs) offer a promising solution for realizing intelligent

neuromorphic systems that require lower computational effort than the state-of-the-

art deep neural networks. The intrinsic sparse event-driven processing capability of

SNNs, which entails neuronal computations and synaptic weight updates only in the

event of a spike fired by the constituting neurons, naturally leads to improved energy

efficiency in neuromorphic hardware implementations. Spike Timing Dependent Plas-

ticity (STDP) [12] is a localized plasticity mechanism used to achieve unsupervised

learning in SNNs. STDP-based learning rules [13] modify the strength (or weight) of

a synapse interconnecting a pair of input (pre) and output (post) neurons depending

on the degree of correlation between the respective spike times. The spike timing in-

formation is encoded in the bit-precision of the synaptic weight. In an effort to reduce

the synaptic memory footprint and further the computational efficiency of SNNs, bi-

nary synapses are proposed, wherein the spike timing information is embedded in the

synaptic switching probability.

Binary synapses require a probabilistic learning rule to prevent rapid switching

of the weights between the allowed levels, which could otherwise render the synapses

memoryless. STDP-based probabilistic learning rule, referred to as P-STDP, which

is consistent with the commandments of Hebbian learning [62], is proposed to effec-

tuate plasticity in binary synapses. According to the P-STDP learning rule, a binary

synapse is conditionally potentiated (depressed) to its logic ‘high’ (‘low’) state if a

pre-spike precedes (follows) a post-spike, which indicates causal (anti-causal) relation-
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ship between the pre- and post-spikes. The synaptic switching probability decreases

exponentially with increasing differences between the pre- and post-neuronal spike

times. The exponential dependence of the synaptic weight change on spike timing is

biologically plausible and has been observed in the rat hippocampus [12].

The intrinsic stochasticity of binary synapses sometimes results in spurious synap-

tic potentiation and depression events. This can be alleviated by acutely suppressing

the switching activity with increasing differences between the spike times of the pre-

and post-neurons. Doing so could adversely impact the capability of the synapses to

learn general representation of the input patterns. In order to improve the learning

efficiency, significance driven long-term short-term (LT-ST) synapse is proposed. The

LT-ST synapse, which is composed of two unique binary synaptic units, is inspired by

the long-term and short-term partitions constituting the human memory [63]. The LT

synapse is strengthened for strongly correlated input features, where the connected

post-neuron fires immediately following an input pre-spike. On the contrary, the ST

synapse potentiates with greater probability for larger spike time differences to learn

distinct features of every class of input patterns. It also forgets at a higher rate than

the LT synapse, which is therefore attributed greater significance.

Stochastic synapses realized using the conventional CMOS technology are area-

and power-intensive due to the fundamental mismatch of the synaptic circuits with the

underlying synaptic dynamics. On the other hand, emerging post-CMOS technologies

like spintronic devices exhibit intrinsic stochastic switching behavior in the presence of

thermal noise. The Spin Transfer Torque Magnetic Tunnel Junction (STT-MTJ) [15]

has been previously demonstrated to mimic a stochastic binary (one-bit) synapse. In

this dissertation, three-terminal MTJ-heavy metal (HM) heterostructure with decou-

pled spike-transmission and programming current paths is presented as a stochastic

binary synapse. In the spike-transmission phase, the voltage spike produced by a pre-

neuron gets modulated by the MTJ conductance to generate resultant current into

the output post-neuron. During the learning phase, charge current is passed through

the HM, which injects spin current in the MTJ due to spin-Hall effect being the dom-
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inant physical mechanism [64, 65]. Synaptic plasticity is achieved by the stochastic

switching behavior of MTJ in the presence of thermal noise. The decoupled spike-

transmission and programming current paths provided by the proposed spintronic

synapse is desirable in neuromorphic hardware implementations with on-chip learning

capability as was previously demonstrated for domain-wall based multilevel spintronic

synapse [45]. Energy-efficient operation of MTJ-HM based spintronic crossbar along

with necessary peripheral circuits for realizing on-chip learning is demonstrated using

a device to system-level simulation framework. Overall, the key contributions are:

1. Binary (one-bit) and quaternary (two-bit) synapses and the associated STDP-

based probabilistic learning rules are proposed for energy-efficient object recog-

nition with compressed synaptic memory.

2. The proposed learning rules are demonstrated for fully-connected SNN trained

on the MNIST dataset.

3. Three-terminal MTJ-HM heterostructure with decoupled spike-transmission and

programming current paths is proposed for the energy-efficient realization of the

stochastic binary synapse.

4. Device to system-level simulation framework is developed to validate the efficacy

of the MTJ-HM based spintronic crossbar for object recognition.

2.2 Computational Model of Spiking Neuron and Synapse

SNN typically consists of input pre-neurons connected by weighted synapses to

output post-neurons as shown in Fig. 2.1. The neurons transmitting the spikes, for

example, the vertical array of neurons in Fig. 2.1, are referred to as pre-neurons. The

pre-neuronal spikes get modulated by the synaptic weights to produce resultant post-

synaptic current, which leaks exponentially in the time interval between successive

pre-neuronal spikes. The Leaky Integrate-and-Fire (LIF) model [16] is used to simu-

late the post-neuronal spiking dynamics. An LIF neuron integrates the post-synaptic
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Fig. 2.1. A typical SNN consisting of an array of pre- and post-
neurons interconnected by weighted synapses. The pre-neuronal spike
(Vpre) gets modulated by the synaptic weight (w) to generate resultant
post-synaptic current (Ipost). The post-neuron integrates the current
leading to an increase in its membrane potential (Vmem), and spikes
if the potential exceeds a certain threshold (θ).

current, leading to an increase in its membrane potential that subsequently decays

exponentially. The LIF neuron spikes when its membrane potential exceeds a definite

threshold. The neuronal membrane potential is thereafter reset, its firing threshold

is raised, and the neuron is prevented from spiking for a certain ensuing time inter-

val designated as the refractory period. These mechanisms collectively regulate the

post-neuronal spiking activity and facilitate competitive learning in SNNs.

2.3 Proposed Stochastic Synapse Configurations and Learning Rules

2.3.1 Probabilistic STDP for Binary (One-bit) Synapse

Probabilistic STDP, referred to as P-STDP, is proposed to train a binary synapse,

wherein the synaptic switching probability depends on the timing correlation between

the spiking activities of the pre- and post-neurons. Accordingly, if a pre-spike causes a

post-neuron to fire, the corresponding synapse is probabilistically potentiated to logic
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Fig. 2.2. Probabilistic STDP (P-STDP) learning rule for a binary
synapse, wherein the probability of potentiation and depression is
exponentially related to the difference between the spike times of the
pre- and post-neurons (tpost − tpre).

‘high’ state since there is positive timing correlation between the respective spikes.

On the contrary, if the pre-neuron fires following a post-neuronal spike, the synapse is

conditionally depressed to logic ‘low’ state since there is negative timing correlation

between the respective spikes. Stochastic synaptic potentiation (depression) is per-

formed in the positive (negative) STDP timing window, which is in agreement with

the principles of Hebbian learning [62]. The probability of potentiation and depres-

sion is exponentially related to the difference between the spike times of the pre- and

post-neurons as shown in Fig. 2.2 and described by

PLow→High = γpot e
−∆t
τpot , if ∆t = tpost − tpre > 0 (2.1)

PHigh→Low = γdep e
+∆t
τdep , if ∆t = tpost − tpre < 0 (2.2)

where PLow→High and PHigh→Low are the probability of potentiation and depression,

respectively. The synaptic learning efficacy is dependent both on the peak switching

probability and the time constant governing the rate of potentiation (γpot, τpot) and

depression (γdep, τdep). Fig. 2.2 indicates that the peak probability of potentiation is

limited to 15%. This is because a larger potentiation probability causes the binary
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Fig. 2.3. Probabilistic STDP characteristics of LT-ST synapse. The
LT synapse has a sharper rate of potentiation that enables it to learn
strongly correlated input features while the ST synapse potentiates
with greater probability for larger spike timing differences to acquire
moderately correlated features. The LT synapse has a steeper rate of
depression to reliably retain the learnt features while the ST synapse
has a larger probability of depression over the negative STDP timing
window.

synapses connecting a neuron to learn multiple overlapping input representations,

which degrades the recognition capability of the SNN. Moreover, a larger depression

probability could potentially cause them to forget the learnt representations. Hence,

the P-STDP parameters must be tuned to strike a good balance between classification

accuracy and the number of training epochs needed for convergence.

2.3.2 Probabilistic STDP for Significance Driven Long-Term Short-Term

(Two-bit) Synapse

The long-term short-term (LT-ST) synapse is composed of two individual binary

synaptic elements. The LT synapse has a sharper rate of potentiation as evidenced

by Fig. 2.3, and therefore learns strongly correlated input features. In addition, the

steeper rate of depression enables it to retain the learnt features in a reliable manner.

However, the sharper STDP dynamics could potentially limit its capability to encode
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general input representations. The ST synapse, on the other hand, potentiates with

higher probability for larger differences between the spike times of the pre- and post-

neurons. It is therefore more likely to learn various distinct input features that could

have a moderate correlation, which is characterized by larger spike timing differences.

Furthermore, the increased probability of depression over the negative STDP timing

window causes it to forget at a higher rate compared to the LT synapse. This enables

it to counterbalance the impact of unintended synaptic potentiations caused by the

increased probability of switching in the positive STDP timing window.

In addition to the distinctive STDP dynamics, the LT and ST synaptic units are

attributed varying significance to achieve improved learning efficiency. Note that the

resultant post-synaptic current produced by an LT-ST synapse is a linear combination

of individual contributions from the LT and ST synaptic elements, both of which are

driven at a voltage lower than that used for a unit binary synapse. Hence, the total

current generated by a fully potentiated LT-ST synapse is equal to that produced by

the unit binary synapse. The LT synapse is assigned a relatively higher significance

since it learns strongly correlated input features. Hence, a spike propagating through

the former contributes to larger post-synaptic current. Suppose that the probabilistic

nature of switching causes a weakly correlated LT or ST synapse to potentiate. The

resultant post-synaptic current in such a scenario is only a fraction of the current

that would be generated as a result of an undesirable potentiation of the unit binary

synapse. In the worst-case scenario, unintended potentiation of both the LT and ST

synaptic elements would result in a current that is equivalent to that generated by

the unit binary synapse. Hence, the LT-ST synapse is tolerant to spurious switching

events relative to the unit binary synapse with an increased rate of potentiation. The

proposed configuration can be tuned to encode better input representations at a faster

rate of convergence by striking a balance between the switching probabilities and the

relative significance of the LT and the ST synaptic elements.



15

5 10 15 20 25

5

10

15

20

25

Excitatory*Layer* Inhibitory*Layer*
Input*Layer*[28x28*
MNIST*Image]*

Excita
tory*C

onnec
>ons*

Fig. 2.4. Illustration of the two-layer fully-connected SNN consisting
of an input layer fully-connected via stochastic synapses to the exci-
tatory neurons, which are connected to the inhibitory neurons in a
one-to-one manner. The inhibitory neurons laterally inhibit all the
excitatory neurons except the forward-connected ones.

2.4 Stochastic Fully-connected SNN for Object Recognition

The fully-connected SNN consists of an input layer followed by the excitatory and

inhibitory layers as illustrated in Fig. 2.4. The pixels of the input image patterns

constitute the neurons in the input layer. The image pixels are converted to Poisson

spike trains, each of which fires at a rate proportional to the corresponding pixel

intensity. The input neurons are fully-connected to the excitatory neurons. Learning

is achieved by performing probabilistic STDP on the binary or quaternary (LT-ST)

synapses connecting the input to each excitatory neuron, which causes it to encode

complete representation of an input pattern in the synaptic weights. The excitatory

neurons are connected in a one-to-one manner to the inhibitory neurons, each of which

inhibits all the excitatory neurons except the forward-connected one. Lateral inhi-

bition effectively prevents all the excitatory neurons from learning similar patterns,

thereby, promoting competitive learning.



16

Heavy&Metal&

VREAD&

GND&

y

z&

x&

Read&&(spike9transmission)&current&
Write&(programming)&current&

Pinned&Layer&

Free&Layer&
Tunneling&Barrier&

VPROG&

Long9Term&Synapse&

&VREAD_LT&
(β*VREAD)&

Short9Term&Synapse&

&&&&&VREAD_ST&
((19β)*VREAD)&

(a)& (b)&

Fig. 2.5. (a) Cross-sectional illustration of MTJ-HM binary synapse.
The read (spike-transmission) current flowing between the terminals
VREAD and GND is modulated by the MTJ conductance while the
write (programming) current flowing between the terminals VPROG
and GND stochastically switches the magnetization of the free layer.
(b) Significance driven LT-ST quaternary synapse consisting of two
MTJ-HM devices. The LT synapse is driven by relatively higher read
voltage (VREAD LT > VREAD ST ; β > 0.5), leading to a larger post-
synaptic current.

2.5 Stochastic Fully-connected SNN Hardware Implementation

2.5.1 Magnetic Tunnel Junction (MTJ)-Heavy Metal (HM) as a Stochas-

tic Binary Synapse

A standalone MTJ can be used as a binary synapse as shown in [15], due to

its inherent stochastic switching behavior in the presence of thermal noise at non-

zero temperatures. MTJ consists of two ferromagnetic layers separated by a spacer

layer (MgO). The magnetization of one of the layers can be switched by an input spin

current and is referred to as the free layer (FL). The other layer serves as the reference

or pinned layer (PL) and is magnetostatically fixed. The MTJ exhibits two stable

resistance states depending on the orientation of the FL and the PL magnetizations.

It exhibits low (high) resistance state, also referred to as the ‘Parallel’ (‘Anti-Parallel’)

state, if the FL magnetization is in the same (opposite) direction relative to the PL.

Consider the MTJ switching dynamics when the spin current is generated by charge

current flowing through the HM, which is located underneath the MTJ structure. This
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induces transverse spin current on the top and bottom surfaces of the HM due to spin-

Hall effect, which results in switching of the MTJ (with in-plane magnetic anisotropy)

[64,65]. The spin-Hall effect induced switching of the MTJ has been shown to be much

more energy-efficient, since electrons flowing through the HM can transfer multiple

units of angular momentum. This can be attributed to the repeated scattering of

electrons at the interface of FL and HM. The MTJ-HM multilayer structure gives rise

to three-terminal binary synaptic device with decoupled read and write current paths

as shown in Fig. 2.5(a). Such a device configuration is desirable for neuromorphic

hardware implementations requiring on-chip learning to address potential read-write

conflicts [45]. The read current flows through the MTJ while the write current flows

through the HM. Note that the direction of write current through the HM determines

the final resistance state of the MTJ. Furthermore, a two-bit synapse can be realized

using two discrete MTJ-HM devices as shown in Fig. 2.5(b) for significance driven

LT-ST stochastic synapse. The LT synaptic device carries a greater significance, and

hence, is driven by a relatively higher read voltage to produce larger current.

MTJ-HM Device Simulations

The magnetization dynamics of the FL of an MTJ at zero temperature can be ob-

tained empirically by solving the Landau-Lifshitz-Gilbert-Slonczewski (LLGS) equa-

tion [66] that is specified by

∂m̂

∂t
= −|γ| (m̂×Heff) + α

(
m̂× ∂m̂

∂t

)
+

1

qNs

(m̂× Is × m̂) (2.3)

where m̂ is the unit vector pointing in the direction of the FL magnetization, γ =

2µBµ0

~ is the gyromagnetic ratio for an electron, Heff is the effective magnetic field

incorporating the shape anisotropy for an elliptical disk that is computed as detailed

in [67], α is the Gilberts’ damping ratio, Ns = MsV
µB

is the number of spins in the

FL occupying a definite volume V , Ms is the saturation magnetization, µB is Bohr
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Table 2.1.
MTJ-HM device simulation parameters.

Parameters Value

Free layer area π
4

x 100 x 40 nm2

Free layer thickness 1.2 nm

Heavy metal thickness, tHM 2 nm

Saturation Magnetization, Ms 1000 KA/m [65]

spin-Hall Angle, θSH 0.3 [65]

Gilbert damping factor, α 0.0122 [65]

Energy Barrier, EB 20 KBT

Resistivity of HM, ρHM 200 µΩ.cm [65]

Programming pulse width, tPW 1.0 ns

Temperature, T 300 K

magneton, and µ0 is the magnetic permeability. The spin current, Is, is produced by

a charge current injected into the HM, and is described by

Is = θSH
WMTJ

tHM
IQ (2.4)

where θSH is the spin-Hall angle [65], WMTJ is the width of the MTJ, tHM is the

thickness of the HM, and IQ is the amount of charge current flowing through the HM.

Such a device can potentially achieve spin injection efficiency of greater than 100%

since the spin polarization is not limited by the polarization of the PL.

At non-zero temperatures, the magnetization dynamics of the MTJ are impacted

by thermal noise, which is factored into the LLGS equation by augmenting Heff with

a thermal field, Hthermal [68], that is specified by

Hthermal =

√
α

1 + α2

2KBT

γµ0MsV δt
G0,1 (2.5)

where G0,1 is a Gaussian random variable with zero mean and unit variance, KB is

the Boltzmann constant, T is the temperature, and δt is the simulation time-step.
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(a)$ (b)$

Fig. 2.6. (a) Switching probability dynamics of the free layer mag-
netization of the MTJ due to programming current flowing through
the HM for different time durations (tPW ). (b) Change in the MTJ
resistance upon the application of 40µA current pulse for a duration
of 1ns.

Hence, an MTJ exhibits stochastic switching dynamics in the presence of thermal

noise. Fig. 2.6(a) shows that the switching probability increases with the magnitude

of the write current. Fig. 2.6(b) illustrates the change in the MTJ resistance upon

the application of large enough write current. The device simulation parameters are

listed in Table 2.1.

2.5.2 Peripheral Circuit for Probabilistic (Stochastic) STDP Learning

In this sub-section, the peripheral circuit needed to implement the P-STDP learn-

ing rule described in section 2.3.1 is presented. The P-STDP learning rule specifies the

probability of synaptic potentiation and depression based on spike timing. An appro-

priate amount of write current needs to be passed through the HM to switch the MTJ

resistance states with the specified probability. It can be inferred from the P-STDP

dynamics (Fig. 2.2) and the MTJ switching characteristics for a programming pulse

width of 1ns (Fig. 2.6(a)) that the write current decreases linearly with the difference

between the spike times of the pre- and post-neurons. Fig. 2.7 depicts CMOS imple-

mentation of the P-STDP algorithm for the positive timing window. The circuit was



20

MPRE_POT(

VT_POT& CPOT&MT_POT( VDD&

IPOT&
MPOT(

VPROG_POT&

VRESET&

VPRE_POT&

VDD&

GND&
tpost&–&tpre&

1ns&
WRITE_WL&

MA1( MA2(

Fig. 2.7. CMOS implementation of the proposed P-STDP algorithm.
The control signal VPRE POT resets the node voltage VPROG POT fol-
lowing a pre-neuronal spike. Once MPRE POT turns off, VPROG POT

increases linearly at a rate determined by CPOT and the bias voltage
VT POT . The access transistor MA1 is enabled by the control signal
WRITE WL, which is asserted high at an appropriate instant follow-
ing a spike fired by the connected post-neuron. Finally, VPROG POT ,
which is proportional to the elapsed time period between a pair of
pre-and post-spikes (tpost–tpre), is sampled by MPOT to generate the
required write current IPOT . A similar discussion is valid for the de-
pression circuit, wherein the programming current is passed in the
opposite direction.

presented in [69] to operate as a reset-and-discharge synapse. It is used in this work

to implement the presented P-STDP learning algorithm for the MTJ-HM synapse

as described below. An active-low control signal VPRE POT turns on the transistor

MPRE POT , which acts as a switch and resets the node voltage VPROG POT at a suit-

able instant following a pre-neuronal spike (at time instant, tpre). Once MPRE POT

turns off, the transistor MT POT operating in sub-threshold saturation charges the

VPROG POT node of the capacitor CPOT . The voltage VPROG POT increases linearly

at a rate determined by the capacitance CPOT and the bias voltage VT POT . The

access transistor MA1 is enabled by the control signal WRITE WL at an appropriate

instant following a post-neuronal spike (at time instant, tpost). The programming

voltage VPROG POT is thus proportional to the interval of time elapsed between the

assertion of the control signals VPRE POT and WRITE WL, which are synchronous to

the pre-neuronal (tpre) and post-neuronal spike times (tpost), respectively. VPROG POT
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drives the transistor MPOT operating in the saturation region, which is sized to gen-

erate the required amount of write current IPOT . A similar circuit using an NMOS

transistor, biased in saturation, generates the write current required to achieve synap-

tic depression. The depression circuit is activated whenever a pre-neuron spikes while

the corresponding potentiation circuit is enabled with an added delay of the negative

STDP timing window using the control signal VPRE POT . The respective program-

ming currents are sampled sequentially whenever a post-neuron spikes, however with

an additional delay corresponding to the duration of the negative STDP timing win-

dow. Note that the write current during depression flows in a direction opposite to

that during potentiation. The learning circuit thus accounts for both the positive and

the negative P-STDP timing windows.

Circuit Simulations

The CMOS implementation of the P-STDP algorithm was verified by performing

SPICE simulations in 45nm technology node using the parameters listed in Table 2.2.

Table 2.2.
P-STDP learning circuit parameters.

Parameters Value

Supply Voltage, VDD 1 V

Reset Voltage, VRESET 320 mV

Bias Voltage, VT POT (One-Bit Synapse) 960 mV

Bias Voltage, VT POT (LT Synapse) 975 mV

Bias Voltage, VT POT (ST Synapse) 980 mV

Capacitance, CPOT (One-Bit Synapse) 500 fF

Capacitance, CPOT (LT Synapse) 500 fF

Capacitance, CPOT (ST Synapse) 3 pF

Heavy Metal Resistance, RHM 400 Ω
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(a)$ (b)$

Fig. 2.8. (a) Write current required to achieve stochastic potentiation
of an MTJ-HM spintronic synapse. The corresponding P-STDP dy-
namics are characterized by peak switching probability (γpot) of 0.15
and potentiation time constant (τpot) of 2µs. (b) SPICE simulation
of the P-STDP learning circuit, wherein the programming voltage is
proportional to the difference between the spike times of the pre- and
post-neurons. This drives a PMOS operating in saturation to produce
linearly decreasing write current.

Fig. 2.8(a) illustrates the linear variation in the write current required to accomplish

stochastic synaptic potentiation, which conforms to the P-STDP dynamics depicted

in Fig. 2.2 and the MTJ switching characteristics depicted in Fig. 2.6(a) for a pro-

gramming pulse width of 1ns. The rate of change of write current and programming

voltage in the positive (negative) STDP timing window are strongly dependent on the

time constants governing the rate of potentiation (depression) aside from the MTJ

switching dynamics.

The precise operation of the STDP learning circuit is validated by Fig. 2.8(b).

The programming voltage increases linearly with the difference between the spike

times of the pre- and post-neurons. The rate of increase of VPROG POT is modulated

by appropriately sizing CPOT and applying a suitable bias (VT POT ) to the transistor

MT POT . The respective values are listed in Table 2.2 for binary (one-bit) and LT-ST

(two-bit) synapses. It is worth noting that the circuit parameters for an LT synapse

are different from those for an ST synapse since the individual synaptic elements

possess unique STDP characteristics. The voltage VPROG POT directly feeds the gate
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of the transistor MPOT operating in saturation, which is sized to produce the required

write current. The maximum write current flowing through the HM is 38µA for a

duration of 1ns. The learning circuit is operated at 1V . As a result, the maximum

energy consumed for programming the MTJ-HM synapse is 38fJ . This is energy-

efficient compared to Resistive-RAM (RRAM) based synaptic element that is reported

to consume 290fJ per programming event [70]. The energy consumed by arrays of

MTJ-HM synapses forming an SNN trained for digit recognition is presented in the

results section 2.6.2.

2.5.3 MTJ-HM Synaptic Bitcell

The proposed three-terminal MTJ-HM synaptic bitcell has two primary modes of

operation, namely, the read (spike-transmission) mode and the programming mode as

shown in Fig. 2.9. The programming mode further involves the potentiation and the

Heavy&Metal&

VPRE%

WRITE_WL%

VDD%

MA1%

MA2%

Read&&(spike1transmission)&current&
Write&(programming)&current&during&poten;a;on&

POT_BL% WRITE_WL% REF_BL/Neuron%

MPOT%

Fig. 2.9. Illustration of the MTJ-HM synaptic bitcell with decou-
pled spike-transmission and programming current paths. The bitline
POT BL drives the potentiation circuit path, which is conditionally
enabled by the write wordline (WRITE WL). The reference bitline
(REF BL) is driven to ground. The spike-transmission path is driven
by the pre-neuronal voltage spike (VREAD) and is active whenever the
WRITE WL is driven low.
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depression phases. The access transistors MA1 and MA2 activate the circuit paths that

are pertinent to different operating modes. During the read mode of operation, the

write wordline (WRITE WL) is driven low, thereby turning on the access transistor

MA2. The input pre-neuronal voltage spike (VREAD) propagates through the MTJ

and gets modulated by its conductance, effectively generating resultant current into

the post-neuron. The WRITE WL is asserted high once the post-neuron spikes with

a delay equal to the negative STDP timing window, which activates the programming

path. The voltage VPROG POT is applied to the potentiation bitline (POT BL) while

the reference bitline (REF BL) is driven to ground. The transistor MPOT samples

VPROG POT and generates the necessary programming current. It needs to be noted

that a complementary circuit using an NMOS transistor is used to implement synaptic

depression. The resultant write current flows through the HM in a direction opposite

to that during potentiation. The WRITE WL is successively asserted high at suitable

instants subsequent to a post-spike for implementing both synaptic potentiation and

depression. This is a feasible approach since the spike times are in the order of µs

while the write pulse width spans a few ns.

Each synaptic unit (bitcell) consists of an MTJ-HM device, two programming

transistors for generating the write current during synaptic potentiation and depres-

sion, and two access transistors for eliminating the sneak paths. Note that transistor

gating is widely used to address the issue of sneak paths in crossbar architectures

irrespective of the technology used to realize the synapses. Alternative architectures

utilizing time division multiplexing [42] have been proposed, which preclude the need

for gating transistors at every cross point. Such a scheme operates the entire crossbar

array in successive read and write cycles. This leads to an increase in the energy

consumption due to redundant read and write operations that are carried out even in

the absence of spiking events. Hence, the design choice of using access transistors to

eliminate the sneak paths provides reduction in the system energy consumption. It is

important to note that the P-STDP learning circuit shown for synaptic potentiation,

consisting of two transistors and a capacitor (MPRE POT , MT POT , and CPOT in Fig.
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2.7), is not contained within a synaptic unit. It is shared by the synapses connecting

an input neuron to all the excitatory neurons as will be explained in the section 2.5.4

on spintronic crossbar architecture. Note that neuromorphic architectures support-

ing on-chip learning require CMOS interfacing circuitry to incorporate the learning

rules [70, 71].

The primary advantage of the presented MTJ-HM synapse is that it is a three-

terminal device with decoupled read and write current paths, which enables the read

and the programming circuit paths to be optimized independently for energy-efficient

operation. On the contrary, two-terminal synaptic devices such as memristors share

the read and the write current paths, which results in conflicting optimization require-

ments for the respective operations. The synaptic bitcell shown in Fig. 2.9 incurs

comparatively lesser area penalty than a CMOS-based synaptic circuit realized using

the 6-Transistor SRAM (6T SRAM) technology, which requires 24 transistors for a

precision of 4 bits. Further, a binary synapse realized using 6T SRAM would require

additional overheads for incorporating the stochastic learning algorithm.

2.5.4 MTJ-HM Spintronic Crossbar Architecture

Crossbar architecture, illustrated in Fig. 2.10, is presented for implementing the

two-layer fully-connected SNN composed of MTJ-HM based LT-ST synapses. During

the read phase, each pre-neuronal spike propagates through the horizontal arrays of

both LT and ST synapses. However, the relatively significant LT synapses generate

larger current since they are driven by a higher read voltage. The lateral inhibitory

lines are driven by a negative voltage so that the corresponding currents are sub-

tracted. It is important to note that the P-STDP learning circuit, illustrated for

synaptic potentiation, is shared by the synapses connecting an input neuron to all

the excitatory neurons (horizontal array of synapses). The programming voltage,

VPROG POT , which drives the potentiation bitline (POT BL) in the corresponding

row of synapses, is reset at an appropriate instant following a pre-spike. The write
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Fig. 2.10. Crossbar implementation for two-layer fully-connected SNN
composed of MTJ-HM based LT-ST synapses (bitcell shown in Fig.
2.9). The LT synapse is operated at a higher voltage (VREAD LT of
0.8 V0) than the ST synapse (VREAD ST of 0.2V0). The P-STDP learn-
ing circuit (Fig. 2.7) is shared by the horizontal array of synapses.
The parameters of the learning circuit for the LT and the ST synaptic
arrays are listed in Table 2.2.

wordline (WRITE WL) of each synaptic bitcell is activated at a suitable time instant

following an excitatory post-neuronal spike to achieve stochastic potentiation. It is

worth mentioning that the synapses connecting an excitatory neuron to all the input

neurons (vertical array of synapses) are programmed during the write phase and hence

share the respective write wordline. The energy efficiency of the proposed implemen-

tation stems from the ultra-low switching energy (order of few fJ) of the MTJ-HM

spintronic synapse, negligible leakage due to non-volatility of the ferromagnet, and

in-memory computations rendered possible by the crossbar architecture.
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2.6 MTJ-HM Based Stochastic Fully-connected SNN Results

2.6.1 Simulation Framework

A device to system-level simulation framework was developed for evaluating the

stochastic SNN trained using the proposed STDP-based probabilistic learning rules.

Device simulations were initially carried out to obtain the switching characteristics of

the MTJ-HM synapse. The P-STDP curves, shown in Fig. 2.2 for a binary synapse

and Fig. 2.3 for an LT-ST synapse, were determined from system-level simulations.

The respective P-STDP parameters were optimized to achieve the best trade-off be-

tween accuracy and the number of training epochs. The optimal P-STDP parameters

were then used to establish the relationship between the synaptic programming cur-

rent and the neuronal spike times. This was central to designing the P-STDP learning

circuit, which was verified using SPICE simulations in 45nm technology node. At the

system-level, the two-layer fully-connected SNN was simulated using BRIAN [72],

which is a Python-based SNN simulator. The network topology and the connectivity

matrices were programmed in the simulator, which is equipped with a parameterized

model of the Leaky Integrate-and-Fire (LIF) neuron described in [16]. The simulator

was enhanced to implement the proposed probabilistic learning rules for the input to

excitatory synaptic connections. The effectiveness of the learning rules was found to

be dependent on the following system parameters.

1. The spiking rate and leak parameters of the excitatory neurons.

2. The spiking rate and leak parameters of the inhibitory neurons. The impact

of lateral inhibition needed to be stronger during the learning phase to prevent

the excitatory neurons from spiking for multiple input patterns.

3. Stochastic STDP parameters, namely, the peak switching probability and the

time constant of potentiation and depression.

The programming energy expended during the training phase is obtained by sum-

ming up the contributions from the P-STDP learning circuit that modulates the
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programming voltage based on spike timing and the synaptic bitcells that sample the

voltage to generate the required write current through the MTJ-HM device. The en-

ergy consumption of the learning circuit, shown in Fig. 2.7 for synaptic potentiation,

is estimated by integrating the energy needed to charge the VPROG POT node over the

period of time elapsed between successive pre-neuronal spikes as described by

EPROG POT =
∑
i

CPOT ∗ VDD ∗∆VPROG POT (∆ti) (2.6)

where EPROG POT is the energy expended for synaptic potentiation and the param-

eters CPOT and VDD are listed in Table 2.2. The quantity ∆VPROG POT (∆ti) is the

voltage change across CPOT over the time interval (∆ti) between a pair of successive

pre-neuronal spikes, which is computed based on the rate of increase of VPROG POT

estimated from the circuit simulations (Fig. 2.8(b)). A similar methodology is used

to estimate the energy consumption of the voltage modulation circuit for synaptic

depression. The programming energy of the synaptic bitcell (shown in Fig. 2.9) is

obtained by integrating the energy consumed in passing the required amount of write

current through the MTJ-HM device for certain time duration per synaptic update.

Each bitcell additionally needs a WRITE WL inversion circuit to decouple the read

and write current paths, and its energy consumption is added per synaptic update to

obtain the total bitcell programming energy that is specified by

EPROG BITCELL =
∑
j

[(VDD ∗ IPROGj ∗ tPW ) + EINV ] (2.7)

where IPROGj is the programming current for j-th synaptic update that is determined

based on the spike timing information recorded during the functional simulation, tPW

is chosen to be 1ns, and EINV is the energy consumed by the WRITE WL inversion

circuit that is estimated to be 1fJ per synaptic update for a 1fF inverter load.

Once training is complete, each excitatory neuron is assigned a tag based on the

class of input patterns for which it spiked the most during the training phase. During

the testing phase, a test pattern is predicted to belong to the class (or tag) represented

by the group of neurons with the highest average spike count over the simulation
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Fig. 2.11. (a) Digit representations encoded by arrays of stochastic
one-bit synapses connecting the input (28×28 pixels) to each of the
400 excitatory neurons (organized in 20×20 grid) trained using the P-
STDP learning rule. The ratio of the minimum to maximum synaptic
conductance is considered to be 1:3. (b) Classification accuracy of the
SNN versus the number of excitatory neurons on both the training
and the test set, with the impact of lateral inhibition reduced during
the evaluation phase.

interval. The inference is accurate if the actual class of the test input matches with

that predicted by the SNN. This is a commonly used approach for evaluating the

classification accuracy of two-layer fully-connected SNN trained using STDP-based

unsupervised learning rules [16]. The efficacy of the stochastic fully-connected SNN

trained using the proposed STDP-based probabilistic learning rules is validated on

the MNIST dataset [17].

2.6.2 Binary and Quaternary (LT-ST) SNN: Accuracy and Energy

Fig. 2.11(a) illustrates the final conductance states of the binary synapses con-

necting the input to each of the 400 excitatory neurons. The binary synapses, which

were randomly initialized to high and low conductance states, eventually learnt gen-

eral input representations towards the end of the training phase. This is a testament

to the efficacy of the P-STDP learning rule. Binary SNN consisting of 400 excitatory

neurons yielded 70.15% accuracy on 2000 MNIST test images. Fig. 2.11(b) indicates
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Fig. 2.12. (a) Digit representations encoded by arrays of LT-ST
synapses connecting the input (28×28 pixels) to each of the 400 exci-
tatory neurons (organized in 20×20 grid) trained using the P-STDP
learning rule. The significant LT synapses contribute to 80% of the to-
tal post-synaptic current. (b) Classification accuracy of the SNN ver-
sus the number of excitatory neurons for one-bit and LT-ST synaptic
configurations on 2000 images from the MNIST test set. (c) Program-
ming energy consumption versus the number of excitatory neurons for
one-bit and LT-ST synaptic configurations for the entire training du-
ration.

that the accuracy can be enhanced by increasing the number of excitatory neurons.

On the other hand, SNN composed of LT-ST synapses provided ∼3.5% improvement

in accuracy (refer to Fig. 2.12(b)) over an SNN of binary synapses for the network

sizes under investigation. In addition, Fig. 2.12(b) also indicates that both the binary

and the LT-ST SNN would yield comparable accuracy for network sizes larger than

that considered in this work.
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Iso-accuracy analysis is performed to demonstrate the energy benefits of LT-ST

SNN compared to binary SNN. Fig. 2.12(b) indicates that SNN with 225 excitatory

neurons and LT-ST synapses (352,800 synaptic units) offers comparable classification

accuracy to that provided by a network of 400 excitatory neurons and binary synapses

(313,600 synaptic units). The LT-ST synaptic configuration offers 2× improvement in

the programming energy consumption as shown in Fig. 2.12(c) due to faster training

convergence while incurring minimal area penalty. The LT-ST SNN containing 225

excitatory neurons is used to compare the energy consumption of the proposed im-

plementation with state-of-the-art CMOS implementation since it provided the best

trade-off among classification accuracy, area, and the number of training epochs for

the network sizes under consideration. The average programming energy per synaptic

unit per training pattern, denoted by EPROG AV G, is specified by

EPROG AV G =
EPROG TOT

#Training Patterns×#Synaptic Units
(2.8)

#Synaptic Units = #Input Neurons×#Excitatory Neurons ×#Bits per Synapse

(2.9)

where EPROG TOT is the total synaptic programming energy for the entire training

duration, which is 10.34µJ for LT-ST SNN containing 784 input neurons and 225

excitatory neurons (refer to Fig. 2.12(c)) trained using 460 handwritten digit patterns

from the MNIST dataset. EPROG AV G is determined to be 0.06pJ per synaptic unit per

training pattern, which is at least two orders of magnitude energy-efficient compared

to state-of-the-art CMOS synapses that are reported to consume few pJ of energy

per synaptic event [37].



32

3. RESTOCNET: RESIDUAL STOCHASTIC BINARY

CONVOLUTIONAL SPIKING NEURAL NETWORK FOR

MEMORY-EFFICIENT NEUROMORPHIC COMPUTING

3.1 Introduction

The two-layer fully-connected SNN discussed in chapter 2 and explored in [14,16,

73] learns complete input representations rather than distinctive features making up

the input patterns. As a result, it requires large number of trainable parameters for

attaining competitive classification accuracy [16], which negatively impacts the scal-

ability of such shallow SNNs for complex pattern recognition tasks. This dissertation

proposes deep Residual Stochastic Binary Convolutional Spiking Neural Network, re-

ferred to as ReStoCNet, as a scalable architecture to achieve improved classification

accuracy with compressed synaptic memory. ReStoCNet consists of an input layer

followed by stacked convolutional layers with Leaky-Integrate-and-Fire (LIF) spiking

non-linearity [74] for hierarchical input feature extraction, spatial pooling layers for

dimensionality reduction, and one or more fully-connected layers for inference. Resid-

ual or shortcut connections are introduced between the stacked convolutional layers,

inspired by the organization of deep residual networks [75], in order to improve the

representations learnt by the later convolutional layers. In addition, binary synaptic

weights are used for the convolutional kernels during both training and inference.

STDP-based probabilistic learning rule, referred to as Hybrid-STDP (or HB-STDP),

incorporating Hebbian and anti-Hebbian learning mechanisms is proposed to train

the binary kernels. Based on HB-STDP, a binary synaptic weight is probabilistically

potentiated for small positive time difference between excitatory pre- and post-spikes,

which is in agreement with the Hebbian learning theory [62]. On the other hand, it is

probabilistically depressed for large positive time difference (anti-Hebbian in nature)
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or small negative time difference (Hebbian in nature) between the respective spikes.

The spike timing information is essentially encoded in the synaptic switching prob-

ability, which is held constant within the Hebbian potentiation, Hebbian depression,

and anti-Hebbian depression windows, and is zero elsewhere. STDP-based learning

rule employing constant switching probabilities has been previously proposed in [14],

where the potentiation and depression windows extend over the entire STDP timing

window. On the other hand, HB-STDP contains a dead zone in the STDP window,

where the switching probability is zero. The significance of the dead zone for efficient

representation learning is validated using binary fully-connected SNN.

HB-STDP based layer-wise unsupervised training methodology is presented for

ReStoCNet, where the binary kernels interconnecting successive convolutional layers

are trained using HB-STDP. Once a given layer is trained, the spikes are propagated

from the input through the trained layers, and only the binary kernels of the following

convolutional layer are trained using HB-STDP. After all the convolutional layers are

trained, the input dataset is fed to the network, the spiking activations of the spatially

pooled convolutional spike maps are estimated, by accumulating the spikes at every

time instant and decaying the resultant sum between successive spike timing instants,

and passed on to the fully-connected layer, trained using error backpropagation [76],

for inference. The efficacy of ReStoCNet and the HB-STDP based unsupervised

training methodology is validated on the MNIST [17] and the CIFAR-10 datasets [18].

The significance of residual connections for enabling the deeper convolutional layers to

extract useful high-level input features and mitigate the accuracy loss observed in deep

SNNs devoid of residual connections [23] is demonstrated on the CIFAR-10 dataset.

Convolutional SNNs composed of full-precision kernels have been proposed in earlier

works [19–26, 31, 33, 77, 78]. Recently, researchers in [11] and [79] presented residual

SNNs, trained using error backpropagation with real-valued inputs and artificial ReLU

neurons [80], which are mapped to spiking neurons post training for energy-efficient

inference. ReStoCNet is to date the first demonstration of STDP-trained residual

convolutional SNN composed of binary kernels for complex pattern recognition tasks.
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ReStoCNet, with event-driven computing capability and memory-efficient learning

with binary kernels trained using hardware-friendly probabilistic-STDP learning rule,

offers a promising alternative for energy-efficient neuromorphic computing in battery-

powered edge devices. Overall, the key contributions are:

1. ReStoCNet, a deep residual convolutional SNN composed of binary kernels, is

proposed for memory-efficient neuromorphic computing.

2. HB-STDP, an STDP-based probabilistic learning rule incorporating Hebbian

and anti-Hebbian mechanisms, is presented for training the binary kernels con-

stituting ReStoCNet in a layer-wise unsupervised manner for hierarchical input

feature extraction.

3. The significance of the residual or shortcut connections in ReStoCNet for en-

abling the deeper convolutional layers to learn useful high-level input features

is demonstrated on the CIFAR-10 dataset.

3.2 Material and Methods

3.2.1 ReStoCNet: Residual Stochastic Binary Convolutional Spiking Neu-

ral Network

ReStoCNet is composed of an input layer followed by stacked convolutional layers

for hierarchical feature extraction, spatial pooling layers for dimensionality reduction,

and one or more fully-connected layers for inference as illustrated in Fig. 3.1. The

input image pixels are converted to Poisson spike trains firing at a rate proportional

to the corresponding pixel intensities. At any given time, the input spike maps are

convolved with the binary kernels, which are constrained to logic states −1 (wlow) and

+1 (whigh), to produce the convolutional output maps. The convolutional outputs,

referred to as post-synaptic currents, are fed to non-linear layer of Leaky-Integrate-
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Fig. 3.1. Illustration of ReStoCNet consisting of an input layer fol-
lowed by stacked convolutional layers with Leaky-Integrate-and-Fire
(LIF) spiking non-linearity, which are interconnected via binary ker-
nels. The deeper convolutional layers receive residual inputs that are
summed up with direct inputs from the preceding convolutional layer
as depicted in the inset. The binary kernels forming the convolutional
layers are trained using probabilistic Hybrid-STDP (HB-STDP) based
greedy layer-wise unsupervised training methodology. After all the
convolutional layers are trained, the corresponding spike maps are
spatially pooled using average pooling with 2×2 unit-weight kernels
followed by Integrate-and-Fire (IF) spiking non-linearity to produce
the pooled spike maps. The spike trains of the pooling layers are low-
pass filtered to obtain their spiking activations over the time period
for which the input is presented, which are fed to the fully-connected
layer, trained using error backpropagation, for inference.

and-Fire (LIF) neurons [74]. An LIF neuron integrates the post-synaptic current into

its membrane potential, whose dynamics are described by

τmem
dVmem
dt

= −Vmem + Ipost (3.1)
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where Vmem is the membrane potential, τmem is the membrane potential leak time

constant, and Ipost is the post-synaptic current. The LIF neuron emits a spike when

its membrane potential exceeds a definite firing threshold after which the membrane

potential is reset to zero. Every convolutional output map produces a corresponding

spike map, based on the LIF spiking neuronal dynamics, which is directly fed to the

subsequent convolutional layer. In addition, residual connections are introduced for

the deeper convolutional layers, which is inspired by the architecture of deep residual

networks [75]. The second convolutional layer receives residual connections from the

input layer while the third convolutional layer receives residual connections from the

input and the first convolutional layer as shown in Fig. 3.1. The residual connections

feeding into a target convolutional layer perform identity mapping, i.e., the residual

path spike maps are simply added to the direct path spike maps from the preceding

convolutional layer and fed to the target convolutional layer. In the event of a mis-

match in the number of spike maps (or channels) between the residual and the direct

paths, the spike maps in the residual path are replicated to be consistent with the

number of channels in the direct path. Consider, for instance, the second convolu-

tional layer that receives spike maps from the input layer via the residual path and the

first convolutional layer via the direct path. Suppose that the input pattern is stored

in RGB colorspace. Consequently, each image pattern yields 3 input spike maps that

need to be summed up with the spike maps of the first convolutional layer, which

usually contains more than 3 spike maps. Hence, the 3 input maps are replicated to

match the number of spike maps in the first convolutional layer, summed up with

the spike maps of the first convolutional layer, and fed to the second convolutional

layer. Note that the summed spike maps from the residual and the direct paths are

constrained to unit magnitude to produce resultant spike maps feeding into the tar-

get convolutional layer. The binary kernels constituting the convolutional layers are

trained using probabilistic Hybrid-STDP (HB-STDP) based layer-wise unsupervised

training methodology. The residual connections ensure rich and diverse inputs for

the deeper convolutional layers and enable them to self-learn useful high-level input
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features as shown in section 3.3.3. The improved feature learning capability mitigates

the accuracy loss incurred by the stacked convolutional layers without residual con-

nections as experimentally validated in section 3.3.3 and enhances the scalability of

deep SNNs.

After all the convolutional layers are trained, the input dataset is fed to the SNN

and the spike maps of the convolutional layers are spatially pooled. Spatial pooling is a

mechanism used to suitably combine the neighboring pixels of a convolutional feature

map for reducing the map size (height and width) while retaining the salient features.

Spatial pooling also renders the network invariant to slight translations in the input

features [81]. Average pooling, a prominent class of spatial pooling operations, is

performed with 2×2 kernels composed of unit weights and stride length of 2 as detailed

below. The spikes in every 2×2 non-overlapping region of the convolutional maps

are summed up and normalized by the kernel size (4 for a 2×2 kernel) to produce

the pooled output maps, which are then fed to a layer of Integrate-and-Fire (IF)

neurons to generate the pooled spike maps. An IF neuron integrates the input into

its membrane potential and spikes if the membrane potential exceeds pre-specified

threshold (θpool) after which the potential is reset. The IF neurons, in effect, fire

based on the average spiking activity of the spatially pooled convolutional spike maps.

The spike trains of the pooled maps are low-pass filtered, by integrating the spikes at

every time instant and decaying the resultant sum between successive spike timing

instants, to estimate their spiking activations over the time period for which the

input is presented. The spiking activations of the pooled maps pertaining to all the

convolutional layers are fed to the fully-connected layer composed of ReLU neurons

[80] for inference. This ensures that the input features learnt independently by the

convolutional layers in an unsupervised manner are combined optimally by the fully-

connected layer to yield the best accuracy. Note that LIF neurons can instead be used

in the fully-connected layer, which can be trained using spike-based backpropagation

algorithms [29, 31, 33, 35, 78]. In this work, fully-connected layer of ReLU neurons

trained with backpropagation algorithm commonly used for deep learning networks
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is employed, since the primarily objective is to evaluate the efficacy of the proposed

HB-STDP based unsupervised training methodology for the convolutional layers that

is detailed in the following section.

3.2.2 Hybrid-STDP (HB-STDP) for Binary Synaptic Weights

STDP-based probabilistic learning rule, referred to as Hybrid-STDP (HB-STDP),

integrating Hebbian and anti-Hebbian learning mechanisms is proposed to train the

binary synaptic weights constituting an SNN. Two versions of the HB-STDP learn-

ing rule, namely, excitatory HB-STDP (eHB-STDP) and inhibitory HB-STDP (iHB-

STDP) are presented to train the binary synaptic weights connecting excitatory and

inhibitory pre-neurons, respectively, to excitatory post-neurons. An excitatory neu-

ron is modeled as a neuron firing unit positive spikes while an inhibitory neuron fires

unit negative spikes. Input image pixels with intensities ranging from 0 to 255 are

mapped to excitatory pre-neurons firing unit positive spikes at a rate proportional to

the respective pixel intensities. On the contrary, input images when pre-processed by

normalizing the raw pixel intensities to zero mean and unit variance result in normal-

ized images with positive and negative pixel intensities. The normalized pixels with

negative intensities are mapped to inhibitory pre-neurons firing unit negative spikes.

The normalized input maps containing excitatory and inhibitory pre-neurons provide

richer spike-encoding for the image patterns, resulting in efficient STDP-based fea-

ture learning. Input normalization is found to be critical for natural images like those

from the CIFAR-10 dataset [18] that do not have clear separation between the region

of interest and the background unlike digit patterns from the MNIST dataset [17].

Binary synapses require a probabilistic learning rule to prevent rapid switching

of the weights between the allowed levels, which could otherwise render the synapses

memoryless. Both the proposed eHB-STDP and iHB-STDP learning rules map the

time difference between a pair of pre- and post-spikes to the switching probability

of the interconnecting binary synapse. The eHB-STDP learning rule for excitatory
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Fig. 3.2. (a) Illustration of eHB-STDP, an STDP-based probabilistic
learning rule, incorporating Hebbian and anti-Hebbian mechanisms,
for training the binary synaptic weights interconnecting excitatory
pre- and post-neurons firing positive spikes. The synaptic weight is
probabilistically potentiated for small positive time difference (Heb-
bian in nature) while it is probabilistically depressed for large positive
(anti-Hebbian in nature) or small negative time difference (Hebbian
in nature) between the pre- and post-spikes. The switching proba-
bility is held constant within the Hebbian potentiation, Hebbian de-
pression, and anti-Hebbian depression windows, and is zero in the
dead zone. (b) Illustration of iHB-STDP for binary synaptic weights
connecting inhibitory pre-neurons firing negative spikes to excitatory
post-neurons. The iHB-STDP dynamics are obtained by mirroring
the eHB-STDP dynamics about the ∆t (tpost − tpre) axis.

pre-neurons is first detailed followed by discussion on how the learning dynamics are

adapted for inhibitory pre-neurons. According to eHB-STDP, if an excitatory pre-

spike (at time instant, tpre) triggers the post-neuron to fire (at time instant, tpost)

and the difference between the respective spike times (∆t = tpost − tpre) is smaller

than a pre-specified time period (tHebb pot), the synapse is switched from low to high

(‘L’→‘H’) state with a constant probability, pHebb pot, as illustrated in Fig. 3.2(a) and

described by

PL→H =

pHebb pot, if 0 < ∆t ≤ tHebb pot

0, for all other ∆t

(3.2)

where PL→H is the probability of synaptic potentiation. Probabilistic synaptic po-

tentiation is carried out for small time difference between causally related pre- and
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post-spikes following the Hebbian learning principle that can be summarized as ‘neu-

rons that fire together, must wire together ’ [82]. Hence, the corresponding timing

window is designated as the Hebbian potentiation window. On the other hand, prob-

abilistic synaptic depression is carried out for large positive or small negative time

difference between the pre- and post-spikes as specified by

PH→L =


pantiHebb dep, if ∆t > 0 ∩ ∆t ≥ tantiHebb dep

pHebb dep, if tHebb dep ≤ ∆t ≤ 0

0, for all other ∆t

(3.3)

where PH→L is the probability of depression. The synaptic weight is depressed from

high to low state with a constant probability, pantiHebb dep, if the time difference be-

tween causally related pre- and post-spikes is larger than tantiHebb dep, which is anti-

Hebbian in nature. Hence, the corresponding STDP timing window is referred to as

the anti-Hebbian depression window. Anti-Hebbian depression enables the synapses

to unlearn features lying outside the neuronal receptive field like noisy background

in image patterns. Synaptic depression, in addition, is carried out with a probability,

pHebb dep, if a pre-spike follows a post-spike and the difference between the respective

spike times lies within the negative Hebbian depression ([tHebb dep, 0]) window. It is

important to note that eHB-STDP contains a dead zone in the STDP timing window,

where the switching probability is zero, between the Hebbian potentiation and anti-

Hebbian depression windows as shown in Fig. 3.2(a). Expanding the anti-Hebbian

depression window towards the Hebbian potentiation window leads to depression of

moderately correlated features in addition to the weakly correlated ones. On the other

hand, expanding the Hebbian potentiation window causes the synapses connecting

a post-neuron to encode multiple overlapping input features, which negatively im-

pacts the selectivity of the post-neuron and degrades the inference capability of the

SNN. The dead zone, in effect, ensures that binary synapses learn and retain strongly

correlated input features and unlearn only the weakly correlated ones by facilitating

optimal balance between the potentiation and the depression updates. The signifi-
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cance of dead zone for efficient feature learning is visually demonstrated using binary

fully-connected SNN in section 3.3.1.

The mapping of eHB-STDP dynamics for binary synapses connecting inhibitory

pre-neurons firing negative spikes is discussed next. The iHB-STDP dynamics (Fig.

3.2(b)) are obtained by symmetrically inverting the eHB-STDP dynamics (Fig. 3.2(a))

about the ∆t axis. As a result, the erstwhile potentiation windows are converted to

depression windows, and vice versa. According to iHB-STDP, if an inhibitory pre-

spike causes the post-neuron to fire and the spike timing difference is smaller than

pre-specified time period, the binary weight is probabilistically depressed. This en-

sures that the strongly correlated inhibitory (negative) pre-spike modulated by the

depressed synaptic weight causes an effective increase in the post-neuronal membrane

potential, thereby improving the chances of a post-spike at subsequent time instants.

Probabilistic depression enables a post-neuron to integrate the small positive time dif-

ference between an inhibitory pre-spike and the ensuing post-spike, which conforms to

the Hebbian learning theory. Probabilistic synaptic potentiation, on the other hand,

causes an inhibitory pre-spike modulated by the synaptic weight to lower the post-

neuronal membrane potential, thus reducing the chances of a post-spike at subsequent

time instants. Hence, it is carried out for large positive time difference (anti-Hebbian

in nature) or small negative time difference (Hebbian in nature) between the pre- and

post-spikes. The iHB-STDP learning rule for inhibitory pre-neurons effectively incor-

porates the learning dynamics of eHB-STDP for excitatory pre-neurons by mirroring

the potentiation and depression windows about the ∆t axis.

In this work, trace-based technique is used to estimate the spike timing differences

as it is commonly adopted for efficient implementation of STDP learning rules [16].

For instance, the positive time difference between a pair of pre- and post-spikes is

estimated by generating an exponentially decaying pre-trace (with time constant τpre)

that is reset to unity at the time instant of a pre-spike, and sampling it in the event of a

post-spike. Smaller the time difference between the pre- and post-spikes, larger is the

sampled pre-trace, and vice versa. Every pre-neuron has a pre-trace that is sampled
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upon a post-spike to obtain the positive spike timing difference. Likewise, every post-

neuron has a post-trace (with time constant τpost) that is sampled upon a pre-spike to

obtain the negative spike timing difference. As a result, the eHB-STDP (iHB-STDP)

hyperparameters, namely, tHebb pot (tHebb dep), tantiHebb dep (tantiHebb pot), and tHebb dep

(tHebb pot) are mapped to preHebb pot (preHebb dep), preantiHebb dep (preantiHebb pot), and

postHebb dep (postHebb pot), respectively.

3.2.3 Unsupervised Training Methodology for the Convolutional Layers

The binary kernels forming ReStoCNet are trained in a layer-wise unsupervised

manner using the proposed probabilistic e/iHB-STDP learning rule. Consider a k×k

binary kernel (kernellij) connecting the i-th input spike map in layer ‘l− 1’ (mapl−1i )

to the j-th output spike map in layer ‘l’ (maplj) as shown in Fig. 3.3(a). Suppose

that a post-neuron in the output maplj spikes at a particular time instant: the kernel

weights are then probabilistically updated based on the time difference between the

post-spike and the corresponding k × k pre-spikes in the input mapl−1i . The eHB-

STDP learning rule is used for excitatory pre-neurons and iHB-STDP learning rule is

used for inhibitory pre-neurons as described in section 3.2.2. If multiple post-neurons

in the output maplj spike, kernellij is updated based on the average spike timing dif-

ference between the spiking post-neurons and the respective pre-neurons, which leads

to generalized feature learning. However, in order to achieve optimal generalization

performance, the spike timing differences computed with fixed stride, referred to as

STDPstride, are averaged over the output maplj. As an example, for STDPstride of 2,

the spike timing differences computed between every alternate spiking post-neuron

in output maplj and the respective pre-neurons are averaged. Larger the STDPstride,

fewer is the number of post-neurons whose spike timing difference estimates are av-

eraged for updating the kernel. Consequently, there is loss of generality and added

specificity in the features learnt by the kernel for larger STDPstride. The STDPstride
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Fig. 3.3. (a) Illustration of HB-STDP based unsupervised training
methodology for kernellij connecting the i-th input spike map in layer

‘l − 1’ (mapl−1i ) to the j-th output spike map in layer ‘l’ (maplj).
The kernellij is updated using HB-STDP based on the spike timing
difference between the spiking post-neuron in output maplj and the

corresponding pre-neurons in input mapl−1i . The HB-STDP based
weight updates are carried out on all the kernels in layer ‘l’ based on
the respective input and output maps. (b) Illustration of HB-STDP
based mini-batch training methodology for mini-batch size of 2. The
kernellij is now updated based on the average spike timing difference
between the spiking post-neurons in the output mini-batch (maplj1
and maplj2) and the respective pre-neurons in the input mini-batch

(mapl−1i1 and mapl−1i2 ).

for optimal generalization performance is experimentally determined to obtain the

highest test accuracy for a given pattern recognition task.

STDP-based learning is typically performed in an online manner by feeding the

input patterns sequentially. STDP-based online learning has been shown to work

well particularly for two-layer fully-connected SNNs, where each output or excitatory

neuron learns to spike exclusively for a unique class of input patterns by encoding a

general input representation in the input to excitatory synaptic weights [16]. Convo-

lutional SNNs, on the other hand, require each kernel to extract features shared across

different input classes. In order to enable the kernel to extract general features char-

acterizing different input classes, mini-batch learning is performed following recent
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works by [23] and [26]. The proposed HB-STDP based mini-batch training method-

ology is illustrated in Fig. 3.3(b), where the kernellij is now shared by a mini-batch of

i-th input map in layer ‘l−1’ (input mini-batch) and j-th output map in layer ‘l’ (out-

put mini-batch). First, the spike timing differences between the spiking post-neurons

and the respective pre-neurons, estimated using fixed STDPstride, over each output

map in the mini-batch are averaged to obtain the resultant spike timing difference per

output map in the mini-batch. The resultant spike timing differences of the output

maps are subsequently averaged across the mini-batch and used to probabilistically

update kernellij using HB-STDP as shown in Fig. 3.3(b) for a specific post-neuron

in the output mini-batch. At every time instant, the HB-STDP driven mini-batch

updates are performed on all the kernels in a layer. This process is repeated over the

entire time duration, TSTDP , for which the training patterns are presented.

Finally, in order to ensure that different kernels in a layer learn diverse input

features, uniform firing threshold adaptation scheme proposed by [23] and dropout

[83] are incorporated for the output maps. In the beginning of training, the firing

threshold of all the post-neurons in every output mini-batch is reset to zero. When

a mini-batch of training patterns is presented, multiple post-neurons in an output

mini-batch spike and encode definite input features in the kernel weights. The firing

threshold of all the post-neurons in the output mini-batch is then increased by an

amount ∆thresh, which is specified by

∆thresh = βthresh ×
output spike count

output map size
(3.4)

where βthresh is the rate of threshold increase, output spike count is the number of

spikes per output map summed over the mini-batch, and output map size is the prod-

uct of the height and width of the output maps. The amount of threshold increase

depends on the output spike count normalized by the output map size to account

for the drop in spiking activity of the output maps across successive convolutional

layers due to gradual reduction in the respective sizes. Higher the normalized spik-

ing activity of the output mini-batch, greater is the corresponding increase in its

firing threshold, and vice versa. Firing threshold adaptation effectively regulates the
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spiking activity of the output mini-batch and provides an opportunity for the hith-

erto dormant output mini-batches to spike and learn, thereby ensuring that no single

output mini-batch completely dominates the learning process during a mini-batch

training iteration. In addition, dropout [83] is introduced for the output maps to

achieve diversity in feature learning across successive mini-batch training iterations.

At the beginning of every training iteration, a fraction of output mini-batches is ran-

domly dropped based on the dropout probability, pdrop, by forcing the respective spike

outputs to zero. Dropout ensures that the same output mini-batch does not spike re-

peatedly for every training iteration, thereby promoting diversity in feature learning

among the kernels in a layer. Once a layer is trained, the spikes are propagated from

the input through the trained layers, and the kernels and firing thresholds of the out-

put maps in the following layer are updated using the presented training methodology.

The training process is repeated for all the convolutional layers in ReStoCNet.

3.2.4 Supervised Training Methodology for the Fully-connected Layer

After all the convolutional layers are trained, the respective spike maps are pooled

using average pooling as detailed in section 3.2.1. The spike trains of the pooled maps

are then low-pass filtered, by integrating the spike outputs at every time instant and

decaying the resultant sum between successive time instants, to obtain their spiking

activations as described in [31,78] and specified by

poolllpf (t) = e
−∆tsim

τlpf × poolllpf (t−∆tsim) + pooll(t)

poollout =
poolllpf (Tsim)

Tsim

(3.5)

where poolllpf (t) is the low-pass filtered output of the pooled spike map pooll(t) in layer

‘l’ at any given time t, τlpf is the low-pass filter time constant, ∆tsim is the simulation

time-step, Tsim is the simulation period for which the input patterns are presented,

and poollout is the spiking activation of the pooled map in layer ‘l’ over the simulation

period. The spiking activation thus obtained accounts for the highly non-linear leaky-

integrate-and-fire and membrane potential reset dynamics of the spiking neurons in
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the convolutional layers. The spiking activations of the pooled maps of all the con-

volutional layers are concatenated and fed to the fully-connected layer, trained using

error backpropagation [76], for inference. Full-precision weights are used in the fully-

connected layer to comprehensively validate the efficacy of the proposed probabilistic

HB-STDP learning rule for training the binary kernels in the convolutional layers.

The full-precision weights can be binarized using algorithms proposed for training

binary deep learning networks [84–86]. It is important to note that the HB-STDP

based learning methodology effectuates plasticity by probabilistically switching the

binary weights, thereby precluding the need to store the full-precision weights during

training. Binarization algorithms for deep learning networks, on the other hand, up-

date the full-precision weights during training, which are subsequently binarized for

forward propagation and computing the error gradients.

3.3 Results

The efficacy of HB-STDP is first validated, by visually demonstrating the signif-

icance of having distinct potentiation and depression windows separated by a dead

zone for efficient feature learning, using two-layer binary fully-connected SNN trained

on the MNIST dataset. ReStoCNet and the presented HB-STDP based unsupervised

mini-batch training methodology are then comprehensively evaluated on the MNIST

and the CIFAR-10 datasets. The efficacy of residual connections for enabling efficient

unsupervised learning in deeper convolutional layers and minimizing the accuracy loss

incurred by STDP-trained deep SNNs without residual connections is demonstrated

on the CIFAR-10 dataset. The test accuracy and the synaptic memory compression

obtained by using binary kernels are used as the evaluation metrics for ReStoCNet

compared to full-precision (32-bit) SNN under iso-accuracy conditions.
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3.3.1 Binary Fully-connected SNN for MNIST Digit Recognition

The binary fully-connected SNN [16] consists of an input layer fully-connected via

binary synapses to neurons in the excitatory layer, which are connected in a one-to-

one manner to neurons in the subsequent inhibitory layer. Each inhibitory neuron

laterally inhibits all the excitatory neurons except the one from which it receives a

forward connection. Lateral inhibition facilitates competitive learning and enables

each excitatory neuron to spike exclusively for a unique class of input patterns. The

input to excitatory synaptic weights are trained using three different configurations

of the eHB-STDP learning rule that are enumerated below.

Table 3.1.
Simulation parameters for training the binary fully-connected SNN
on the MNIST dataset.

Parameters Values

Simulation time-step, ∆tsim 0.5ms

Simulation period, Tsim 350ms

Maximum input spike rate 63.75Hz

Pre-trace time constant, τpre 20ms

Post-trace time constant, τpost 20ms

preHebb pot (eHB-STDP) 0.85

preantiHebb dep (eHB-STDP) 0.10

postHebb dep (eHB-STDP) 0.80

pHebb pot (eHB-STDP) 0.08

pantiHebb dep (eHB-STDP) 0.06

pHebb dep (eHB-STDP) 0.005

Maximum synaptic weight (whigh) 1.0

Minimum synaptic weight (wlow) 0.0
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1. eHB-STDP – This is the proposed eHB-STDP learning rule containing distinct

Hebbian potentiation and anti-Hebbian depression windows separated by a dead

zone as shown in Fig. 3.4(a).

2. eHB-STDP2 – This is a variant of the eHB-STDP learning rule where the dead

zone is replaced with a wider Hebbian potentiation window as depicted in Fig.

3.4(b).

eHB$STDP)with)Dead)Zone) eHB$STDP3)with)wider)an5$Hebbian)
Depression)window)instead)of)Dead)Zone)

(a)$ (b)$ (c)$

eHB$STDP2)with)wider)Hebbian)
Poten5a5on)window)instead)of)Dead)Zone)

Fig. 3.4. MNIST digit representations (re-arranged in 28×28 for-
mat) learnt by the synapses connecting the input to each excitatory
neuron in a binary fully-connected SNN of 400 neurons (arranged in
20×20 grid). The binary fully-connected SNN is trained using (a) the
proposed eHB-STDP containing distinct Hebbian potentiation and
anti-Hebbian depression windows separated by a dead zone, (b) eHB-
STDP2 where the dead zone is replaced with a wider Hebbian poten-
tiation window, and (c) eHB-STDP3 where the dead zone is replaced
with a wider anti-Hebbian depression window.
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3. eHB-STDP3 – This is an alternative variant of the eHB-STDP rule where the

dead zone is replaced with a wider anti-Hebbian depression window as illustrated

in Fig. 3.4(c).

Note that the excitatory↔inhibitory synaptic weights are fixed a priori and are not

subjected to STDP-based learning. The binary fully-connected SNN was simulated

using BRIAN [72], which is an open-source SNN simulator, on the MNIST dataset.

The input pixels are converted to Poisson spike trains firing at a rate constrained

between 0 and 63.75Hz depending on the respective pixel intensities for a simulation

period of 350ms. Note that the simulation time-step is 0.5ms. The spiking neuronal

model detailed in [16] is used whose parameters are adopted from [87]. The eHB-

STDP hyperparameters used in the simulations are listed in Table 3.1.

A binary fully-connected SNN of 400 excitatory neurons is first trained using the

three different eHB-STDP configurations on 3500 MNIST digit patterns. Fig. 3.4(a)

illustrates that eHB-STDP causes each excitatory neuron to self-learn general repre-

sentation of a unique digit in the input to excitatory synaptic weights. On the other

hand, eHB-STDP2, with a wider Hebbian potentiation window instead of the dead

zone, causes certain excitatory neurons to self-learn overlapping input representations

as highlighted in Fig. 3.4(b). Overlapping input representations negatively impact

the selective spiking behavior of the excitatory neurons for specific input classes and

degrade the recognition capability of the SNN. The final eHB-STDP configuration,

eHB-STDP3, leads to insufficient representation learning as depicted in Fig. 3.4(c)

due to the dominance of synaptic depression over synaptic potentiation updates.

Thus, the proposed eHB-STDP learning rule offers superior representation learning

capability compared to the explored variants by maintaining optimal balance between

the potentiation and the depression weight updates. This is further corroborated by

the accuracy results shown in Fig. 3.5(a), which is evaluated as explained below.

At the end of eHB-STDP based training, each excitatory neuron is tagged as having

learnt the class of input patterns for which it spiked the most during the training

phase. A test pattern is predicted to belong to the class (or tag) represented by the



50

(a)$ (b)$

Number'of'excitatory'neurons'='400''

Fig. 3.5. (a) Classification accuracy of binary fully-connected SNN of
400 excitatory neurons trained using the three different eHB-STDP
configurations illustrated in Fig. 3.4. (b) Classification accuracy of
binary fully-connected SNN, trained using the proposed eHB-STDP
learning rule, compared to full-precision (32-bit) SNN [16] for different
network sizes.

group of neurons with the highest average spike count over the simulation period. The

binary fully-connected SNN of 400 neurons trained using eHB-STDP yielded 79.94%

accuracy on the MNIST test set, which is higher by >8% compared to that achieved

using the remaining eHB-STDP variants. The accuracy can be further improved by

increasing the number of excitatory neurons as shown in Fig. 3.5(b). The synaptic

memory compression offered by the binary SNN compared to full-precision (32-bit)

SNN is estimated as described by

synaptic memory compression =
#input neurons×#excitatory neuronsfull−precisionSNN × 32

#input neurons×#excitatory neuronsbinarySNN × 1
(3.6)

where #input neurons is 784 for the MNIST dataset. Fig. 3.5(b) shows that binary

SNN of 6400 neurons offers comparable accuracy (∼92%) to that provided by full-

precision (32-bit) SNN of 1600 neurons [16], leading to 8× synaptic memory com-

pression under iso-accuracy conditions. Note that the accuracy of ∼92% is higher

than that reported in related works for binary fully-connected SNN, trained using

probabilistic STDP-based learning rules, as shown in Table 3.2. However, the fully-

connected SNN introduces scalability issues as the network depth is increased due to

explosion in the number of trainable parameters.
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Table 3.2.
Classification accuracy of binary fully-connected SNNs on the MNIST test set.

Model #Excitatory Neurons Training Methodology Accuracy (%)

Binary SNN [73] 50 Probabilistic Rectangular STDP 60

Binary SNN [88] 400 Probabilistic Exponential STDP 70.15

Binary SNN (this work) 400 Probabilistic eHB-STDP 79.94

Binary SNN (this work) 6400 Probabilistic eHB-STDP 92.14

3.3.2 ReStoCNet for MNIST Digit Recognition

The MNIST dataset contains 60,000 training patterns and 10,000 test patterns of

handwritten digits that are stored as 28×28 Greyscale images. In this work, a custom

simulation framework was developed using Pytorch [89] to evaluate ReStoCNet and

the presented HB-STDP based unsupervised training methodology. The simulation

parameters for the Leaky-Integrate-and-Fire (LIF) neuron in the convolutional layers

and the Integrate-and-Fire (IF) neuron in the pooling layers are shown in Table 3.3.

The binary kernels in every convolutional layer are initialized to logic high state

(whigh) with a probability, phigh, which is specified by

phigh =

√
αweight init

fan in+ fan out
(3.7)

where αweight init is the proportionality constant controlling phigh, and fan in and

fan out are the total number of input and output synaptic weights, respectively, for

a given convolutional layer. The remaining kernel weights in the convolutional layer

are initialized to logic low state (wlow). The firing threshold of the LIF neurons in

every convolutional layer is initialized to zero.

A 16C3-2P-10FC ReStoCNet is first simulated, which is composed of single con-

volutional layer with 16 maps and 3×3 binary kernels followed by pooling layer whose

spiking activations are directly fed to the final softmax layer. The input image pix-

els are mapped to excitatory pre-neurons firing at a rate constrained between 0 and

200Hz depending on the corresponding pixel intensities. The eHB-STDP model pa-
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Table 3.3.
Simulation parameters for training the convolutional layers in ReStoCNet.

Values

Parameters C1 C1 C2/C3

Input dataset MNIST CIFAR-10 CIFAR-10

Maximum synaptic weight (whigh) +1.0 +1.0 +1.0

Minimum synaptic weight (wlow) −1.0 −1.0 −1.0

Weight initialization constant (αweight init) 75 30 30

Simulation time-step, ∆tsim 1ms 1ms 1ms

Simulation period for STDP, TSTDP 25ms 25ms 25ms

Maximum input spike rate for STDP 200Hz 200Hz 500Hz

Dropout probability for STDP, pdrop 0.5 0.5 0.5

STDPstride 5 5 5

Pre-trace decay time constant, τpre 1.45ms 1.45ms 1.45ms

preHebb pot (eHB-STDP) 0.50e-1 0.20e-1 0.20e-1

preantiHebb dep (eHB-STDP) 0.50e-2 0.50e-2 0.50e-2

pHebb pot (eHB-STDP) 0.01 0.05 0.05/25

pantiHebb dep (eHB-STDP) 0.01 0.01 0.01/25

pHebb dep (eHB-STDP) 0 0 0

preHebb dep (iHB-STDP) – 0.20e-1 0.20e-1

preantiHebb pot (iHB-STDP) – 0.50e-2 0.50e-2

pHebb dep (iHB-STDP) – 0.05 0.05/25

pantiHebb pot (iHB-STDP) – 0.01 0.01/25

pHebb pot (iHB-STDP) – 0 0

Leaky-Integrate-and-Fire (LIF) neuron leak time constant, τmem 9.5ms 9.5ms 9.5ms

Rate of increase of LIF neuronal firing threshold, βthresh 6e-4 6e-4 6e-4 (C2)

8e-4 (C3)

Integrate-and-Fire (IF) neuron pooling threshold, θpool 0.80 0.80 0.80

Simulation period to estimate spiking activation, Tsim 100ms 100ms 100ms

Maximum input spike rate to estimate spiking activation 500Hz 500Hz 500Hz

Low-pass filter time constant to estimate spiking activation, τlpf 99.5ms 99.5ms 99.5ms
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Table 3.4.
Simulation parameters for training the fully-connected layer in ReStoCNet.

Values

Parameters MNIST CIFAR-10

Batch size 256 256

Number of epochs 100 100

Learning rate (Adam) 1.5e-3 1.0e-4

betas (Adam) (0.9, 0.999) (0.9, 0.999)

eps (Adam) 1e-8 1e-8

Weight decay (Adam) 0 0

Dropout probability 0.5 0.5

rameters are provided in Table 3.3. The convolutional layer in ReStoCNet is trained

using 2000 MNIST digit patterns with a mini-batch size of 200. The entire training

dataset is thereafter fed to ReStoCNet, the spike maps of the convolutional layer are

spatially pooled and low-pass filtered over a simulation period of 100ms to estimate

their spiking activations. The pooling layer spiking activations are passed on to the

fully-connected softmax layer, which is trained using the Adam optimizer [90] and

cross-entropy loss function for 100 epochs. The training parameters used for the

fully-connected layer are mentioned in Table 3.4. The shallow ReStoCNet yielded an

accuracy of 95.21% on the MNIST test set, which increased to 98.22% for a wider

36C3-2P-10FC ReStoCNet in which the convolutional layer is trained using 10,000

MNIST digit patterns. Further improvement in accuracy is obtained by augmenting

the classifier in ReStoCNet with an additional fully-connected layer of 128 neurons

prior to the softmax output layer as shown in Fig. 3.6, which indicates that 36C3-2P-

128FC-10FC ReStoCNet offers an improved accuracy of 98.54% on the MNIST test

set. Note that deep ReStoCNets are not evaluated on the MNIST dataset since the

shallow networks yield >98% accuracy, and that any further increase in the depth of

STDP-trained convolutional layers would not provide commensurate improvements

in the classification accuracy.
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Fig. 3.6. Classification accuracy of ReStoCNet, composed of single
convolutional layer followed by a pooling layer and one or more fully-
connected layers, versus the number of output (C1) maps, on the
MNIST test set.

3.3.3 ReStoCNet for CIFAR-10 Image Recognition

The CIFAR-10 dataset contains 50,000 training images and 10,000 test images,

32×32×3 in dimension, spanning 10 output classes. The CIFAR-10 images are pre-

processed using global contrast normalization followed by ZCA whitening [18]. Global

contrast normalization is performed by subtracting and scaling the pixel intensities

of each input channel by the corresponding mean and standard deviation computed

over the training set. The normalized image is then transformed by multiplying with

whitening filters as explained in [18], which enables a network to learn higher-order

pixel correlations. Fig. 3.7 illustrates a few original and pre-processed images from

the CIFAR-10 dataset. The simulation parameters used for training the convolutional

layers are provided in Table 3.3 while those used for training the fully-connected layer

are listed in Table 3.4. The binary kernels and firing thresholds of the convolutional

layers are initialized as described in section 3.3.2.

In the first experiment, a 36C3-2P-1024FC-10FC ReStoCNet, designated as ReStoCNet-

1 is simulated, which consists of a single convolutional layer with 36 maps and 3×3

binary kernels followed by fully-connected layer containing 1024 ReLU neurons and
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Fig. 3.7. (a) Original 32×32×3 CIFAR-10 images. (b) CIFAR-10
images pre-processed using global contrast normalization followed by
ZCA whitening [18].

a final softmax layer with 10 output neurons. The pre-processed CIFAR-10 images

are composed of pixels with positive and negative intensities, which are respectively

mapped to excitatory and inhibitory pre-neurons firing at a rate constrained between 0

and 200Hz depending on the absolute value of the corresponding pixel intensities. The

e/iHB-STDP model parameters are listed in Table 3.3. Note that the e/iHB-STDP

switching probability is set to zero in the negative STDP timing window to facilitate

optimal balance between the potentiation and depression updates for a smaller 3×3

kernel shared by 32×32 pre-neurons in the input map and 30×30 post-neurons in the

convolutional map. The binary kernels in ReStoCNet-1 are trained using 5000 images,

with mini-batch size of 200, for simulation period of 25ms per mini-batch training

iteration. Note that the simulation time-step used is 1ms. Fig. 3.8(a) illustrates the

low-level input features self-learnt by the binary kernels, enabled by the e/iHB-STDP

based unsupervised training methodology. The shallow ReStoCNet-1, wherein the

fully-connected layer is trained on the entire dataset, yielded 64.31% test accuracy

that is higher than an accuracy of 59.42% obtained using randomly initialized binary

kernels and zero firing thresholds in the convolutional layer. In order to determine if

accuracy loss is incurred as a result of using binary kernels, ReStoCNet-1 composed

of full-precision (32-bit) kernels is trained using standard exponential STDP rule [13]
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(a)$ (b)$ (c)$

Fig. 3.8. (a) Binary kernels (3×3 in size) of ReStoCNet-1 (36C3-2P-
1024FC-10FC ReStoCNet), trained using e/iHB-STDP based unsu-
pervised training methodology, on 5000 images from the CIFAR-10
dataset. (b) Classification accuracy of ReStoCNet versus the number
of convolutional maps. (c) Classification accuracy of ReStoCNet-1
versus the STDPstride used to compute the average spike timing dif-
ference of the spiking post-neurons in the convolutional maps.

with learning rate of 0.01. ReStoCNet-1 with full-precision kernels provided 64.30%

test accuracy, which is comparable to that obtained using binary kernels. Fig. 3.8(b)

shows that the test accuracy improves with the number of maps in the convolutional

layer. As explained in section 3.2.3, the classification accuracy of ReStoCNet has a

strong dependence on the chosen STDPstride used for computing the average spike

timing difference of the spiking post-neurons in the convolutional maps. Fig. 3.8(c)

indicates that the accuracy of ReStoCNet-1 degrades for STDPstride smaller than 4

or greater than 5. If the STDPstride is small, the binary kernels are updated based on

the spike timing difference averaged over large number of spiking post-neurons in the

convolutional maps, leading to degradation in the learnt features. On the contrary,

if the STDPstride is large, the binary kernels are updated based on the spike timing

difference estimates of few post-neurons, leading to loss of generality in the learnt

features. The optimal STDPstride of 5 is used for all the ReStoCNet experiments

presented in this work.
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Next, a deeper 36C3-36C3-2P-1024FC-10FC ReStoCNet, designated as ReStoCNet-

2 is simulated, which is composed of two convolutional layers, each with 36 maps and

3×3 binary kernels. The first convolutional layer is trained as described in the previ-

ous paragraph. The binary kernels and firing thresholds of the second convolutional

layer are trained using a different subset of 5000 CIFAR-10 images with a mini-

batch size of 200. Note that the e/iHB-STDP hyperparameters are similar for both

the convolutional layers except the synaptic switching probabilities, which are scaled

(a)$ (b)$

(C)$ (d)$

Binary'kernels'of'ReStoCNet32'
without'Residual'Connec:ons''

Binary'kernels'of'ReStoCNet32'
with'Residual'Connec:ons''

Fig. 3.9. Binary kernels (in second convolutional layer) of ReStoCNet-
2 (36C3-36C3-2P-1024FC-10FC ReStoCNet) (a) without residual con-
nections, and (b) with residual connections from the input to the
second convolutional layer. (c) Classification accuracy of ReStoCNet-
2 with and without residual connections compared to that provided
by ReStoCNet-1. (d) Classification accuracy of ReStoCNet-2 (with
residual connections) versus the number of output maps in the second
convolutional layer.
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down for the second convolutional layer as shown in Table 3.3. The lower switch-

ing probabilities for the second convolutional layer accounts for the fact that every

constituting post-neuron receives weighted input from 36 maps each in the residual

and direct paths while a post-neuron in the first convolutional layer receives weighted

input from just the 3 maps in the input layer. Two versions of ReStoCNet-2 are simu-

lated: one without residual connections and the other with residual connections from

the input to the second convolutional layer. Fig. 3.9 shows that ReStoCNet-2 with

residual connections learns diverse high-level input features compared to the one with-

out residual connections. As a result, ReStoCNet-2 with residual connections yielded

65.79% accuracy, which is roughly 1.5% higher than that provided by ReStoCNet-2

without residual connections as well as ReStoCNet-1. This begs the following ques-

tion: is ReStoCNet-2 yielding higher accuracy that ReStoCNet-1 just due to increased

number of synaptic weights in the fully-connected layer as a consequence of concate-

nating the pooled spiking activations of both the convolutional layers? To answer this

question, ReStoCNet-2 in which the spiking activations of the 72 pooled maps are fed

to a fully-connected layer of 1024 neurons is compared with ReStoCNet-1 in which

the spiking activations of the 36 pooled maps are fed to a larger fully-connected layer

of 2048 neurons. Fig. 3.9(c) indicates that ReStoCNet-2 offers higher accuracy than

that provided by ReStoCNet-1 with 2048 neurons in the fully-connected layer, which

is a testament to the improved feature learning capability of the second convolutional

layer in the presence of residual inputs. Fig. 3.9(d) shows that ReStoCNet-2 provides

only modest improvement in accuracy as the number of output maps is increased in

the second convolutional layer. The accuracy limitation is caused by the inability of

the unsupervised training methodology to effectively optimize an over-parameterized

network.

Finally, an even deeper 36C3-36C3-36C3-2P-1024FC-10FC ReStoCNet, referred

to as ReStoCNet-3 is simulated, which is composed of three convolutional layers as

depicted in Fig. 3.1. The residual inputs to the third convolutional layer are inverted

to ensure diversity in the residual maps received by the second and third layers from
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the input layer. The third convolutional layer is trained with the same hyperparam-

eters (shown in Table 3.3) as those used for training the second convolutional layer,

albeit on a different subset of 5000 images from the CIFAR-10 dataset. In addition

to ReStoCNet-3 (with residual connections), wherein the pooled spiking activations

of all the convolutional layers are used for inference, the following variants are also

simulated to demonstrate the significance of residual connections for the scalability

of deep SNNs:

1. ReStoCNet-3a – This is a variant of ReStoCNet-3 without residual inputs to

the third convolutional layer. In addition, the pooled spiking activations of only

the third convolutional layer are fed to the fully-connected layer for inference.

2. ReStoCNet-3b – This is a variant of ReStoCNet-3 with residual inputs to the

third convolutional layer, wherein the pooled spiking activations of only the

third convolutional layer are used for inference.

ReStoCNet-3a, devoid of residual connections, yielded 44.75% accuracy on the CIFAR-

10 test set, which is 17.5% lower compared to an accuracy of 62.26% provided by

ReStoCNet-3b with residual connections as shown in Fig. 3.10(a). The higher ac-

(a)$ (b)$

Fig. 3.10. (a) Classification accuracy of three different ReStoCNet-
3 (36C3-36C3-36C3-2P-1024FC-10FC) configurations on the CIFAR-
10 test set. (b) Comparison between the classification accuracy of
different ReStoCNet configurations presented in this work.
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curacy of ReStoCNet-3b can be directly attributed to its improved feature learning

capability, rendered possible by the residual inputs feeding into the third convolu-

tional layer. The optimal ReStoCNet-3 configuration (with residual connections),

wherein the pooled spiking activations of all the convolutional layers are used for in-

ference, offered 65.25% accuracy, which is only comparable to an accuracy of 65.79%

provided by ReStoCNet-2 as shown in Fig. 3.10(b).

The analysis on ReStoCNet, trained using the e/iHB-STDP based unsupervised

training methodology, offers the following key insights. First, it shows that the resid-

ual connections are critical for the scalability of deep SNNs. Second, it reveals that the

maximum achievable accuracy is limited by the STDP-based unsupervised training

methodology as further corroborated by Fig. 3.11, which illustrates the unsupervised

clustering capability of ReStoCNet-3 for different training images from the CIFAR-

10 dataset. In order to visualize the efficiency of unsupervised clustering provided

by ReStoCNet-3, the dimensions of the pooled spiking activations of the convolu-

tional layers are reduced using Principal Component Analysis (PCA) followed by

t-Distributed Stochastic Neighbor Embedding (t-SNE) [91], and the first two t-SNE

components are plotted for the training images. The t-SNE dimensionality reduc-

tion technique computes pair-wise similarities between the data points (images) in

Airplane)

Bird)

Frog)

Airplane)

Bird)

Frog)

(a)$ (b)$

CIFAR210)Dataset)) ReStoCNet23)Pooled)Spiking)Ac>va>ons)))

Fig. 3.11. (a) Scatter plot of the first two t-SNE components for
15,000 training images from the CIFAR-10 dataset from the classes:
airplane, bird, and frog. (b) t-SNE scatter plot of the pooled spiking
activations of the convolutional layers in ReStoCNet-3 for the corre-
sponding training images.
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the high-dimensional space and projects them to a low-dimensional space that pre-

serves the measured similarities. The readers are referred to [91] for a review of the

t-SNE algorithm for visualizing high-dimensional input data. Fig. 3.11(a) shows the

t-SNE scatter plot for 15,000 training images spanning three different classes from

the CIFAR-10 dataset, namely, airplane, bird, and frog. The primary objective of

any machine learning model is to cluster the images per class together while ensuring

sufficient separation among different classes. The t-SNE scatter plot of the pooled

spiking activations of ReStoCNet-3 (shown in Fig. 3.11(b)) indicates that, although

distinct clusters are formed for the images in each class, there exists considerable

overlap among different image clusters.

3.4 Discussion

3.4.1 Comparison with Related Works

ReStoCNet is compared with convolutional SNNs, which employ unsupervised

training methodology for the convolutional layers and supervised training algorithms

like error backpropagation for the fully-connected layer, using classification accuracy

(on the test set) and kernel memory compression as the evaluation metrics. The

memory compression offered by ReStoCNet as a result of using binary kernels in

the convolutional layers, referred to as kernel memory compression, is computed as

specified by

kernel memory compression =
Nbaseline × ksizebaseline × ksizebaseline × nbitsfull precision
NReStoCNet × ksizeReStoCNet × ksizeReStoCNet × nbitsbinary

(3.8)

where NReStoCNet (Nbaseline) and ksizeReStoCNet (ksizebaseline) are the number of ker-

nels and kernel size, respectively, in ReStoCNet (baseline convolutional SNN used

for comparison), and nbitsbinary and nbitsfull precision are the hardware bit-precision

required for storing the binary and full-precision kernels, which are set to 2-bits and

32-bits, respectively. Note that the binary kernels in ReStoCNet require storage

capacity of 2-bits per synaptic weight since they are constrained to binary states
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Table 3.5.
Classification accuracy of SNN models, which use unsupervised train-
ing methodology for the hidden/convolutional layers and supervised
training algorithm for the output (classification) layer, on the MNIST
test set.

Model Size Training Methodology Accuracy (%)

FC SNN [92] 6400FC-10FC Probabilistic STDP + 95.70

ANN backpropagation

ConvSNN [33] 12C5-2P-64C5-2P-10FC SNN backpropagation 99.08

ConvSNN [77] 18C7-2P-10FC Fixed Gabor kernels + 98.20

ANN backpropagation

ConvSNN [23] 16C3-16C3-2P-10FC STDP 91.10

ConvSNN [26] 8C5-2P-16C5-2P- STDP + 98.49

120FC-60FC-10FC ANN backpropagation

ConvSNN [22] 30C5-2P-100C5-2P-10FC STDP + 98.40

Support Vector Machine

ConvSNN [25] 64C5-2P-1500FC-10FC STDP 98.61

ConvSNN [24] 30C5-2P-250C3-3P-200C5-5P Reward-modulated STDP 97.20

ConvSNN [93] 32C5-2P-128FC-10FC STDP + 98.36

Support Vector Machine

ReStoCNet (this work) 36C3-2P-128FC-10FC Probabilistic eHB-STDP + 98.54

ANN backpropagation

−1 and +1. Table 3.5 shows that the classification accuracy offered by ReStoCNet

for MNIST digit recognition is comparable to that reported for convolutional SNNs

composed of full-precision kernels trained using unsupervised learning methodolo-

gies. Specifically, a 36C3-2P-128FC-10FC ReStoCNet offers 98.54% accuracy on the

MNIST test set, which compares favorably with that (98.36%) provided by the convo-

lutional SNN presented in [93], composed of single convolutional layer with 32 maps

and 5×5 full-precision kernels trained using STDP. The proposed ReStoCNet offers

39.5× kernel memory compression by virtue of using smaller 3×3 binary kernels under

iso-accuracy conditions for MNIST digit recognition. On the other hand, very few
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Table 3.6.
Classification accuracy of SNN models, which use unsupervised train-
ing methodology for the hidden/convolutional layers and supervised
training algorithm for the output (classification) layer, on the CIFAR-
10 test set.

Model Size Training Methodology Accuracy (%)

ConvSNN [33] 32C5-2P-32C5-2P-64C4-10FC SNN backpropagation 70.16

ConvSNN [26] 64C7-8P-512FC-512FC-10FC STDP + 71.20

ANN backpropagation

ReStoCNet (this work) 256C3-2P-1024FC-10FC Probabilistic e/iHB-STDP + 66.23

ANN backpropagation

works have benchmarked convolutional SNNs, trained using unsupervised learning

algorithms, on the CIFAR-10 dataset. Panda et al. [33] proposed spike-based convo-

lutional Auto-Encoders, where the kernels in every convolutional layer are trained in

an unsupervised manner using error backpropagation to regenerate the input spike

patterns. Ferré et al. [26] presented convolutional SNN (without residual connec-

tions), where the kernels are trained using a simple Hebbian STDP learning rule.

Table 3.6 shows that ReStoCNet provides 4-5% lower accuracy than that reported in

both the related works. In particular, a 256C3-2P-1024FC-10FC ReStoCNet yields

4.97% lower accuracy than that provided by the 64C7-8P-512FC-512FC-10FC con-

volutional SNN [26] while offering 21.7× kernel memory compression. Note that the

convolutional SNN presented in [26] is simulated by single-step forward propagation

using input rates while ReStoCNet is simulated using input spike trains over multiple

time-steps.

Deep learning Binary Neural Networks (BNNs) [84–86], which use binary acti-

vations for the neurons in every layer except the input and the output layers and

binary weights, have been demonstrated to yield superior classification accuracy than

that provided by ReStoCNet. Nevertheless, ReStoCNet offers the following advan-

tages over BNNs. First, ReStoCNet is inherently suited for processing spatiotemporal

spike trains from event-based audio and vision sensors as shown in [77] for convolu-
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tional SNNs with full-precision weights since it computes with static image pixels

mapped to spike trains. BNNs, on the contrary, use real-valued pixel intensities for

the input layer. Second, ReStoCNet is amenable for efficient implementation in event-

driven asynchronous neuromorphic hardware platforms like IBM TrueNorth [37] and

Intel Loihi [38] since it uses {0, 1} for the outputs of the spiking neurons in every

convolutional layer. The weighted sum of the input spikes with the synaptic weights

in the convolutional layers needs to be computed only in the event of a spike fired by

the corresponding input neurons. In addition, only the sparse spiking events need to

be transmitted between the layers. The event-driven computing capability offered by

ReStoCNet can be exploited to achieve higher energy efficiency in neuromorphic hard-

ware implementations by minimizing the computation and communication energy in

the absence of spiking events. BNNs, on the other hand, use {1, −1} for the neuronal

activations and either {1, −1} [84] or {α, −α} [85] where α is a layer-wise scaling

factor for the weights to achieve good accuracy and stable training convergence [94].

Hence, the computation of the weighted input sum and communication of the bina-

rized neuronal activations need to be carried out for all the neurons in every layer in a

synchronous manner, which is in contrast to the event-based asynchronous computing

capability provided by ReStoCNet. Last, ReStoCNet offers a memory-efficient solu-

tion for enabling on-chip intelligence in resource-constrained battery-powered edge

devices since the binary kernels are trained using probabilistic-STDP based local

learning rule that can be efficiently implemented on-chip. Learning is achieved by

probabilistically switching the binary kernel weights between the allowed states based

on spike timing, which precludes the need for storing the full-precision weights and

enhances the memory efficiency during training. BNNs, on the other hand, are trained

using error backpropagation algorithms that update the full-precision weights based

on the backpropagated error gradients and binarize the modified weights for forward

propagation and computing the error gradients. Thus, ReStoCNet provides a promis-

ing alternative for energy- and memory-efficient computing during both training and

inference in edge devices, for instance, surveillance cameras, which produce large
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volumes of real-time data. It is inefficient for these devices to continuously offload

raw/compressed data to the cloud for training. This is because the sheer volume of

generated data could exceed the bandwidth available for transmitting them to the

cloud. Alternatively, there could be connectivity issues restricting communication

between the edge and the cloud. In addition, there are also security and data privacy

issues that need to be addressed while sending (receiving) data to (from) the cloud.

Hence, it is highly desirable to equip the edge devices with on-chip intelligence so that

they can learn from real-time input data and invoke the cloud occasionally to update

the on-chip trained weights using more complex algorithms. The proposed approach

is also suited for building intelligent autonomous systems like robots and self-flying

drones. For example, it is beneficial to embed on-chip learning in autonomous robots

used for disaster relief operations that enables them to navigate obstacles and scour

the disaster site for survivors. In the instance of self-flying drones used for recon-

naissance operations, on-chip intelligence can enable them to effectively navigate the

enemy territory and improve the chances of a successful mission.

The classification accuracy of ReStoCNet for complex applications could be im-

proved by augmenting the layer-wise unsupervised training methodology with a global

supervised training mechanism. Recent works have proposed error backpropagation

algorithms for the supervised training of SNNs [29, 31, 33, 35, 78, 95]. However, the

backpropagation algorithms for SNNs, some of which backpropagate errors at multi-

ple time-steps, are computationally prohibitive and memory-intensive. In this regard,

Neftci et al. [96] proposed event-driven random backpropagation that prevents the

need for calculating and backpropagating precise error gradients. Future works could

explore a hybrid unsupervised (local) and supervised (global) training methodology

for ReStoCNet to obtain favorable trade-offs between accuracy and training effort as

was shown by [78] for full-precision convolutional SNNs without residual connections.

Such a hybrid approach would also preclude the need for using the pooled spiking ac-

tivations of all the convolutional layers for inference, thereby enhancing the scalability

of deep ReStoCNets.
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3.4.2 Applicability of ReStoCNet for Neuromorphic Hardware

Together with research efforts that are geared towards the exploration of bio-

plausible SNN algorithms (architectures and learning methodologies), parallel efforts

are underway to develop neuromorphic hardware implementations with on-chip in-

telligence, which can exploit the inherent computational efficiency offered by the

SNN algorithms. IBM TrueNorth [37] and Intel Loihi [38] are recent demonstrations

of event-driven neuromorphic hardware that were realized using the conventional

CMOS technology. CMOS-based neuromorphic hardware implementations are area-

and power-intensive because of the mismatch between the spiking neuronal/synaptic

circuits and the neuroscience processes governing their dynamics. In this regard, na-

noelectronic devices such as Ag-Si memristor [42], Phase-Change Memory (PCM) [43],

Resistive Random Access Memory [70] and domain-wall Magnetic Tunnel Junctions

(MTJs) [45] that are capable of naturally mimicking multilevel synaptic dynamics

have been proposed as potential candidates for achieving improved energy efficiency

compared to CMOS-only realizations. However, as the technology is scaled, the mul-

tilevel memrisitve and spintronic devices suffer from limited bit-precision and exhibit

stochastic behavior in the presence of thermal noise. The proposed ReStoCNet, which

is composed of binary kernels trained using probabilistic HB-STDP, is naturally suited

for neuromorphic hardware implementations based on stochastic device technologies

as elaborated in the following paragraph.

Stochastic device technologies such as Conductive-Bridge Random Access Mem-

ory (CBRAM) [14], RRAM [97], MTJ [15,40,88], and PCM [39] have been shown to

efficiently implement stochastic neuronal and synaptic models. The intrinsic stochas-

tic switching behavior of these devices can be exploited to realize the probabilistic

switching of a binary synapse during training without the need for costly random

number generators to implement the stochastic operations as illustrated with MTJ-

based synapse in chapter 2. Chapter 2 also presented peripheral circuits required to

implement an exponential probabilistic-STDP rule, which needs to be modified for
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realizing the proposed HB-STDP rule. Note that CBRAM, RRAM, and PCM devices

can similarly be used to realize a stochastic binary synapse during training by mod-

ulating the input voltage based on spike timing [14, 97]. Crossbar-based hardware

implementations based on these stochastic device technologies, with on-chip learn-

ing capability, have been demonstrated for efficiently realizing binary fully-connected

SNNs [14, 88], which consists of a unique synaptic weight connecting every pair of

pre- and post-neurons. Recently, Wijesinghe et al. [98] showed that weight-shared

convolutional SNNs such as ReStoCNet can be mapped to crossbar-based hardware

implementations. However, large-scale networks with increased number of neurons

and synapses cannot be mapped to a single large crossbar due to non-idealities that

could result in erroneous computations. Hardware architectures composed of multi-

ple smaller crossbars can be used to efficiently realize large-scale networks [99–101].

Also, note that the fully-connected classification layer in ReStoCNet, which is com-

posed of artificial ReLU neurons, cannot be directly implemented in event-driven

asynchronous neuromorphic hardware platforms. The fully-connected layer of ReLU

neurons could be mapped to Integrate-and-Fire neurons post training for inference

within the neuromorphic fabric as shown in [8]. Alternatively, fully-connected layer of

Leaky-Integrate-and-Fire neurons can be trained using spike-based backpropagation

algorithms for training and/or inference within the neuromorphic fabric.
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4. BLOCTRAIN: BLOCK-WISE CONDITIONAL

TRAINING AND INFERENCE FOR EFFICIENT

SPIKE-BASED DEEP LEARNING

4.1 Introduction

Supervised training of SNNs is challenging and has attracted significant research

interest in recent years [28–32, 34, 35]. Error backpropagation algorithms, which are

the workhorse for training state-of-the-art deep neural networks with millions of pa-

rameters, suffer from scalability limitations when adapted for SNNs. Modern deep

neural networks are henceforth referred to as Analog Neural Networks (ANNs) since

they use artificial neurons (sigmoid, ReLU, etc.) that produce real-valued activations.

It is well known that end-to-end training of feed-forward ANNs, using backpropaga-

tion, requires the activations of all the layers to be stored in memory for computing

the weight updates. SNNs, by virtue of receiving input patterns converted to spike

trains over certain number of time-steps, require multiple forward passes per input.

As a result, spike-based error backpropagation algorithms need to integrate error gra-

dients through time [32]. The ensuing weight update computation requires the spiking

neuronal activation and state (also known as membrane potential) to be stored across

time-steps for the entire network. SNNs are typically trained for hundreds of time-

steps to obtain high enough accuracy for visual image recognition tasks [30]. Hence,

end-to-end training of SNN using backpropagation through time requires much higher

memory footprint over that incurred for similarly sized ANN on GPUs [102].

This dissertation proposes input complexity driven efficient training algorithm, re-

ferred to as BlocTrain, for incrementally training deep networks with reduced memory

requirements. The deep network is divided into blocks, where each block consists of

few convolutional layers followed by a local auxiliary classifier as depicted in Fig. 4.1.
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Fig. 4.1. Illustration of BlocTrain methodology for block-wise input
complexity aware training of deep SNNs (or ANNs). The blocks are
trained sequentially using local losses from the respective classifiers.
Each block has a hard class detector that is trained to perform binary
classification between the easy and hard class instances as determined
from the preceding block. The next block is trained only on the hard
class instances. This process is repeated for every block, leading to
fast learning with increasing block depth.

The blocks are trained sequentially using local losses from the respective classifiers.

For training a particular block, the weights of the previously trained blocks are frozen

and only the current block weights are updated using local losses from the auxiliary

classifier. Also, residual connections from preceding block enable the current block

to learn better high-level input representations as will be validated in section 4.5.2.

The proposed algorithm precludes the need for end-to-end backpropagation, thereby,

considerably reducing the memory requirements during training, albeit with overhead

incurred due to the addition of a classifier per block.

The class-wise accuracy obtained from the auxiliary classifier of previously trained

blocks are used to efficiently train the deeper blocks. Once a given block is trained,

the classes are divided into ‘easy’ and ‘hard’ groups based on the class-wise accuracy

on the test set. A hard class detector is incorporated and trained in the following

block to perform binary classification between the ‘easy’ and the ‘hard’ class inputs.

The next deeper block is now trained only on the hard class instances. This process

is repeated for every block, leading to gradual reduction in the number of output

classes for consecutive deeper blocks as depicted in Fig. 4.1. Previous works on class

complexity aware training built hierarchical classifier models, where the initial layers
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classify the inputs into coarse super-categories while the deeper layers predict the

finer classes, which require end-to-end training and inference [103–105]. On the other

hand, BlocTrain significantly minimizes the training effort (or time) with increasing

block depth. In addition, improved computational efficiency is obtained during infer-

ence by using the hard class detector per block to terminate early for easy class inputs

and conditionally activate deeper blocks only for the hard class inputs. The higher

inference efficiency is achieved with increased memory requirement due to the param-

eters of the non-linear auxiliary classifiers. The capability of BlocTrain to provide

improved accuracy as well as higher training (compute and memory) and inference

(compute) efficiency relative to end-to-end methods for deep SNNs is demonstrated on

the CIFAR-10 and the CIFAR-100 datasets. Note that, BlocTrain, although demon-

strated for SNNs, can be directly applied for ANNs to achieve efficient conditional

training and inference.

4.2 Related Work

Local training of deep neural nets. Several approaches have been proposed

to complement or address the challenge of end-to-end training of deep nets. Before

the deep learning revolution (circa 2012), unsupervised layer-wise pre-training based

on local loss functions was used to effectively initialize the weights of deep ANNs

(stacked denoising autoencoder, deep belief nets, etc.) [106–110]. SNNs, on the other

hand, have been pre-trained using spiking autoencoders [33] as well as more bio-

logically plausible Spike Timing Dependent Plasticity (STDP) based local learning

rules [16,19,21,22,24–27,111,112]. Greedy layer-wise unsupervised training of SNNs

has until now been demonstrated only for shallow networks (≤ 5 layers) yielding

considerably lower than state-of-the-art accuracy on complex datasets (for instance,

∼71% on CIFAR-10 [26,33]). Some works have also proposed supervised pre-training

of deep nets using losses generated by the auxiliary classifier per layer [113]. However,
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pre-training is followed by fine-tuning using end-to-end backpropagation to achieve

improved accuracy and generalization for both ANNs [110,114] and SNNs [78].

Very few works use only the local losses generated by the layer-wise auxiliary

classifier for training deep nets [115–117]. Mostafa et al. [116] found that layer-wise

training using only the local discriminative loss caused the accuracy of 10-layer deep

ANN to saturate after the sixth layer with accuracy of ∼83%, which is lower than

that (∼87%) achieved with end-to-end backpropagation on CIFAR-10. Nøkland et

al. [117] supplemented the local discriminative loss using similarity matching loss to

converge to the accuracy offered by end-to-end error backpropagation. Alternatively,

Jaderberg et al. [118] proposed incorporating a decoupled neural network at every

layer (or every few layers) of the original ANN to produce synthetic gradients that

are trained to match the true gradients obtained with global backpropagation.

Fast inference for deep networks. Fast inference methods use auxiliary clas-

sifiers at various intermediate layers of a deep network and terminate inference se-

quentally at different classifiers based on input complexity [119–122]. The end-to-end

network and classifiers are either trained independent of each other [119, 120] or co-

optimized to minimize the weighted cumulative loss of all classifiers [121,122]. Infer-

ence is terminated at the earlier classifiers for easy inputs and the deeper classifiers

for hard inputs, resulting in improved latency and computational efficiency.

Key contributions. BlocTrain differs from prior works in the following respects.

1. Auxiliary classifiers are introduced at the granularity of blocks of convolutional

layers, and the blocks are trained sequentially using only the local discriminative

loss.

2. The deeper blocks are trained only on hard classes, which are automatically

deduced by BlocTrain based on the class-wise accuracy of the earlier blocks on

the test set.

3. BlocTrain leads to fast inference by detecting instances belonging to easy or

hard classes learnt during training. Prior approaches classify the instances as
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easy or hard irrespective of their class labels. The proposed inference method

incurs lower training effort with increasing block depth while the latter approach

requires all the blocks to be trained on the entire dataset.

4.3 Spike-Based Input Representation, Neurons, and Backpropagation

Through Time

The unique characteristics of deep SNNs over ANNs are spike-based input coding

and neuronal non-linearity that enable temporal information processing. For vision

tasks, the input pixels are mapped to Poisson spike trains firing at a rate proportional

to the corresponding intensities as described in [123] and illustrated in Fig. 4.2(a).

The number of time-steps (latency) dictate the training as well as inference efficiency,

and is in the order of few hundreds of time-steps [29, 30]. At any given time, the

weighted sum of the input spikes gets integrated into the membrane potential of “soft

reset” Leaky Integrate-and-Fire (LIF) neuron [124] whose dynamics are described by

ut+1 = αut +
∑

iwix
t
i − vst

st = Θ(
ut

v
− 1)

(4.1)

where u is the membrane potential, superscript t indicates the time-step, α is the

rate of leak of membrane potential, wi and xi are the weight and spike train of i-th

input neuron, v is the firing threshold, s is the spike output, and Θ is the Heaviside

step function. The LIF neuron fires a spike when its membrane potential exceeds the

firing threshold. At the time instant of a spike, the membrane potential is “soft reset”

by reducing its value by an amount equal to the threshold voltage as described in

(4.1). The “soft reset” mechanism carries over the residual potential above threshold

at the firing instants to the following time-step, thereby, minimizing the information

loss during forward propagation.
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Fig. 4.2. (a) Spike-based input representation, and membrane po-
tential dynamics, soft reset behavior, and piece-wise linear surrogate
gradient for leaky integrate-and-fire neuron. (b) Illustration of back-
propagation through time for a spiking neuron.

Backpropagation is performed by unrolling the network and integrating the losses

over time as shown in Fig. 4.2(b). The weight update (∆wi) is computed as described

by

∆wi =
∑
t

∂L

∂wti
=
∑
t

∂L

∂st
∂st

∂ut
∂ut

∂wti
(4.2)

where L is the loss function (MSE loss, cross-entropy loss, etc.) that measures the de-

viation of the actual network output from the target (class label for image recognition

tasks). The partial derivative of LIF neuron output with respect to the membrane

potential, ∂st

∂ut
, is the derivative of the Heaviside function specified in (4.1). The LIF

output derivative is described by the Dirac delta function, δ(u
t

v
− 1), which is not

defined at the spiking instants (t ∈ N+|ut = v) and is zero elsewhere. The Dirac delta

derivative is not suitable for backpropagation since it precludes effective backward

flow of error gradients. The discontinuous derivative is replaced by a smooth func-
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tion, known as surrogate gradient, around the spiking instants [28, 34, 125, 126]. The

piece-wise linear surrogate gradient [28] is used in this work, which is specified as

∂st

∂ut
≈ γ Max(0, 1− |u

t

v
− 1|) (4.3)

where γ (< 1) is the gradient dampening factor. The linear surrogate gradient is

maximum at the spiking instants and linearly decreases elsewhere based on the abso-

lute difference between the membrane potential and the threshold as depicted in Fig.

4.2(a). The readers are referred to [32] for a survey of surrogate gradient approxima-

tions proposed in literature.

4.4 BlocTrain Training and Inference Algorithm

4.4.1 Block-Wise Complexity-Aware Training

This section describes the block-wise complexity-aware incremental algorithm for

memory-efficient training of deep SNNs. The deep network is divided into blocks,

where each block is composed of few convolutional and/or pooling layers followed by

an auxiliary classifier as illustrated in Fig. 4.1. Non-linear classifiers, with an addi-

tional hidden layer before the final softmax layer, are used in this work. Hence, the

location of the classifiers needs to be chosen judiciously for achieving improved train-

ing efficiency with minimal parameters overhead. Algorithm 1 details the presented

block-wise training methodology.

The first block B1 is trained on the entire training set using surrogate gradient

based backpropagation through time (algorithm 2), which is discussed later in this

section. Its class-wise accuracy is then computed on the test set. If the accuracy

of a class is lower (higher) than a pre-determined ‘hardness threshold’, the class is

grouped as a hard (easy) class. The following block B2 is trained on the easy and the

hard class instances of B1 (entire training set) with frozen B1 weights. The softmax

units of B2 are trained with cross-entropy loss computed using the class labels. In

addition, a Hard Class Detector (HCD) is introduced, which is a binary neuron with
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Algorithm 1: Block-wise training for SNN having N blocks B1 . . . BN , where

each block Bi has Li layers.

Input: Training data (Xtrain) and labels (Ytrain), #Output classes (Nclass),

#Time-steps (T )

Output: Trained weights for blocks B1 . . . BN , Easy and hard class list

(E0, H0) . . . (EN , HN)

Initialize: Easy and hard class list for training set

E0 = []

H0 = [0, 1, . . . Nclass−1]

for i = 1 to N do

// Load instances belonging to easy and hard

// classes of Bi−1 to train Bi (refer to Fig. 4.1)

X = Xtrain[Ei−1∪ Hi−1]

// Forward pass until Bi−1 (refer to algorithm 2)

O0 = PoissonGenerator(X, T ); Ores0 = Zeros(size(O0))

for j = 1 to i−1 do

Oj, Oresj = Fwd(Bj, Lj, Oj−1, Oresj−1
, T )

end

Y = Ytrain[Ei−1 ∪Hi−1] // Labels for the auxiliary classifier in Bi

// Generate labels for the Hard Class Detector (HCD) in Bi

YHCD = {0 ∀Ytrain∈Ei−1, 1 ∀Ytrain∈Hi−1}

// Train Bi on easy and hard classes of Bi−1 (refer to algorithm 2)

BPTT (Bi, Li, Oi−1, Oresi−1
, T, Y, YHCD)

// Populate easy & hard list of Bi using cls-wise acc. (refer to algorithm 3)

Acc = FastInfer(i, B1 . . . Bi, L1 . . . Li, (E0,H0) . . . (EN ,HN), T )

for cls in Hi−1 do

// Class is hard if its accuracy is low

if Acc[cls] ≤ Acchard−thresh then

Hi.append(cls)

else

Ei.append(cls)

end

end

end
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sigmoidal activation function. The HCD unit is trained with sigmoid cross-entropy

loss to perform binary classification between the easy and the hard class inputs. The

class-wise accuracy of the combined (B1 +B2) network is then determined using the

fast inference method (refer to algorithm 3) detailed in section 4.4.2. Based on the

class-wise accuracy of B2, the hard classes of B1 are further divided into finer easy

and hard classes. The next block B3 is then trained on the finer easy and hard class

instances of B2, which are basically the hard class instances of B1. In general, a given

block Bi is trained on the easy and the hard inputs of Bi−1 (same as the hard inputs

of Bi−2) with fixed B1 . . . Bi−1 weights as described in algorithm 1. BlocTrain leads

to higher compute and memory efficiency compared to end-to-end methods.

The surrogate gradient based backpropagation through time (or BPTT) algorithm

used for training the SNN blocks is detailed below. The convolutional and linear lay-

ers of the SNN are followed by LIF non-linearity as described in algorithm 2. During

the forward pass, Heaviside step function is applied to the LIF neuron membrane

potentials for generating spike inputs to the following layer at every time instant. In

addition, the membrane potentials and spiking activations are stored for computing

and backpropagating the surrogate gradients during the BPTT phase. The average

pooling layers, on the contrary, are followed by integrate-and-fire non-linearity (α=1

in (4.1)). This is because the pooled neurons do not encode complex temporal dy-

namics and spike based on the average firing rate of the LIF neurons located past

the preceding convolutional layer. During the BPTT phase, the output gradients

are passed through the pooling layers. The output layer, consisting of the softmax

and the HCD units, is not subjected to spike-based non-linearity to enable precise

computation of the output loss directly using the membrane potential of the output

neurons. The final loss, which is the sum total of the cross-entropy loss of the soft-

max units and sigmoid cross-entropy loss of the binary HCD unit, is minimized using

BPTT. The readers are referred to [32] for a formal analysis of surrogate gradient

based BPTT for SNNs.
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Algorithm 2: Mini-batch (with batch size) BPTT.

Input: Block B, #Layers (L), Mini-batch spike-input (S0, Sres0), #Time-steps

(T ), Labels for output classifier (Y ) and Hard Class Detector (YHCD)

Output: Trained weights for BPTT (in algorithm 1), spikeout (Sl, Sresl) for

Fwd (in algorithm 1) & FwdInfer (in algorithm 3), Output logits

(UL,UHCD) for FwdInfer (in algorithm 3)

Initialize: Model parameters (superscript→time-step, subscript→layer)

for l = 1 to L−1 do

U1
l =Zeros(batch size, B[l].size)// Membrane potential

Vl = v ∈ R+ // Layer-wise firing threshold

Initialize Wl, W
res
l randomly // Layer weights

end

Initialize U1
L, U

1
HCD, WL, and WHCD for output logits

// Forward propagation

for t = 1 to T−1 do

for l = 1 to L−1 do

if isInstance(B[l], [Conv, Linear]) then

Stl = LinearSurrogateGradient(
U t
l

Vl
− 1)

Assign Stresl based on block architecture

U t+1
l =αU t

l +WlS
t
l−1+W

res
l Stresl−1

−VlStl
end

else if isInstance(B[l], AvgPool) then

Stl = PassThroughGradient(
U t
l

Vl
− 1)

U t+1
l = U t

l + AvgPool(Stl−1)− VlStl
end

end

// No spiking non-linearity for the output layer

U t+1
L = αU t

L +WLS
t
L−1; U

t+1
HCD = αU t

HCD +WHCDS
t
L−1

end

Lsmax = CrossEntropy(UT
L , Y )

LHCD = SigmoidCrossEntropy(UT
HCD, YHCD)

L = Lsmax + LHCD

∆Wl ∝
∑

t
∂L
∂W t

l
for l ∈ {1 . . . L}
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Algorithm 3: Inference method for SNN on test data (Xtest) with labels (Ytest).

Input: #Blocks (N), Blocks B1 . . . BN , #Layers per block (L1. . .LN), Easy

and hard class list per block (E0,H0) . . . (EN ,HN), #Time-steps T

Output: Class-wise test accuracy (Acc)

Initialize: Block-wise confidence threshold for the classifier (θconfi) and the

HCD unit (θhighi , θlowi) for i ∈ [1 . . . N ]

for d = 1 to size(Ytest) do

O0 = PoissonGenerator(Xd, T ); Ores0 = Zeros(size(O0))

for i = 1 to N do

// Perform forward prop. for block Bi using

// FwdInfer method defined in algorithm 2

Oi, Oresi , Ui, UHCDi = FwdInfer(Bi, Li, Oi−1, Oresi−1
, T )

// Combine Bi logits with those of the prior block

Ui += Ui−1[Ei−1 ∪Hi−1]

// Perform inference with softmax and HCD probabilities

Probsmaxi = Softmax(Ui)

Probpredi , P redi = Max(Probsmaxi)

Probhardi = Sigmoid(UHCDi)

if Probpredi≥θconfi‖Probhardi<θhighi then

Preddfinal=Predi // Predi ∈ Ei−1∪Hi−1

// If the prediction is a false positive of hard class, refine

// the prediction by picking the best among easy classes

if Preddfinal ∈ Hi−1 &&

Probhardi < θlowi then

Preddfinal=argmaxEi−1
(Probsmaxi)

end

Break // Terminate inference at Bi

else

Continue // Move forward to Bi+1

end

end

end

Acc = GetClassWiseAcc(Predfinal, Ytest)
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4.4.2 Fast Inference with Early Exit

BlocTrain, on account of using intermediate classifiers (or exit branches), leads to

fast inference with early exit for deep SNNs as detailed in algorithm 3. The inference

is terminated at a given block Bi using the softmax and the hard class prediction prob-

abilities as the confidence measure for the classifier and the HCD, respectively. Note

that, the softmax probabilities at Bi are obtained using the cumulative sum of the

corresponding logits with their counterparts at the previous block Bi−1 as described

in algorithm 3. Combining the classifier outputs by summing up the respective log-

its improves the final prediction accuracy since the blocks are trained independently.

If the classifier prediction probability at Bi is higher than a pre-determined confi-

dence threshold (θconf ) or the HCD prediction probability is lower than a hard-class

confidence threshold (θhigh), the prediction is obtained at Bi and inference is termi-

nated. Additionally, if the prediction at Bi belongs to the hard class list of Bi−1

while the HCD probability is much smaller than easy-class detection threshold (θlow),

the original prediction is possibly a false positive for the predicted hard class. In

that case, the original prediction at Bi is refined by selecting the one with maximum

probability among the softmax units, which belong exclusively to the easy class list

of Bi−1. Only in the event that the classifier is low in confidence and the HCD is

high in confidence, the next deeper block Bi+1 is activated. This process is repeated

for the all the blocks sequentially beginning from the first block, leading to improved

computational efficiency during inference with memory overhead incurred due to the

non-linear classifier parameters and the binary spiking activations of every block that

are stored to be fed to the following block. Higher the number of instances classified

at the early exit branches, larger is the computational efficiency benefit with reduced

memory access overhead, compared to end-to-end inference.
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Fig. 4.3. ResNet-11 SNN, similar to the end-to-end topology presented
in [30], used to validate BlocTrain. The first 3 blocks make up ResNet-
9 SNN. Block1 is trained on all the classes (H0). Any other blocki is
trained on the hard classes of blocki−2 (Hi−2), and has an additional
Hard Class Detector (HCD) binary unit.

4.5 Results

4.5.1 Experimental Setup

The efficacy of BlocTrain is demonstrated for ResNet-9 SNN (on CIFAR-10) and

ResNet-11 SNN (on CIFAR-100), which are among the deepest models trained entirely

using spike-based BPTT algorithms [30]. ResNet-9 (ResNet-11) is divided into 3 (4)

blocks as depicted in Fig. 4.3. The first block has three convolutional and two pooling

layers, which ensures that the input is sufficiently downsized before feeding into the

classifier. The remaining blocks have two convolutional layers and a pooling layer,

except the final block that does not have a pooling layer to not downsize the low-

dimensional input representations further. The input image pixels are normalized to

zero mean and unit variance, and mapped to Poisson spike trains firing at a maximum

rate of 1000Hz over 100 time-steps. Positive or negative spikes are generated, based

on the sign of the normalized intensities, which fire at a rate proportional to the

absolute value of the intensities as described in [11]. For all the experiments in this

work, training is performed (for 125 epochs) using Adam optimizer [90], with mini-
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Fig. 4.4. Algorithm to determine easy versus hard classes based on
the class-wise accuracy of ResNet9-block1 on CIFAR-10.

batch size of 64, and learning rate of 2e-4 for the first two blocks and 1e-4 for the

rest of the blocks as well as the baseline (end-to-end) model. The baseline model is

obtained by removing the auxiliary classifiers shown in Fig. 4.3.

4.5.2 ResNet-9 SNN on CIFAR-10

The first block B1 of ResNet-9 SNN (see Fig. 4.3) is trained on the entire CIFAR-

10 training dataset. The class-wise accuracy provided by B1 (on the test set) at the

end of training is depicted in Fig. 4.4. Based on the hard-class accuracy threshold

(Acchard−thresh) of 80%, BlocTrain automatically categorized the original CIFAR-10

classes into 7 easy (E1) and 3 hard classes (H1) as shown in Fig. 4.4. The classifier

of the next block B2 is trained on all the 10 classes, and the binary HCD unit is

trained to distinguish between the easy (E1) and the hard groups (H1). Following

the training of B2, the last block B3 is trained on only the 3 hard classes of B1.

The training efficiency benefits provided by BlocTrain are presented first followed by

discussion on the inference accuracy-efficiency trade-off.
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Fig. 4.5. (a) Training memory requirement (req.) and (b) time for
ResNet-9 trained with BlocTrain over end-to-end BPTT.

The training efficiency of BlocTrain over end-to-end approach is quantified using

the memory requirement for performing BPTT. For training a block Bi, BlocTrain re-

quires only the spiking activations and membrane potentials of Bi to be stored across

time-steps in addition to the weights of all the blocks until Bi. Note that, the classifier

of previous blocks are not necessary for training the current block, and are hence ig-

nored for estimating the memory requirement for the current block. Also, the spiking

activations, being binary, consumes 32× smaller memory footprint than that for the

weights and membrane potentials. End-to-end method, on the other hand, requires

the weights, potentials, and activations of the entire network for performing BPTT.

Fig. 4.5(a) indicates that BlocTrain incurs 0.34×-0.82× lower memory requirement

(1.22×-2.94× higher memory efficiency) compared to end-to-end BPTT. The Bloc-

Train memory requirement decreases until B2 after which it slightly increases, albeit

much lower than end-to-end BPTT. The higher memory requirement for B3 stems

from an increase in the block parameters as shown in Fig. 4.3. Finally, Fig. 4.5(b)

shows that the training time reduces with block depth beginning from B3. B2, on ac-

count of being fed by B1 and trained on all the classes, incurs slightly higher training

time relative to B1. Overall, ResNet-9 SNN trained using BlocTrain, incurs 1.22×

slowdown in training time per epoch over end-to-end BPTT when the same mini-
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overhead per inference, and (c) % of exiting inputs per block versus
classifier confidence thresholds for ResNet-9 on CIFAR-10.

batch size is used for both the approaches. For much deeper networks, BlocTrain can

lead to reduced training time and memory requirements since end-to-end approach

can potentially require significantly lower mini-batch size, relative to BlocTrain, due

to hardware memory limitations.

ResNet-9 SNN, trained in a memory efficient manner using BlocTrain, provided

best accuracy of 88.31% when inference is performed as described in algorithm 3 using

the classifier (θconf=1) and the HCD confidence thresholds noted in Fig. 4.6(a). The

best accuracy of 88.31% is roughly 3.3% higher than that achieved with end-to-end

network training using BPTT (without the intermediate classifiers). This is a counter-

intuitive, albeit interesting, finding since end-to-end training of deep ANNs has been

shown to outperform local training using intermediate classifiers [113,116]. For deep

SNNs, stable convergence of end-to-end training, by eliminating the vanishing gra-
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dient phenomenon, largely depends on proper layer-wise threshold initialization and

choosing the “right” surrogate gradient parameters. BlocTrain, by using divide-and-

conquer based incremental training method, effectively circumvents the initialization

dilemma by limiting the gradient flow to few layers at any given time. Note that, the

same parameters are used for the thresholds and surrogate gradients, as suggested

in related works [28, 30], for BlocTrain as well as end-to-end training. Next, in or-

der to quantify the impact of inter-block residual connections, a VGG9-like network

(ResNet-9 SNN in Fig. 4.3 without residual connections) is trained using BlocTrain.

The VGG9-like SNN provided lower accuracy of 87.14%, which indicates that resid-

ual connections between the blocks enable the deeper blocks to learn better high-level

representations, leading to higher accuracy.

In addition to achieving improved test accuracy, ResNet-9 also offers 1.95× higher

compute efficiency over the baseline model due to early exit inference strategy. The

compute efficiency is estimated based on the number of operations (in the convolu-

tional and linear layers) per inference, averaged over the test set. However, ResNet-9

SNN also incurs 1.42× memory overhead to store and access the non-linear fully-

connected classifier parameters and block-wise spiking activations per inference. Fig.

4.6 indicates that, as the classifier confidence thresholds are relaxed to enable more

instances to exit at B1, the overall compute efficiency increases with commensurate

reduction in the memory access overhead. Higher compute efficiency of 2.44× is ob-

tained with 1.24× memory overhead per inference relative to the baseline network

with <0.5% drop in accuracy as shown in Figs. 4.6(a) and 4.6(b).

4.5.3 ResNet-11 SNN on CIFAR-100

Section 4.5.2 demonstrated that BlocTrain can dynamically figure out the easy

and the hard classes during the course of training. Nevertheless, in CIFAR-10, there

was a clear separation between the easy and the hard classes. Hence, the impact of

different choices for hard classes on the training and inference efficiency could not be
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analyzed. This section sets forth to answer this question for ResNet-11 on CIFAR-

100. Once B1 (B2) is trained, three different sets of hard classes are generated for B3

(B4) by setting the hardness threshold (Acchard−thresh in algorithm 1) to 55%, 60%,

and 65%, respectively. Higher the hardness threshold, larger is the number of hard

classes for the deeper layers, and vice versa, as shown in Fig. 4.7(a). For instance,

hardness threshold of 55% is relatively easy to satisfy at the earlier blocks, resulting in

fewer hard classes for the deeper layers. On the contrary, a higher hardness threshold

of 65% leads to much more hard classes for the deeper layers. The training effort

or time for the deeper layers directly corresponds to the chosen hardness threshold.

Higher the hardness threshold, longer is the training time for the deeper layers.

During inference, the number of instances classified at B1 was the same for all the

three ResNet-11 models, which is expected since the HCD is only pertinent beyond
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B1. Starting from B2, the models with higher hardness threshold (60%, 65%) began

pushing more inputs to the deeper layers, B3 and B4, while the one with the lowest

threshold classified a larger fraction of the inputs at B2 as shown in Fig. 4.7(b). As a

result, ResNet-11 with hardness threshold of 55% has the highest compute efficiency

during inference (1.78×) followed by the others as illustrated in Fig. 4.7(c). Also, it

has the lowest accuracy (60.02%) compared to that (60.38%) provided by ResNet-11

with the highest threshold as shown in Fig. 4.7(d). However, the accuracy increase is

less than 0.5%, which indicates that the deeper layers could not significantly improve

the accuracy of the hard classes. This could be an artifact of the CIFAR-100 dataset,

which has only 500 instances per class. Nevertheless, future works could improve the

effectiveness of the deeper layers by using more complex methods for determining the

hard classes, such as considering the false positives and negatives aside from the class-

wise accuracy. Also, the local discriminative loss can be augmented with other local

losses as proposed in [117]. It is worth noting that ResNet-11 incurs >2× memory

access overhead as shown in Fig. 4.7(c) mainly due to the non-linear classifier weights.

The overhead can be reduced by merging the B1 and B2 classifiers since >70% of the

inputs are classified at B2, and by using linear classifiers (that has fewer parameters)

with potentially some loss in accuracy.

Table 4.1.
Comparison with SNNs trained using spike-based BPTT, and ANNs
trained only using local discriminative loss.

Model Method Dataset Accuracy

SNN (4 layers) [33] AutoEncoder CIFAR-10 70.16%

CIFARNet (7 layers) [127] STBP [35] CIFAR-10 90.53%

ResNet-11 [30] Spike BP CIFAR-10 90.95%

ResNet-9 [30] Spike BP CIFAR-10 90.35%

ResNet-9 (this work) BlocTrain CIFAR-10 88.31%

ANN (10 layers) [116] Local training CIFAR-10 ∼83%
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4.6 Comparison with Related Works

Table 4.1 provides a comparison with previous works both in the SNN and the

ANN domain. Deep SNNs consisting of 7-11 layers have been shown to achieve >90%

accuracy on CIFAR-10. These networks are trained end-to-end with different spike-

based backpropagation algorithms than the one used in this work. However, these

approaches can be readily integrated into BlocTrain to further improve its efficacy. In

the ANN domain, Mostafa et al. [116] performed layer-wise training of 10-layer deep

ANN using only the local discriminative loss and reported best accuracy of ∼83% on

CIFAR-10. BlocTrain, on account of block-wise rather than layer-wise training, offers

much higher accuracy on CIFAR-10. This work is the first to date to report CIFAR-

100 accuracy for SNN trained entirely using spike-based BPTT. Prior works used

ANN-SNN conversion to demonstrate deep SNNs on CIFAR-100 [10, 11]. However,

the focus of this work is to achieve efficient spatiotemporal representation learning

directly using spike-based BPTT.
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5. SPIKING LIQUID-ENSEMBLE COMPUTING FOR

UNSUPERVISED SPEECH AND IMAGE RECOGNITION

5.1 Introduction

Several SNN architectures have been independently proposed for learning visual

and auditory signal modalities. Two-layered fully-connected SNN [16] described in

chapter 2 and shallow/ deep convolutional SNN [19,21–23,26,29,31,33,35,78,128,129]

discussed in chapters 3 and 4 have been demonstrated for image recognition. On the

other hand, reservoir [46] or liquid computing models [47–49] have been shown to

encode time-varying speech and video data, where subsequent inference entails su-

pervised algorithms. In this dissertation, a general computing model referred to as

the Liquid-SNN, consisting of input neurons sparsely connected by plastic synapses

to a reservoir of spiking neurons termed liquid, is proposed for unsupervised learning

of both speech and image patterns. The liquid, whose architecture is inspired by

neural microcircuits in the cerebral cortex [48], consists of excitatory and inhibitory

neurons interlinked in a sparse random manner. The recurrent connectivity and the

non-linear neuronal dynamics enable the liquid to generate high dimensional spike

patterns (liquid states) for varied inputs. Standard liquid computing models [47, 48]

have fixed synaptic connectivity between the input and excitatory neurons, which

leads to random liquid projections that are extracted by a readout layer. In order

to empower the liquid to produce states correlated with the input patterns, the in-

put to liquid synaptic weights are trained using STDP in the proposed Liquid-SNN.

This sensitizes individual excitatory neurons to unique input classes, which facilitates

unsupervised learning and inference without a readout layer. The presented learn-

ing methodology renders the liquid capable of recognizing time-varying speech inputs

as well as static image patterns. Further, uniform recurrent connectivity is experi-
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mentally demonstrated across different kinds of applications, which is a testament to

the universality of the Liquid-SNN. However, the Liquid-SNN suffers from scalability

challenges due to the need to primarily increase the number of neurons to enhance the

accuracy. To this effect, Spiking Liquid-Ensemble Computing, referred to as SpiLinC

is proposed, which is composed of a distributed arrangement of multiple liquids oper-

ating in parallel. SpiLinC incorporates the principle of ensemble learning to recognize

an input pattern by training the constituent liquids to extract low-level characteristic

features. Thus, SpiLinC is a universal as well as a scalable computing framework that

can achieve efficient feature learning.

Liquid State Machine (LSM), a well established liquid computing model, consists

of an input layer sparsely connected via synapses whose weights are fixed a priori to

a liquid followed by a readout layer, trained using supervised algorithms [130,131] to

periodically extract the liquid states and infer the class of an input pattern. LSMs

have been primarily demonstrated for speech recognition. Training such LSMs is

challenging for image recognition applications that have sufficient intra-class differ-

ences and inter-class similarities. The complex datasets negatively impact the ability

of a liquid to produce linearly separable states for distinct input classes. Prior re-

search efforts attempted to improve the liquid efficacy by training the recurrent con-

nections [28, 50–54], which nonetheless require a readout layer. Recently, researchers

in [55] demonstrated a liquid capable of sequence generation (specifically, words) with-

out using a linear readout layer and relying on the dynamics of the liquid obtained

by learning the recurrent connections to perform character-by-character prediction.

In this dissertation, the burden of training the recurrent connections is relaxed. In-

stead, the unique non-linear representations produced by a liquid with fixed recurrent

connections are used to perform recognition.

In an effort to enhance the liquid projections for different input modalities includ-

ing the speech and the image patterns, the input to liquid-excitatory synaptic weights

are trained in the proposed Liquid-SNN using STDP that enables unsupervised infer-

ence without a readout layer. When a time-varying input, for instance, a speech signal
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is fed to the liquid, the recurrent connectivity causes a group of excitatory neurons

to fire. Performing STDP on the input to liquid synaptic weights causes these neu-

rons to learn the temporal dynamics of the presented input, which effectively renders

them sensitive to similar inputs. Hence, the excitatory neuronal spiking activity can

be directly used for inference. The presented Liquid-SNN, trained in an unsupervised

manner on a subset of spoken digits from the TI46 speech corpus [56], is demonstrated

to achieve comparable accuracy to that provided by LSMs trained using supervised

algorithms. In order to further highlight the generality of Liquid-SNN across different

application domains, it is trained using STDP to self-learn image patterns. STDP

enables the synapses connecting each excitatory neuron to encode a representation of

an image pattern while the recurrent inhibition assists in differentiating the receptive

field of various excitatory neurons. The efficacy of Liquid-SNN for image recognition

is validated by training it to infer digit patterns from the MNIST dataset [17].

Finally, SpiLinC, which is composed of an ensemble of smaller liquids is presented

to address the scalability and training inefficiencies posed by the Liquid-SNN. Ensem-

ble methods previously proposed in literature [57, 58] typically entail multiple weak

classifiers trained on the same input data, where diversity in the individual classi-

fiers leads to improved inference accuracy [59]. In this dissertation, divide-and-learn

methodology is used for training SpiLinC, which is inspired by recent works on en-

semble learning in fully-connected SNN trained for MNIST digit recognition [60,61].

SpiLinC is a sparser universal computing model that is capable of unsupervised mul-

timodal learning. Each liquid forming the ensemble is trained in parallel on a distinct

segment of the input patterns as described in [61]. The individual liquids consequently

learn low-level attributes characterizing different input patterns. SpiLinC thereafter

produces inference based on the combined spiking activity of the constituent liquids.

The results indicate that SpiLinC, with sufficient number of neurons per liquid, per-

forms on par with a similarly sized Liquid-SNN. The superior learning efficiency is

achieved with improved synaptic sparsity and fewer training examples, both of which

can be exploited to achieve significant energy savings in custom on-chip implemen-
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tations like TrueNorth [37] or memristive crossbar arrays [42, 70]. Overall, the key

contributions are:

1. Liquid-SNN (single liquid architecture) and SpiLinC (liquid-ensemble architec-

ture), where each liquid is trained in parallel on a unique input segment, are

proposed for unsupervised speech and image recognition.

2. Input subdivision is demonstrated to enable the individual liquids in SpiLinC

to learn diverse input features, which can be effectively combined to recognize

an input pattern.

3. Optimal strategy to determine the ensemble size and input partition per liquid

in the ensemble, and sparsity constraints for the input to liquid and recurrent-

liquid synaptic connectivity are proposed to achieve efficient unsupervised learn-

ing in SpiLinC.

4. The proposed models are validated and benchmarked on the MNIST dataset

for image recognition and the entire digit subset of the TI46 speech corpus for

speech recognition.

5.2 SNN Fundamentals

5.2.1 Computational Model of Spiking Neuron and Synapse

The fundamental computing unit of an SNN is a spiking (post) neuron, which

is driven by a group of input (pre) neurons via weighted synapses as shown in Fig-

ure 5.1(a). The input pre-neuronal spikes are modulated by the synaptic weights to

produce resultant post-synaptic current that leaks exponentially in the time interval

between successive input spikes. The post-synaptic current is referred to as excita-

tory (inhibitory) post-synaptic current if the pre-neurons are excitatory (inhibitory).

The Leaky-Integrate-and-Fire (LIF) model [16] is used to mimic the spiking neuronal

dynamics. An LIF neuron integrates the excitatory and inhibitory post-synaptic cur-

rents, resulting in a change in its membrane potential that subsequently decays in an
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A B#

Fig. 5.1. (a) SNN consisting of input (pre) neurons connected by
weighted synapses (wij) to a spiking (post) neuron. The input spikes
are modulated by the synaptic weights to produce resultant post-
synaptic current that leaks exponentially in the time interval be-
tween successive input spikes. The spiking neuron integrates the
post-synaptic current into its membrane potential (Vmem) that subse-
quently decays in an exponential manner. The neuron fires an output
spike (at time instant, tpost) when its potential exceeds a threshold
(θ). The potential is subsequently reset (to Vrst) and the neuron is
restrained from firing for a certain refractory period. (b) Illustration
of the power-law weight-dependent STDP rule formulated in (5.1) for
learning rate (η) of 0.005, time constant (τ) of 15ms, STDPoffset of
0.4, maximum weight (wmax) of unity, current weight (w) of 0.5, and
exponential factor (µ) of 0.9. The synaptic weight is increased (po-
tentiated) for strong temporal correlation between a pair of pre- and
post-neuronal spikes (tpost − tpre ≤ 14ms for the chosen parameters),
and decreased for larger spike timing differences.

exponential manner. It fires an output spike when its potential exceeds an adaptive

threshold. The membrane potential is thereafter reset, the firing threshold is raised,

and the neuron is prevented from spiking for a certain refractory period. These mech-

anisms collectively regulate the neuronal spiking activity and help achieve uniform

firing rate across neurons in an SNN, thereby, facilitating competitive learning.

5.2.2 Synaptic Plasticity

Spike Timing Dependent Plasticity (STDP) postulates that the strength (or weight)

of a synapse depends on the degree of timing correlation between the corresponding
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pre- and post-neuronal spikes. The power-law weight-dependent STDP model [16] is

used to achieve synaptic plasticity, which is illustrated in Figure 5.1(b) and described

by

∆w = η × [e−
tpost−tpre

τ − STDPoffset]× [wmax − w]µ (5.1)

where ∆w is the change in the synaptic weight, η is the learning rate, tpre and tpost are

respectively the time instants of a pair of pre- and post-neuronal spikes, τ is the STDP

time constant, wmax is the maximum bound imposed on the synaptic weight, and w is

the current weight. The synaptic weight is increased (potentiated) if a pre-neuronal

spike causes the post-neuron to fire within a definite period of time determined by the

STDPoffset. On the contrary, the synaptic weight is decreased (depressed) for larger

spike timing differences. Additionally, the synaptic weight change has an exponential

dependence (controlled by µ) on the current weight, which ensures a steady rise

(decline) of the synaptic weight towards its upper (lower) bound that is desirable for

efficient learning.

Spiking'ac*vity'of'frequency'
channels'for'an'u7erance'of'‘0’''

Input'Neurons'
(Freq.'Channels)'

Liquid'

Fig. 5.2. Single-layer Liquid-SNN consisting of input neurons (repre-
sented by the time evolution of frequency channels characterizing an
utterance of ‘0’ in this sample illustration) sparsely connected to a
liquid containing excitatory (highlighted in blue) and inhibitory neu-
rons (highlighted in red) recurrently interlinked in a sparse random
manner.
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5.3 Proposed Liquid Computing Models

5.3.1 Single-layer Liquid-SNN

The Liquid-SNN (shown in Figure 5.2) is composed of an input layer sparsely con-

nected by plastic synapses to a liquid containing excitatory and inhibitory neurons

recurrently interlinked in sparse random manner. The excitatory neurons typically

outnumber the inhibitory neurons by a factor of 4 as observed in the cortical mi-

crocircuits. The neurons in the input layer represent either the time evolution of

various frequency components characterizing a speech signal or static image pixels,

each firing at a rate proportional to the corresponding intensity. The input neurons

are sparsely connected to the excitatory neurons. The non-linear spiking neuronal

dynamics together with sparse recurrent connectivity triggers the liquid to produce

diverse spiking patterns, referred to as liquid states, for inputs with disparate tem-

poral characteristics. The state of the liquid at any given time is a high dimensional

representation incorporating the input dynamics both at the current and preceding

time instants. It is important to note that sparsity in synaptic connectivity is es-

sential for a liquid to generate discernible states. A disproportionate increase in the

input or recurrent connectivity could result in chaotic spiking activity.

Existing liquid computing models such as LSMs use predetermined weights for

the input to liquid synapses and feed the liquid states to a layer of readout neurons

for inference. The utility of LSMs has predominantly been demonstrated for speech

recognition applications. Image patterns, on the other hand, possess appreciable sim-

ilarities across classes and marked differences within a class. The complex inputs hin-

der the capacity of a liquid to produce linearly separable states for different patterns.

This results in a loss of information that diminishes the recognition capability of the

subsequent readout layer. Previous research investigated self-learning the structure

or morphology of the liquid, which enables it to generate specific features rather than

random projections. In this dissertation, the burden of training the recurrent connec-

tions is relaxed. Instead, the rich temporal information contained in a speech/image
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pattern is directly learnt by performing STDP on the sparse synaptic connections

between the input and the liquid. This, in turn, empowers the non-linear liquid (with

random recurrent connectivity) to produce states correlated with the input. The

proposed methodology effectively tunes the spiking activity of individual neurons to

correspond to specific input classes, which enables unsupervised inference without a

readout layer as explained below for a speech input. In the beginning of the training

phase, a time-varying speech input triggers a random group of excitatory neurons to

fire. Carrying out STDP-based updates on the input to liquid synaptic weights al-

lows the neurons to learn temporal correlations underlying the presented input. This

increases the likelihood of the corresponding neurons to thereafter spike for similar

inputs. The recurrent inhibition facilitates the activation of distinct excitatory neu-

rons for various input classes. STDP imparts temporal learning and sensitizes each

neuron to the appropriate input class, which enables the Liquid-SNN to recognize a

test input straightaway by using the excitatory neuronal spiking activity as explained

below. Once the input to liquid synapses are trained, the excitatory neurons in the

liquid are tagged with the classes of input patterns for which they spiked at a higher

rate during the training phase. During inference, for a given test pattern, the average

spike count of every group of neurons tagged as having learnt features pertaining to

a specific class of input patterns is first estimated as specified by

avg spike count(j) =
1

nj

nj∑
k=1

spike count(k, j) ∀ j ∈ {1 . . . nclasses} (5.2)

where avg spike count(j) is the average spike count of the group of neurons carrying

the tag ‘j’, nj is the total number of neurons with the tag ‘j’, spike count(k, j) is the

spike count of the k-th neuron with the tag ‘j’ over the time interval for which the

test pattern is presented (also referred to as the simulation interval), and nclasses is

the number of classes for a given pattern recognition task. The unknown test pattern

is then predicted to belong to the class (or tag) represented by the neuronal group

with the highest average spike count as described by

predicted test class = arg max
j∈{1...nclasses}

avg spike count(j) (5.3)
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where predicted test class is the class of the test pattern predicted by the Liquid-SNN

using the average spike count and tags of the excitatory neurons.

The capability of the non-linear liquid for unsupervised learning of image patterns

is described next in order to illustrate the generality of the proposed model. STDP,

when applied to synapses connecting the input to a specific excitatory neuron, causes

the synapses to encode a representation of the image pattern in the corresponding

weights. This triggers the neuron to fire consistently for matching image patterns

while STDP reinforces the synaptic weights. Besides, the positive recurrent connec-

tion between pairs of excitatory neurons facilitates them to learn varying representa-

tions of a particular class of patterns. On the contrary, the inhibitory connections help

separate the receptive field of different excitatory neurons. The proposed topology,

in addition to being capable of learning different signal modalities, offers enhanced

synaptic sparsity in comparison with two-layered fully-connected SNN [16]. Despite

these advantages, the need to primarily grow the liquid for achieving higher accuracy

introduces scalability issues in hardware realizations.

5.3.2 SpiLinC: Spiking Liquid-Ensemble Computing

SpiLinC is a scalable neuromorphic computing model composed of a distributed

arrangement of multiple liquids, referred to as liquid-ensemble, operating in parallel.

An alternative but feasible approach would be to stack smaller liquids in a feed-

forward manner to form a deep network. However, the gradual decline in the spiking

activity of individual neurons across successive levels of a deep hierarchy limits the

effectiveness of STDP on the corresponding synapses. Hence, liquid-ensemble is pro-

posed since it offers inherent parallelism in the operation of its constituent liquids,

each of which can be trained efficiently using STDP.

Divide-and-learn strategy, described in [61], is adopted for input feature extraction

using SpiLinC. Accordingly, each liquid in SpiLinC is trained on a distinct input

segment. Figure 5.3(a) shows a two-liquid SpiLinC architecture trained with different
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Fig. 5.3. Illustration of the Spiking Liquid-Ensemble Computing
(SpiLinC) architecture composed of a distributed arrangement of mul-
tiple liquids operating in parallel. (a) Two-liquid SpiLinC, where each
liquid constituting the ensemble is trained on different frequency chan-
nels of a speech signal (utterance of ‘0’ in this example). (b) Four-
liquid SpiLinC, where the individual liquids are trained on separate
partitions of an image pattern.

frequency channels of a speech signal while Figure 5.3(b) depicts one consisting of four

liquids individually trained with separate partitions of an image pattern. Note that

there are no synaptic connections between different liquids in SpiLinC. The strength of

the synapses connecting an input partition to a specific liquid are trained using STDP,

which enables the excitatory neurons to extract and self-learn distinctive features

making up various speech/image patterns. This, in effect, causes each excitatory

neuron to spike at a higher rate for those input patterns containing features encoded

in the input to liquid synaptic weights. For instance, if the synapses connecting

an excitatory neuron encode features contained in the digit pattern ‘6’, then the

corresponding neuron would fire at a higher rate for input patterns similar to ‘6’.

Once all the liquids in SpiLinC are trained, the excitatory neurons in each liquid are

tagged with the classes of input patterns for which they spiked at a higher rate during

the training phase. Since every liquid constituting the ensemble encodes unique input

characteristics, SpiLinC integrates the spiking activity of all the liquids to provide a
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unified decision on the class of a test input. During the inference phase, segments of

an unknown test pattern are presented to the individual liquids in SpiLinC and the

spike count of all the excitatory neurons are recorded. The average spike count of

every group of neurons (in all the liquids) tagged as having learnt features pertaining

to a specific class of input patterns is then estimated as described by

avg spike counti(j) =
1

nij

nij∑
k=1

spike counti(k, j) ∀ i ∈ {1 . . . nliquids} and j ∈ {1 . . . nclasses}

(5.4)

where avg spike counti(j) is the average spike count of the group of neurons in the

i-th liquid carrying the tag ‘j’, nij is the total number of neurons in the i-th liquid

with the tag ‘j’, spike counti(k, j) is the spike count of the k-th neuron in the i-th

liquid with the tag ‘j’ over the simulation interval, nliquids is the number of liquids

in SpiLinC, and nclasses is the number of classes for a given pattern recognition task.

Next, the average spike count of the individual liquids is combined to compute the

resultant average spike count of the n-liquid SpiLinC for every possible input class

(or tag), which is specified by

res avg spike count(j) =
1

nliquids

nliquids∑
i=1

avg spike counti(j) (5.5)

where res avg spike count(j) is the resultant average spike count of the groups of

neurons in the n-liquid SpiLinC with the tag ‘j’. Finally, the unknown test pattern

is predicted to belong to the class (or tag) represented by the neuronal group with

the highest resultant average spike count as described by

predicted test class = arg max
j∈{1...nclasses}

res avg spike count(j) (5.6)

where predicted test class is the class of the test pattern predicted by SpiLinC. Thus,

the spiking activity of each liquid that separately learnt characteristic input features

is combined to make a strong prediction regarding the class of a test pattern. SpiLinC

effectively incorporates STDP-driven ensemble learning mechanism to provide a uni-

versal and scalable liquid computing model capable of unsupervised speech and image

recognition.
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Finally, key insights are provided on the sparsity and training efficiency of SpiLinC

against an equivalently sized Liquid-SNN. Given a fixed number of training examples,

SpiLinC is inherently capable of encoding more input information than the Liquid-

SNN. In other words, the Liquid-SNN requires greater number of training examples to

attain similar efficiency in learning. This is corroborated by the results, which reveals

that SpiLinC with adequate number of neurons per liquid performs on par with

the Liquid-SNN using significantly lower number of training examples. SpiLinC, by

construction, offers enhanced synaptic sparsity than the Liquid-SNN. The favorable

trade-offs render SpiLinC more amenable for realizing intelligent devices capable of

adapting real-time to varied input data.

5.4 Experimental Framework

The proposed liquid computing models are evaluated using BRIAN [72], which is a

Python-based SNN simulator, on the entire digit subset of the TI46 speech corpus and

the MNIST dataset. In the following sub-sections, the procedure followed to convert

the input speech/image patterns to Poisson-distributed spike trains and generate the

Liquid-SNN and SpiLinC topologies, the training and testing methodology, and the

metrics used to compare the proposed models are detailed.

5.4.1 Input spike generation

The process of converting the input image patterns to Poisson-distributed spike

trains is first described followed by the corresponding mechanism for a speech input.

For the handwritten MNIST digits, the input pixel intensities are converted to average

Poisson firing rates constrained between 0 and 63.75 spikes per second. The average

Poisson firing rate of an input neuron is then used to estimate its firing probability

(pfiring) at every simulation time-step that is specified by

pfiring =
average firing rate

1000
× tstep (5.7)



100

Table 5.1.
Synaptic connectivity parameters.

Recurrent-Liquid Connections

Application ne/ni Input to Liquid Connections (pinp−e) pee pei pie pii

Speech Recognition 3/1 25% (Liquid-SNN) / 0.5% 5.0% 20.0% 0.5%

25% (SpiLinC)

Image Recognition 4/1 30% (Liquid-SNN) / 1.0% 5.0% 30.0% 1.0%

50% (SpiLinC)

where tstep is the simulation time-step (0.5ms used in this work). For instance, if the

intensity of an image pixel is 255, the average Poisson firing rate for the corresponding

input neuron is 63.75 spikes per second and its firing probability at every time-step is

0.031875. A random number is then generated between 0 and 1 at every simulation

time-step and a spike is emitted if the random number is less than the probability

of firing. On the other hand, for the TI46 speech dataset, the audio samples avail-

able in wave format (.wav extension) are pre-processed based on Lyon’s Passive Ear

model [132] of the human cochlea using Slaney’s MATLAB auditory toolbox [133].

Using Lyon’s cochlear model, which extracts the time evolution of frequency channels

characterizing a speech signal, each audio sample is converted into variation in the

intensity of 39 frequency channels over time. The intensity of all the frequency chan-

nels is then normalized at every time-step with respect to the maximum intensity for

mapping it to the instantaneous firing probability of the corresponding input neu-

rons. Finally, Poisson process (described above) is used to generate the input spikes

at every time-step.

Network generation

In this sub-section, the procedure followed to generate the Liquid-SNN and SpiLinC

for different pattern recognition tasks is detailed. For the Liquid-SNN, the entire in-

put is sparsely connected to the single liquid layer. On the other hand, for SpiLinC,
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Table 5.2.
Synaptic weight initialization parameters.

Recurrent-Liquid Weights

Application Input to Liquid Weights ee ei ie ii

Speech Recognition [0.005, 0.505] 1.00 3.00 1.00 1.00

Image Recognition [0.003, 0.303] 1.00 10.0 1.00 1.00

the optimal number of liquids is determined based on the dimensionality of the input

data, and the input is partitioned for the individual liquids as discussed in section

5.6.3. The percentage of input to liquid and recurrent-liquid (excitatory/inhibitory↔

excitatory/inhibitory) synaptic connections (listed in Table 5.1) are then estimated

based on the heuristics discussed in section 5.6.1 on liquid sparsity. In order to gener-

ate the connectivity matrix between any two groups of neurons from the percentage

of synaptic connections, a random matrix of dimension, number of neurons in the first

group×number of neurons in the second group, is first formed and populated with

random numbers following a uniform distribution between 0 and 1. A connection is

then created between those pairs of neurons, where the matrix entry is less than the

required percentage of synaptic connections divided by 100. For instance, for a liquid

with 100 excitatory neurons and 1% connectivity among them, a random matrix of

dimension, 100×100, is formed and populated with random numbers from a uniform

distribution between 0 and 1, and a connection is created between those pairs of neu-

rons where the random entry is less than 0.01. The input to liquid connections are

subjected to synaptic plasticity and hence the corresponding weights are initialized

with random values following a uniform distribution between winit min and winit max

that are listed in Table 5.2 for different pattern recognition tasks. On the other hand,

the recurrent-liquid synaptic connections have constant weight as shown in Table

5.2. The excitatory and inhibitory neurons making up the liquid are modeled using

differential equations mimicking the leaky-integrate-and-fire dynamics as described

in [16]. The LIF neuronal parameters are adopted from [87] with the exception of
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the time constant of the excitatory and inhibitory post-synaptic currents, which have

been changed to 2ms (from 1ms) and 1ms (from 2ms) respectively for enabling the

excitatory neurons to spike at a higher rate only during inference.

5.4.2 Training and testing framework

During the training phase, each input speech/image pattern is converted to spike

trains and fed to the networks for a certain simulation interval, which is chosen to

be 750ms for the TI46 speech samples and 350ms for the MNIST digits. Note that

the simulation time-step is 0.5ms. The synaptic weights connecting the input to each

liquid-excitatory neuron are modified at the time instants of an output spike using

STDP as mandated by the presented unsupervised learning methodology. Once the

networks are trained, each excitatory neuron is tagged with the class of input patterns

for which it spiked the most during training for the MNIST digit recognition task.

On the other hand, for the TI46 speech recognition task, each excitatory neuron is

tagged with two classes of input patterns for which it spiked at a higher rate than the

rest of the input classes during the training phase. During the inference phase, the

spike count and the tag(s) of the excitatory neurons are used to predict the class of

a test pattern as described in sub-sections 5.3.1 (for the Liquid-SNN) and 5.3.2 (for

SpiLinC).

5.4.3 Evaluation metrics

The classification accuracy (on the test set), the number of input to liquid and

recurrent-liquid synapses, and the number of training examples needed for conver-

gence are used as the evaluation metrics for comparing the proposed Liquid-SNN and

SpiLinC topologies. The classification accuracy of the networks is reported across five

different training and inference runs to account for the randomness in the input to

liquid connectivity, the recurrent-liquid connectivity, and the input spike generation

scheme based on Poisson process. The evaluation metrics, namely, the number of
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synapses and training examples, determine the degree of energy efficiency offered by

the networks in neuromorphic hardware. The total number of synapses in a network

of given size determines the area footprint and read/write energy of the synaptic

memory in neuromorphic hardware implementations. The number of synapses in the

Liquid-SNN (#synapses) is calculated as

#synapses =
pinp−e
100

×ninp×ne +
pee
100
×ne×ne +

pei
100
×ne×ni +

pie
100
×ni×ne +

pii
100
×ni×ni

(5.8)

where ninp is the number of input neurons, ne is the number of excitatory neurons,

ni is the number of inhibitory neurons, pinp−e is the percentage of synaptic connec-

tions between the input and excitatory neurons, pee is the percentage of recurrent

synaptic connections among the excitatory neurons, pei is the percentage of synaptic

connections between the excitatory and inhibitory neurons, pie is the percentage of

synaptic connections between the inhibitory and the excitatory neurons, and pii is

the percentage of recurrent synaptic connections among the inhibitory neurons. The

number of synapses in SpiLinC is estimated by multiplying the number of synapses

per liquid (#synapses in (5.8)) with the total number of liquids. The sparsity in

synaptic connectivity offered by SpiLinC over a similarly sized Liquid-SNN is defined

as the ratio of the number of synapses in the Liquid-SNN to the number of synapses

in SpiLinC. The final metric, i.e., the number of training examples needed for con-

vergence, which depends on the liquid size (or the number of neurons per liquid), is

determined experimentally by increasing the number of training examples until the

classification accuracy (on the test set) attains a maximum and saturates/deteriorates

for any further increase in the training examples. For every two-fold increase in the

liquid size, the required number of training examples scales by a factor of 2× to 4× for

the liquid sizes presented in this work across different pattern recognition tasks. The

number of training examples dictates the total energy expended during the training

phase including the neuronal computational energy, the read energy for loading the

input to liquid and the recurrent-liquid synaptic weights every time-step, and the

total number of weight updates carried out on the plastic input to liquid synapses
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Table 5.3.
STDP model parameters for different pattern recognition tasks.

Values

Parameters Speech Recognition Image Recognition

learning rate, η 0.0001 0.005

STDP time constant, τ 15ms 15ms

STDP offset, STDPoffset 0.0 0.4

Weight dependence factor, µ 0.9 0.9

Maximum synaptic weight, wmax 1.0 1.0

Minimum synaptic weight, wmin 0.0 0.0

that impacts the synaptic write energy. The same learning rate is used for both the

models to perform a fair comparison with respect to the number of training examples

needed for convergence.

5.5 Results

5.5.1 Speech Recognition

The entire digit subset of the TI46 speech corpus [56] is employed to demon-

strate the utility of the proposed Liquid-SNN and SpiLinC for unsupervised speech

recognition. The digit subset contains a total of 1594 training samples including 10

utterances each of digits 0-9 spoken by 16 different speakers and 2542 test samples.

Each speech sample is uniquely represented by the time evolution of 39 frequency

channels that constitute the input neurons. The parameters governing the input to

liquid connectivity, the recurrent-liquid connectivity, and the ratio of the number

of excitatory to inhibitory neurons are shown in Table 5.1 while the STDP model

parameters are listed in Table 5.3.

The analysis on a Liquid-SNN of 800 neurons yielded an average accuracy of 77.7%,

which signifies the capability of the liquid to self-learn digit utterances. The accuracy

increased to 86.66% by augmenting the size of the Liquid-SNN to 3200 neurons.
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Table 5.4.
Number of examples used to train the Liquid-SNN and SpiLinC for
recognizing digit utterances from the TI46 speech corpus.

Number of Training Examples

#Liquid Neurons Liquid-SNN Two-Liquid SpiLinC

400 3800 2100

800 8200 4100

1600 26000 9600

3200 100000 29000

However, the need to continually grow the single-layer Liquid-SNN to improve the

accuracy leads to increased synaptic connectivity and slower training convergence.

Two-liquid SpiLinC is presented as a scalable architecture for achieving improved

accuracy. Each liquid in the ensemble is trained on a distinct group of 30 input

neurons that enables it to learn the temporal dynamics of the corresponding frequency

channels. Given a certain number of training examples, SpiLinC encodes more input

information than a similarly sized Liquid-SNN. As a result, SpiLinC achieves efficient

feature learning using fewer training examples as corroborated by Table 5.4, which

shows the number of examples used to train both the Liquid-SNN and SpiLinC for

different network sizes. Note that the unique input samples are replicated to generate

the required number of training examples for different network sizes. The simulations

reveal that the individual liquids need to be suitably sized to match the accuracy of

an equivalent Liquid-SNN. This is evidenced by Figure 5.4(a), which indicates that

the two-liquid SpiLinC requires a minimum of 1600 neurons per liquid to attain an

accuracy of 85.14%, which is on par with that provided by a Liquid-SNN of 3200

neurons. The comparable accuracy is achieved with 3.45× reduction in the number

of training examples (as shown in Figure 5.4(b)) and 1.95× sparsity in synaptic

connectivity (as depicted in Figure 5.4(c)). It can additionally be inferred from Figure

5.4(c) that larger the number of liquid neurons, greater is the sparsity offered by

SpiLinC over Liquid-SNN.
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Fig. 5.4. (a) Classification accuracy of two-liquid SpiLinC and Liquid-
SNN versus the total number of liquid neurons, evaluated on 2542 test
samples from the TI46 digit subset. (b) Reduction in the number of
training examples offered by two-liquid SpiLinC over Liquid-SNN. (c)
Sparsity in synaptic connectivity offered by two-liquid SpiLinC over
Liquid-SNN.
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Fig. 5.5. (a) Confusion matrix of two-liquid SpiLinC with 1600 neu-
rons per liquid trained on 29000 digit utterances from the TI46 speech
corpus. (b) Percentage of false negatives predicted by the two-liquid
SpiLinC for every input class. (c) Percentage of false positives pro-
duced by the two-liquid SpiLinC for every predicted class.

Finally, the confusion matrix illustrated in Fig. 5.5(a) is used to dissect the

classification performance of the two-liquid SpiLinC with 1600 neurons per liquid. The

confusion matrix for a given network, which plots the predicted class versus the actual

class of the test samples, precisely specifies the number of correct predictions and
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mispredictions (false negatives and false positives) for every input class. The diagonal

elements of the confusion matrix indicate the number of correct network predictions

for each input class as depicted in Fig. 5.5(a). The false negative misprediction

represents the scenario, where the network predicts an incorrect class (for instance,

‘1’ to ‘9’) for test input belonging to a different class (for instance, ‘0’). Fig. 5.5(a)

shows that (‘1’,‘4’), (‘5’,‘9’), and (‘6’,‘8’) are some of the common pairs of input classes

misclassified by the two-liquid SpiLinC. The total number of false negatives per input

class is estimated by column-wise summation of the confusion matrix excluding the

diagonal entry. The percentage of false negatives per input class (plotted in Fig.

5.5(b)) is determined by dividing the number of false negatives by the total number of

test samples in the respective class. The percentage of false negatives predicted by the

two-liquid SpiLinC is relatively high (>15%) for input classes ‘0’, ‘1’, ‘2’, ‘5’, and ‘9’

compared to the remaining classes. On the contrary, the false positive misprediction

represents the scenario, where the network predicts a particular incorrect class (for

instance, ‘0’) for test input belonging to any of the remaining classes (for instance,

‘1’ to ‘9’). The number of false positives per predicted class is computed by row-wise

summation of the confusion matrix excluding the diagonal entry. The percentage of

false positives per predicted class is obtained by dividing the number of false positives

by the total number of test samples excluding the ones belonging to the predicted

class. The results plotted in Fig. 5.5(c) indicate that the percentage of false positives

is relatively high (>∼2%) for predicted classes ‘1’, ‘5’, ‘6’, and ‘8’ compared to the

rest of the classes.

5.5.2 Handwritten Digit Recognition

The applicability of Liquid-SNN and SpiLinC for unsupervised image recognition

is demonstrated by training them to infer handwritten MNIST digits [17]. The entire

training set containing 60,000 images is used for training and the accuracy is reported

on the test set of 10,000 images. Each digit pattern is 28×28 in dimension, essentially
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giving rise to 784 input neurons. It is evident from Table 5.1 that the recurrent-

liquid connectivity is uniform across image and speech recognition applications, which

further underlines the generality of the proposed liquid computing models.

Table 5.5.
Number of examples used to train the Liquid-SNN and SpiLinC for
recognizing MNIST digits.

Number of Training Examples

#Liquid Neurons Liquid-SNN Two-Liquid SpiLinC Four-Liquid SpiLinC

400 5500 3000 -

800 11200 6500 3000

1600 22400 14000 6500

3200 44800 30000 14000

6400 89600 60000 30000

12800 200000 140000 64000

A" B"

Fig. 5.6. (a) Sparse representations of MNIST digits (28×28 in di-
mension) self-learnt by a Liquid-SNN of 400 neurons (80% of which
are excitatory) in the weight of the synapses connecting the input to
the liquid-excitatory neurons (320 excitatory neurons organized in a
17×17 grid). (b) Sparse features self-learnt by the individual liquids
making up a two-liquid SpiLinC consisting of 200 neurons per liq-
uid (160 excitatory neurons organized in a 12×12 grid) trained using
the vertical partitions (each 28×16 in dimension) of the MNIST digit
patterns.
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In the first experiment, a Liquid-SNN of 400 neurons is trained on a smaller subset

of training examples (refer to Table 5.5) using the STDP model parameters shown

in Table 5.3, which yielded an average accuracy of 76.86%. Fig. 5.6(a) shows that

the synapses connecting every excitatory neuron acquired a sparse representation of

a distinct handwritten digit. This illustrates the capacity of the non-linear liquid to

self-learn image patterns, which is enabled by the presented unsupervised learning

methodology. An improved accuracy of 89.65% is obtained using an augmented liq-

uid of 12,800 neurons. In an effort to achieve further improvements in accuracy with

added synaptic sparsity, a couple of liquid-ensemble schemes are proposed, namely,

two-liquid SpiLinC and four-liquid SpiLinC. The two-liquid SpiLinC is trained us-

ing the vertical image partitions (each 28×16 in dimension) while the four-liquid

SpiLinC is additionally trained using the horizontal image partitions (each 16×28

in dimension). Fig. 5.6(b) illustrates the characteristic features self-learnt by two-

liquid SpiLinC consisting of 200 neurons per liquid. However, the resultant accuracy

(75.37%) is lower than that attained by a Liquid-SNN of 400 neurons (76.86%). This

is because the individual liquids need to be sufficiently sized for them to comprehen-

A" B" C"

Fig. 5.7. (a) Classification accuracy of two-liquid SpiLinC, four-liquid
SpiLinC, and Liquid-SNN versus the total number of liquid neurons,
evaluated on the MNIST testing dataset. (b) Reduction in the num-
ber of training examples offered by two-liquid SpiLinC and four-liquid
SpiLinC over Liquid-SNN. (c) Sparsity in synaptic connectivity of-
fered by two-liquid SpiLinC and four-liquid SpiLinC over Liquid-SNN.
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Fig. 5.8. (a) Confusion matrix of four-liquid SpiLinC with 3200 neu-
rons per liquid trained on 64,000 MNIST training examples. (b) Per-
centage of false negatives predicted by the four-liquid SpiLinC for
every input class. (c) Percentage of false positives produced by the
four-liquid SpiLinC for every predicted class.

sively learn various distinctive features. This is validated by Fig. 5.7(a), which shows

that two-liquid SpiLinC with 3200 (>3200) neurons per liquid performs on par with

(better than) an equivalently sized Liquid-SNN. Two-liquid SpiLinC with 6400 neu-

rons per liquid provides an improved accuracy of 91.43%, which is achieved with 1.4×

fewer training examples (Fig. 5.7(b)) and 1.7× synaptic sparsity (Fig. 5.7(c)) com-

pared to the Liquid-SNN. Similar trends are observed for four-liquid SpiLinC, which

necessitates 1600 (>1600) neurons per liquid to attain comparable (higher) accuracy

than the Liquid-SNN. Four-liquid SpiLinC with 3200 neurons per liquid offers an ac-

curacy of 90.9%, which is achieved with 3× fewer training examples and 2.6× synaptic

sparsity relative to the Liquid-SNN. Hence, the four-liquid SpiLinC with 3200 neurons

per liquid yields the best trade-off among accuracy, sparsity, and training convergence

for MNIST digit recognition. Fig. 5.8(a) illustrates the confusion matrix of the four-

liquid SpiLinC with 3200 neurons per liquid. The four-liquid SpiLinC frequently

misclassifies certain pairs of input classes including (‘3’,‘8’), (‘4’,‘9’), and (‘7’,‘9’),

where the individual classes in the respective pairs share common features. Overall,

the four-liquid SpiLinC predicts a higher percentage (>10%) of false negatives for the
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input classes ‘4’, ‘5’, ‘8’, and ‘9’ as evidenced by Fig. 5.8(b). On the other hand, the

percentage of false positives (plotted in Fig. 5.8(c)) is higher for the predicted classes

‘3’ and ‘9’ compared to the rest of the classes.

The experimental results on SpiLinC (compared to Liquid-SNN) including the

number of training examples listed in Table 5.5 (normalized plot in Fig. 5.7(b))

and the reduction in the number of synapses (Fig. 5.7(c)), respectively, indicate

that higher the number of liquids, faster is the training convergence and greater

is the sparsity in synaptic connectivity. However, scaling up the number of liquids

(ensemble size) lowers the size of the input segment received by the individual liquids.

This limits the feature learning capability of SpiLinC, leading to degradation in the

classification accuracy. The optimal ensemble size was experimentally determined to

be 4 for MNIST digit recognition. The readers are referred to section 5.6.3 for a

discussion on the scalability of SpiLinC across different tasks.

5.6 Discussion

5.6.1 Liquid Sparsity

The proposed liquid computing models necessitate sparsity in both the input to

liquid and the recurrent-liquid synaptic connectivity to achieve efficient unsupervised

learning. In the experiments using Liquid-SNN, 25% and 30% synaptic connections

are enforced between the input and liquid-excitatory neurons, respectively, for the

speech and image recognition applications. Note that SpiLinC could have a higher

percentage of input to liquid synaptic connections as shown in Table 5.1 for the image

recognition task since the individual liquids receive only a segment of overall input.

However, the total number of synaptic connections (input to liquid) is similar for

both SpiLinC and Liquid-SNN. The sparsity in the input to liquid synaptic connec-

tivity prevents hyperactivity of the liquid neurons, which is essential for self-learning

input representations (using Liquid-SNN) or characteristic features (using SpiLinC).

It is interesting to note that the sparsity in the input to liquid synaptic connectivity,
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which is defined as the ratio of the total number of synaptic connections to the effec-

tive number of synaptic connections, increases during training as STDP prunes the

insignificant synaptic connections like those from the background pixels of the MNIST

digit patterns. For MNIST digit recognition, the change in sparsity is quantified for

four-liquid SpiLinC containing 3200 neurons per liquid (out of which 2560 are excita-

tory), where each liquid receives input from 28×16 image segment. The total number

of input to liquid synaptic connections is 1,146,880 (28×16×2560). Before training,

the effective number of input to liquid synaptic connections is initialized to 50% of the

total number of synaptic connections as shown in Table 5.1, leading to 2× sparsity.

During training, STDP reduced the effective number of input to liquid synaptic con-

nections to an average of 230,786 per liquid, thereby increasing the sparsity to 4.96×.

For TI46 speech recognition, the sparsity in the input to liquid synaptic connectivity

remains the same during training since the optimal STDP parameters (listed in Table

5.3) ensure synaptic weights are never depressed.

Next, the sparsity requirement for the recurrent connectivity within the liquid (in-

dividual liquids) constituting Liquid-SNN (SpiLinC) is discussed. Note that SpiLinC,

by construction, offers enhanced sparsity in recurrent connectivity by breaking up a

single large Liquid-SNN into an ensemble of multiple liquids operating in parallel. The

analysis on both Liquid-SNN and SpiLinC indicate that it is desirable to have lim-

ited synaptic connectivity between pairs of excitatory (ee connections) or inhibitory

neurons (ii connections). Excessive ee and ii synaptic connections lead to dispropor-

tionate increase in the spiking activity of the excitatory neurons while lowering the

efficacy of the inhibitory neurons. This results in chaotic spiking activity within the

liquid that is detrimental to learning. In this work, 0.5-1% ee and ii synaptic connec-

tions are used. However, a relatively higher percentage of synaptic connections (5%)

between the excitatory and inhibitory neurons (ei connections) is introduced to suffi-

ciently excite the inhibitory neurons. These neurons inhibit and help differentiate the

receptive filed of various excitatory neurons. Hence, the inhibitory to excitatory (ie)

synaptic connections ought to be substantial (20-30% used in this work) for enabling
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the liquid(s) to self-learn varied inputs in a multi-class pattern recognition task. It is

important to note that the relative sparsity among the input to liquid and recurrent-

liquid (ee, ei, ie, and ii) connectivity controls the spiking activity within the liquid,

which is critical for improved representation/feature learning and achieving competi-

tive classification accuracy. The sparsity in the recurrent-liquid connectivity remains

the same during training since the connectivity matrices are fixed a priori.

5.6.2 SpiLinC Training Convergence

The capability of SpiLinC to achieve faster training convergence (using fewer ex-

amples) compared to Liquid-SNN is comprehensively validated across speech (Table

5.4) and image recognition tasks (Table 5.5). SpiLinC exploits the principle of en-

semble learning to achieve faster training convergence as illustrated below. Suppose

that a Liquid-SNN containing x neurons requires a total of y training examples to

yield the optimal classification accuracy. Intuitively, a larger liquid with 2x neurons,

which necessitates a minimum of 2y training examples, can be used to improve the

classification accuracy. Alternatively, consider a two-liquid SpiLinC (with x neurons

per liquid) instead of a single large Liquid-SNN (with 2x neurons). The individual

liquids can effectively be trained in parallel using y (>y in practice) training examples.

The results show that training the constituent liquids on disparate input segments

causes them to self-learn characteristic input features. SpiLinC subsequently infers

the class of a test input by identifying the underlying low-level features. This en-

ables the two-liquid SpiLinC to perform on par or even outperform the Liquid-SNN

(beyond certain value of x) using 2× (< 2× in practice) fewer training examples.

Higher the number of liquids forming SpiLinC, greater is the reduction in the number

of training examples and faster is the convergence compared to Liquid-SNN. This is

corroborated by the experimental results, which indicate that two-liquid SpiLinC, on

average, learns with 1.95× fewer training examples while four-liquid SpiLinC offers

up to 3.3× reduction in the number of training examples.
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5.6.3 SpiLinC Scalability

The scalability of SpiLinC with respect to the number of liquids (ensemble size)

determines the trade-off between classification accuracy on one hand and sparsity to-

gether with training convergence on the other for a given task. Scaling up the number

of liquids, in general, leads to improved sparsity and faster training convergence (as

discussed in sections 5.6.1 and 5.6.2). However, the classification accuracy is compa-

rable to (better than) that provided by Liquid-SNN only up to a certain ensemble

size. The accuracy deteriorates rapidly for larger ensembles due to insufficient inputs

received by the liquids. The number of inputs received by each liquid in SpiLinC is

specified by

Number of inputs per liquid = pinp−e × [
input dimension

nliquids
+ noverlap] (5.9)

where pinp−e specifies the percentage synaptic connectivity between the input and the

liquid, input dimension is the overall dimension of the input data, and noverlap is

the number of overlapping inputs across ensembles. It is evident from (5.9) that the

effective number of inputs per liquid decreases for larger ensembles (nliquids). This has

a detrimental impact on the feature learning efficacy of the individual liquids, leading

to degradation in the classification accuracy. Hence, the optimal ensemble size for

a given task, which depends on the input dimension as shown in (5.9), needs to be

selected so as to guarantee adequate number of inputs to each liquid. For the speech

recognition task with a total of 39 frequency channels representing each speech sample,

two-liquid SpiLinC (≥ 1600 neurons per liquid) receiving inputs from 30 disparate

frequency channels was determined to be the optimal configuration. On the other

hand, up to four-liquid SpiLinC (≥ 1600 neurons per liquid) was demonstrated for

efficiently recognizing MNIST digit patterns, 28×28 in dimension.
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Table 5.6.
Classification accuracy of different SNN models (with similar audio
pre-processing front-end) on 200 test samples from the TI46 speech
corpus.

SNN Models Network Size Training Methodology Accuracy

LSM [134] 1200 liquid neurons Supervised linear classifier 94.0%

Liquid-SNN (this work) 1600 liquid neurons Unsupervised STDP 91.6%

Two-liquid SpiLinC (this work) 2×800 liquid neurons Unsupervised STDP 91.4%

Table 5.7.
Classification accuracy of different SNN models trained using unsu-
pervised STDP on the MNIST dataset.

SNN Models Network Size Number of Synapses Accuracy

Two-layer SNN [16] 12800 neurons 45977600 95%

Liquid-SNN (this work) 12800 liquid neurons 12697600 89.65%

Four-liquid SpiLinC (this work) 4×3200 liquid neurons 4866048 90.90%

5.6.4 Comparison with Related Works

The proposed Liquid-SNN and SpiLinC models are compared with the LSM pre-

sented in [134] that uses a similar pre-processing front-end for the TI46 speech recog-

nition task. A smaller subset containing a total of 500 speech samples that includes

10 utterances each of digits 0-9 spoken by 5 different female speakers is used since

it is de facto employed in existing works to evaluate models for speech recognition.

The models are trained on 300 randomly selected speech samples and the accuracy is

reported on the remaining 200 samples. Table 5.6 shows that both the Liquid-SNN

and the two-liquid SpiLinC yield comparable albeit slightly lower accuracy than that

provided by the LSM, which requires a readout layer trained in a supervised man-

ner to infer the class of an input pattern. Next, the proposed models are evaluated

against a two-layer fully-connected SNN [16] that is commonly used for unsupervised

image recognition. Table 5.7 shows that the classification accuracy of both the models
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on the MNIST test set is lower than an accuracy of 95% achieved by the two-layer

SNN. However, the Liquid-SNN (with 12,800 neurons) and SpiLinC (4×3200 neurons)

respectively offer 3.6× and 9.4× sparsity in synaptic connectivity compared to the

two-layer SNN containing 6400 excitatory and 6400 inhibitory neurons. Note that

number of synapses of the baseline two-layer SNN (shown in Table 5.7) is computed

from (5.8) using the following parameters: ninp = 784, ne = ni = 6400, pinp−e = 1,

pee = pii = 0, pei = 1/ne, and pie = 1−pei. Further, the four-liquid SpiLinC with

3200 neurons per liquid (out of which 2560 neurons are excitatory) would converge

faster then the two-layer SNN with 6400 excitatory neurons if both the networks

were trained with the same learning rate. The classification accuracy of the proposed

models is lower than that achieved by the two-layer SNN because of the sparse recur-

rent inhibitory connections inside the liquid as explained below. When a test pattern

is presented to the liquid, the neurons that learnt the corresponding pattern during

training fire and only sparsely inhibit the remaining liquid neurons. This could po-

tentially cause neurons that learnt different input classes but share common features

with the presented test pattern to fire, leading to degradation in the classification

accuracy. In order to precisely recognize a test pattern, it is important to attribute

higher weight to the spike count of the correctly firing neurons and lower weight to

the spike count of the incorrectly firing neurons. This can be accomplished by adding

a readout layer and suitably adjusting the liquid to readout synaptic weights.

Table 5.8.
Classification accuracy of different SNN models that use unsupervised
STDP for the input and hidden layers, and supervised algorithms for
the readout (or output) layer on the MNIST dataset.

SNN Models Training Methodology Accuracy

Convolutional SNN [22] Unsupervised STDP + SVM classifier 98.4%

Convolutional SNN [26] Unsupervised STDP + Backpropagation 98.49%

Four-liquid SpiLinC (this work) Unsupervised STDP + Backpropagation 97.49%
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SpiLinC is augmented with softmax readout layer containing as many neurons as

the number of classes for a given pattern recognition task, where each readout neuron

is fully-connected to the liquid-excitatory neurons. For a given input pattern, the

STDP-trained input to liquid-excitatory synaptic weights are used to estimate the

spike count of the liquid-excitatory neurons over the simulation interval, which are

subsequently fed to the softmax readout layer. The liquid to readout synaptic weights

are trained using the Adam optimizer [90], which is a popular gradient-based super-

vised training algorithm for deep learning networks, and cross-entropy loss function.

During inference, a test pattern is presented to the liquid and the resulting spike count

of the liquid-excitatory neurons is fed to the softmax readout layer. The test pattern

is predicted to belong to the class represented by the readout neuron with the high-

est activation. For TI46 speech recognition, the readout layer of two-liquid SpiLinC

containing 800 neurons per liquid is initially trained with learning rate of 0.015 on

smaller digit subset of the TI46 speech corpus containing 300 training samples and

200 test samples. Classification accuracy of 97.5% is obtained after 2 presentations

of the training subset, which is higher than an accuracy of 94% provided by the

LSM [134] containing 1200 neurons that is trained using linear classifier. Further,

the readout layer of two-liquid SpiLinC containing 1600 neurons per liquid is trained

on the entire digit subset of the TI46 speech corpus containing 1594 training sam-

ples. Classification accuracy of 97.29% is obtained on the testing subset of 2542 test

samples after 4 training epochs. Each training epoch consists of 16 presentations of

randomly selected mini-batch of 100 training samples per presentation. For MNIST

digit recognition, the readout layer of four-liquid SpiLinC containing 3200 neurons

per liquid is trained with learning rate of 0.0022. The accuracy was 97.14% after one

training epoch and increased to 97.49% after 4 training epochs. Each training epoch

consists of 300 presentations of randomly selected mini-batch of 200 training examples

per presentation. The classification accuracy of the four-liquid SpiLinC with readout

is comparable to SNNs that use unsupervised STDP for the input and hidden layers,

and supervised algorithms for the readout (or output) layer as shown in Table 5.8.
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Deep learning networks [1] have been shown to achieve 99.79% classification accu-

racy on the MNIST dataset while the Long Short-Term Memory (LSTM) Recurrent

Neural Networks (RNNs) [3] provide 98% classification accuracy on the TI46 digit

subset. Although the proposed liquid models yield lower classification accuracy than

the deep learning networks and the LSTM-RNNs, they offer the following benefits

with respect to computational efficiency and training complexity. First, the event-

driven spike-based computing capability of the Liquid-SNN and SpiLinC naturally

leads to improved computational efficiency than the deep learning networks including

the binary networks [135] that are data-driven and operate on continuous real-valued

and discrete neuronal activations, respectively. Second, the deep learning networks

and the LSTM-RNNs are respectively trained using error backpropagation [76] and

backpropagation-through-time [136] algorithms, which are computationally expensive

compared to the STDP-based localized training rule used in this work for the input

to liquid synaptic weights. Last, the deep learning networks are iteratively trained

on multiple presentations of the training dataset to minimize the training loss and

achieve convergence. On the other hand, the proposed models are capable of achiev-

ing convergence with fewer training examples as evidenced by the four-liquid SpiLinC

for MNIST digit recognition, which needed 64,000 training examples for convergence

that roughly translates to single presentation of the training dataset. Meta-learning

strategies [137] have been proposed for LSTM-RNNs to learn quickly from fewer data

samples by exploiting the internal memory in LSTM-RNNs. Recently, a new class of

networks known as the memory-augmented networks [138], where the networks are

augmented with an external memory module, have been demonstrated for one-short

learning or learning new information after a single presentation. Similar learning

strategies, which either exploit the internal memory of a recurrently-connected liq-

uid or incorporate an external memory module, can be used to improve the training

efficacy of the proposed models.
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6. CONCLUSION

SNNs constitute a prominent class of brain inspired computing models that offer a

promising solution for building the next generation of intelligent and energy-efficient

autonomous systems. The unique attribute of SNNs is their inherent ability to learn

sparse spike-based input representations over time. However, training deep SNNs is

challenging due to the need to effectively use the spike timing information and over-

come the discontinuous nature of the spike trains. In this dissertation, bio-plausible

STDP-based probabilistic learning algorithms were proposed for unsupervised train-

ing of stochastic fully-connected and residual convolutional SNNs. Stochastic learn-

ing, in addition to providing higher memory efficiency, can also improve the noise

robustness of the networks. STDP-based learning works, although it is limited in

applicability to shallow SNNs (<5 layers) for simple object recognition tasks. In ad-

dition, STDP-based learning also offers interesting opportunities for lifelong learning

without catastrophic forgetting as demonstrated in recent works [139,140]. Alas, not

everything is ImageNet! In order to efficiently train much deeper SNNs for complex

tasks, this dissertation proposed BlocTrain, which is a block-wise complexity-aware

incremental algorithm for memory-efficient training of deep SNNs using spike-based

backpropagation through time. BlocTrain, on account of using intermediate auxiliary

classifiers, also leads to fast and efficient inference through early exit strategy based

on input complexity. BlocTrain can enable deep SNNs that offer both high efficiency

and competitive accuracy.

Feed-forward fully-connected and convolutional SNNs are predominantly used for

static image recognition. In this dissertation, low-complexity recurrent Liquid-SNN

consisting of input neurons sparsely connected to a randomly interlinked liquid was

proposed for unsupervised speech and image recognition. Such a general computing

model capable of processing different signal modalities using a uniform self-learning
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methodology is highly desirable for neuromorphic hardware implementations. How-

ever, the Liquid-SNN suffers from scalability limitations because of the need to grow

the liquid for enhancing the accuracy. SpiLinC, composed of an ensemble of smaller

liquids, where each liquid is trained on a separate input segment, was proposed as a

scalable alternative to Liquid-SNN. SpiLinC, with adequately sized liquids for efficient

representation learning, provided competitive accuracy with added synaptic sparsity

and faster training convergence across different application domains. SpiLinC is a

low-complexity and scalable recurrent computing model that can be used to realize

intelligent systems capable of real-time spatiotemporal representation learning.
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