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Appendix A. Definition of media coverage of economic inequality.                                                                             

(1)  Type of inequality 
 

(a)  Labor market inequality, unaffected directly by government taxes and 
transfer programs.  

 
(b)  Total income inequality, including the contribution of family formation 

patterns and government taxes and transfer programs.  
 
(2) Causes and policy solutions associated with inequality 
 

(a)  Multiple causes of labor market inequality include skill-biased 
technological change, globalization, immigration, and decline in wage 
setting institutions and social norms, and associated policy solutions. 

 
(b) Multiple causes of total income inequality include declines in social 

spending on low income individuals and families (e.g., unemployment 
benefits and means-tested programs) and declines in progressive taxation, 
and associated policy solutions. 

 
(3) Social class groups 
 

(a) Categories of workers (typically large groupings) identified in economic 
literature on rising earnings and income inequality, including skill groups, 
union workers, minimum wage workers, immigrants, executives, the rich 
and wealthy (with incomes from both labor and capital). 

 
(b) Categories of individuals (typically large groupings) identified in broader 

literature on inequality, in popular culture, and by social program receipt, 
including the poor, unemployed, middle class, blue collar workers and 
white collar workers.  

 
(4) Relational or comparative language connecting social class groups 
 

(a)  Explicit comparisons or relations among two or more hierarchically 
ordered social class groups, including relational language such as 
inequalities, gaps, differences, disparities, and divides or comparative 
language such as winners, losers, primary beneficiaries, etc.    

 
(b) Presence of two or more hierarchically ordered social class groups without 

explicit comparative or relational language among them but with implicit 
reference to different and unequal economic circumstances or 
redistributive processes.  
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Appendix B. List of key words in the Levay (2013) and Enns et al. (2015) 
dictionaries.                                                  
 
concentration of income 
concentration of wealth 
distribution of income 
distribution of incomes 
distribution of wealth 
distributional 
economic disparities 
economic disparity 
economic distribution 
economic divide 
economic equality 
economic inequalities 
economic inequality 
economic insecurity 
egalitarian income 
egalitarian wealth 
employment insecurity 
equal economic 
outcomes 
equal income 
equal pay 
equal wage 
equal wealth 
equality of economic 
outcomes 
equality of income 
equality of incomes 
equality of wealth 
equalize income 
equalize incomes 
equalize wealth 
equalizing income 
equalizing incomes 
equalizing wealth 
equitable distribution 
equitable income 
equitable wealth 
equity in income 
equity in incomes 
equity in wealth 
equity of income 

equity of incomes 
equity of wealth 
gini 
income concentration 
income decile 
income difference 
income differential 
income disparities 
income disparity 
income distribution 
income divide 
income equality 
income equalization 
income gap 
income inequalities 
income inequality 
income inequity 
income polarization 
income quintile 
income redistribution 
income stratification 
inegalitarian income 
inegalitarian wealth 
inequality of economic 
outcomes 
inequality of income 
inequality of incomes 
inequality of wealth 
inequitable distribution 
inequitable income 
inequitable wealth 
inequity of incomes 
inequity of wealth 
job insecurity 
maldistribution 
pay difference 
pay differential 
pay divide 
pay equality 
pay gap 
pay inequality 

redistribution of income 
redistribution of 
incomes 
redistribution of wealth 
top incomes 
unequal economic 
outcomes 
unequal economy 
unequal income 
unequal incomes 
unequal wealth 
unequal pay 
unequal wage 
unequal wealth 
uneven distribution 
wage difference 
wage differential 
wage disparities 
wage disparity 
wage divide 
wage equality 
wage gap 
wage inequalities 
wage inequality 
wealth concentration 
wealth difference 
wealth differential 
wealth disparities 
wealth disparity 
wealth distribution 
wealth divide 
wealth equality 
wealth equalization 
wealth gap 
wealth inequalities 
wealth inequality 
wealth inequity 
wealth polarization 
wealth redistribution 
wealth stratification 
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Appendix C. List of key words and instructions for dictionary based on McCall 
(2013).                                                  
 
GROUP I TERMS: EXPLICIT DISTRIBUTIVE LANGUAGE – 1 AND (2 OR 3) 
 

(1) Distribution 
inequality  
equality 
unequal 
distribution 
gap 
divide 

differential 
difference 
disparity 
polarization 
dualism 
dual society 

equity 
inequity 
inequitable 
egalitarian 
inegalitarian 
concentration 

 
AND (( 

 
(2) Income/wealth (private):  
economic  
wage  
income  
earning 
pay  

compensation  
benefit 
wealth  
asset 
stock return 

bonus 
investment 
tax 
stock  ) 

 
OR ( 

 
(3) Income/wealth (government):  
cash transfer  
noncash transfer  
welfare  
food stamp  
unemployment 
insurance  
social security  

Medicaid  
Medicare  
housing assistance  
public housing  
earned income tax 
credit  
EITC  

social spending  
social program 
redistribution 
redistributive  )) 

 
GROUP II: IMPLICIT DISTRIBUTIVE LANGUAGE – 1 AND (2 OR 3) 

 
(1) Social class groups (terms from at least two groups):  
top  
rich  
executive 
CEO  
affluent  
wealthy 
wealthier 
wealthiest 

professional  
white collar  
high income  
high wage  
high skill  
investor 
upper class  
employer  

manager  
1% 
middle class  
blue collar  
middle income  
median wage  
median earner  
average wage  
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average earner  union  99%
poor  
worker 
minimum wage 
worker 

low income  
lower class  
bottom  
low wage  

unemployed  

 
AND (( 

 
(2) Income/wealth (private):  
economic  
wage  
income  
earning 
pay  

compensation  
benefit 
wealth  
asset 
stock return 

bonus 
investment 
tax 
stock  ) 

 
OR ( 

 
(3) Income/wealth (government):  
cash transfer  
noncash transfer  
welfare  
food stamp  
unemployment 
insurance  
social security  

Medicaid  
Medicare  
housing assistance  
public housing  
earned income tax 
credit  
EITC  

social spending  
social program 
redistribution 
redistributive  )) 

 
 
 
 
Notes:  
In all cases, to allow for plurals, we allow for optional trailing "-ies" for terms ending 
in "y" preceded by a consonant; trailing "-es" for terms ending in "ch", "s", or "x";  
and trailing "-s" for all other words. An article must contain at least one listed 
term/boolean expression to satisfy a given category. 
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Appendix D. Description of supervised machine learning programs.   
         
 
We used three general-use programs to conduct our supervised machine learning (SML) 
analyses described in the main text: Stanford Classifier, RTextTools, and scikit-learn. 
(Although not included in our discussion and results, we also conducted extensive 
analyses using the ReadMe program, which we discuss at the end of this appendix.) All 
three programs are freely downloadable. None of the three requires knowledge of the 
mathematics behind machine learning algorithms, and we found them all to be easy to 
use for an analyst with previous exposure to computer programming languages. 
Moreover, all three produced comparable results in our analysis. In sum, all three are 
good options for researchers interested in using SML for text analysis.  
 
At the time of analysis all three programs were being actively supported and updated. As 
of April 2018, RTextTools is no longer being actively supported and updated. As future 
versions of R come out RTextTools will likely break. We recommend the R package 
SuperLearner to implement the machine learning algorithms used in this paper, found 
here: https://cran.r-project.org/web/packages/SuperLearner/index.html. The details below 
will help scholars use SuperLearner in R, but we recommend searching for SuperLearner-
specific tutorials. We recommend this Data Camp tutorial: 
https://www.datacamp.com/community/tutorials/ensemble-r-machine-learning. 
  
Scikit-learn has the largest community of developers and most frequent update schedule, 
and Stanford Classifier continues to be developed at Stanford. Researchers with 
experience in one of the languages underlying these programs will find that program 
most accessible: Stanford Classifier is written in Java, RTextTools in R (or going 
forward, SuperLearner), and scikit-learn in Python. For those without experience in any 
of these languages, we have provided some comparisons that may help you decide which 
is right for you. Also, in the “Resources” section below, we have provided links to some 
of the most helpful documentation and tutorials on each of these programs, and in 
Appendix Table D1, we provide the settings we used to run our analyses. 
 
Installation 
 
Stanford Classifier requires installation of Java, which can be installed from 
https://java.com/en/download/help/index_installing.xml. Stanford Classifier can then be 
downloaded at http://nlp.stanford.edu/software/classifier.html. Users need only unzip the 
downloaded directory, and the program is ready to use. More advanced uses may require 
familiarity with a command line interface. 
 
RTextTools requires the installation of the R statistical computing program. R installers 
for Mac, Linux, and Windows can be downloaded from https://cran.r-project.org/. Users 
may also want to install the popular R IDE RStudio, which is free from 
https://www.rstudio.com/products/rstudio/download/. RStudio includes features such as 

https://java.com/en/download/help/index_installing.xml
http://nlp.stanford.edu/software/classifier.html
https://cran.r-project.org/
https://www.rstudio.com/products/rstudio/download/
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code completion, syntax highlighting, and integrated function documentation. After 
installing R, users can install the RTextTools package from within the R (or RStudio) 
graphical user interface, using either drop-down menus or the “install.packages” 
command. 
 
Like RTextTools, scikit-learn is an add-on package, and requires installation of a Python 
programming language interpreter, unless your operating system comes packaged with 
such an interpreter. Although there are many ways to install a Python interpreter and 
Python packages, one good option is the Anaconda distribution, which includes the most 
popular packages used by scientists and researchers, with installers downloadable from 
https://www.continuum.io/downloads. This option helps avoid the extra step of installing 
scikit-learn after installing Python. 
 
Data Input 
 
When used as a standalone program, Stanford Classifier does not provide tools to reshape 
data into the required format of a tab- or comma-separated text file. It also requires that 
training set and test set data be contained in separate files, so preprocessing in some other 
program will likely be necessary. A properties file can be used to provide parameters for 
the analysis. Once your data is properly formatted, however, Stanford Classifier reads, 
processes, and analyzes your data all in one command. 
 
R can read in data in a wide variety of formats, including the proprietary formats of other 
statistical software such as Stata. Once your data is read into R, RTextTools requires the 
user to point to the data columns containing the text to be analyzed and the content codes, 
and to specify which texts are in the training and test sets. These tasks can be performed 
with a basic understanding of column- and row-subsetting in the R language. 
 
Python can also read data in many formats. We recommend using the package “pandas”, 
included in the Anaconda distribution, which provides utilities for reading tabular data 
and for column- and row-subsetting. Using pandas, users can easily point scikit-learn to 
the columns and rows that contain text and label information for the training and test sets. 
 
Computing Requirements 
 
Our analysis with Stanford Classifier was run in a single command, with options 
specified in a simple properties file. Each analysis run only took a few seconds.  
 
Some of RTextTools’s built-in algorithms have excessive memory and computing 
requirements. In some cases, training a classifier in RTextTools consumed more than 16 
GB of memory, forcing us to use a batch computing server. These models could also take 
several minutes of computing time, which slows the pace of analysis when testing 
different model options. 
 

https://www.continuum.io/downloads
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Scikit-learn rivals Stanford Classifier in speed, with the training process taking only a 
few seconds.  
 
Customizability and Extensibility 
 
Stanford Classifier only offers built-in support for a couple of SML algorithms, and has 
minimal built-in options for preprocessing tasks such as word stemming, term frequency-
inverse document frequency (TFIDF) weighting, and exclusion of common and rare 
words. RTextTools offers built-in access to nine algorithms, ensemble classification 
options that automatically combine results from multiple algorithms, and a fair range of 
preprocessing options, including TFIDF weighting. Scikit-learn offers built-in access to 
many algorithms and includes the widest range of preprocessing options. 
 
RTextTools and scikit-learn are both part of robust environments for all kinds of data 
analysis, and thus offer more options for data manipulation and additional analyses than 
Stanford Classifier does.  
 
Bugs and Configuration Issues 
 
While using RTextTools and Stanford Classifier, we ran into small problems that 
required some debugging of application code (RTextTools) or editing of a helper file to 
point to the actual location of application files (Stanford Classifier). We had no such 
problems with scikit-learn. However, problems like this can occur in using any software, 
and will depend on the configuration of the user’s system and the details of their dataset. 
 
Accessibility of the Language 
 
For basic use, Stanford Classifier requires almost no knowledge of any programming 
language. Using RTextTools and scikit-learn involves learning a few commands, but this 
is made easier by the availability of tutorials (see links below under “Resources”). For 
those with experience in object-oriented programming languages, Python and scikit-learn 
will likely be easier to pick up than RTextTools. For those whose programming 
experience is only in other statistical programs, RTextTools and R will likely allow you 
to get up and running more quickly. 
 
Resources 
 
Stanford Classifier 

• Basic tutorial: http://nlp.stanford.edu/wiki/Software/Classifier 
• List of analysis options: 

http://nlp.stanford.edu/nlp/javadoc/javanlp/edu/stanford/nlp/classify/ColumnData
Classifier.html 

 
 

http://nlp.stanford.edu/wiki/Software/Classifier
http://nlp.stanford.edu/nlp/javadoc/javanlp/edu/stanford/nlp/classify/ColumnDataClassifier.html
http://nlp.stanford.edu/nlp/javadoc/javanlp/edu/stanford/nlp/classify/ColumnDataClassifier.html
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RTextTools (note: this package is no longer being actively developed) 
• Journal article about the package, which walks through a typical analysis: 

https://journal.r-project.org/archive/2013-1/collingwood-jurka-boydstun-etal.pdf 
 
SuperLearner (the most current R package for machine learning) 

• CRAN information: https://cran.r-
project.org/web/packages/SuperLearner/index.html 

• Data Camp tutorial on getting started with SuperLearner: 
https://www.datacamp.com/community/tutorials/ensemble-r-machine-learning 
(note that this tutorial is not specifically for text-based data) 

 
scikit-learn 

• Tutorial on text analysis: http://scikit-
learn.org/stable/tutorial/text_analytics/working_with_text_data.html 
 

 
 
ReadMe 
 
ReadMe is a supervised machine learning program, but it differs from the other 
computer-assisted methods used in our analyses in that it does not classify individual 
texts (Hopkins, King, Knowles, and Melendez 2013). Instead, ReadMe directly estimates 
the incidence of hand-coded categories in the corpus as a whole. For this reason, we 
could not assess agreement between the ReadMe results and hand coding, using metrics 
such as recall and precision, as we did with the other computer-assisted methods. 
However, ReadMe’s estimates of the overall incidence of hand-coded categories in the 
test set showed a relatively high level of agreement with the actual hand coding of test-set 
articles. For two binary coding schemes, the average error across 25 random training-set / 
test-set configurations of ReadMe’s estimate of the percentage of articles in each 
category relative to the hand-coded percentage was just 0.9% and 1.9% respectively, 
although the difference was as large as 14.9% for one configuration. Results for the three-
code scheme were similar, with average differences of 0.4%, 1.7%, and 1.2%, and a 
maximum difference of 11.6%. In sum, ReadMe did an accurate job of replicating our 
hand-coding results, especially given that our hand-coding scheme does not strictly 
follow the recommendations of ReadMe’s authors (specifically, our categories were not 
designed as mutually-exclusive, internally coherent topics, but rather as indicators of the 
presence or absence of one particular topic, so that residual categories such as 
“irrelevant” encompass a wide variety of topics). 
 

https://journal.r-project.org/archive/2013-1/collingwood-jurka-boydstun-etal.pdf
https://cran.r-project.org/web/packages/SuperLearner/index.html
https://cran.r-project.org/web/packages/SuperLearner/index.html
https://www.datacamp.com/community/tutorials/ensemble-r-machine-learning
http://scikit-learn.org/stable/tutorial/text_analytics/working_with_text_data.html
http://scikit-learn.org/stable/tutorial/text_analytics/working_with_text_data.html
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Appendix Table D1. Settings used for supervised machine learning analyses. 
 Stanford 

Classifier 
RTextTools Scikit-

learn 

Algorithm(s) Maximum 
entropy 

Ensemble (boosting, bootstrap 
aggregating, decision tree, 

generalized linear model, maximum 
entropy, neural networks, random 
forests, supervised latent Dirichlet 
allocation, support vector machine) 

Linear 
support 
vector 

machine 

Min. number of times word 
must appear in document to 

be counted 
1 1 1 

Max. number of times word 
can appear in document 

before being ignored 

No 
maximum No maximum No 

maximum 

Min. word length 1 1 1 

Max. word length No 
maximum No maximum No 

maximum 

N-gram length 1 1 1 

Remove numbers? No No No 

Remove punctuation? Yes Yes Yes 

Stem words? No No No 

Remove words appearing 
in X% or more documents? No No Yes, 95% 

Remove words appearing 
in X% or fewer documents? No Yes, 1% No 

Remove common English 
words (stop words)? Yes Yes No 

Convert all text to 
lowercase? Yes Yes Yes 

Strip whitespace? Yes Yes No 

Weighting Term 
frequency TFIDF TFIDF 
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Appendix Table D2. Evaluation metrics for all three Supervised ML programs. 

Method (Coding Scheme) Inequality/Relevant Not Inequality/Irrelevant Weighted Average1 Time Trends Support 

  Precision Recall  F1-Score Precision  Recall F1-Score Precision3 Recall3 F1 Score3 Corr  
(2yr MA) Correlation N 

(1) Python scikit-learn2 
(1) (2) (3) (4) (5) (6) (7) (8) (9) (10) (11) (12) 

Relevant vs. Irrelevant (A) 0.85 0.90 0.87 0.81 0.74 0.77 0.83  
(.81-.86) 

.84  
(.81-.86) 

.83  
(.81-.86) 0.75 0.74 745 

Inequality vs. Not Inequality 
(B) 0.73 0.60 0.84 0.80 0.88 0.84 0.78  

(.74-.80) 
.78  

(.75-.80) 
.78  

(.74-.80) 0.69 0.63 745 

Inequality vs. Economic vs. 
Irrelevant (C) 0.67 0.70 0.69 0.76 0.84 0.80 0.68  

(.64-.71) 
.69  

(.65-.71) 
.69  

(.64-.71) 0.72 0.69 745 

(2) RTextTools1                         

Relevant vs. Irrelevant (A) 0.83 0.95 0.88 0.89 0.68 0.77 0.86  
(.83-.88) 

.82  
(.77-.83) 

.84  
(.80-.85) 0.79 0.77 745 

Inequality vs. Not Inequality 
(B) 0.82 0.46 0.59 0.76 0.94 0.84 0.79  

(.74-.80) 
.70  

(.66-.74) 
.74  

(.69-.77) 0.65 0.64 745 

Inequality vs. Economic vs. 
Irrelevant (C) 0.67 0.76 0.70 0.75 0.84 0.80 0.68  

(.65-.71) 
.67  

(.69-.75) 
.67  

(.65-.70) 0.78 0.75 745 

(3) Stanford Classifier1                         

Relevant vs. Irrelevant (A) 0.83 0.73 0.78 0.85 0.91 0.88 0.84  
(.83-.87) 

.82  
(.79-.84) 

.83  
(.80-.85) 0.92 0.90 745 

Inequality vs. Not Inequality 
(B) 0.80 0.91 0.85 0.77 0.57 0.66 0.78  

(.75-.80) 
.74  

(.68-.76) 
.75  

(.69-.78) 0.79 0.75 745 

Inequality vs. Economic vs. 
Irrelevant (C) 0.72 0.69 0.70 0.76 0.83 0.80 0.68  

(.65-.70) 
.68  

(.65-.70) 
.68  

(.65-.70) 0.86 0.82 745 

Note: Coding Scheme A: Relevant (Explicit, Implicit, General Economic), Irrelevant (Irrelevant). Coding Scheme B: Inequality (Explicit, Implicit), Not Inequality 
(General Economic, Irrelevant). Coding Scheme C: Inequality (Explicit, Implicit), Economic (General Economic), Irrelevant (Irrelevant). 
1 Weighted by the proportion of true positives for each category 
2Supervised ML values are for test set only. 
3Parentheses contain the range across the 25 test/training set pairs. 
  
  
              

 


