
Appendix  

A.1 Evaluation of the R-package ReadMe 

Additionally to our own implementation, we evaluated the performance of the software provided along with HK2010 

(Hopkins, King, Knowles, & Melendez, 2017). The R-package ReadMe contains all functions necessary to create word 

stem profiles, run proportional classification and evaluate the results. In compliance with our content analysis scenario, we 

test for accuracy of predicting proportions in arbitrary data subsets. For this, we use one large training set (50 % of the 

entire manifesto data), but splits of our test set into 𝑁 subsets w.r.t. different metadata facets: a) the entire test set (50 % of 

the data), b) 10 non-overlapping random splits of the entire test set of roughly even size, c) 46 splits of single manifestos, 

d) 8 diachronic splits by year, e) 4 splits by country, f) 25 splits by party.  

Table A.1: RMSD of proportional classification with the ReadMe package 

Code/Split All Random Manifesto Year Country Party 

N 1 10 46 8 4 25 

504 0.008 0.037 0.292 0.182 0.138 0.251 

411 0.024 0.052 0.254 0.203 0.121 0.239 

501 0.007 0.051 0.330 0.193 0.070 0.322 

506 0.011 0.045 0.259 0.150 0.109 0.227 

605 0.009 0.042 0.272 0.217 0.121 0.250 

303 0.003 0.026 0.247 0.137 0.072 0.221 

706 0.008 0.041 0.295 0.233 0.131 0.222 

301 0.012 0.041 0.253 0.169 0.098 0.230 

107 0.002 0.035 0.267 0.267 0.214 0.217 

402 0.005 0.027 0.292 0.172 0.088 0.249 

Mean 0.009 0.040 0.276 0.193 0.116 0.243 

 

The results in Table A.1 show that HK2010 as implemented in the ReadMe package predicts category proportions fairly 

accurate in case of similar feature distributions between training and test set, as given for the odd/even split (a) and the 

random splits (b). Confirming the results from our own implementation in the paper, also the ReadMe package fails to 

predict proportions correctly, as soon as feature distributions in the test set largely vary from the training set (c, d, e, and f) 

due to non-random splitting of the test data. RMSD error per category rises up to 33 % when the HK2010 model trained 

on the entire training set is used to predict proportions for code “501” across individual party manifestos. Such high error 

rates render any comparison between individual manifestos, diachronic subsets or collections split by any other non-

random metadata facet de facto useless.  

The R-code to reproduce this experiment, as well as the other experiments in the paper, can be retrieved from Github: 

https://github.com/tm4ss/tmca.classify-experiments. 

  

https://github.com/tm4ss/tmca.classify-experiments


A.2 Model selection 

LDA Feature Engineering 

Different types of features can be engineered for text classification, representing different aspects of semantic or syntactic 

characteristics of a text. Due to this, specific feature types are more discriminative for some categories than others. But, 

since in an active learning scenario we cannot know beforehand, which features respond best to a certain category, we 

need to develop a general feature set comprising a set of many different feature types. For active learning, Liew et al. 

(2014) have pointed out that such a general feature set is likely to produce (near) optimal results compared to a 

specifically engineered feature set if roughly 100 or more training examples for a category are selected. This should 

usually be the case for computer-assisted content analysis. 

Additionally to n-gram features from word stems, we generate latent semantic features from an LDA topic model process 

(Phan et al., 2011). The process can be computed in a completely unsupervised manner and returns a dense vector of topic 

distributions for each sentence of the dataset. Such dense topic vectors mitigate the problem of sparse n-gram vectors 

extracted from short sentences. For this, an LDA (Blei, 2012; Blei, Ng, & Jordan, 2003) topic model of 𝐾 = 50 latent 

semantic topics is initially inferred on the entire data set. To obtain longer context units for LDA modeling, we merged 

ongoing sets of 25 sentences from the manifestos into pseudo-documents to create meaningful context units for the topic 

model process. In a second step, for each sentence of the training and the test data set, the topic assignments to its 

contained words are predicted based on the previously computed LDA model. From this, vectors of 𝐾 topic proportions 

per sentence can be constructed which represent latent semantic information beyond the word level.  

Figure A.2: Active learning performance with and without LDA features 

 

Figure A.2 shows the effect of LDA features on the results of text classification during active learning. especially in the 

beginning of the process, when there is little training data to learn from, the classifier profits from dense topic vectors as 

additional features to n-grams. 

Hyperparameter optimization 

The process of linear classification as implemented in the Liblinear library (Fan, Chang, Hsieh, Wang, & Lin, 2008) for 

Logistic Regression (LR) and Support Vector Machines (SVM) can be tuned by setting hyperparameters. For the standard 

application of supervised learning with a previously annotated training set (see Section 3.4), the C-parameter of the SVM 

is optimized by a 10-fold-cross-validation (CV) on the respective training set. We further adjust the C-weights for the 

positive and negative class to improve the classification results, as this parameter contributes to mitigating the problem of 

unbalanced classes in the training set. C-weights 𝑤 can be set heuristically to the inverted proportion of a category 𝑐 in the 

current training set: 𝑤𝑐 = 𝑎𝑏𝑠(|𝑆𝑐| |𝑆𝑡𝑟𝑎𝑖𝑛|⁄ −  1). By this, the minority category gets a larger weight and the majority 

category a smaller weight, which usually improves classification for the smaller category significantly.  

Caution: For active learning, hyper-parameter optimization by CV is not recommended. Training sets obtained by active 

learning comprise of very different feature distributions compared to the base population they were selected from (see 

Section 6.4). CV most likely severely fails to estimate the true classifier accuracy. Consequently, hyper-parameters 

selection based on this measure is likely not optimal for classifying the entire base population (Baram, El-Yaniv, & Luz, 

2004). Model selection based on CV should be avoided and default parameters used instead. Alternatively, Ali et al. 

(2014) introduced an approach for model selection in active learning scenarios. 

 



A.3 Batch-mode active learning 

 

Algorithm 1: Formal definition of active learning as algorithm 

Batch-mode active learning 

Input:  

    Initial labeled set 𝑆 

    Set 𝑈 of unlabeled sentences 

    Batch size 𝑛 

    Querying function 𝑞 

    Stopping criterion 𝑠 

Output: 

    High-quality training set 𝑆 with 𝑛 × 𝑖 new examples 

1   𝑖 ← 0 

2   While not 𝑠 { 

3      Train model on 𝑆 

4      Apply model on 𝑈 

5      Rank sentences in 𝑈 by 𝑞 

6      Revise classifier decisions for the top 𝑛 sentences 

7      Move newly labeled sentences from 𝑈 to 𝑆 

8      𝑖 ← 𝑖 + 1 

9   } 
 

 

  



A.4 Comparison of stopping criteria 

Table A.4 shows performance indicators for proportional classification after reaching different stopping criteria. Active 

learning stops when the threshold of Cohen’s kappa between classifier decisions of consecutive runs has reached 0.99 for 

𝑤𝑖𝑛𝑑𝑜𝑤 ∈ {1, 2, 3, 4} times in a row. Results are averaged across the 100 repeated runs of the experiment and rounded 

metrics are given.  

Table A.4: Performance of active learning with different longevity windows as stopping criterion (average of 100 

repeated runs) 

Code Window Iteration 𝑺+ 𝑺− RMDS kappa 𝒓  improvement 𝒓 

504 

1 110 513 851 0.034 0.580 0.863 - 

2 119 550 901 0.034 0.586 0.867 0.45 % 

3 124 575 927 0.034 0.591 0.871 0.43 % 

4 127 588 937 0.034 0.593 0.872 0.21 % 

411 

1 121 546 836 0.039 0.612 0.883 - 

2 129 579 918 0.039 0.620 0.886 0.34 % 

3 136 608 949 0.039 0.627 0.890 0.49 % 

4 139 622 1006 0.039 0.630 0.892 0.15 % 

501 

1 96 436 745 0.026 0.613 0.907 - 

2 103 465 784 0.026 0.620 0.910 0.36 % 

3 106 479 799 0.026 0.623 0.911 0.15 % 

4 109 490 805 0.026 0.626 0.912 0.12 % 

506 

1 57 297 468 0.020 0.670 0.912 - 

2 66 333 518 0.019 0.681 0.916 0.49 % 

3 70 351 544 0.019 0.687 0.919 0.25 % 

4 73 363 564 0.019 0.690 0.920 0.19 % 

605 

1 63 295 537 0.019 0.593 0.843 - 

2 72 330 582 0.019 0.605 0.851 0.99 % 

3 77 349 645 0.019 0.612 0.857 0.64 % 

4 81 364 650 0.019 0.617 0.861 0.51 % 

303 

1 105 410 782 0.030 0.484 0.903 - 

2 107 417 792 0.030 0.488 0.904 0.09 % 

3 109 424 809 0.030 0.492 0.905 0.18 % 

4 110 428 815 0.030 0.494 0.906 0.09 % 

706 

1 99 375 826 0.028 0.467 0.894 - 

2 101 382 842 0.028 0.471 0.897 0.32 % 

3 103 388 865 0.028 0.475 0.898 0.15 % 

4 105 394 872 0.027 0.479 0.900 0.24 % 

301 

1 99 392 809 0.029 0.535 0.837 - 

2 101 398 816 0.029 0.539 0.839 0.28 % 

3 102 404 828 0.029 0.542 0.841 0.24 % 

4 104 408 834 0.029 0.544 0.843 0.14 % 

107 

1 103 418 824 0.016 0.619 0.938 - 

2 106 426 841 0.016 0.623 0.938 0.03 % 

3 107 430 847 0.016 0.625 0.939 0.05 % 

4 108 434 853 0.016 0.627 0.939 0.05 % 

402 

1 98 372 794 0.022 0.545 0.877 - 

2 100 379 813 0.022 0.549 0.877 0.03 % 

3 101 385 820 0.022 0.552 0.878 0.06 % 

4 103 389 827 0.022 0.555 0.878 0.03 % 

The last column shows improvements of the current window size compared to the previous window size. We can 

conclude that continuing active learning after the classification stability criterion has exceeded the threshold for the first 

time improves proportional classification (𝑟) only by small amounts less than 1 %. Largest gains are achieved mostly after 

stopping of a window size 2. Stopping after exceeding the threshold three times in a row makes sure to achieve a very 

stable and good result. A window size of 4 needs on average two to three more iterations, but improvements remain low. 

Hence, we recommend a window size of 3 together with a stability threshold of 0.99 for Cohen’s kappa as a good practice 

for active learning in automatic content analysis scenarios. Using this stopping criterion, we collect roughly between 300 

and 600 positive training examples (𝑆+) and between 600 and 1400 negative examples per category (𝑆−). 

  



A.5 Semantic overlap of categories 

We defined the computer-assisted content analysis task as a binary machine learning task. By training a separate 

classification model for each category being present or not, we deliberately allow for semantic overlap of categories. How 

does this influence the classification result on the Manifesto dataset, which actually uses a set of exclusive, non-

overlapping code definitions?  

Figure B.1: Histogram of codes per sentences after active learning 

 

For the final automatic coding results after active learning, Figure B.1 shows that in fact most of the sentences in our MP 

data collection were classified into no category at all. This is expected since we only selected ten out of the 57 categories 

for our test scenario. Further, we see that only a minority of roughly 300 sentences is labeled with two codes, the vast 

majority of coded sentences only have one label. A closer look at the set of double-labeled sentences reveals that, for 

instance, code “504 Welfare State Expansion” often overlaps with code “706 Non-economic Demographic Groups”. An 

example sentence for this case reveals their semantic connection, namely that specific demographic groups are targets of 

welfare state policies: “Allocate resources to provide rehabilitative and support services for children and young people 

with drug or alcohol problems and services for children and young people with mental health difficulties.” (Labour party 

manifesto, Ireland, 2007).  
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