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Examining the Robustness of the Input Representations
We use a synthetic dataset to quantify the robustness of the proposed input
representations.

Synthetic Dataset
This dataset belongs to a synthetic network containing different sets of paths that are
generated such that they are associated to the dependent variable (DV). In other words,
the paths are designed creating an association between the path characteristics (hereafter
defined) and the DV.

Here, similar characteristics of paths indicates that they have at least one of the
following property in common:

• similar origin: paths that begin from the same area: that is when two paths have
their origin nodes nearby in the graph (e.g., the latitude/longitude distance is low).

• similar destination: paths that end in the same area: that is when two paths have
their destination nodes nearby in the graph (e.g., the latitude/longitude distance is
low).

• similar sub-paths: paths that share parts of their route (they have one or more nodes
in common).

It is however possible that paths with different values of DV share one or more of the
above characteristics. For instance, two journeys both starting from Times Square, one
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ending in Soho and the other one at La Guardia Airport, have a very different duration
and fare.

We examine the effectiveness of the input representations for training ML models, that
is the ability of these representations to preserve useful information filtering the noise
(parts of the paths that do not contain relevant information).To perform this analysis, we
generate multiple versions of the original paths dataset, adding a different percentage of
random paths in each one: a random path is a path generated randomly and assigned to a
random value of the DV. We create 10 noisy datasets which include different percentage
of random paths, form 0% to 90%.

The motivation behind the validation with noisy datasets is to compare the ability of
the each representations to include the general characteristics of paths (i.e., common
characteristics in a group of paths with similar value of the DV) and filtering non-
useful information (noise) or local properties. We hypothesis that an effective input
representation should be able to highlight the interesting parts of the paths while filtering
out the noise. On the contrary, an ineffective input representation design could preserve
parts of the path that are not meaningful for a prediction task. Since this may not be
immediately identifiable, we iteratively test our input representations by progressively
adding noisy paths and measuring their ability to train accurate ML models.

Overall, the synthetic networks are generated with 5000 nodes and an average of 3.5
edges per node in order to simulate conditions as similar as possible to big city road
networks. The paths have a length between 2 and 100.

Results

We build the ML models for predicting a numerical dependent variable (y) associated
to the paths generated using the different configurations of synthetic networks (i.e., with
different levels of noise). Finally, we compare the accuracy of these models, which are
built using Random Forest and Deep Learning algorithms. Moreover, this process is
repeated for all input path representations in order to quantify the robustness of each
one. It is worth noting that we compute the accuracy for each model by using the k-fold
cross validation approach with k = 20. The performance is measured in terms of RMSE
of the predictions. In order to improve the readability and provide uniform results, the
RMSE are normalized between 0 to 100. Using this normalization, a model that generates
random predictions between the min and max values of y will have a RMSE close to 100,
and a perfect model that predicts every value with maximum accuracy has a RSME = 0.

As shown in Figure 1, our results demonstrate that the proposed input representations
enable the ML models to effectively learn the expected behaviors also in presence of
noise. On using the dataset with low amount of noise (<= 10%), the proposed input
representations do not have any significant affect on their ability to enable the ML models
to maintain the performance. This shows that the proposed input representations are
suitable as input for training models using different ML algorithms and that they effective
represent characteristics of the original network paths. Even in presence of a significant
amount of noise, in fact, they are able to train ML models with low RMSE values.
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(a) Robustness to noisy paths of models
based on Deep Neural Networks, trained
with different input representations.

(b) Robustness to noisy paths of mod-
els based on Random Decision Forests,
trained with different input representa-
tions.

Figure 1. Robustness of the input representations in the training dataset. A model that
generates random predictions has RMSE 100. Error bars show 95% confidence level.

More specifically, the models based on Deep Neural Networks are more robust to
noise. In fact, even when they are trained with a noisy dataset (up to 40% of noise)
they have a very low RMSE, this can be explained by considering the excellent ability
of the neural networks to extract meaningful information for detecting hidden patterns
in the data. However, the accuracy decreases significantly when 50% of the dataset is
composed of noisy paths and it has a severe degrade when the noise is over 70%.

The Random Forest model, on the other hand, shows a small performance decrease
when the noise (i.e., the percentage of noisy paths added in the dataset) is between 10%
and 50% of the entire dataset. When the noise is 60% or more, the models trained with
all the input representations suffer from major performance decline.

Moreover, on comparing the robustness of individual input representations, we
found that the k-neighbors representations generally perform better than the other
representations with DNN models. K-neighbors representations have a special focus
on topological information, which could have been used by the neural networks
for calibrating the weights on the nodes representing the regions in the graphs in
order to improve the learning performance. On the contrary, the temporal sub-paths
representation achieves the best performance when used to train Random Forest models.
This demonstrates that the decision trees may require less compressed information in
order to extract the discriminating characteristics from the paths. This also shows that
RF algorithms generally require more feature engineered inputs rather than compressed
ones. In general, the non-temporal representation is also the most the sensitive to noise
with both the ML algorithms.
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(a) Performance of the DNN models with
different layers and nodes.

(b) Performance of the DNN models with
different dropout percentages.

Figure 2. Hyper-parameters configuration: each input representation is used to train deep
neural networks with different levels of hidden layers, node division ratio values and dropout
percentages. In the example the model that provides the best performance (3-step + k
neighbors representation)

Impact of DNN Hyper-Parameters Configuration on Prediction
Performance
For completeness we also report a discussion of the impact of the DNN hyper-parameters
on the prediction performance. The models in this work are optimized for the following
hyper-parameters: (i) number of hidden layers; (ii) number of neurons per layer; and
(iii) dropout rate. In this section we present the results demonstrating the impact of
each hyper-parameter on the prediction performance of the model that achieves the best
performance (i.e., the 3 steps k-neighbors representation).

As illustrated in Figure 2(a), our results show that the networks with 3 and 4 hidden
layers achieve the best performance. A lower number of hidden layers does not allow us
to extract all the possible information from the input representation, while when more that
4 layers are used the RMSE does not further decrease. The optimal number of neurons
per layer depends on the total number of hidden layers but, since we are working with
highly dimensional graphs, a high division ratio in each layer generally improves the
performance. However, after a certain threshold the neurons in the DNN are too few and
it stops to learn the path behavior, providing poor performance (e.g., 3 hidden layers
and division ratio 32 or 5 hidden layers and division ratio 8). The best hyper-parameters
configuration from the above analysis (i.e., 3 hidden layers and a node division ratio of
16) is then used to evaluate the impact of varying dropout rate between 0 and 50%. As
shown in Figure 2(b), our results demonstrate that adding dropout to our networks during
the training phase does not improve significantly the performance of the models.
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