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Appendix

Algorithms for learning GVFs

GVFs can be learned with temporal difference learning where
a prediction of value at a future state— usually the next state in
one-step learning—is used to update the value at the current
state. Formally, the GVF V τ (s) in state s is given by the
recursive relationship

V τ (s) = Eτ [ct+1 + V τ (st+1)|st = s] (10)

where the notation Eτ is the expectation over the policy τ
and its state visitation distribution. The usual way to learn
V τ (s) is to parameterize it as V τ (s; θ) and then learn θ

by exploiting the recursive relationship in Equation 10 to
compute the so-called temporal difference (TD) error δt given
by the following equations:

δt = V τ (st; θt)− yt (11)

yt = ct+1 + V τ (st+1; θt) (12)

where yt is the target.
The loss function for learning the GVF is given by

L(θ) = Eτ [δ2] = Eτ [(V τ (s; θ)− y)2]. (13)

Most approaches minimize the loss L(θ) by taking the
derivative with respect to θ and updating the parameters
with this gradient. However, it is worth pointing out that yt
depends on θ, given Equation 12. In practice, this dependency
is often ignored by taking yt to be a fixed target independent
of θ when computing the gradient. Residual TD methods
provide an alternative approach to address this bias, but it is
considerably more complicated to implement and not well
understood in deep reinforcement learning (Ghiassian et al.
2020). Therefore, the most common approach is to apply the
“on-policy” update with the gradient

∇θL(θ) = Eτ [δ∇θV τ (s; θ)] (14)

which assumes that the samples used to calculate the update
are collected with the policy τ .

In situations where a different behavior policy µ is used
to collect the data, the update is said to be “off-policy”. In
this case, one must correct for the change in the the behavior
policy distribution µ(a|s) from the desired distribution τ(a|s)
(Rafiee et al. 2019). We will simplify the notation and refer
to µ and τ as policy distributions over action conditioned on
state. The loss gradient is thus given by

∇θL(θ) = Eµ[ρδ∇θV τ (s; θ)] (15)

where ρ = τ
µ is the importance sampling ratio that corrects

for the difference. Note that ρ does not correct for the state
visitation distribution since the expectation is still under the
behavior policy µ; however, in practice this is not an important
issue (Schlegel et al. 2019). The importance sampling ratio
can result in high variance updates though. Fortunately, there
is an alternative approach using importance resampling that is
shown to give lower variance updates where the correction is
applied by sampling mini-batches from a buffer of experience
proportional to the estimated importance sampling ratio
ρ̂ = ρ∑

ρ (Schlegel et al. 2019). To eliminate the bias in using
a finite replay buffer of experience to estimate the importance
sampling ratio ρ̂, a correction factor ρ̄ is needed which is the
average ρ in the buffer of experience:

∇θL(θ) = Eµ,ρ̂[ρ̄δ∇θV τ (s; θ)] (16)

The expectation is under the behavior policy distribution
µ where the transitions beginning with state s are sampled
from the buffer of experience proportional to the estimated
importance sampling ratio ˆrho. In practice, if the buffer of
experience is large enough, the correction factor ρ̄ is not
necessary.

A similar recursive relationship exists for GAVF Qτ (s, a).

Qτ (s, a) =Eτ [ct+1 +Qτ (st+1, a
′)

|st = s, at = a, a′ ∼ τ ]
(17)

The TD error is given by

δt = Qτ (st, at; θt)− yt (18)

yt = ct+1 + Ea′∼τ [Qτ (st+1, a
′; θt)] (19)

The loss function for learning the GAVF is given by

L(θ) = Eτ [δ2] = Eτ [(Qτ (s, a; θ)− y)2] (20)

and the loss gradient is

∇θL(θ) = Ea∼µ[δ∇θQτ (s, a; θ)]. (21)

It is worth noting that the on-policy and off-policy
updates for GAVFs are the same, because the action in the
bootstrapped prediction yt (Equation 19) is an expectation
over the policy τ eliminating the need for a correction between
the mismatching behavior distribution µ and τ . Thus, in
settings where the behavior policy µ is different from τ , a
GAVF can be easier to learn. The GAVF is also more general
and can be used to to obtain the GVF in practice according to
V τ (s) = Ea∼τ [Qτ (s, a)].
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The algorithm for learning the GVF predictions off-policy
is summarized in Algorithm 1 where the continuation function
γ introduced in the main text is also considered. For cases
where the behavior policy µ is unknown, Graves et al. (2020b)
introduced a method to estimate it. This method can be
adapted to learning GVFs offline from batch data, including
data collected from human agents (Graves et al. 2020b).

Algorithm 1 Off-policy GVF learning algorithm

1: Initialize v̂τ , and replay memory D,
2: Observe initial state s0
3: for t=0,T do
4: Sample action at from µ(at|st)
5: Execute action at and observe state st+1

6: Compute cumulant ct+1 = c(st, at, st+1)
7: Compute continuation γt+1 = γ(st, at, st+1)

8: Compute importance sampling ratio ρt = τ(at|st)
µ(at|st)

9: Store transition (st, at, ct+1, γt+1, st+1, ρt) in D
10: Compute average importance sampling ratio in replay

buffer ρ̄ =
∑n

j=1 ρj

n
11: Sample transitions (si, ai, ci+1, γi+1, si+1) from D

according to probability ρi∑n
j=1 ρj

to form a minibatch A

12: Compute yi = ci+1 + γi+1v̂
τ (si+1; θ) for minibatch

A
13: Perform gradient descent step on (yi − v̂τ (si; θ))

2

according to ∇θL(θ) = ρ̄δ∇θV τ (s; θ) for minibatch A

GVFs versus Other Prediction Methods

There are predominantly two ways to predict the future: (1)
predict the sum of future cumulants (Sutton et al. 2011), (2)
predict a sequence of states using a state transition model
(Sutton 1988), (3) predict the final outcome (Zeng et al. 2019;
Ugur et al. 2007; Wu et al. 2020). The latter is perhaps
the most common approach found in affordance prediction
literature. Our goal in this section is to show how all three of
these predictions can be framed as GVF predictions.

GVFs and Supervised Affordance Predictions It has long
been recognized that temporal difference learning and
supervised learning can be used to solve the same prediction
problem (Sutton 1988). With supervised learning, the learner
is provided with final outcomes rather than intermediate
cumulants. We will demonstrate that GVFs are flexible
enough to include the conventional supervised affordance
prediction as a special case.

Consider the conventional affordance prediction where an
agent is in state st when it executes some action possibility
leading to an outcome label cT in state sT for some time step
in the future T > t where the outcome label cT indicates the
success or failure of the action possibility. The conventional
affordance prediction of the final outcome of an action

possibility can be framed as a GVF prediction under the
following conditions:

• Use γ = 1.0 for undiscounted predictions, and
• Use cumulant cT for states sT with final outcomes and
ct = 0 otherwise.

Formally, the conventional affordance prediction that
terminates in state sT is given by

V τ (st) = Eτ [

T−1∑
i=0

γict+i+1]

= Eτ [

T−1∑
i=0

ct+i+1]

= Eτ [cT ]

(22)

The value prediction is just a prediction of the final outcome
which can be learned by supervised learning. Thus, the
conventional affordance prediction can be cast as a GVF
learning problem.

GVFs offers additional flexibility over the conventional
(supervised) affordance prediction in that they allow
intermediate cumulants (before final outcome) that can be
used to evaluate how the agent arrived at the final outcome
rather than a simple success/fail for reaching the desired state.
In addition, learning GVFs off-policy where τ is different
from the policy used to collect the data is very challenging
with supervised learning since the importance sampling ratios
at each time step are multiplied together causing many
trajectory probabilities to vanish over long horizons. Temporal
different learning is better suited for off-policy corrections
since the importance sampling ratio is only applied for the
immediate transition and not the entire sequence.

GVFs and Next-Step Transition Models Formally, a state
transition model is a distribution over next states given as
p(st+1|at, st). It is well known that predicting future states
across long time horizons results in accumulation of errors
with this kind of approach (Sutton 1988). To see how badly
errors in the transition model can accumulate, let us consider
asking the question, what is the probability of observing the
trajectory (i.e. state-action sequence) ending in state sT at
some time T > t for some starting state st under the policy
π(a|s). This simplifies to

p(sT , aT−1, sT−1, ...|st) =

T−1∏
k=t

p(sk+1|sk, ak)π(ak|sk)

(23)
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It is easy to see how even small errors in the transition model
p(st+1|at, st) lead to multiplicative errors in the estimation
of p(sT , aT−1, sT−1, ...|st) (Hautsch 2012).

In contrast, GVFs predict summaries of future trajectories
under a given policy. However, GVFs are very general because
they include next step models as a special case under certain
conditions, namely:

• Set γ = 0.0 for myopic prediction, and
• Use a vector of cumulants that exactly corresponds to

the state vector, i.e. ct = st.

Formally, the GVF under these conditions reduces to

V τ (st) = Eτ [

∞∑
i=0

γict+i+1]

= Eτ [st+1]

(24)

This GVF prediction is under the policy τ . However, note that
an action-conditioned model learned with GAVFs under these
conditions reduces to an action-conditioned next state model
prediction and does not require the policy τ .

What we hope to illustrate here two points: (1) next-
step models can be framed as GVFs, and (2) the advantage
of GVFs is greater flexibility dictated by the choice of
γ and the cumulant. Additionally, next state models with
infinite horizon predictions of V τ (s) are not computationally
tractable and thus approximations with finite horizon
predictions are normally used. GVFs avoid (1) computational
burden of predicting all future states, (2) approximation error
with finite horizon predictions, and (3) multiplicative error
from iteration with the model. We summarize a comparison
of the RL value predictions and conventional next-step
predictions in Table 3.
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