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ABSTRACT
Water discolouration is an increasingly important and expensive issue due stricter regulatory
demands and ageing Water Distribution Systems (WDSs) in the UK and abroad. This paper
presents a turbidity forecasting methodology capable of aiding operational staff and enabling
proactive management strategies. The methodology presented here does not require a hydraulic or
water quality network model that can be expensive to build and maintain. The methodology is
tested and verified on a real UK trunk main network with observed turbidity measurement data.
Results obtained show that the classification based forecasts of turbidity can reliably detect if
discolouration material is mobilised up to 5 hours ahead. The methodology could be used as an
early warning system to enable a range of proactive management strategies as an alternative to
regular trunk mains cleaning.
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1. INTRODUCTION
Water discolouration is an increasingly important issue due to ageing water distribution systems in
the UK and abroad. With ever stricter regulatory standards on discolouration contacts there is an
increasing need for improved turbidity modelling tools. This has been reflected by regulatory bodies
placing heavier incentives and penalties for water quality related issues [1].
While improvements have been made to reduce discolouration, it is still often dealt with in a
reactive way by water companies [2], [3]. This is typically done in the form of cleaning parts of the
network once a number of discolouration contacts are reported in that area.
Discolouration is complex and not completely understood with bulk water quality, temperature,
network layout, pipe material and age all believed to be contributing factors [4]–[8].
Trunk mains have been categorized as especially high discolouration risks as their size allows for
them to act as a form of a reservoir for discolouration material build up [9]. Trunk mains can take
on a passive role of slowly sending material downstream to build up in other distribution pipes or an
active role by virtue of a widespread high consequence discolouration event if the discolouration
material is rapidly mobilised. However, the substantial consequences and logistical complexities
related to trunk mains mean that corresponding cleaning programs are expensive and hard to
implement. This has resulted in rare trunk main cleaning programs typically carried out only in
situations where the benefits are clearly apparent [10]–[12].
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In this paper, a classification based data driven methodology for short-term forecasting of turbidity
is presented and validated on a real UK trunk main network. Prior work has showed that a
regression based data driven methodology for forecasting turbidity was possible [13]. However, the
Artificial Neural Network (ANN) model showed limited accuracy while only forecasting 15
minutes ahead. This paper investigates an alternative classification approach by only predicting if
turbidity will be above or below a preselected turbidity threshold at a specific time horizon in the
future. Multiple significantly longer forecast horizons will also be examined.

2. METHODOLOGY
2.1.

Turbidity Forecast

The model predicts if turbidity will be above or below a preselected turbidity threshold at a specific
time in the future at the analysed location in the WDS, where turbidity meter is located. This way
all the turbidity observations are put into one of two classes, Positive or Negative. If the turbidity
measurement is above the preselected threshold then it is counted as positive, otherwise it is
labelled as negative. A model then predicts if the turbidity at a specific time in the future is positive
or negative.
After the model has predicted a class, the prediction is further divided into True or False depending
on if the prediction made was correct or not. A True Positive (TP) and True Negative (TN) is a
prediction made by the model that was correct for their respective classes, while a False Positive
(FP) and False Negative (FN) were incorrect predictions.

2.2.

Model Input Variables

The data presented as inputs to the model is measurement data from the flow and turbidity meters
upstream of the location where turbidity is forecasted. Recent historical data of flow and turbidity is
needed for the model to accurately predict the amount of discolouration material that has been
mobilised and length of time it will take that material to reach the downstream turbidity meter.
However, the greater the number of inputs given to the model, the higher the likelihood that it will
overfit on the calibration data. Therefore a fixed number of time-lagged meter measurements are
given to the model as an input at any one time, this is known as the sliding window method [14],
[15]. Choosing too small a window size will not provide the models with enough information to
accurately reproduce the modelled system’s dynamics resulting in poor prediction performance.
However, too large a window size can result in the overfitting described earlier and will require
increased training times [16], [17]. The False Nearest Neighbours (FNN) algorithm was used to
choose the optimal window size for each meter [18].
In addition to the time lagged meter measurements, the peak flow and turbidity values of the
previous days and weeks for each meter was also given to the model as separate inputs. This has
been shown to improve forecast accuracy with only a relatively small increase in model complexity
[13]. Forrest

2.3.

Random Forest

A Random Forest (RF) was the chosen method to forecast turbidity as described above due to its
ability to generalise complex non-linear relationships between potentially noisy inputs and outputs
[19]. RFs can be considered as an ensemble of decision trees where each separate decision tree is a
weak classifier. Good performance, scalability and generalisation can be achieved through an
ensemble of decision trees and the ‘bootstrapping’ of data. The Extra Trees RF variant was used
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here to further reduce the chance of overfitting on the calibration data [20]. The entropy splitting
criterion and 1000 weak classifiers were used in the RF. The only 10% of features were considered
when looking for the best tree split and the maximum depth of each tree was limited to 3.

2.4.

Model Performance Metrics

As little to no discolouration can appear for numerous weeks at a time, less than 1% of the recorded
turbidity observations are above 1 NTU. Because of this significantly disproportionate number of
negatives (i.e. non-discoloration events), most error metrics that use the number of negatives as a
factor in calculations are likely to be misleading. An example of this would be the Accuracy metric
that is the percentage of total observations that are correctly classified. However, a model that only
predicts ‘negative’ would achieve at least 99% accuracy even though the model predicts no
discolouration events.
The True Positive Rate (TPR) is the probability that the model will predict positive class values
correctly (i.e. turbidity above pre-specified threshold). For example, a TPR of 0.8 for a model
means that of the positive class values, the model will correctly detect 80% and miss 20% of actual
events.
TP
TPR 
TP  FN

(1)

The False Discovery Rate (FDR) is the probability a model predicts a positive (i.e. a discolouration
event, as defined above) when in reality no such event occurred (also known as a false alarm). It is
important to keep FDR low to ensure that operational staff maintain confidence in the system when
an alarm sounds.
FP
FDR 
FP TP

(2)

3. CASE STUDY
3.1.

Description

Flow and turbidity measurements were taken from a section of a trunk main network over 11
months, starting from 01/09/2013 to 01/08/2014. As shown in Figure 1Error: Reference source not
found, in addition to a flow meter placed just downstream of the upstream service reservoir, six
flow meters were placed at each network branch. The turbidity meter was placed just upstream of a
flow meter at the inlet to the downstream service reservoir. The trunk main network is comprised
primarily of ductile iron.
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Figure 1. A trunk main network schematic showing the placement of flow and turbidity meters.
The flow and turbidity data was logged at 15 minute intervals with flow being recorded as the sum
of water through the flow meter during that 15 minute interval. Turbidity was recorded as the
current turbidity passing through that turbidity meter exactly at the 15 minute interval.
The turbidity and flow data was split into calibration and validation sets where the first seven
months (01/09/2013 to 31/03/2014) were used for calibration and the following four months
(01/04/2014 to 01/08/2014) were used for validation. As each meter logged once every 15 minutes,
the 11 months of measurement data resulted in 32,160 15 minute timesteps with seven flow and one
turbidity measurement per timestep.
Two models with different preselected turbidity threshold values of 2 NTU and 4 NTU were
developed, tested and validated in the case study. The 2 NTU threshold was chosen as it is
significantly above normal turbidity levels and could be indicative of a discolouration event could
soon occur. The 4 NTU threshold was chosen as it is the UK regulatory turbidity limit at customers’
taps and a thus a 4 NTU warning would indicate a failure to meet this regulatory limit.

3.2.

Results and Discussion

All results and figures shown below are from the unseen (i.e. validation or testing) data sets by
using models calibrated on seen (i.e. training) data sets.
Figure 2 shows the resulting TPRs and FDRs values for the 2 NTU and 4 NTU threshold models at
different forecasting horizons ranging from 1 to 7 hours. It can be observed here that it is possible to
obtain high TPR values (e.g. values above 0.9) for forecast horizons of over 5 hours. At forecast
horizons of over 5 hours, the TPR shows a sharp drop for the 2 NTU threshold model. The FDR
similarly shows a sharp increase for the 2 NTU threshold model and a minor increase for the 4 NTU
threshold model.
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Figure 2. The validation performances of the 2 and 4 NTU threshold models across a range of
forecasting horizons. The True Positive Rate (TPR) shows how well a model can detect events and
the False Detection Rate (FDR) gives the probability of a positive detection turning out to be a
false positive. Perfect results would show a TPR=1 and FDR=0.
The FDR can be misleadingly high as the majority of FPs that make up the FDR are not randomly
occurring, but instead occur before and after real turbidity events. This is shown in Figure 3 where
the 4 NTU threshold model is shown forecasting 5 hours and 20 minutes ahead. As it can be seen
from this figure, the model correctly forecasts that turbidity will exceed the 4 NTU threshold hours
before any turbidity increase is observed. This clearly shows that the model is able to detect the
mobilisation of discolouration material via flow meter observations alone. However, the high
number of FPs before and after the turbidity event shows that the model struggles to predict exactly
when the discolouration material will reach the downstream turbidity meter. Because the models
accurately detected the mobilisation of discolouration material but struggled to estimate its travel
time to the downstream turbidity meter, the models learned to predict positive for all values close to
when the discolouration material was estimated to arrive.
While the prediction of positive for all values method ensures that TPs are not missed which
enables the models to have high TPRs for long lead times, it also means that many FPs are
generated which significantly raises the FDRs. For the 4 NTU threshold model forecasting 5 hours
and 20 minutes ahead, the FPs that occur in the window of 6 hours before and after all actual events
account for 88% of FPs.
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Figure 3. The 4 NTU threshold model forecasting 5 hours and 20 minutes ahead over a typical
event in the validation set.
The largest reliable forecasting time horizon for both models in this trunk main network is
determined to be just over 5 hours. This should provide water company operational staff with a
sufficient lead time to act on limiting or mitigating the discolouration event. This could be done by
immediately reducing flow rates to prevent further discolouration mobilisation or discarding the
discoloured water before it enters the downstream distribution network.

4. CONCLUSIONS
The methodology presented here takes current and past flow and turbidity measurements at a
number of upstream locations in the WDS to classify the turbidity at the downstream location as
being above (or not) a pre-specified threshold. Two threshold values of 2 and 4 NTU and forecast
horizons ranging from 1 to 7 hours ahead were examined in the analyses. The methodology was
tested and verified on a real water system in the UK with flow and turbidity measurement data
available for 11 months.
The results obtained showed it is possible to accurately forecast occurrence of turbidity above some
pre-specified threshold and hence detect the corresponding discoloration event in a real system by
using a data-driven (i.e. non-physically based) methodology only. In a real water system analysed
here, accurate forecasts of turbidity events were be made up to 5 hours ahead. While the models
were capable of accurately detecting if discolouration material was mobilized, they struggled to
approximate how long the material will take to reach the downstream turbidity meter.
The turbidity forecasting methodology developed and presented here is data-driven and hence does
not require hydraulic or water quality (turbidity) type network model. Only readily available flow
and turbidity data is needed from the trunk main network to forecast turbidity. This means the
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methodology has the potential to be transferable to WDS that have suitable meters installed and
sufficient historical data already captured.
The methodology presented here can be used as an early warning system for discolouration events
which could enable a multitude of cost beneficial proactive management strategies that can be
implemented as an alternative to expensive trunk mains cleaning programs.
Future work will focus on further testing and validation of the methodology presented here on
additional real systems.
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