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In this online materials document, we describe some of the properties of Synthetic
Populations and Ecosystems of the World (SPEW) in more detail. In Section 1, the input
data used in SPEW is described in detail, including the expected format for each data
source and where the data may be obtained. In Section 2, we describe the the expected
inputs and outputs of our primary modules, in addition to details in harmonizing input
data and diagnostic tools included in SPEW. Finally, in Section 3, we describe some of our
more complicated sampling procedures in depth.

1 Detailed Data List

This section describes the input data sources used for generating SPEW ecosystems. In ad-
dition to optional supplementary data such as schools and workplaces, each SPEW ecosys-
tem requires three essential inputs:

1. Population counts

2. Geography

3. Population Characteristics.

The data comes from a variety of sources that are dependent on country or region. Below,
we describe the current data sources we use to produce SPEW synthetic ecosystems. This
information is summarized in Table 1.

Group Count Level Region Level Microdata Marginals Geography Population Characteristics Schools Workplaces

U.S. 52 State Census Tract U.S. Census Bureau U.S. SF (2014) U.S. TIGER U.S. Census Bureau ? (2013) Esri
IPUMS-I 75 Country Admin. Level 1 Geohive ? ?

Table 1: Data sources used for U.S. and IPUMS-I synthetic ecosystems.
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1.1 United States

United States synthetic ecosystems are currently the most detailed SPEW-generated syn-
thetic ecosystems. A synthetic ecosystem is produced for each census tract, containing
approximately 1000-2000 households and 3000-7000 agents. For synthetic ecosystem gen-
eration, U.S. regions use road-level data for spatial sampling, summary file data for Iterative
Proportional Fitting, and school and workplace data for environmental components.

1.1.1 Population Counts

American Community Survey Summary Tables (5-year 2006-2010)

• Available at: https://www.census.gov/programs-surveys/acs/technical-documentation/
summary-file-documentation.html

• Total number of households by census tract

• File format: (.csv)

1.1.2 Geographies

U.S. Census Topologically Integrated Geographic Encoding and Referencing (TIGER)
Shapefiles (2010)

• Available at https://www.census.gov/geo/maps-data/data/tiger.html

• Region boundaries at the census tract-level

• Roads at the county-level

• File format: (.shp, .shx, .dbf, .prj)

1.1.3 Microdata

2013 5-Year American Community Survey PUMS

• Available at: http://www2.census.gov/acs2013_1yr/pums/

• Corresponds to 2010 U.S. Census geography

• Both household and people populations

• File format: (.csv)
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1.1.4 Summary files (Marginal information)

2014 5-Year American Community Survey Summary files. Tables on race, age, household
income, and household size

• Available at: http://www.census.gov/programs-surveys/acs/data/summary-file.
html#.html

• Corresponds to 2010 U.S. Census geography

• Population characteristic totals for households and persons at the tract-level

• File format: (.csv)

1.1.5 Schools

National Center for Education Statistics School Data (2013)

• Available at: http://nces.ed.gov/ccd/elsi/tableGenerator.aspx

• Public Schools (2013) have latitude/longitude information, enrollment numbers, and
grade levels

• Private schools (2011) only have county-level geographic information, enrollment
numbers, and grade levels

• File format: (.csv)

1.1.6 Workplaces

Esri Workplace Data (2009)

• Available with a license from Esri

• Workplace ID, employee counts, and county of different businesses in the U.S.

• File format: (.csv)

1.2 IPUMS-I

IPUMS-I synthetic ecosystems only use the three essential input data sources. Microdata
and Geographies come from IPUMS-I, and population counts come from Geohive.

1.2.1 Population Counts

Geohive

• Available at: http://www.geohive.com/

• Compiles population statistics from various statistical agencies throughout the world

• Population counts from over 150 countries at various administrative levels.

• File format: (.csv)
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1.2.2 Geography

IPUMS-I Shapefiles

• Available at: https://international.ipums.org/international/

• Shapefiles corresponding to IPUMS-I microdata.

• Available at administrative level 1

• File format: shapefile (.shp, .shx, .dbf, .prj)

1.2.3 Microdata

International Public Use Microdata Sample (IPUMS-I)

• Available with a research license at: https://international.ipums.org/international/

• Microdata from 80+ different countries, harmonized across a large number of variables

• File format: (.csv)

2 Terminology and Additional Information

In this section, we describe the expected input and output format of primary SPEW mod-
ules. Additionally, we provide more information on how input data is harmonized and some
of the plotting capabilities found within SPEW.

2.1 SPEW: Input and Output of SPEW Modules

The following algorithms, Algs. 1-4 are high-level represenations of the workflow of the
main SPEW modules.

Algorithm 1: Sampling Uniformly from a Polygon

input : Shapefile with line-segments forming a Polygon
1. Extract the bounding box of a Polygon
2. Uniformly sample a point inside the bounding box
3. Check to see if point is inside the Polygon
4. Repeat steps 2 and 3 until N points inside the Polygon are sampled
output: N latitude and longitude pairs

Algorithm 2: Sampling Uniformly from Lines

input : Shapefile with line-segments forming a Polygon
1. Append all lines together
2. Uniformly sample N points from the appended line
3. Convert uniformly sampled points back to original lines
output: N latitude and longitude pairs
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Algorithm 3: Assign Schools to Agents

input : Synthetic Agents, Public Schools, Private Schools
for Every Agent do

1. Check agent characteristic to see if attends public or private school
if Agent attends school then

1. Subset schools within agent’s county with correct grade level
2. Calculate weights for each remaining school based on location and
capacity

3. Sample school according to weights
end

end
output: School ID for each agent that attends school.

Algorithm 4: Assign Workplaces to Agents

input : Synthetic Agents, Workplaces
for Every Agent do

1. Check agent characteristic to see if agent goes to work
if Agent goes to work then

1. Subset all workplaces in the county
2. Weight workplaces by location and distance from agent
3. Sample workplace according to weights

end

end
output: Workplace ID characteristic for each agent that goes to work.

2.2 Harmonization Information

The problem of harmonization is well demonstrated in Figure 1, which is a diagram of
different geo-politcal hierarchies in the United States. For example, a common geographical
unit is the “county,” which is a union of census tracts. However, microdata is available at
the “PUMA” level, which as we see from the diagram is part of a different hierarchy than
counties. Counties are not strictly nested in PUMAs nor vice versa. However, counties
and PUMAs are both unions of census tracts. Thus, to harmonize input data from both
of these hierarchies, we look for similarities within the census tracts. In general, we must
find a way to integrate different geo-political data in order to harmonize input data from
different sources.

This harmonization process is thus dependent on how inter-related different geo-political
hierarchies are. As a result, we attempt to find data that already is largely harmonized
such as U.S Census data and IPUMS-I data.

However, the IPUMS-I data group has two sources that are not inherently compatible:
Geohive counts data region names and IPUMS-I geography data region names. This is
illustrated in Figure 2. On the left hand side of the figure, we have Geohive counts region
names, and on the right we have IPUMS-I geographic region names. We are tasked with
matching one (or many) region name from the counts names to every region name from the
geography names, a many-to-one matching. Here, we assume that the geography region
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names are the “truth” and must find corresponding counts for that region.

NATION

REGIONS

DIVISIONS

STATES

Counties

Census Blocks

Block Groups 

Census Tracts

Urban Areas 

Core Based Statistical Areas 

ZIP Code Tabulation Areas 

School Districts
Congressional Districts

Voting Districts 

Traffic Analysis Zones  

County Subdivisions 

Subminor Civil Divisions

Places

Public Use Microdata Areas

State Legislative Districts 

 Urban Growth Areas  

AIANNH Areas*
(American Indian, Alaska
Native, Native Hawaiian
Areas)   

Standard Hierarchy of Census Geographic Entities

* Refer to the “Hierarchy of American Indian, Alaska Native, and Native Hawaiian Areas” on page 2.

US Census Bureau
Last Updated October 27, 2010
http://www.census.gov/geo/www

Figure 1: This figure is from the U.S. Census Bureau and gives the hierarchical relationship
of various U.S. regions. The U.S. is divided into administrative units in a hierarchical
fashion based on political, geographic, or population-based boundaries. For example, a
state may be partitioned into counties, which may be partitioned into census tracts.
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Figure 2: Population count and geographic region names for Italy. Currently, we need to
manually match these names across data sources

Many of these matches are simple enough and can be completed with the help of string
comparators. However, some matches are more complicated and generally require manual
intervention to ensure accurate harmonization. Manual intervention can be as simple as
removing common words such as “the” or be more complicated such as appending regions
together or splitting them apart. As such, we have written scripts for every single IPUMS-I
country to harmonize them with Geohive counts.

Ultimately, our harmonization results in a modified counts table. In this modified counts
table, each row corresponds to exactly one region from the geography. We also check that
the total population of the modified counts table is equal to the original counts table.

Harmonizing the microdata to the geographies is generally much simpler, as the micro-
data we use is always from a superset of counts data (e.g. PUMAs are a superset of census
tracts).

2.3 Visualization Capabilities of SPEW

For those interested working interactively with the R package spew, visualizations are avail-
able. The function plot syneco() will create a figure of an entire synthetic ecosystem
including any available geographic boundaries (roads included), synthetic individuals, and
ECs. An example of this output is shown in Figure 3, where we plotted a synthetic ecosys-
tem of Lucca, Italy. With this function, a user can obtain a high-level picture of the entire
synthetic ecosystem with ease.
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Figure 3: SPEW-generated synthetic ecosystem plotted using the available function
plot syneco(). Synthetic agents are the dots and the triangles are the ECs.

If one wants to look at the population density of a region, one can use the function
plot region(), an example of such is shown in Figure 4. From this function, we can
see which regions are densely populated, in this case, we see that the capital of Uruguay,
Montevideo, and its neighboring regions are quite populous.

Figure 4: Map of a sub-sample of 10,000 households from our synthetic Uruguay population
of about 3.3 million individuals whose locations are uniformly distributed within each sub-
region. Although population density is maintained at a macro-level, the population density
within each region is uniform and likely does not reflect the true micro-level population
density.

Another diagnostic available interactively is summarize spew out() which summarizes
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each sub-region of a synthetic ecosystem for specified invidiual and household charac-
teristics along with the available environments. In conjunction with the plotting func-
tions, plot characteristic() and plot pop totals(), these diagnostics provide high-
level overviews of the entire synthetic ecosystem along with any available sub-regions.

For examples on how to use these functions and more, please refer to the vignette
included in the package spew, available at https://cran.r-project.org/web/packages/
spew/vignettes/spew-quickstart.html.

3 Statistical Details

In this section, we provide more statistical details for our procedues for sampling microdata,
namely, simple random sampling (SRS), moment matching (MM), and iterative propor-
tional fitting (IPF). For each of these procedures, we first estimate f , the joint distribution
of characteristics of agents, and then sample agents (together with their characteristics)
from f .

3.1 Simple Random Sampling

SRS uniformly samples NL households from household microdata with replacement for
each region L (see Algorithm 5). The advantages of SRS is that it only requires microdata,
and it is easy to interpret, since the estimate of f is the empirical joint distribution of the
microdata. Of course, one disadvantage is that we assume the household microdata are
representative of the region. For example, in the U.S., we sample agents at the tract-level
using microdata from the PUMA-level, where a PUMA is a superset of tracts (as shown
in Figure 1). If the tract-level distributions differ from the PUMA-level, the sampled
household characteristics will not be representative of the true population.

Algorithm 5: Simple Random Sampling

input : Household Microdata
1. Uniformly sample NL households from microdata with replacement for region L.
output: NL × P matrix of Household Population Characteristics

3.2 Moment Matching

While SRS uniformly samples observations from household microdata, MM assigns weights
to the household microdata based on the moments of a population characteristic. This
means that in addition to microdata, MM requires information about moments (e.g. aver-
age) of a household characteristic xp (e.g. household size). Sampling household microdata
according to these weights results in household characteristics where the moments of xp
match the externally provided data. Algorithm 6 summarizes the process of MM.

More data is required for MM than in SRS, but only the first moment of a characteristic
is required. This is in contrast to IPF below, which requires knowing the entire distribu-
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Algorithm 6: Moment Matching

input : Household Microdata, Moments of household characteristic xi
1. Solve quadratic program for distribution of population characteristic xi
2. Weight household microdata based on distribution of xi
3. Sample NL households from weighted microdata with replacement
output: NL × P matrix of Household Population Characteristics

tion of a population characteristic. Currently, we only use MM for continuous or ordinal
population characteristics.

3.2.1 Statistical Details

Assume we have access to the first moment of a population characteristic in region L, but
the distribution of that characteristic is unknown. Denote this moment as mL. More-
over, we assume that there exists a microdata, with m distinct characteristic values n =
(n1, . . . , nm)T where each ni > 0. After MM sampling, we expect that mL is still the
first moment of our resulting synthetic ecosystem. Denote weights of the microdata by
w = (w1, . . . , wN)T . Let wi ≥ 0 for i = 1, . . . , N ,

∑N
i=1wi = 1, and

∑N
i=1wini = mL

denote the constraints. This formulation alone has infinitely many solutions. To settle on
a particular set of weights w, we form a quadratic program and minimize

f(w) =
1

2
||w||22,

where || · ||2 is the L2 norm. We note that one reason for this proposed method is due to
its is simplicity. One advantage to using the L2 norm is that we use many of the possible
microdata records instead of just using the same ones over and over.

We use this set-up to form a quadratic program. Our objective function g and the
constraints are as follows

g(w) =
1

2
||w||2

subject to − xi ≤ 0 for i = 1, . . . , N ;

N∑
i=1

wi − 1 = 0; (1)

N∑
i=1

niwi −mL = 0. (2)

Equations 1 and 2 imply that

Aw = b, where (3)

A =

[
1 . . . 1
n1 . . . nN

]
, w =

 w1
...
wn

 , b =

[
1
mL

]
.
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It is clear from Equation 3 that we have a quadratic program, which may be written as

min
w∈RN

1

2
wTw, with Aw = b,w ≥ 0.

To solve the quadratic program in 3, we utilize the quadprog package in R.

3.3 Iterative Proportional Fitting

First introduced by ? and with statistical properties given by ?, IPF estimates the joint
distribution of population characteristics given their marginal distributions and, ideally,
an estimate of the covariance structure among these characteristics. Specifically, IPF esti-
mates individual cell values of a contingency table with known marginal totals under the
assumption of non-zero cells. Moreover, a seed table initiates the IPF algorithm, which
allows us to incorporate prior information about the joint distribution of the characteris-
tics. Given the estimated contingency table, ? designed a scheme to sample population
characteristics. Their two-step method is summarized in Algorithm 7.

Algorithm 7: Iterative Proportional Fitting

input : Household Microdata, Marginal dist of HH characteristics x1, x2, . . . , xP .
1. Estimate joint distribution for f(x1, x2, . . . , xP ) using IPF
2. Weight household microdata using estimated joint distribution f̂
3. Sample NL households from weighted microdata
output: NL × P matrix of Household Population Characteristics

The primary advantage of using IPF is that the marginal distributions of the generated
population characteristics will be accurate at finer geographic levels. For example, when
microdata is available at the PUMA-level but marginal distributions are available at the
tract-level, IPF more closely matches the tract-level marginal distributions than SRS. An
additional advantage of IPF is that the user may choose which population characteristics
to emphasize, ensuring that these marginal distributions are most accurately represented
in the sampled agents.

The main disadvantage of IPF is that it requires marginal distributions in addition to
microdata. At the moment, marginal distributions of population characteristics at a low
administrative level are unavailable for most countries. For example, while the U.S. Census
Bureau provides this information at the tract-level, we have not found this information
elsewhere. Finally, since the additional step of estimating the joint distribution is necessary,
IPF is more computationally expensive than SRS.

3.3.1 Statistical Details

The two-step method of ? works as follows:

1. Estimate the joint distribution of population characteristics using IPF, a set of
marginal totals, and a seed table.
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2. Sample records/agents from the microdata using probabilities from the estimated
joint distribution as weights.

Following ?, our notation is:

• n : total number of observations in the table

• m : number of demographic characteristics (dimensions of the contingency table)

• nj : number of categories for the jth demographic. j = 1, 2, ...,m

• ij : value of the jth demographic. ij = 1, 2, ..., nj

• pi1,i2,...,im =
ni1,i2,...,im

n
: proportion of observations in an individual cell

• T (j)
k : marginal totals for kth category of jth demographic. k = 1, 2, ..., nj

So for all j, we have:

n =

nj∑
k=1

T
(j)
k

IPF updates the contingency table until the marginal totals are within a tolerance of the
known marginals. Each update is called an iteration. Let p

(t)
i1,i2,...,im

denote the estimation
of the cell (i1, i2, ..., im) during iteration t.

The initial contingency table for IPF is:

p
(0)
i1,12,...im

= pi1,i2,...,im .

This is the seed contingency table and incorporates prior information into the final
contingency table. In practice, the seed table originates from the microdata. For instance
if the microdata has four males heading three-person households, aged 30-34, and earning
$100,000 dollars a year, then:

pigender,ihhsize,iage,iincome
= 4.

Each iteration goes through each margin, and updates the estimated proportion p̂i1,i2,...,im .
Specifically, for each of the j margins, we update the kth category by:

p
(t)
i1,i2,...,ij=k,...,im

= p
(t−1)
i1,i2,...,ij=k,...,im

T
(j)
k /n∑n1

i=1

∑n2

i=1 ...
∑nm

i=1 p
(t−1)
i1,i2,...,ij=k,...,im

.

We continue iterations until the tolerance is reached.
Step 2 samples households in proportion to the probabilities in the contingency table.

The probabilties determine how many households of each demographic combination should
be sampled. For each demographic combination, probabilities are assigned to each micro-
data household, based on how “close” the household is, in terms of demographics. The
closeness of each household is determined by the distance function:
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D(p, c) = wp

∏
i∈J

(
1−

∣∣∣∣dpi − dciri

∣∣∣∣k
)
×
∏
i/∈J

(1− (δ (dpi , d
c
i))) .

With the following notation:

• p : household from microdata

• c : cell from contintency table

• J : set of ordinal and continuous variables. JC is the set of categorical variables.

• dpi : value of ith demographic for household p

• dci : value of ith demographic of cell type c

• ri : range of demographic i in the microdata

• k a weight for the current demographic category

• wp : weight from household p

• δ(dpi , dci) =

{
α dpi = dci
1− α dpi 6= dci

Note that when α = 0 and k → 0, D(p, c) is a 0-1 loss function, which means we are
only sampling from records that eactly match those in the cell of the contingency table
from IPF.

Finally, each record is sampled according to the following weights:

P(Select Household p) =
D(p, c)∑
j D(j, c)

.
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