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Welcome

These are the solutions to exercises for Statistics in Natural Resources: Appli-
cations with R.

Questions for exercises are written as they appear in the book. Solutions
appear after each question as R code with associated figures or output.

Text responses to exercise solutions appear indented, like this.

One of the benefits of R is that there are several ways to perform a task. Note
that these solutions present just one way to solve the exercises presented in
the book.
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1
Visualizing data (solutions)

library(tidyverse)
library(stats4nr)

1.1 In your own discipline, find a data set or experiment that you’re famil-
iar with and reflect on the variables contained in the data. For categorical
variables, list which which variables are nominal, binary, or ordinal. For quan-
titative variables, list which which ones are discrete or continuous.

In Table 2 of the paper Coarse woody type: A new method
for analyzing coarse woody debris and forest change1, Woodall
and Nagel present two categorical (nominal) variables: the cur-
rent forest type and coarse woody type. Table 3 presents several
quantitative variables such as stand age and stand basal area.
The methods of the paper describe decay class, and ordinal vari-
able that represents the amount of decay in an dead log. A decay
class of one is the least decayed (freshly fallen) and a decay class
of five is the most decayed.

1.2 R has several built-in data sets that can be explored. Load CO2, a data
set containing carbon dioxide uptake in plant grasses, by typing CO2 <- tib-
ble(CO2). Learn about the variables in the data by typing ?CO2. Inspect the
data and report the minimum and maximum values for the uptake variable.
Determine how many plants were measured in the experiment and the number
of chilled observations in the Treatment variable.

1https://www.fs.usda.gov/treesearch/pubs/14708
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CO2 <- tibble(CO2)

?CO2

summary(CO2)

## Plant Type Treatment conc uptake
## Qn1 : 7 Quebec :42 nonchilled:42 Min. : 95 Min. : 7.70
## Qn2 : 7 Mississippi:42 chilled :42 1st Qu.: 175 1st Qu.:17.90
## Qn3 : 7 Median : 350 Median :28.30
## Qc1 : 7 Mean : 435 Mean :27.21
## Qc3 : 7 3rd Qu.: 675 3rd Qu.:37.12
## Qc2 : 7 Max. :1000 Max. :45.50
## (Other):42

CO2 %>%
count(Plant)

## Plant n
## 1 Qn1 7
## 2 Qn2 7
## 3 Qn3 7
## 4 Qc1 7
## 5 Qc3 7
## 6 Qc2 7
## 7 Mn3 7
## 8 Mn2 7
## 9 Mn1 7
## 10 Mc2 7
## 11 Mc3 7
## 12 Mc1 7

CO2 %>%
count(Treatment)

## Treatment n
## 1 nonchilled 42
## 2 chilled 42
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The variables in the data set include: Plant, Type, Treatment,
conc, and uptake

The minimum and maximum values for the uptake variable are 7.7 and 45.5
umol/mˆ2 sec. There are 12 plants in the data set. There are two treatments
in the data (chilled and nonchilled).

1.3 We can create new variables to existing data frames by using the mutate()
function from the dplyr package. To add a new variable to an existing data
frame, we can type the name of the data frame followed by “the pipe”, written
as %>%. The pipe is shorthand for saying “then”. In other words, use my data
frame “then” make a new variable in it.

As an example, we might be interested in making a new variable in the elm
data that converts the diameter in inches to centimeters. To accomplish this,
we would type elm %>% mutate(DIA_cm = DIA * 2.54). The result is a new
column called DIA_cm that contains the tree’s diameter at breast height in
centimeters. Multiple pipes can be written in a block of code, which we’ll see
later in this book.

Add a new variable to the CO2 data frame, by collapsing the conc variable into
a binary one. Research the ifelse() function and use it within mutate() to
label all observations with an ambient carbon dioxide concentrations of 500
mL/L or greater as “HIGH” and all others as “LOW”.

CO2 %>%
mutate(conc_binary = ifelse(conc >= 500, ”HIGH”, ”LOW”))

1.4 Run the code ggplot(data = elm, aes(x = DIA, y = HT)). What is the
result and why do you see what you see?

The code produces a blank graph with no values. We have not
added any layers to the plot, so ggplot does not know what layers
to add to the plot.‘
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1.5 Using the CO2 data set, write code using ggplot() that creates a bar plot
displaying the number of measurements for each plant. Note that because
the number of measurements are the same for each plant, the plot will look
uniform.

# First, count how many measurements are made on each plant:
CO2 %>%

count(Plant)

## Plant n
## 1 Qn1 7
## 2 Qn2 7
## 3 Qn3 7
## 4 Qc1 7
## 5 Qc3 7
## 6 Qc2 7
## 7 Mn3 7
## 8 Mn2 7
## 9 Mn1 7
## 10 Mc2 7
## 11 Mc3 7
## 12 Mc1 7

# Then, make the bar plot:
ggplot(data = CO2, aes(x = Plant)) +

geom_bar()
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1.6 Create a series of histograms using the uptake variable in the CO2 data set.
Change the bin width in each histogram to 5, 20, 40, and 60. (Remember to
load the hexbin package.) What do you notice as the number of bins increase?

# Remember to load the hexbin package
library(hexbin)

## Warning: package ’hexbin’ was built under R version 4.1.2

ggplot(data = CO2, aes(uptake)) +
geom_histogram(bins = 5)
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ggplot(data = CO2, aes(uptake)) +
geom_histogram(bins = 10)
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ggplot(data = CO2, aes(uptake)) +
geom_histogram(bins = 20)
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ggplot(data = CO2, aes(uptake)) +
geom_histogram(bins = 40)
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When the number of bins is 5, you do not see a lot of variation
and the histogram is coarse. When the number of bins is 10 you
see a bi-modal distribution. When the number of bins is 20 a tri-
modal distribution emerges. The data is at too fine a resolution
when the number of bins is 40.

1.7 Create a grid of scatter plots by specifying the facet_grid statement in
ggplot(). This statement creates a matrix of panels using two faceting variables.
Plot the conc and uptake variables from the CO2 data set within the scatter
plot. Then, specify Type and Treatment as the faceting variables. Which Type,
i.e., the location of the plants in the data set, contains the greater values of
uptake?

ggplot(data = CO2, aes(x = conc, y = uptake)) +
geom_point() +
facet_grid(Type ~ Treatment)
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The plants located in Quebec have higher uptake rates than in
Mississippi.

1.8 Make a series of box plots for the uptake variable from the CO2 data set.
Each box plot should display the origin of the location of the plants in the
data set, i.e., Quebec or Mississippi. Label the axes with the appropriate units
and use the theme_bw() theme for your graph.

ggplot(data = CO2, aes(x = Type, y = uptake)) +
geom_boxplot() +
labs(x = ”Origin of the plant”,

y = ”Carbon dioxide uptake (umol/mˆ2 sec)”) +
theme_bw()
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1.9 As you might have guessed, there is a “geom” for a bar plot and it’s
called geom_bar(). We discussed how the CROWN_CLASS_CD variable is an ordinal
variable representing how much sunlight a tree receives. Create a bar plot
showing the crown class codes on the x-axis and the number of observations
on the y-axis using ggplot().

data(elm)

ggplot(data = elm, aes(x = CROWN_CLASS_CD)) +
geom_bar()
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1.10 Use ggsave() to save you graph you made in exercise 1.9 as a png image
to your computer. Set the height and width of the figure to 10 cm and 10 cm,
respectively.

ggsave(”elm_bar_ordered.jpg”, height = 10, width = 10, units = ”cm”)

1.11 Use scale_x_continuous() and scale_y_continuous() to “zoom in” on
the scatter plot of elm diameter and height. Use the limits = statement to set
the lower and upper bounds from 10 to 15 inches along the x-axis for diameter
and 30 to 40 feet along the y-axis for height. Are there any trends in the data
when looking at this region of the scatter plot?

ggplot(data = elm, aes(x = DIA, y = HT)) +
geom_point()+
scale_x_continuous(limits = c(10, 15)) +
scale_y_continuous(limits = c(30, 40))

## Warning: Removed 286 rows containing missing values (geom_point).
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There do not appear to be any linear trends when looking at
this region of the scatter plot.



2
Summary statistics and distributions
(solutions)

library(tidyverse)
library(stats4nr)

2.1 Ant species richness was sampled in bogs and forests at 22 sites in Con-
necticut, Massachusetts, and Vermont, USA. Environmental variables in the
ant data set are species richness at each site by ecosystem ecotype (forest
or bog), latitude (lat), and elevation (elev). The data are contained in the
spprich data set. Read in the data set and run the following code to create
separate data frames for the two ecosystem types:

data(ant)

forest <- ant %>%
filter(ecotype == ”Forest”)

bog <- ant %>%
filter(ecotype == ”Bog”)

Use R functions to calculate the mean, median, and mode for the species
richness in the forest and bog data sets. Which ecosystem type has a greater
mean species richness?

# Forest data set
mean(forest$spprich)

## [1] 9.181818

13
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median(forest$spprich)

## [1] 7.5

library(modeest)

## Registered S3 method overwritten by ’rmutil’:
## method from
## print.response httr

mfv(forest$spprich)

## [1] 6

# Bog data set
mean(bog$spprich)

## [1] 4.863636

median(bog$spprich)

## [1] 4

mfv(bog$spprich)

## [1] 2

The forest ecosystem has a greater mean species richness (mean
= 9.2 compared to 4.9).
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2.2 Create a side-by-side violin plot that shows ant species richness on the
x-axis with ecosystem type on the y-axis.

ggplot(ant, aes(y = ecotype, x = spprich)) +
geom_violin() +
labs(x = ”Species richness”,

y = ”Ecosystem”)
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2.3 Learn about and use the range() and IQR() functions to calculate the
range and interquartile range for species richness in the forest and bog data
sets.

range(forest$spprich)

## [1] 4 18

IQR(forest$spprich)

## [1] 5.5
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range(bog$spprich)

## [1] 2 14

IQR(bog$spprich)

## [1] 3.75

For forests, the range in species richness is 18-4 = 14 ants and
the IQR is 5.5 ants. For bogs, the range in species richness is
14-2 = 12 ants and the IQR is 3.75 ants.

2.4 Calculate the standard deviation and coefficient variation for species rich-
ness in the forest and bog data sets. While both measurements reflect a mea-
sure of variability, your results will indicate a different answer to the question
“Is ant species richness more variable in forests or bogs?” Explain why you
obtain different results depending on whether you use the standard deviation
or coefficient of variation.

# Forests
sd_forest <- sd(forest$spprich)
CV_forest <- (sd(forest$spprich) / mean(forest$spprich))*100
sd_forest

## [1] 4.305438

CV_forest

## [1] 46.89091
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# Bogs
sd_bog <- sd(bog$spprich)
CV_bog <- (sd(bog$spprich) / mean(bog$spprich))*100
sd_bog

## [1] 2.932502

CV_bog

## [1] 60.29443

For standard deviation, values are 4.3 and 2.9 for the forest
and bog, respectively. For CV, values are 47% and 60% for the
forest and bog, respectively. The CV standardizes the variability
by putting it in the context of the mean value.

2.5 How many standard deviations away from the mean are 7 species of ants?
Write R code to make two calculations: one for the forest and one for the bog
data set.

z_forest <- (7 - mean(forest$spprich)) / sd(forest$spprich)
z_forest

## [1] -0.5067587

z_bog <- (7 - mean(bog$spprich)) / sd(bog$spprich)
z_bog

## [1] 0.7285123
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For the forest data set, 7 ants is 0.51 standard deviations less
than the mean value. For the bog data set, 7 ants is 0.73 standard
deviations greater than the mean value.

2.6 Instead of using the filter() function to create the forest and bog data
sets as we did in exercise 2.1, we could also group the data by ecotype and
summarize the data to report the summary statistics. Write R code using the
dplyr functions group_by() and summarize() to create a summary of the data
that shows the mean and standard deviation for the forest and bog ecosystems.
HINT: See how we created the elm_summ data set in Chapter 1.

ant_summ <- ant %>%
group_by(ecotype) %>%
summarize(mean_spprich = mean(spprich),

sd_spprich = sd(spprich),)
ant_summ

## # A tibble: 2 x 3
## ecotype mean_spprich sd_spprich
## <chr> <dbl> <dbl>
## 1 Bog 4.86 2.93
## 2 Forest 9.18 4.31

2.7 A deer hunter tells you that there is a 0.7 probability of seeing no deer
when he goes hunting, a 0.1 probability of seeing one deer when he goes
hunting, and a 0.2 probability of seeing two deer when he goes hunting. Use
calculations in R to determine the mean 𝜇 and standard deviation 𝜎 of the
number of deer seen from this discrete random variable.

mu_deer <- (0.7 * 0) + (1 * 0.1) + (2 * 0.2)
mu_deer

## [1] 0.5

var_deer <- ((0 - 0.5)**2 * 0) + ((1-0.5)**2 * 1) + ((2-0.5)**2 *2)
var_deer
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## [1] 4.75

sd_deer = sqrt(var_deer)
sd_deer

## [1] 2.179449

So, the mean number of deer seen is 𝜇 = 0.5 and standard
deviation of number of deer seen is 𝜎 = 2.18.

2.8 Mech (2006) published results from a study on the age structure of a pop-
ulation of wolves in the Superior National Forest of northeastern Minnesota,
USA. Results indicated a high natural population turnover in wolves. Looking
at Table 1 in the paper Estimated Age Structure of Wolves in Northeastern
Minnesota by Mech, we can enter the ages and number of wolves in the study
using the tribble() function. After creating the data set, plot the wolf age
data using a bar plot.

wolves <- tribble(
~age, ~num_wolves,
0, 10,
1, 9,
2, 21,
3, 8,
4, 9,
5, 5,
6, 2,
7, 2,
8, 1,
9, 2

)

p.wolves <- ggplot(data = wolves, aes(x = age, y = num_wolves)) +
geom_bar(stat = ”identity”) +
labs (x = ”Age”, y = ”Number of wolves”)

p.wolves
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2.9 In the wolf data, use calculations in R to determine the mean 𝜇 and
standard deviation 𝜎 of the wolf ages.

# Calculate the proportion of wolves in each age class
wolves$prop <- wolves$num_wolves / sum(wolves$num_wolves)

# Calculate the age * proportion value for each age class
wolves$prob <- wolves$age * wolves$prop

# Calculate mean by summing all values
mean.wolves <- sum(wolves$prob)
mean.wolves

## [1] 2.724638

# Calculate the variance part of the calculation
wolves$varpart <- ((wolves$age - mean.wolves) ** 2) * (wolves$prop)

# Calculate by summing all values
# Then take the square root to find standard deviation
sd.wolves<-sqrt(sum(wolves$varpart))
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sd.wolves

## [1] 2.146004

So, the mean age of wolves is 𝜇 = 2.72 years and the standard
deviation of age of wolves is 𝜎 = 2.14 years.

2.10 Use the z_score() R function presented earlier in the chapter to calculate
the z-score for a wolf that is six years old.

z_score <- function(z_i, pop_mean, pop_sd){
z <- (z_i - pop_mean) / pop_sd
return(z)
}

z_score(z_i = 6, pop_mean = 2.72, pop_sd = 2.15)

## [1] 1.525581

The z-score for a wolf that is six years old is 1.53.

2.11 Historical data for the amount of lead in drinking water suggests its
mean value is 𝜇 = 6.3 parts per billion (ppb) with a standard deviation of 0.8
parts per billion. Using concepts from the empirical rule, use R to calculate the
upper and lower bounds of the values that are one, two, and three standard
deviations away from the mean value.

mean_ppb <- 6.3
sd_ppb <- 0.8



22 2 Summary statistics and distributions (solutions)

# One SD
one_lower <- mean_ppb - sd_ppb
one_upper <- mean_ppb + sd_ppb
one_lower; one_upper

## [1] 5.5

## [1] 7.1

# Two SD
two_lower <- mean_ppb - (2 * sd_ppb)
two_upper <- mean_ppb + (2 * sd_ppb)
two_lower; two_upper

## [1] 4.7

## [1] 7.9

# Three SD
three_lower <- mean_ppb - (3 * sd_ppb)
three_upper <- mean_ppb + (3 * sd_ppb)
three_lower; three_upper

## [1] 3.9

## [1] 8.7

68% of the observations are between 5.5 and 7.1 ppb. 95% of
observations are between 4.7 and 7.9 ppb. 99.7% of observations
are between 3.9 and 8.7 ppb.

2.12 An environmental specialist collects data on 15 drinking water samples
and calculated a mean lead content of 8.0 ppb. Using the population data in
the previous problem, calculate the z-score for this sample.
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z_score(z_i = 8.0, pop_mean = 6.3, pop_sd = (0.8/sqrt(15)))

## [1] 8.23009

The z-score is 8.2.
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Probability (solutions)

library(tidyverse)
library(stats4nr)

3.1 A single tree species is sampled randomly from the table of 12 common
trees in North America shown earlier in this chapter. Find the probability of
the following:

a. A tree is an angiosperm.
b. A tree is from the Quercus (oak) genus.
c. A tree is not deciduous and not from the Pinus genus.

num_trees = 12

# a.
5/num_trees

## [1] 0.4166667

# b.
2/num_trees

## [1] 0.1666667

# c.
2/num_trees

## [1] 0.1666667

25
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a. There are five angiosperms, so the probability of se-
lecting an angiosperm is 5/12 = 0.4167.

b. There are two oaks, so the probability of selecting an
oak is 2/12 = 0.1667.

c. There are two species that are not deciduous and not
from the Pinus genus, so the probability is 2/12 =
0.1667.

3.2 Now, assume that three tree species are sampled randomly (without re-
placement) from the table of 12 common trees in North America shown earlier
in this chapter. Find the probability of the following:

a. Three trees are sampled from the Pinus (pine) genus.
b. Three trees sampled are gymnosperms.
c. The first two trees sampled are gymnosperms and the last species

is an angiosperm.
d. Three trees sampled are angiosperms or three trees are sampled

from the Pinus (pine) genus.

num_trees = 12

# a.
(3/num_trees) * (2/(num_trees-1)) * (1/(num_trees-2))

## [1] 0.004545455
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# b.
(7/num_trees) * (6/(num_trees-1)) * (5/(num_trees-2))

## [1] 0.1590909

# c.
(7/num_trees) * (6/(num_trees-1)) * (5/(num_trees-2))

## [1] 0.1590909

# d.
((5/num_trees) * (4/(num_trees-1)) * (3/(num_trees-2))) +
((3/num_trees) * (2/(num_trees-1)) * (1/(num_trees-2)))

## [1] 0.05

a. The probability that three trees are sampled from the
Pinus (pine) genus is 0.0045

b. The probability that three trees sampled are gym-
nosperms is 0.1591.

c. The probability that two trees sampled are gym-
nosperms and one tree is an angiosperm is 0.1591.
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d. The probability that three trees sampled are an-
giosperms or three trees are sampled from the pine
genus is 0.0500.

3.3 In a forest, 30% of the trees suffered damage from an insect and were
affected by a disease. A total of 65% of those trees only suffered damage from
an insect. What is the probability of a tree being affected by a disease given
it already suffered damage from an insect?

p_ins_dis = 0.30
p_ins = 0.65

p_dis_given_ins = p_ins_dis / p_ins
p_dis_given_ins

## [1] 0.4615385

The probability that a tree is affected by a disease given it al-
ready suffered damage from an insect is 0.4615.

3.4 Use the following function, birthday(), to calculate the probability of two
people sharing the same birthday if 5, 20, and 40 people are in a room together
(i.e., n = 5, 20, and 40). Note that q calculates each of the probabilities of not
sharing the same birthday and p sums those probabilities. The probability is
printed in the output.

birthday <- function(n){
q <- 1 - (1:(n - 1)) / 365
print(p <- 1 - prod(q))
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}

birthday(n = 5)

## [1] 0.02713557

birthday(n = 20)

## [1] 0.4114384

birthday(n = 40)

## [1] 0.8912318

The probability that 5, 20, and 40 people in a room share the
same birthday is 0.0271, 0.4114, and 0.8912, respectively.

3.5 By memory, list the birthdays and names for all of your close friends and
family members. List any number of birthdays that come to memory. Use the
birthday() function in the above problem to determine the probability of two
of them sharing the same birthday. Do any of your close friends and family
members share the same birthday?

By memory I come up with nine dates for close family members:
18 Jan, 31 May, 6 June, 4 July, 17 July, 19 Aug, 23 Sept, 6 Oct,
and 30 Dec.
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birthday(n = 9)

## [1] 0.09462383

No two family members share the same birthday. The probabil-
ity at least two shared the same birthday is 0.0946.

3.6 A plant ecologist wants to randomly sample 5 plants from a total of 20
plants to determine the presence of a foliage disease. Use the sample() function
in R to determine which plants to sample (plants numbered 1 through 20).

sample(1:20, 5)

## [1] 9 6 16 7 12

Five random plants should be selected.

3.7 Now, use the sample() function in R to sample 5 plants with replace-
ment.

sample(1:20, 5, replace = T)

## [1] 12 18 19 3 14

Five random plants should be selected. Plants may be selected
more than once because of sampling with replacement.
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3.8 Use the choose() function to calculate the total number of possibilities of
selecting four unique plants to measure from the 20 total plants.

choose(20, 4)

## [1] 4845

There are 4,845 total possibilities of selecting four unique plants
to measure from the 20 total.

3.9 Use the choose() function to calculate the probability of sampling (with-
out replacement) the following four plant numbers: 6, 14, 15, and 19.

1 / choose(20, 4)

## [1] 0.0002063983

The probability is 0.0002. The four plant numbers are only one
possible combination of the 4,845 total possibilities.

3.10 Instead of the choose() function, use the formula for the combination of
outcomes to arrive at the same answer as in 3.9 but only by using the prod()
function.

prod(4:1) / prod(20:17)

## [1] 0.0002063983
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The probability is 0.0002.

3.11 Consider a random sample of 25 grouse. Use the table that shows the
state results of West Nile occurrence and the binomial functions to calculate
the following probabilities.

a. Use the p.binomial() function to make a plot of the probabilities
of grouse in Minnesota being infected with West Nile virus.

b. What is the probability that five grouse from Minnesota will have
the virus?

c. What is the probability that five or fewer grouse from Minnesota
will have the virus?

d. What is the probability that six or more grouse from Minnesota
will have the virus?

# a.
p.binomial <- function(n, p, title, ymax, xmax){
x <- dbinom(0:n, size = n, prob = p)
barplot(x, ylim = c(0, ymax), xlim = c(0, xmax),

names.arg = 0:n,
xlab = ”Number of grouse with West Nile”,
ylab = ”Probability”,

main = sprintf(paste(title)))
}

p.binomial(25, 0.12,
”Binomial distribution (n = 25, p = 0.12)”,
0.25, 25)



33

0 1 2 3 4 5 6 7 8 9 11 13 15 17 19 21

Binomial distribution (n = 25, p = 0.12)

Number of grouse with West Nile

P
ro

ba
bi

lit
y

0.
00

0.
05

0.
10

0.
15

0.
20

0.
25

# b.
dbinom(x = 5, size = 25, prob = 0.12)

## [1] 0.1025415

# c.
pbinom(q = 5, size = 25, prob = 0.12)

## [1] 0.9291191

# d.
1 - pbinom(q = 5, size = 25, prob = 0.12)

## [1] 0.07088085

a. The graph indicates it is most likely that three Min-
nesota grouse would have the virus.
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b. The probability is 0.1025.

c. The probability is 0.9291

d. The probability is 0.0709.

3.12 You are tasked with inspecting the facilities of companies that store
hazardous waste as a part of their operations. If the company is not storing
the waste safely (e.g., the material is not labeled properly or it is improperly
stored), you will issue the company a violation. You inspect eight facilities for
hazardous waste compliance and you know from historical records that there
is a probability of 0.24 they will be issued a violation.

a. Modify the p.binomial() code to make a plot of the probabilities
of issuing violations.

b. Use R code to calculate the mean and standard deviation of viola-
tions for this distribution.

c. What is the probability that two facilities will be issued a violation?
d. What is the probability that two or fewer facilities will be issued a

violation?

# a.
p.binomial <- function(n, p, title, ymax, xmax){
x <- dbinom(0:n, size = n, prob = p)
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barplot(x, ylim = c(0, ymax), xlim = c(0, xmax),
names.arg = 0:n,
xlab = ”Number of violations”,
ylab = ”Probability”,

main = sprintf(paste(title)))
}

p.binomial(8, 0.24,
”Binomial distribution (n = 8, p = 0.24)”,
0.35, 8)
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# b.
n = 8
p = 0.24

mean_waste = n*p
mean_waste

## [1] 1.92
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sd_waste = n*p*(1-p)
sd_waste

## [1] 1.4592

# c.
dbinom(x = 2, size = 8, prob = 0.24)

## [1] 0.3107864

# d.
pbinom(q = 2, size = 8, prob = 0.24)

## [1] 0.7032777

a. The graph indicates it is most likely that two facilities
will be issued a violation.

b. The mean is 1.92 violations. The standard deviation
is 1.46 violations.

c. The probability is 0.3108.
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d. The probability is 0.7032.

3.13 Historical data for the amount of lead in drinking water suggests its
mean value is 𝜇 = 6.3 parts per billion (ppb) with a standard deviation of 0.8
parts per billion.

a. An environmental specialist collects data on 15 drinking water sam-
ples and calculates a mean lead content of 8.0 ppb. Is the mean of
the specialist’s data unusually large?

b. Use the rnorm() function to create a series of 100 random numbers
sampled from the drinking water data.

c. Make a histogram of the series of 100 random numbers using
ggplot() and describe the pattern you see.

# a.
pnorm(8.0, mean = 6.3, sd = 0.8)

## [1] 0.9832067

# b.
norm100 <- rnorm(100, mean = 6.3, sd = 0.8)
norm100

## [1] 6.177923 7.239808 6.020268 5.409288 6.150045 5.486363 6.296376 6.436911
## [9] 7.573524 7.414641 5.833576 5.661638 6.768332 6.538583 6.142444 5.481643
## [17] 6.008648 6.118058 5.722594 7.142021 5.726985 6.282100 6.639236 6.268827
## [25] 5.691218 6.396122 6.707943 6.043320 6.806127 6.543874 7.932079 6.124140
## [33] 7.141341 6.335240 6.188395 7.651848 6.638033 7.339865 7.370175 7.161011
## [41] 5.125296 5.520793 6.796839 6.576082 7.799521 5.971498 5.898191 6.611216
## [49] 5.814778 6.122108 6.720958 6.227179 7.772336 6.522531 6.809355 5.788070
## [57] 5.767372 5.598327 5.168759 6.555008 7.218438 5.624609 6.136872 5.328915
## [65] 6.099708 5.859908 5.827625 6.054766 7.878152 6.114628 6.566908 6.021768
## [73] 5.889861 6.732579 5.399069 6.762996 5.902412 5.409669 5.892770 7.042740
## [81] 6.276782 4.301076 7.008132 7.359497 5.667901 7.332906 5.598982 6.582086
## [89] 4.968411 4.586007 7.604763 6.387632 7.317632 6.078893 5.403215 5.040165
## [97] 6.443669 7.070397 6.266737 6.097879
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# c.
ggplot() +
aes(norm100) +
geom_histogram()

## ‘stat_bin()‘ using ‘bins = 30‘. Pick better value with ‘binwidth‘.
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a. We would expect approximately 1 − 0.98 or 2% of
observations to be greater than 8.0 ppb. The mean of
8.0 ppb is unusually large.

b. The random numbers are mostly between 5 and 8.
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c. The visualization indicates the random numbers are
mostly between 5 and 8. The graph is generally bell-
shaped.

3.14 Data from the Minnesota Department of Natural Resources in 2017 sug-
gest the average mid-winter pack size of wolves has a mean of 𝜇 = 4.8 wolves
with a standard deviation of 𝜎 = 1.5 wolves. Use this information to answer
the following questions. a. Assuming the pack sizes of wolves follows a normal
distribution, calculate the probability of observing a pack size of two wolves.
Would seeing this be a rare event? b. Calculate the probability of observing a
wolf pack size between four and seven wolves.

# a.
pnorm(2, mean = 4.8, sd = 1.5)

## [1] 0.03097408

# b.

wolves_7 <- pnorm(7, mean = 4.8, sd = 1.5)
wolves_4 <- pnorm(4, mean = 4.8, sd = 1.5)

wolves_4_7 <- wolves_7 - wolves_4
wolves_4_7

## [1] 0.6318652

a. The probability of observing a pack size of two wolves
is 0.0310. This is a rare event.
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b. The probability of observing a wolf pack size between
4 and 7 wolves is 0.6319.



4
Hypothesis tests for means and variances
(solutions)

library(tidyverse)
library(stats4nr)

4.1 Use R to calculate the t-statistic at the following quantiles with various
degrees of freedom.

a. The 10th quantile with 8 degrees of freedom.
b. The 10th quantile with 16 degrees of freedom.
c. The 75th quantile with 10 degrees of freedom.
d. The 90th quantile with 22 degrees of freedom.

# a.
qt(0.10, df = 8)

## [1] -1.396815

# b.
qt(0.10, df = 16)

## [1] -1.336757

# c.
qt(0.75, df = 10)

## [1] 0.6998121
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# d.
qt(0.90, df = 22)

## [1] 1.321237

4.2 Mercury is a highly mobile contaminant that can cycle through air, land,
and water. The mercury content of 60 eggs were measured from nests of com-
mon loons, a diving bird, in New Hampshire, USA (Loon Preservation Com-
mittee 1999). They calculated a mean of ̄𝑦 = 0.540 parts per million (ppm)
and a standard deviation 𝑠 = 0.399 ppm. Use these summary statistics to
answer the following questions.

a. Use R code to calculate a 95% confidence interval around the mean
mercury content of the loon eggs.

b. Calculate an 80% confidence interval around the mean mercury con-
tent of the loon eggs.

c. Wildlife biologists know that elevated mercury content of loon eggs
occurs when mercury content is greater than 0.5 ppm. Reproduc-
tive impairment of loon eggs occurs when mercury content is greater
than 1.0 ppm. Where do these values fall within both of the confi-
dence intervals you calculated?

# a.

mean_loon <- 0.540
sd_loon <- 0.399
n_loon <- 60

low_95 <- mean_loon + (qt(0.025, df = n_loon - 1) *
(sd_loon / sqrt(n_loon)))

high_95 <- mean_loon + (qt(0.975, df = n_loon - 1) *
(sd_loon / sqrt(n_loon)))

low_95; high_95

## [1] 0.4369274

## [1] 0.6430726

a. The 95% confidence interval is [0.437, 0.643] ppm.
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# b.

low_80 <- mean_loon + (qt(0.10, df = n_loon - 1) *
(sd_loon / sqrt(n_loon)))

high_80 <- mean_loon + (qt(0.90, df = n_loon - 1) *
(sd_loon / sqrt(n_loon)))

low_80; high_80

## [1] 0.4732388

## [1] 0.6067612

b. The 80% confidence interval is [0.473, 0.607] ppm.

c. The value 0.5 ppm is contained within both the 95%
and 80% confidence intervals. The value 1.0 ppm is
not contained within both the 95% and 80% confi-
dence intervals.

4.3 Fisheries biologists measured the weight of yellow perch, a species of fish.
Data were from a sample from a population of yellow perch in a lake. They
calculated a mean perch weight of 260 grams and a variance of 10,200 after
measuring a sample of 18 perch. Use R code to calculate a 90% confidence
interval around the mean perch weight.

mean_perch <- 260
sd_perch <- sqrt(10200)
n_perch <- 18
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low_90 <- mean_perch + (qt(0.05, df = n_perch - 1) *
(sd_perch / sqrt(n_perch)))

high_90 <- mean_perch + (qt(0.95, df = n_perch - 1) *
(sd_perch / sqrt(n_perch)))

low_90; high_90

## [1] 218.5891

## [1] 301.4109

The 90% confidence interval is [218.6, 301.4] perch.

4.4 For the following questions, use the elm data set.

a. Use R to calculate the mean, standard deviation, number of obser-
vations, and standard error of the mean for the mean of tree height
(HT).

b. Calculate a 95% confidence interval for the population mean of tree
height (HT) from the elm data set. Interpret the meaning of the
confidence interval and what it is telling you.

# 4.4 a.
data(elm)

mean_HT <- mean(elm$HT)
sd_HT <- sd(elm$HT)
n_HT <- length(elm$HT)
sem_HT <- sd_HT/sqrt(n_HT)

The mean, standard deviation, number of observations, and stan-
dard error of the mean is 31.5 feet, 9.8 feet, 333 trees, and 0.54
feet respectively.
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# 4.4 b.
low_ci <- mean_HT + (qt(0.025, df=49) * sem_HT)
high_ci <- mean_HT + (qt(0.975, df=49) * sem_HT)
low_ci; high_ci

## [1] 30.44999

## [1] 32.61908

The 95% confidence interval is [30.45, 32.62]. This means that
if we collected another 100 samples, 95 of the means would fall
within this confidence interval.

4.5 An urban forester working with cedar elm trees mentions that tree height
for this species is around 30 feet.

a. Perform a two-sided one-sample t-test at a level of significance of
𝛼 = 0.05 comparing the HT variable with this value. What are the
null and alternative hypotheses for this test? How would you inter-
pret the results?

b. Perform a one-sided one-sample t-test at a level of significance of
𝛼 = 0.10 with the null hypothesis that the height of the elm trees
is less than 30 feet and the alternative hypothesis that the height
of the elm trees is equal to 30 feet. How would you interpret the
results?

# 4.5 a.
t.test(elm$HT, mu = 30)

##
## One Sample t-test
##
## data: elm$HT
## t = 2.8434, df = 332, p-value = 0.00474
## alternative hypothesis: true mean is not equal to 30
## 95 percent confidence interval:
## 30.47290 32.59617
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## sample estimates:
## mean of x
## 31.53453

The null hypothesis (𝐻0) is that the true mean is equal to 30
feet. The alternative hypothesis (𝐻1) is that the true mean is
not equal to 30 feet. We reject the null hypothesis (p-value =
0.00474) and conclude that the true mean is not equal to 30 feet.

# 4.5 b.
t.test(elm$HT, mu = 30, alternative = ”less”, conf.level = 0.90)

##
## One Sample t-test
##
## data: elm$HT
## t = 2.8434, df = 332, p-value = 0.9976
## alternative hypothesis: true mean is less than 30
## 90 percent confidence interval:
## -Inf 32.22755
## sample estimates:
## mean of x
## 31.53453

The null hypothesis (𝐻0) is that the true mean is equal to 30
feet. The alternative hypothesis (𝐻1) is that the true mean is less
than 30 feet. We accept the null hypothesis (p-value = 0.9976)
and conclude that the true mean is equal to 30 feet.

4.6 For this next question, we will perform a series of two-sample t-tests
comparing intermediate and suppressed trees in the elm data set.

a. Use the filter() function and the CROWN_CLASS_CD variable to create
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two new data sets: one containing the intermediate trees and one
containing the suppressed trees. How many observations are there
for each data set?

b. Perform a two-sample t-test at a level of significance of 𝛼 = 0.05
with the null hypothesis that the height for intermediate trees is
equal to the height for suppressed trees and the alternative hypoth-
esis that the heights are not equal. Assume the variances of the two
height samples are not equal. How would you interpret the results?

c. Perform a two-sample t-test at a level of significance of 𝛼 = 0.10
with the null hypothesis that the diameters (DIA) for intermediate
trees is equal to the diameters for suppressed trees and the alter-
native hypothesis that the diameters are not equal. Assume the
variances of the two diameter samples are equal. How would you
interpret the results?

# 4.6 a.

int <- elm %>%
filter(CROWN_CLASS_CD == 4)

supp <- elm %>%
filter(CROWN_CLASS_CD == 5)

There are 36 intermediate trees and 18 suppressed trees.

# 4.6 b.

t.test(int$HT, supp$HT, var.equal = F, conf.level = 0.95)

##
## Welch Two Sample t-test
##
## data: int$HT and supp$HT
## t = -1.4431, df = 44.518, p-value = 0.156
## alternative hypothesis: true difference in means is not equal to 0
## 95 percent confidence interval:
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## -6.589156 1.089156
## sample estimates:
## mean of x mean of y
## 28.19444 30.94444

We accept the null hypothesis and conclude that the height for
intermediate trees is equal to the height for suppressed trees.

# 4.6 c.

t.test(int$DIA, supp$DIA, var.equal = T, conf.level = 0.90)

##
## Two Sample t-test
##
## data: int$DIA and supp$DIA
## t = 0.93216, df = 52, p-value = 0.3556
## alternative hypothesis: true difference in means is not equal to 0
## 90 percent confidence interval:
## -0.5398978 1.8954534
## sample estimates:
## mean of x mean of y
## 7.766667 7.088889

We accept the null hypothesis and conclude that the diameter
for intermediate trees is equal to the diameter for suppressed
trees.

4.7 With the hunt data set, we performed a paired t-test that examined
changes in the number of days that hunters would spend afield. Imagine that
the Pre and Post estimates were independent. Conduct a two-sample t-test
that pools the variances of both samples. What are the primary differences in
the hypothesis test performed at a level of significance of 𝛼 = 0.05?
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# 4.7

hunt <- tribble(
~hunterID, ~time, ~days,
1, ” Pre”, 5,
2, ” Pre”, 7,
3, ” Pre”, 3,
4, ” Pre”, 9,
5, ” Pre”, 4,
6, ” Pre”, 1,
7, ” Pre”, 6,
8, ” Pre”, 2,
1, ”Post”, 8,
2, ”Post”, 7,
3, ”Post”, 4,
4, ”Post”, 11,
5, ”Post”, 9,
6, ”Post”, 3,
7, ”Post”, 10,
8, ”Post”, 5

)

pre <- hunt %>%
filter(time == ” Pre”)

post <- hunt %>%
filter(time == ”Post”)

t.test(pre$days, post$days, paired = TRUE)

##
## Paired t-test
##
## data: pre$days and post$days
## t = -4.4096, df = 7, p-value = 0.00312
## alternative hypothesis: true difference in means is not equal to 0
## 95 percent confidence interval:
## -3.840616 -1.159384
## sample estimates:
## mean of the differences
## -2.5
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t.test(pre$days, post$days, var.equal = T)

##
## Two Sample t-test
##
## data: pre$days and post$days
## t = -1.794, df = 14, p-value = 0.09443
## alternative hypothesis: true difference in means is not equal to 0
## 95 percent confidence interval:
## -5.4888542 0.4888542
## sample estimates:
## mean of x mean of y
## 4.625 7.125

The primary difference is that the null hypothesis is rejected
when we run the paired t-test, but the null hypothesis is accepted
when we run the “standard” t-test. Notice also the difference in
the t-statistic, degrees of freedom, and confidence limits between
the two tests.

4.8 Consider an F-distribution with the following upper-tail values and de-
grees of freedom. Use the qf() function to find the values of F that correspond
to the parameters. What do you notice about the F values as the degrees of
freedom and areas change?

a. The area under the curve to the right of the value is 0.20 with 4
and 6 degrees of freedom.

b. The area under the curve to the right of the value is 0.05 with 4
and 6 degrees of freedom.

c. The area under the curve to the right of the value is 0.10 with 5
and 10 degrees of freedom.

d. The area under the curve to the right of the value is 0.10 with 10
and 20 degrees of freedom.

# a.
qf(p = 0.80, df1 = 4, df2 = 6)
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## [1] 2.092415

# b.
qf(p = 0.95, df1 = 4, df2 = 6)

## [1] 4.533677

# c.
qf(p = 0.90, df1 = 5, df2 = 10)

## [1] 2.521641

# d.
qf(p = 0.90, df1 = 10, df2 = 20)

## [1] 1.936738

As the area decreases (i.e., from 0.20 to 0.05), the value for F
increases. As the degrees of freedom increases (i.e., from 10 to
20), the value for F decreases.

4.9 For this next question, consider the intermediate and suppressed trees
from the elm data set and your analyses from question 4.6.

a. Perform an F-test comparing the variances for the heights (HT) of
intermediate and suppressed trees using a level of significance of
𝛼 = 0.05. How would you interpret the results?

b. Perform an F-test comparing the variances for the diameters (DIA)
of intermediate and suppressed trees using a level of significance of
𝛼 = 0.10 How would you interpret the results?

c. You will find a similar outcome for the hypothesis tests in the pre-
vious two questions. If you were interested in following up your
analysis with a two-sample t-test of means, is a pooled or Welch
t-test appropriate?
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# a.
var.test(int$HT, supp$HT, conf.level = 0.95)

##
## F test to compare two variances
##
## data: int$HT and supp$HT
## F = 1.8518, num df = 35, denom df = 17, p-value = 0.1764
## alternative hypothesis: true ratio of variances is not equal to 1
## 95 percent confidence interval:
## 0.7502927 4.0421166
## sample estimates:
## ratio of variances
## 1.851818

# b.
var.test(int$DIA, supp$DIA, conf.level = 0.90)

##
## F test to compare two variances
##
## data: int$DIA and supp$DIA
## F = 1.7808, num df = 35, denom df = 17, p-value = 0.2052
## alternative hypothesis: true ratio of variances is not equal to 1
## 90 percent confidence interval:
## 0.8388243 3.4262149
## sample estimates:
## ratio of variances
## 1.780779

a. With a resulting p-value of 0.1764, we accept the null
hypothesis and conclude that the variances for heights
of intermediate and suppressed trees are equal. The
ratio between variances of 1.85 is close to 1, indicating
the variances for both samples were similar.
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b. With a resulting p-value of 0.2052, we accept the null
hypothesis and conclude that the variances for diam-
eters of intermediate and suppressed trees are equal.
The ratio between variances of 1.78 is close to 1, indi-
cating the variances for both samples were similar.

c. We can use a two-sample t-test that pools the vari-
ances because the variance of both samples are equal.





5
Inference for counts and proportions
(solutions)

library(tidyverse)
library(stats4nr)

5.1 Write a function in R that determines whether or not you can apply the
normal distribution approximation for a given set of parameters n and p from
a binomial distribution. Then, use that function to determine whether or not
you can apply the approximation based on the following scenarios.

a. You plant 10 tree seedlings with a known survival rate 85% after
the first growing season.

b. You plant 90 tree seedlings with a known survival rate 85% after
the first growing season.

c. You sample 20 ruffed grouse with a probability having West Nile
virus of 0.13.

d. There is a 40% chance of hearing a golden-winged warbler on a
birding trip and you make 25 visits.

norm_apx <- function(n, p){
np = n*p
np_1 = n*(1-p)
return(c(np, np_1))

}

# 5.1a
norm_apx(n = 10, p = 0.85)

## [1] 8.5 1.5
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# 5.2b
norm_apx(n = 90, p = 0.85)

## [1] 76.5 13.5

# 5.2c
norm_apx(n = 20, p = 0.13)

## [1] 2.6 17.4

# 5.2d
norm_apx(n = 25, p = 0.40)

## [1] 10 15

a. Because 𝑛𝑝 ≤ 10 and 𝑛(1 − 𝑝) ≤ 10, the normal dis-
tribution approximation cannot be used.

b. Because 𝑛𝑝 ≥ 10 and 𝑛(1 − 𝑝) ≥ 10, the normal dis-
tribution approximation can be used.

c. Because 𝑛𝑝 ≤ 10, the normal distribution approxima-
tion cannot be used.

d. Because 𝑛𝑝 ≥ 10 and 𝑛(1 − 𝑝) ≥ 10, the normal dis-
tribution approximation can be used.

5.2 The code below uses ggplot() to produce a plot of the number of haz-
ardous waste violations when 𝑛 = 80 and 𝑝 = 0.24. Change the arguments
in the code to produce two plots showing the distribution of survival of 10
and 90 tree seedlings, each with a known survival rate of 85% after the
first growing season. In particular, modify the scale_x_continuous() and
scale_y_continuous() arguments to “zoom in” on the distribution.
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x.80 <- 0:80
df.80 <- tibble(x = x.80, y = dbinom(x.80, 80, 0.24))

p.80 <- ggplot(df.80, aes(x = x.80, y = y)) +
geom_bar(stat = ”identity”) +
scale_x_continuous(limits = c(0, 40)) +
scale_y_continuous(limits = c(0, 0.35)) +
labs(title = ”n = 80”,

x = ”Number of violations”,
y = ”Probability”)

# When n = 10
x.10 <- 0:10
df.10 <- tibble(x = x.10, y = dbinom(x.10, 10, 0.85))

p.10 <- ggplot(df.10, aes(x = x.10, y = y)) +
geom_bar(stat = ”identity”) +
scale_x_continuous(limits = c(0, 10)) +
scale_y_continuous(limits = c(0, 0.35)) +
labs(title = ”n = 10”,

x = ”Number of violations”,
y = ”Probability”)

p.10

## Warning: Removed 2 rows containing missing values (geom_bar).
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# When n = 90
x.90 <- 0:90
df.90 <- tibble(x = x.90, y = dbinom(x.90, 90, 0.85))

p.90 <- ggplot(df.90, aes(x = x.90, y = y)) +
geom_bar(stat = ”identity”) +
scale_x_continuous(limits = c(60, 90)) +
scale_y_continuous(limits = c(0, 0.15)) +
labs(title = ”n = 90”,

x = ”Number of violations”,
y = ”Probability”)

p.90

## Warning: Removed 60 rows containing missing values (position_stack).

## Warning: Removed 2 rows containing missing values (geom_bar).



59

0.00

0.05

0.10

0.15

60 70 80 90

Number of violations

P
ro

ba
bi

lit
y

n = 90

5.3 Perform the following hypothesis tests for proportions at a level of sig-
nificance 𝛼 = 0.05 using the prop.test() function and the given parameters.
State your conclusions in a sentence or two.

a. In a survey of 600 residents, 54% indicated they supported mining
in their county. Perform a test that examines if your results can
state that the majority of residents support mining.

b. A tree nursery ensures that planting their seedlings will result in
at least 90% survival after two years of growth. You question these
claims after measuring 250 seedlings and find 215 of them survived
after two years. Perform a test that examines if your results support
the nursery’s claims.

c. You sample 54 ruffed grouse for West Nile virus and find 5 of them to
have the disease. Historical data indicate you expect 13% of grouse
to test positive for the virus. You want to make the claim that you
observed a positive infection rate less than the historical average.

# 5.3a
prop.test(x = 324, n = 600, p = 0.50,

alternative = ”greater”, conf.level = 0.95)

##
## 1-sample proportions test with continuity correction
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##
## data: 324 out of 600, null probability 0.5
## X-squared = 3.6817, df = 1, p-value = 0.02751
## alternative hypothesis: true p is greater than 0.5
## 95 percent confidence interval:
## 0.5055933 1.0000000
## sample estimates:
## p
## 0.54

# 5.3b
prop.test(x = 215, n = 250, p = 0.90,

alternative = ”less”, conf.level = 0.95)

##
## 1-sample proportions test with continuity correction
##
## data: 215 out of 250, null probability 0.9
## X-squared = 4.0111, df = 1, p-value = 0.0226
## alternative hypothesis: true p is less than 0.9
## 95 percent confidence interval:
## 0.0000000 0.8940214
## sample estimates:
## p
## 0.86

# 5.3c
prop.test(x = 5, n = 54, p = 0.13,

alternative = ”less”, conf.level = 0.95)

##
## 1-sample proportions test with continuity correction
##
## data: 5 out of 54, null probability 0.13
## X-squared = 0.3783, df = 1, p-value = 0.2693
## alternative hypothesis: true p is less than 0.13
## 95 percent confidence interval:
## 0.0000000 0.1895905
## sample estimates:
## p
## 0.09259259
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a. With a p-value = 0.02751, we can make the claim that
the majority of residents support mining in the county.
We reject the null hypothesis that the true proportion
of county residents that support mining is 50%.

b. With a p-value = 0.0226, you can make the claim
that you did not observe 90% survival in the planted
seedlings. We reject the null hypothesis that the true
proportion of seedling survival is 90%.

c. With a p-value = 0.2693, you cannot make the claim
that your sample contained a positive infection rate
less than the historical average. Accept the null hy-
pothesis that the true proportion of virus infections
is 13%.

5.4 The Random Geographic Coordinates web page (https://www.random.
org/geographic-coordinates/) uses randomness to select a set of geographic
coordinates at any location on Earth. Use the website to generate a random
coordinate and record whether it falls on land or water. Repeat this so that
you have 20 random locations and whether they are on land or water.

Determine the proportion of Earth covered with water from your collection
of 20 random samples. Now, do an internet search to find the true proportion
of Earth covered in water. Use prop.test() to run two two-tailed hypothesis
tests for proportions, one at 90% and the other at a 50% confidence level. The
null hypothesis is that your sampled proportion is equal to the true proportion
of Earth covered in water. Does the true proportion of Earth covered in water
fall within the calculated confidence interval provided in the R output?

https://www.random.org/geographic-coordinates/
https://www.random.org/geographic-coordinates/
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When I visited the Random Geographic Coordinates web page
I received 12/20 = 0.60 locations on water. Approximately 71%
of earth is covered in water.

# 90% test
prop.test(x = 12, n = 20, p = 0.71, conf.level = 0.90)

##
## 1-sample proportions test with continuity correction
##
## data: 12 out of 20, null probability 0.71
## X-squared = 0.7018, df = 1, p-value = 0.4022
## alternative hypothesis: true p is not equal to 0.71
## 90 percent confidence interval:
## 0.3951858 0.7778833
## sample estimates:
## p
## 0.6

# 50% test
prop.test(x = 12, n = 20, p = 0.71, conf.level = 0.50)

##
## 1-sample proportions test with continuity correction
##
## data: 12 out of 20, null probability 0.71
## X-squared = 0.7018, df = 1, p-value = 0.4022
## alternative hypothesis: true p is not equal to 0.71
## 50 percent confidence interval:
## 0.4995898 0.6944725
## sample estimates:
## p
## 0.6

The true proportion of Earth covered in water (0.71) falls within
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the 90% confidence interval [0.3951858, 0.7778833]. The true
proportion of Earth covered in water (0.71) does not fall within
the 50% confidence interval [0.4995898, 0.6944725].

5.5 Perform the following two-sample hypothesis tests for proportions at a
level of significance 𝛼 = 0.05 using the prop.test() or chisq.test() functions
and the given parameters. State your conclusions in a sentence or two.

a. In a survey of 500 residents in each of two counties, 280 and 220
residents in each county indicated they supported mining. Perform
a test that examines whether or not the proportion of support for
mining differs in these counties.

b. After planting 250 oak tree seedlings you find 215 of them survived
after two years. After planting 175 maple tree seedlings you find
165 of them survived after two years. Perform a test that examines
whether or not the proportion of surviving oak trees is less than the
proportion of surviving maple trees.

c. You sample 64 ruffed grouse for West Nile virus in Michigan and
find 8 of them to have the disease. In a similar study in Wisconsin,
45 grouse were tested and 7 had the disease. Perform a test that
examines whether or not the proportion of West Nile infections
differs in these two states.

# 5.5a
# Using prop.test()
mining.support <- c(280, 220)
mining.total <- c(500, 500)

prop.test(mining.support, mining.total)

##
## 2-sample test for equality of proportions with continuity correction
##
## data: mining.support out of mining.total
## X-squared = 13.924, df = 1, p-value = 0.0001904
## alternative hypothesis: two.sided
## 95 percent confidence interval:
## 0.05646837 0.18353163
## sample estimates:
## prop 1 prop 2
## 0.56 0.44
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# Using chisq.test()

mining <- matrix(c(280, 220, 220, 280), ncol = 2, byrow = T)
colnames(mining) <- c(”Support”, ”DoNotSupport”)
rownames(mining) <- c(”County1”, ”County2”)
mining

## Support DoNotSupport
## County1 280 220
## County2 220 280

chisq.test(mining)

##
## Pearson’s Chi-squared test with Yates’ continuity correction
##
## data: mining
## X-squared = 13.924, df = 1, p-value = 0.0001904

# 5.5b

# Using prop.test()
seedling.survive <- c(215, 165)
seedling.total <- c(250, 175)

prop.test(seedling.survive, seedling.total, alternative = ”less”)

##
## 2-sample test for equality of proportions with continuity correction
##
## data: seedling.survive out of seedling.total
## X-squared = 6.6155, df = 1, p-value = 0.005055
## alternative hypothesis: less
## 95 percent confidence interval:
## -1.00000000 -0.03178366
## sample estimates:
## prop 1 prop 2
## 0.8600000 0.9428571
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# 5.5c
# Using prop.test()
grouse.disease <- c(8, 7)
grouse.total <- c(64, 45)

prop.test(grouse.disease, grouse.total)

##
## 2-sample test for equality of proportions with continuity correction
##
## data: grouse.disease out of grouse.total
## X-squared = 0.030123, df = 1, p-value = 0.8622
## alternative hypothesis: two.sided
## 95 percent confidence interval:
## -0.1828151 0.1217040
## sample estimates:
## prop 1 prop 2
## 0.1250000 0.1555556

# Using chisq.test()

grouse <- matrix(c(8, 56, 7, 38), ncol = 2, byrow = T)
colnames(grouse) <- c(”Diseased”, ”NotDiseased”)
rownames(grouse) <- c(”Michigan”, ”Wisconsin”)
grouse

## Diseased NotDiseased
## Michigan 8 56
## Wisconsin 7 38

chisq.test(grouse)

##
## Pearson’s Chi-squared test with Yates’ continuity correction
##
## data: grouse
## X-squared = 0.030123, df = 1, p-value = 0.8622
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a. With a p-value = 0.0001904, we can make the claim
that the proportion of residents that support mining
differs in the counties. We reject the null hypothesis
that the proportion of residents that support mining
in both counties is equal.

b. With a p-value = 0.005055, you can make the claim
that survival of oaks was less than survival of maples.
We reject the null hypothesis that the proportion of
oak and maple seedling survival is equal. (Note that
you cannot use chisq.test() because of the one-sided
hypothesis test.)

c. With a p-value = 0.8622, we can make the claim that
the proportion of diseased grouse in Michigan and
Wisconsin is the same. We accept the null hypothe-
sis that the two proportions are equal.

5.6 The air quality data set is a built-in data set in R that provides daily
air quality measurements collected in New York City from May to September
1973.

Run the code below to read in the air quality data set. We’ll name the data
set air using the tibble() function:

air <- tibble(airquality)

Two variables in air that we will use are:
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• Mean ozone in parts per billion from 1300 to 1500 hours at Roosevelt Island
(Ozone)

• Numeric month from May through September (Month)

Write R code to find the number of days when the ozone level was unhealthy
for sensitive groups or greater, defined as a ozone measurement greater than
or equal to 101. Then, perform a two-sample test of proportions that deter-
mines if the proportion of unhealthy air quality days was different between the
spring (months of May and June) and summer (months of July, August, and
September). Perform the tests at a level of significance of 𝛼 = 0.05. NOTE:
Do not include days with an NA for ozone measurement.

air2 <- air %>%
filter(!is.na(Ozone)) %>%
mutate(AirQual = ifelse(Ozone >= 101, ”Unhealthy”, ”Healthy”)) %>%
group_by(AirQual) %>%
summarize(n = n()) %>%
mutate(freq = n / sum(n))

air2

## # A tibble: 2 x 3
## AirQual n freq
## <chr> <int> <dbl>
## 1 Healthy 109 0.940
## 2 Unhealthy 7 0.0603

air3 <- air %>%
filter(!is.na(Ozone)) %>%
mutate(AirQual = ifelse(Ozone >= 101, ”Unhealthy”, ”Healthy”),

Summer = ifelse(Month <= 6, ”Spring”, ”Summer”)) %>%
group_by(AirQual, Summer) %>%
summarize(n = n())

air3

## # A tibble: 4 x 3
## # Groups: AirQual [2]
## AirQual Summer n
## <chr> <chr> <int>
## 1 Healthy Spring 34
## 2 Healthy Summer 75
## 3 Unhealthy Spring 1
## 4 Unhealthy Summer 6
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# Using prop.test()
air.unhealthy <- c(1, 6)
air.total <- c(35, 81)

prop.test(air.unhealthy, air.total)

## Warning in prop.test(air.unhealthy, air.total): Chi-squared approximation may be
## incorrect

##
## 2-sample test for equality of proportions with continuity correction
##
## data: air.unhealthy out of air.total
## X-squared = 0.27033, df = 1, p-value = 0.6031
## alternative hypothesis: two.sided
## 95 percent confidence interval:
## -0.14532782 0.05432253
## sample estimates:
## prop 1 prop 2
## 0.02857143 0.07407407

# Using chisq.test()

airqual <- matrix(c(1, 34, 6, 75), ncol = 2, byrow = T)
colnames(airqual) <- c(”Unhealthy”, ”Healthy”)
rownames(airqual) <- c(”Spring”, ”Summer”)
airqual

## Unhealthy Healthy
## Spring 1 34
## Summer 6 75

chisq.test(airqual)

## Warning in chisq.test(airqual): Chi-squared approximation may be incorrect

##
## Pearson’s Chi-squared test with Yates’ continuity correction
##
## data: airqual
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## X-squared = 0.27033, df = 1, p-value = 0.6031

6.03% of the of days had an ozone level that was unhealthy for
sensitive groups. In May and June, one day out of 35 days was
unhealthy. In July, August, and September, six days out of 81
days were unhealthy. With a p-value = 0.6031, we can make the
claim that the proportion of unhealthy air quality days in spring
and summer is the same. We accept the null hypothesis that the
two proportions are equal. NOTE: the warning message “Chi-
squared approximation may be incorrect” is due to the small
number of “successes” in this data set, e.g., there was only one
unhealthy air quality day in spring.





6
Inference for two-way tables (solutions)

library(tidyverse)
library(stats4nr)

6.1 Determine the number of degrees of freedom for conducting a chi-squared
test for the following case studies:

a. A survey that asked participants their generation (Gen Z, Millennial,
Gen X, or Boomer) and whether they have taken personal actions
to address climate change in the last year (yes or no).

b. A survey that asked participants their political party (conservative
or liberal) and whether they believe that governments provide ade-
quate funding to address climate change (yes or no).

c. A survey that asked participants where they live (urban, rural, or
suburban) and whether they believe governments should provide
more, less, or the same amount of funding to address climate change.

# Degrees of freedom for a chi-squared test are (num rows - 1)*(num columns - 1).

# a.
(4-1)*(2-1)

## [1] 3

# b.
(2-1)*(2-1)

## [1] 1
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# c.
(3-1)*(3-1)

## [1] 4

6.2 Adedayo et al. (2010) investigated how rural women use forest resources
in different regions in Nigeria. They surveyed women in three different ethnic
groups according to different levels of income from forest resources, grouped
in increments of 10%.

Run the code below to reproduce the data from Adedayo et al. (2010; their
Table 2):

forest.resources <- matrix(c(2, 7, 22, 36, 10, 3,
5, 4, 20, 37, 8, 6,
0, 3, 28, 35, 10, 4), ncol = 6, byrow = T)

colnames(forest.resources) <- c(”<30%”, ”30-40%”, ”41-50%”,
”51-60%”, ”61-70%”, ”>70%”)

rownames(forest.resources) <- c(”Yoruba”, ”Nupe”, ”Berom”)
forest.resources

## <30% 30-40% 41-50% 51-60% 61-70% >70%
## Yoruba 2 7 22 36 10 3
## Nupe 5 4 20 37 8 6
## Berom 0 3 28 35 10 4

a. How many degrees of freedom are associated with a chi-squared test
for these data?

b. Run code in R that tests the null hypothesis that the proportion
of respondents’ income from forest resources is independent from
ethnic group at the 𝛼 = 0.05 level. State the results of the test in a
sentence or two.

# Degrees of freedom for a chi-squared test are (num rows - 1)*(num columns - 1).

# a.
(3-1)*(6-1)

## [1] 10
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a. There are 10 degrees of freedom for this test.

# b.
chisq.test(forest.resources)

## Warning in chisq.test(forest.resources): Chi-squared approximation may be
## incorrect

##
## Pearson’s Chi-squared test
##
## data: forest.resources
## X-squared = 10.19, df = 10, p-value = 0.424

b. With a p-value of 0.424 and a 𝜒2 statistic of 10.19,
we fail to reject the null hypothesis and conclude that
the proportion of respondents’ income from forest re-
sources is independent from ethnic group.

6.3. Run a similar chi-square test as above, but add the simulate.p.value =
TRUE statement to the test. Research what this statement does by looking up
the documentation for the chisq.test() function. How do the results of your
test differ?

?chisq.test

chisq.test(forest.resources, simulate.p.value = T)

##
## Pearson’s Chi-squared test with simulated p-value (based on 2000
## replicates)
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##
## data: forest.resources
## X-squared = 10.19, df = NA, p-value = 0.4123

The simulate.p.value statement is a logical (TRUE/FALSE)
indicating whether to compute p-values by Monte Carlo simu-
lation. the p-value (0.4333) is slightly greater than the previous
example. The overall results of the test don’t change and we fail
to reject the null hypothesis.
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Sample size and statistical power (solutions)

library(tidyverse)
library(stats4nr)

7.1 Write a function that calculates a “quick and dirty” approximation to the
standard deviation as mentioned in this chapter, where 𝜎 ≈ range/4. Use it
to calculate approximate standard deviations for the following variables:

a. A population of perch weights with a maximum and minimum of
350 and 60 grams, respectively.

b. The ages of white-tailed deer of 2, 3, 3, 4, 6 and 7 years.
c. The height (HT) of cedar elm trees (in feet) from the elm data set.

sd_apx <- function(min, max){
sd_hat = (max-min)/4
return(sd_hat)

}

# a.

sd_apx(min = 60, max = 350)

## [1] 72.5

# b.

deer <- c(2, 3, 3, 4, 6, 7)

sd_apx(min = min(deer), max = max(deer))

## [1] 1.25
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# c.
data(elm)
sd_apx(min = min(elm$HT), max = max(elm$HT))

## [1] 13.75

a. The approximate standard deviation is 72.5 grams.

b. The approximate standard deviation is 1.25 years.

c. The approximate standard deviation is 13.75 feet.

7.2 Consider a quantitative variable that interests you (e.g., the weights of
perch; the heights of cedar elm trees). Perform an internet search to find a
scientific article or publication that reports a mean and standard deviation for
this value. Use R code to calculate the coefficient of variation for this variable
of interest.

# As an example, I chose data on mercury content (ppm Hg)
# in common loon eggs in New Hampshire, USA:

mean_Hg <- 0.540
sd_Hg <- 0.399
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CV_Hg <- (sd_Hg / mean_Hg) * 100
CV_Hg

## [1] 73.88889

The coefficient of variation in loon eggs is 73.9%. The val-
ues are from Table 1 in this publication: Loon Preservation
Committee. 1999. Mercury exposure as measured through
abandoned common loon eggs in New Hampshire, 1998. Avail-
able at: https://www.fws.gov/newengland/PDF/contaminants/
Contaminant-Studies-Files/Mercury-Exposure-as-Measured-
through-Abandoned-Common-Loon-Eggs-in-New-Hampshire-
1998-1999.pdf

7.3 A strawberry farmer collects some data on yields from different fields on
her farm. She collects data from five fields and records yields of 48,000, 52,000,
65,000, 58,000, and 56,000 pounds per acre. Use the num_samples() function
to determine the appropriate number of samples to collect under the following
scenarios.

a. Find the sample size necessary to estimate a population mean with
95% confidence with an allowable error of 5%.

b. Find the sample size necessary to estimate a population mean with
99% confidence with an allowable error of 5%.

num_samples <- function(t, CV, A){
n = ((t * CV) / A)**2
return(ceiling(n))

}

# a.
straw <- c(48000, 52000, 65000, 58000, 56000)

num_samples(t = qt(0.975, df = Inf),
CV = (sd(straw)/mean(straw))*100,
A = 5)

https://www.fws.gov/newengland/PDF/contaminants/Contaminant-Studies-Files/Mercury-Exposure-as-Measured-through-Abandoned-Common-Loon-Eggs-in-New-Hampshire-1998-1999.pdf
https://www.fws.gov/newengland/PDF/contaminants/Contaminant-Studies-Files/Mercury-Exposure-as-Measured-through-Abandoned-Common-Loon-Eggs-in-New-Hampshire-1998-1999.pdf
https://www.fws.gov/newengland/PDF/contaminants/Contaminant-Studies-Files/Mercury-Exposure-as-Measured-through-Abandoned-Common-Loon-Eggs-in-New-Hampshire-1998-1999.pdf
https://www.fws.gov/newengland/PDF/contaminants/Contaminant-Studies-Files/Mercury-Exposure-as-Measured-through-Abandoned-Common-Loon-Eggs-in-New-Hampshire-1998-1999.pdf
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## [1] 21

#b.
num_samples(t = qt(0.995, df = Inf),

CV = (sd(straw)/mean(straw))*100,
A = 5)

## [1] 36

a. 21 samples are required to estimate a population
mean with 95% confidence with an allowable error
of 5%.

b. 36 samples are required to estimate a population
mean with 95% confidence with an allowable error
of 10%.

7.4 Foresters measure the diameters of logs to sell to a sawmill. Data are a
sample from a population of hundreds of logs from a recent timber harvest.
They calculate a mean log diameter of 22.6 inches and a standard deviation
of 8.5 inches. Use the num_samples() function to determine the appropriate
number of samples under the following scenarios.

a. Find the sample size necessary to estimate a population mean with
90% confidence with an allowable error of 15%.

b. How many more logs need to be sampled if the coefficient of varia-
tion of the logs is doubled?

c. How many fewer logs need to be sampled if the coefficient of varia-
tion of the logs is cut in half?

d. How many fewer logs need to be sampled if the allowable error of
the logs is doubled?
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e. How many more logs need to be sampled if the allowable error of
the logs is cut in half?

# a.
num_samples(t = qt(0.95, df = Inf),

CV = (8.5 / 22.6) * 100,
A = 20)

## [1] 10

# b.
num_samples(t = qt(0.95, df = Inf),

CV = ((8.5 / 22.6) * 100) * 2,
A = 20)

## [1] 39

# c.
num_samples(t = qt(0.95, df = Inf),

CV = ((8.5 / 22.6) * 100) / 2,
A = 20)

## [1] 3

# d.
num_samples(t = qt(0.95, df = Inf),

CV = ((8.5 / 22.6) * 100),
A = 20 * 2)

## [1] 3

# e.
num_samples(t = qt(0.95, df = Inf),

CV = ((8.5 / 22.6) * 100),
A = 20 / 2)
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## [1] 39

a. A sample of 10 logs is required.

b. If the coefficient of variation is doubled, a sample of
39 logs is required (four times the original amount).

c. If the coefficient of variation is cut in half, a sample
of 3 logs is required.

d. If the allowable error is doubled, a sample of 3 logs is
required.

e. If the allowable error is cut in half, a sample of 39 logs
is required.
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7.5 For the following questions, use the elm data set and conduct the analyses
with a significance level of 𝛼 = 0.10.

a. Calculate the power of a two-sided one-sample t-test on the height
(HT) of elm trees. The null hypothesis of the test is that the true
mean of all trees is equal to 30 feet and the alternative hypothesis
that the true mean is not equal to 30 feet.

b. Calculate the power of a two-sided one-sample t-test on the height
(HT) of all co-dominant elm trees. The null hypothesis of the test
is that the true mean of co-dominant elm trees is equal to 34 feet
and the alternative hypothesis that the true mean is not equal to
34 feet.

c. Find the number of samples of elm trees needed to achieve 0.85
power based on the hypothesis test outlined in part a.

d. Find the number of samples of co-dominant elm trees needed to
achieve 0.70 power based on the hypothesis test outlined in part b.

# a.
data(elm)

n.ht <- length(elm$HT)
mean.ht <- mean(elm$HT)
sd.ht <- sd(elm$HT)

power.t.test(n = n.ht,
delta = mean.ht - 30,
sd = sd.ht,
sig.level = 0.10,
type = ”one.sample”,
alternative = ”two.sided”)

##
## One-sample t test power calculation
##
## n = 333
## delta = 1.534535
## sd = 9.848377
## sig.level = 0.1
## power = 0.8835106
## alternative = two.sided
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# b.
elm.cod <- elm %>%
filter(CROWN_CLASS_CD == 3)

n.elm.cod <- length(elm.cod$HT)
mean.ht.cod <- mean(elm.cod$HT)
sd.ht.cod <- sd(elm.cod$HT)

power.t.test(n = n.elm.cod,
delta = mean.ht.cod - 34,
sd = sd.ht.cod,
sig.level = 0.10,
type = ”one.sample”,
alternative = ”two.sided”)

##
## One-sample t test power calculation
##
## n = 269
## delta = 2.022305
## sd = 10.12015
## sig.level = 0.1
## power = 0.9478446
## alternative = two.sided

# c.
power.t.test(n = NULL,

delta = mean.ht - 30,
sd = sd.ht,
sig.level = 0.10,
power = 0.85,
type = ”one.sample”,
alternative = ”two.sided”)

##
## One-sample t test power calculation
##
## n = 297.4742
## delta = 1.534535
## sd = 9.848377
## sig.level = 0.1
## power = 0.85
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## alternative = two.sided

# d.
power.t.test(n = NULL,

delta = mean.ht.cod - 34,
sd = sd.ht.cod,
sig.level = 0.10,
power = 0.70,
type = ”one.sample”,
alternative = ”two.sided”)

##
## One-sample t test power calculation
##
## n = 119.2059
## delta = 2.022305
## sd = 10.12015
## sig.level = 0.1
## power = 0.7
## alternative = two.sided

a. The power is 0.88.
b. The power is 0.95.
c. The number of samples required to achieve 0.85 power

is 298.
d. The number of samples required to achieve 0.70 power

is 120

7.6 Using the hypothesis test in question 7.5a, find the number of samples of
elm trees needed to achieve different levels of power ranging in ten percent
increments from 0.50 to 0.90. Make a plot using ggplot() that shows the
influence of power on the sample size.

power.t.test(n = NULL, delta = mean.ht - 30, sd = sd.ht,
sig.level = 0.10, power = 0.50,
type = ”one.sample”, alternative = ”two.sided”)
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##
## One-sample t test power calculation
##
## n = 112.7997
## delta = 1.534535
## sd = 9.848377
## sig.level = 0.1
## power = 0.5
## alternative = two.sided

power.t.test(n = NULL, delta = mean.ht - 30, sd = sd.ht,
sig.level = 0.10, power = 0.60,
type = ”one.sample”, alternative = ”two.sided”)

##
## One-sample t test power calculation
##
## n = 149.7696
## delta = 1.534535
## sd = 9.848377
## sig.level = 0.1
## power = 0.6
## alternative = two.sided

power.t.test(n = NULL, delta = mean.ht - 30, sd = sd.ht,
sig.level = 0.10, power = 0.70,
type = ”one.sample”, alternative = ”two.sided”)

##
## One-sample t test power calculation
##
## n = 195.1785
## delta = 1.534535
## sd = 9.848377
## sig.level = 0.1
## power = 0.7
## alternative = two.sided

power.t.test(n = NULL, delta = mean.ht - 30, sd = sd.ht,
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sig.level = 0.10, power = 0.80,
type = ”one.sample”, alternative = ”two.sided”)

##
## One-sample t test power calculation
##
## n = 256.0085
## delta = 1.534535
## sd = 9.848377
## sig.level = 0.1
## power = 0.8
## alternative = two.sided

power.t.test(n = NULL, delta = mean.ht - 30, sd = sd.ht,
sig.level = 0.10, power = 0.90,
type = ”one.sample”, alternative = ”two.sided”)

##
## One-sample t test power calculation
##
## n = 354.0892
## delta = 1.534535
## sd = 9.848377
## sig.level = 0.1
## power = 0.9
## alternative = two.sided

# Make a graph of power and samples
elm.power <- tribble(
~Power, ~NumSamp,
0.50, 113,
0.60, 150,
0.70, 195,
0.80, 256,
0.90, 354

)

p.power <- ggplot(elm.power, aes(Power, NumSamp)) +
geom_point() + geom_line() +
labs(y = ”Number of samples”,
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7.7 The following proportions of ruffed grouse showed antibodies consistent
with West Nile virus in different US states: Michigan (0.13), Minnesota (0.12),
and Wisconsin (0.29). Calculate the number of grouse samples needed in each
state to achieve a power of 0.80 at a significance level 𝛼 = 0.05 using the
following two-sided tests:

a. Michigan and Minnesota
b. Michigan and Wisconsin
c. Minnesota and Wisconsin
d. Why do the sample sizes required in the previous tests differ?

# a.
power.prop.test(n = NULL,

power = 0.80,
p1 = 0.13,
p2 = 0.12,
sig.level = 0.05)

##
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## Two-sample comparison of proportions power calculation
##
## n = 17168.25
## p1 = 0.13
## p2 = 0.12
## sig.level = 0.05
## power = 0.8
## alternative = two.sided
##
## NOTE: n is number in *each* group

# b.
power.prop.test(n = NULL,

power = 0.80,
p1 = 0.13,
p2 = 0.29,
sig.level = 0.05)

##
## Two-sample comparison of proportions power calculation
##
## n = 100.5418
## p1 = 0.13
## p2 = 0.29
## sig.level = 0.05
## power = 0.8
## alternative = two.sided
##
## NOTE: n is number in *each* group

# c.
power.prop.test(n = NULL,

power = 0.80,
p1 = 0.12,
p2 = 0.29,
sig.level = 0.05)

##
## Two-sample comparison of proportions power calculation
##
## n = 87.33567
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## p1 = 0.12
## p2 = 0.29
## sig.level = 0.05
## power = 0.8
## alternative = two.sided
##
## NOTE: n is number in *each* group

a. 17,169 samples are required.
b. 101 samples are required.
c. 87 samples are required.
d. Small differences in proportions (e.g., between Michi-

gan and Minnesota) result in the need for large sample
sizes. Large differences in proportions (e.g., between
Minnesota and Wisconsin) result in the need for small
sample sizes.
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library(tidyverse)
library(stats4nr)

8.1 Try out the game “Guess the Correlation” at http://
guessthecorrelation.com/. The game analyzes how we perceive correla-
tions in scatter plots. For each scatter plot, your guess should be between
zero and one, where zero is no correlation and one is perfect correlation.
Points are awarded and deducted if you:

• Guess within 0.05 of the true correlation: +1 life and +5 coins
• Guess within 0.10 of the true correlation: +1 coin
• Guess within >0.10 of the true correlation: -1 life
• You will also receive bonus coins if you make good guesses in a row.

You have three “lives” and the game will end when your guesses in three
consecutive tries are outside of the 0.10 value of the true correlation. After
your game ends, what was your mean error and how many total points did
you receive?

At the end of the “Guess the Correlation” game, the author
received a mean error of 0.24 and earned 16 total points.

8.2. Use the filter() function to subset the iris data into two data sets that
include the setosa and virginica species, separately. Run the cor() function to
find the Pearson correlation coefficient between sepal length and sepal width
for each data set. How would you describe the strengths of the correlations
between the variables. What values do you find that are different from what
was observed when the cor() function was presented in the text?

89

http://guessthecorrelation.com/
http://guessthecorrelation.com/
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setosa <- iris %>%
filter(Species == ”setosa”)

virginica <- iris %>%
filter(Species == ”virginica”)

cor(setosa$Sepal.Length, setosa$Sepal.Width)

## [1] 0.7425467

cor(virginica$Sepal.Length, virginica$Sepal.Width)

## [1] 0.4572278

Sepal length and sepal width are strongly positively correlated
for the setosa data (r = 0.74). Sepal length and sepal width
are moderately positively correlated for the virginica data (r
= 0.46). The interesting finding is that when sepal length and
sepal width for all species in the iris data are analyzed, the cor-
relation is weakly negative (r = -0.12), yet the correlations are
strongly positive when analyzed separately by species. This is
a phenomenon known as Simpson’s paradox, where a trend
appears in groups of data but the trend disappears or show con-
trasting results when the groups are combined. These contrast-
ing trends can be seen when adding species to a scatter plot of
sepal length and sepal width:

p.iris.spp <- ggplot(iris, aes(x = Sepal.Width,
y = Sepal.Length,
col = Species)) +

geom_point() +
ylab(”Sepal length (cm)”) +
xlab(”Sepal width (cm)”)

p.iris.spp
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8.3 Run the cor.test() function to find the Pearson correlation coefficient
between petal width and sepal width for the Iris virginica observations. If the
null hypothesis is that the true correlation between the two variables is equal
to 0, do you reject or fail to reject the test?

cor.test(virginica$Petal.Width, virginica$Sepal.Width)

##
## Pearson’s product-moment correlation
##
## data: virginica$Petal.Width and virginica$Sepal.Width
## t = 4.4187, df = 48, p-value = 5.648e-05
## alternative hypothesis: true correlation is not equal to 0
## 95 percent confidence interval:
## 0.3050368 0.7098315
## sample estimates:
## cor
## 0.537728

With a p-value of 5.648e-05, we reject the null hypothesis and
conclude that the true correlation is not equal to 0. Petal width
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and sepal width for the virginica observation are moderately
correlated with r = 0.54.

8.4 Find the parameters for a regression equation that converts the distance
measurement meters to feet. The dist data set has a range of measurements
that contain equivalent values for both units:

dist <- tribble(
~dist_m, ~dist_ft,
2, 6.56,
5, 16.40,
10, 32.80,
20, 65.62

)

a. Using the dist data, create a scatter plot with lines using
ggplot()that shows the measurements in feet on the y-axis (the
dependent variable) and the measurements in meters on the x-axis
(the independent variable).

b. On paper, find the parameters of the fitted line using the equation:
dist_ft = beta_0 + beta_1(dist_m).

c. Write a function in R that uses the equation you developed. Apply
it to determine the distance in feet for the following measurements
in meters: 4.6, 7.7, and 15.6.

# a.
ggplot(dist, aes (x = dist_m, y = dist_ft)) +
geom_point() +
geom_line()
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b. In this example, the y-intercept or 𝛽0 can be set to
zero. This is because 0 meters is equal to 0 feet. This is
an example of a regression line that will pass through
the origin, resulting in a model form termed the sim-
ple proportions regression model. in our example,
we can find the values into our equation knowing that
when it’s 0 degrees Celsius its 32 degrees Fahrenheit:

To determine the slope, we know that 16.40 feet is equal to 5
meters which can be used to determine the slope:

16.40 = 𝛽1(5)
𝛽1 = 16.40/5 = 3.28
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So, we can determine the distance in feet if we know the distance
in meters using the formula dist_ft = 3.28*(dist_m).

# c.
m_to_ft <- function(dist_m){
dist_ft <- 3.28*dist_m
return(dist_ft)

}

m_to_ft(dist_m = 4.6)

## [1] 15.088

m_to_ft(dist_m = 7.7)

## [1] 25.256

m_to_ft(dist_m = 15.6)

## [1] 51.168

8.5 Christensen et al. (1996) reported on the relationship between coarse
woody debris along the shorelines of 16 different lakes in the Great Lakes re-
gion (their Table 1). They observed a positive relationship between the density
of coarse woody debris (cwd_obs; measured in 𝑚2𝑘𝑚−1) and the density of
trees (TreeDensity; measured in number of trees per hectare). The cwd data
set contains the data:

cwd <- tribble(
~cwd_obs, ~TreeDensity,
121, 1270,
41, 1210,
183, 1800,
130, 1875,
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127, 1300,
134, 2150,
65, 1330,
52, 964,
12, 961,
46, 1400,
54, 1280,
97, 976,
1, 771,
4, 833,
1, 883,
4, 956

)

a. The authors developed a regression equation to predict the den-
sity of coarse woody debris. The equation was CWD = −83.6 +
0.12TreeDensity. Add a variable to the cwd data called cwd_pred
that predicts the the density of coarse woody debris for the 16 lakes
Add a variable to the cwd data called resid that calculates the resid-
ual value for each observation.

b. Create a scatter plot using ggplot() of the residuals (y-axis) plotted
against the observed CWD values (x-axis). Add the stat_smooth()
statement to your plot to add a smoothed line through the plot.
What do you notice about the trends in the residuals as the CWD
values increase?

# a.
cwd <- cwd %>%
mutate(cwd_pred = -83.6 + 0.12*TreeDensity,

resid = cwd_pred - cwd_obs)

# b.
ggplot(data = cwd, aes(x = cwd_obs, y = resid)) +
geom_point() +
stat_smooth()

## ‘geom_smooth()‘ using method = ’loess’ and formula ’y ~ x’
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b. The residuals become smaller (more negative) as the
CWD values increase.

8.6 Replicate the model that Christensen et al. (1996) fit to the cwd data (see
Question 8.5). Fit a simple linear regression using the lm() function with the
density of coarse woody debris (cwd_obs) as the dependent variable and the
density of trees (TreeDensity) as the independent variable. How do the values
for the intercept and slope you find compare to what the original authors
found?

cwd.slr <- lm(cwd_obs ~ TreeDensity, data = cwd)
summary(cwd.slr)

##
## Call:
## lm(formula = cwd_obs ~ TreeDensity, data = cwd)
##
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## Residuals:
## Min 1Q Median 3Q Max
## -38.62 -22.41 -13.33 26.16 61.35
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) -77.09908 30.60801 -2.519 0.024552 *
## TreeDensity 0.11552 0.02343 4.930 0.000222 ***
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## Residual standard error: 36.32 on 14 degrees of freedom
## Multiple R-squared: 0.6345, Adjusted R-squared: 0.6084
## F-statistic: 24.3 on 1 and 14 DF, p-value: 0.0002216

The values for the estimated slopes ̂𝛽1 are similar, save rounding
(0.12 and 0.11552). Interestingly, the values for the estimated
intercepts ̂𝛽0 are slightly different (-83.6 and -77.09908). This
might be because of slight differences in software algorithms (the
Christensen et al. 1996 paper was written at a time when statis-
tical software was in its infancy) or close reader that consult the
original paper might notice a curious value for Lake Towanda
(see Christensen et al. 1996; their Table 1).

8.7 Now, fit a simple proportions model to the cwd data. How does the value
for the estimated slope ̂𝛽1 compare to the value you found in the simple linear
regression?

cwd.sp <- lm(cwd_obs ~ TreeDensity -1, data = cwd)
summary(cwd.sp)

##
## Call:
## lm(formula = cwd_obs ~ TreeDensity - 1, data = cwd)
##
## Residuals:
## Min 1Q Median 3Q Max
## -52.55 -44.66 -17.69 24.14 76.53
##
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## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## TreeDensity 0.059149 0.008095 7.307 2.58e-06 ***
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## Residual standard error: 42.3 on 15 degrees of freedom
## Multiple R-squared: 0.7807, Adjusted R-squared: 0.766
## F-statistic: 53.39 on 1 and 15 DF, p-value: 2.581e-06

The slope for the simple proportions model is nearly half that
compared to the simple linear regression (0.059149 compared to
0.11552).

8.8 Create a scatter plot showing the density of coarse woody debris and
density of trees. Add a linear regression line to the scatter plot between the
density of coarse woody debris and trees by typing stat_smooth(method =
”lm”) to your ggplot() code. This will present the simple linear regression
line with 95% confidence bands.

ggplot(data = cwd, aes(x = cwd_obs, y = TreeDensity)) +
geom_point() +
stat_smooth(method = ”lm”)

## ‘geom_smooth()‘ using formula ’y ~ x’
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8.9 Print out the ANOVA table you developed earlier in question 8.6 that
estimated the density of coarse woody debris based on the density of trees.
Using manual calculations in R, calculate the 𝑅2 value based on the sums of
squares values provided in the ANOVA table.

anova(cwd.slr)

## Analysis of Variance Table
##
## Response: cwd_obs
## Df Sum Sq Mean Sq F value Pr(>F)
## TreeDensity 1 32054 32054 24.303 0.0002216 ***
## Residuals 14 18466 1319
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1

R2_cwd <- 32054/(32054 + 18466)
R2_cwd

## [1] 0.6344814



100 8 Linear regression (solutions)

Recall that the 𝑅2 can be calculated by dividing the regression
sums of squares by the total sums of squares. The value 0.6345
is identical to what is provided in the R summary() output.

8.10 Using manual calculations in R, calculate the 𝑅2
𝑎𝑑𝑗 value for the regres-

sion that estimated the density of coarse woody debris based on the density
of trees.

n_cwd <- n_distinct(cwd)
k_cwd <- 1
R2_adj_cwd <- 1 - (((1-R2_cwd)*(n_cwd-1))/(n_cwd - k_cwd - 1))
R2_adj_cwd

## [1] 0.6083729

Recall that the 𝑅2
𝑎𝑑𝑗 depends on 𝑘, the number of independent

variables in a regression model. The 𝑅2
𝑎𝑑𝑗 value of 0.6084 is

identical to what is provided in the R summary() output.

8.11 Perform a literature search to find a study that performed linear regres-
sion using data from an organism that interests you. What were the indepen-
dent and dependent variables used and what were the 𝑅2 values that were
reported? Are these findings surprising to you?

See for example, Deo and Froese (2012)1. These authors fir diam-
eter increment of trees (dependent variable) using a host of inde-
pendent variables including the diameter at breast height, basal

1https://www.researchgate.net/publication/328974689_Refitting_the_Large-Tree_
Diameter_Growth_Equations_of_the_Lake_States_and_Central_States_Variants_of_the_Forest_
Vegetation_Simulator

https://www.researchgate.net/publication/328974689_Refitting_the_Large-Tree_Diameter_Growth_Equations_of_the_Lake_States_and_Central_States_Variants_of_the_Forest_Vegetation_Simulator
https://www.researchgate.net/publication/328974689_Refitting_the_Large-Tree_Diameter_Growth_Equations_of_the_Lake_States_and_Central_States_Variants_of_the_Forest_Vegetation_Simulator
https://www.researchgate.net/publication/328974689_Refitting_the_Large-Tree_Diameter_Growth_Equations_of_the_Lake_States_and_Central_States_Variants_of_the_Forest_Vegetation_Simulator
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area in larger trees, among others. They reported 𝑅2 values be-
tween 0.12 and 0.59. These lower 𝑅2 values are not surprising
because there is a lot of variability in tree growth!

8.12 With the air data set, explore the relationship between ozone levels
(Ozone ) and wind speed (Wind).

a. Using ggplot(), make a scatter plot of these variables and add a
linear regression line to the plot. Are ozone levels higher on windy
or calm days?

b. Fit a simple linear regression model of Ozone (response variable)
with Wind as the explanatory variable. Type the resulting coefficients
for the ̂𝛽0 and ̂𝛽1.

c. Based on the summary output from the regression, calculate the
Pearson correlation coefficient between Ozone and Wind.

d. Find the 90% confidence limits for the ̂𝛽0 and ̂𝛽1 regression coeffi-
cients.

e. Use your developed model to make ozone predictions for two new
observations: when wind speed is 6 and 12 miles per hour.

air <- airquality
# a.
ggplot(data = air, aes(x = Wind, y = Ozone)) +
geom_point() +
stat_smooth(method = ”lm”)

## ‘geom_smooth()‘ using formula ’y ~ x’

## Warning: Removed 37 rows containing non-finite values (stat_smooth).

## Warning: Removed 37 rows containing missing values (geom_point).
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# b.
lm.wind <- lm(Ozone ~ Wind, data = air)
summary(lm.wind)

##
## Call:
## lm(formula = Ozone ~ Wind, data = air)
##
## Residuals:
## Min 1Q Median 3Q Max
## -51.572 -18.854 -4.868 15.234 90.000
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) 96.8729 7.2387 13.38 < 2e-16 ***
## Wind -5.5509 0.6904 -8.04 9.27e-13 ***
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## Residual standard error: 26.47 on 114 degrees of freedom
## (37 observations deleted due to missingness)
## Multiple R-squared: 0.3619, Adjusted R-squared: 0.3563
## F-statistic: 64.64 on 1 and 114 DF, p-value: 9.272e-13
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# c.
r <- sqrt(summary(lm.wind)$r.squared)*-1
r

## [1] -0.6015465

# d.
confint(lm.wind, level = 0.90)

## 5 % 95 %
## (Intercept) 84.868760 108.877029
## Wind -6.695837 -4.406008

# e.
ozone_new <- tribble(
~Wind,
6,
12

)

ozone_new %>%
mutate(Ozone_pred = predict(lm.wind, ozone_new))

## # A tibble: 2 x 2
## Wind Ozone_pred
## <dbl> <dbl>
## 1 6 63.6
## 2 12 30.3

a. Ozone levels are lower on windy days. (There is a
negative relationship between ozone and wind).

b. The regression coefficients for ̂𝛽0 and ̂𝛽1 are 96.8729
and -5.5509, respectively.

c. Remember that the correlation coefficient 𝑟 can be
found by √(𝑅2), and we have a negative trend be-
tween ozone level and wind speed. The correlation
coefficient 𝑟 is -0.6015465.
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d. The 90% confidence limits for the ̂𝛽0 and ̂𝛽1 regres-
sion coefficients are [84.868760, 108.877029] and [-
6.695837, -4.406008], respectively.

e. Predictions of ozone are 63.6 and 30.3 ppb at 6 and
12 miles per hour, respectively.

8.13 A store wishes to know the impact of various pricing policies for milk
on monthly sales. Using a data set named milk, they performed a simple
linear regression between milk price (price) in dollars per gallon and sales in
hundreds of gallons (sales). The following output results:

##
## Call:
## lm(formula = price ~ sales, data = milk)
##
## Residuals:
## Min 1Q Median 3Q Max
## -0.50536 -0.15737 -0.02143 0.17388 0.42411
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) 5.65357 0.78876 7.168 9.54e-05 ***
## sales -0.07054 0.02389 -2.953 0.0183 *
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## Residual standard error: 0.2882 on 8 degrees of freedom
## Multiple R-squared: 0.5215, Adjusted R-squared: 0.4617
## F-statistic: 8.72 on 1 and 8 DF, p-value: 0.01834

Using the R output, answer the following questions as TRUE or FALSE.

a. The price of milk was the independent variable in this simple linear
regression.

b. There were 8 observations in the milk data set.

c. The Pearson correlation coefficient between milk price and number
of sales was 0.7221.

d. For every dollar increase in the price of milk, sales decrease by seven
cents.

e. For the median residual, the regression line predicts a value greater
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than its observed value (i.e., the regression “overpredicts” this
value).

a. FALSE. The number of milk sales is the independent
variable. You can see the sales variable listed as a
regression coefficient.

b. FALSE. There are 8 degrees of freedom for this re-
gression model. For simple linear regression there are
𝑛 − 2 degrees of freedom, hence, there are 𝑛 = 10
observations in the milk data set.

c. TRUE. 𝑟 =
√

𝑅2 = √(0.5215) = 0.7221
d. TRUE. This can be seen in the regression coefficient

for the slope parameter ̂𝛽1.
e. TRUE. With a median residual of -0.02143, this indi-

cates a great value being predicted compared to the
observed value (i.e., “overpredicting”).

8.14 Do a literature search and write about how data quality is assessed in
your discipline. For example, are there any data quality assurance/quality con-
trol protocols for the data and variables you work with? Some of these QA/QC
protocols may be formalized (e.g., they are adhered to by organizations or sci-
entific communities) or they may be informal (e.g., a researcher may decide
to not use measurements if they do not meet some thresholds).

A response from a former student: “Standard operating proce-
dures (SOP’s) are common in my field to maintain quality assur-
ance for data samples. My lab utilizes a 3-step check-off system
for all tasks relating to data collection and equipment operations
to maintain consistent results whenever someone is working on
a project. This is an effective method to train newcomers on
how to collect data for an experiment and to make sure it is the
correct data. Aside from SOP’s we also require signatures for
any data entry from a peer for quality assurance. Any original
field documents are kept on hand, in the event something is lost
or entered incorrectly.”
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8.15. Recall the regression you developed earlier in question 8.6 that estimated
the density of coarse woody debris based on the density of trees.

a. With the regression object, run the augment() function from the
broom package to obtain the data set with residual values and
other variables. Write R code to calculate the mean and standard
deviations of all residual values.

b. Inspect the regression output by plotting the diagnostic plots using
the diagPlot() function. Investigate the plots of residuals, standard-
ized residuals, square root of standardized residuals, and Cook’s
distance. Write two to three sentences that describe the diagnostic
plots and any concerns you might have about the fit of the regres-
sion.

c. Create a quantile-quantile plot for the density of coarse woody de-
bris and describe the pattern you see. After your assessment of the
plot, are you confident in stating that the data are distributed nor-
mally?

# a.
library(broom)

cwd.resid <- augment(cwd.slr)

cwd.resid %>%
summarize(mean.resid = mean(.resid),

sd.resid = sd(.resid))

## # A tibble: 1 x 2
## mean.resid sd.resid
## <dbl> <dbl>
## 1 7.99e-15 35.1

a. The mean and standard deviation of all residual val-
ues are 7.99e-15 and 35.1 𝑚2𝑘𝑚−1, respectively.
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# b.
diagPlot <- function(model){

#Residuals
p.resid <- ggplot(model, aes(x = .fitted, y = .resid)) +
geom_point() +
geom_hline(yintercept = 0, col = ”black”, linetype = ”dashed”) +
ylab(”Residual”) +
xlab(”Fitted value”) +
stat_smooth(se = F)

#Standardized residuals
p.stdresid <- ggplot(model, aes(x = .fitted, y = .std.resid)) +
geom_point() +
geom_hline(yintercept = 2, col = ”black”, linetype = ”dashed”) +
geom_hline(yintercept = -2, col = ”black”, linetype = ”dashed”) +
ylab(”Standardized residual”) +
xlab(”Fitted value”) +
stat_smooth(se = F)

#Square root of standardized residuals
p.srstdresid <- ggplot(model, aes(x = .fitted,

y = sqrt(abs(.std.resid)))) +
geom_point() +
ylab(expression(sqrt(”Standardized residual”))) +
xlab(”Fitted value”) +
stat_smooth(se = F)

#Cook’s distance
p.cooks <- ggplot(model, aes(x = seq_along(.cooksd), y = .cooksd)) +
geom_bar(stat = ”identity”) +
ylab(”Cook’s distance”) +
xlab(”Observation number”)

return(list(p.resid = p.resid, p.stdresid = p.stdresid,
p.srstdresid = p.srstdresid, p.cooks = p.cooks))

}

p.diag <- diagPlot(cwd.resid)

library(patchwork)

(p.diag$p.resid | p.diag$p.stdresid) /
(p.diag$p.srstdresid | p.diag$p.cooks)
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## ‘geom_smooth()‘ using method = ’loess’ and formula ’y ~ x’
## ‘geom_smooth()‘ using method = ’loess’ and formula ’y ~ x’
## ‘geom_smooth()‘ using method = ’loess’ and formula ’y ~ x’
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b. Description of diagnostics plots follow:

• Residual plot. The plot shows residuals above and below 0 and evenly dis-
persed throughout the graph. There are no serious trends in the residuals
and one can assume constant variance. The smoothed trend line indicates
some variability but it is likely due to low number of lakes being sampled
for coarse woody debris.

• Standardized residuals. All standardized residuals are between ±2. With no
serious trends in the plot, the residuals and well dispersed.

• Square root of standardized residuals. There is some deviance for smaller
fitted values , but generally, the trend line is relatively flat across the range
of of fitted values. No serious concerns here.

• Cook’s distance Observation #6 appears to have the highest value for the
metric, but overall no serious concerns. After looking closely at the data,
observation #6 seems has a large value for tree density relative to other
observations, but appears to be a “biologically reasonable” observation.
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# c.
ggplot(cwd, aes(sample = cwd_obs)) +
stat_qq() +
stat_qq_line()
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c. The overall trend line of the values in the Q-Q plot
is relatively linear. Some values near the tails devi-
ate from the straight line but these are not serious
concerns. The data follow a distribution.

8.16 Recall back to question 8.12 which fits the regression of New York City
ozone levels with wind speed.

a. Provide the output for the residual plot from this regression model.
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What is the general trend in the residual plot? Which core assump-
tion is violated in this regression and what indicates this violation?

b. One way to remedy the violation observed here is to perform a
polynomial regression. Polynomial regression is a type of linear
regression in which the relationship between the independent vari-
able 𝑥 and the dependent variable 𝑦 is modeled as an nth degree
polynomial. In other words, we can add a squared term of our inde-
pendent variable Wind to create a second-degree polynomial model.
Create a new variable in the air data set using the mutate() func-
tion that squares the value of Wind. Then, perform a multiple linear
regression using both Wind and Windsq to predict the weight of perch.
You can combine them in the code by adding a Wind + Windsq to
the right of the tilde ~ in the lm() function. How do the 𝑅2 and
𝑅2

𝑎𝑑𝑗 values compare with this model and the one you developed in
question 8.12?

c. Now, provide the output for the residual plot for this new regression
model. What has changed about the characteristics of the residual
plot? What can you conclude about the assumptions of regression?

d. Another way to remedy the residual plots observed in 8.16.a is to
log-transform the response variable Ozone. Log-transforming data
is often used as a way to change the data to meet the assumptions
of regression (and get a better-looking residual plot). Create a new
variable in the air data set called log_Ozone. Provide the output for
the residual plot this new regression model. What can you conclude
about the assumptions of regression?

# a.
wind.resid <- augment(lm.wind)

p.diag <- diagPlot(wind.resid)

p.diag$p.resid

## ‘geom_smooth()‘ using method = ’loess’ and formula ’y ~ x’



111

-50

0

50

0 30 60

Fitted value

R
es

id
ua

l

a. This is a classic case that we have violated the linear
relationship. There is a U-shaped trend in the residu-
als which signifies this.

# b.
air <- air %>%
mutate(Windsq = Windˆ2)

lm.wind2 <- lm(Ozone ~ Wind + Windsq, data = air)

summary(lm.wind2)

##
## Call:
## lm(formula = Ozone ~ Wind + Windsq, data = air)
##
## Residuals:
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## Min 1Q Median 3Q Max
## -52.295 -16.000 -4.664 12.438 64.038
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) 162.5722 14.1851 11.461 < 2e-16 ***
## Wind -19.4439 2.7350 -7.109 1.12e-10 ***
## Windsq 0.6487 0.1244 5.217 8.34e-07 ***
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## Residual standard error: 23.87 on 113 degrees of freedom
## (37 observations deleted due to missingness)
## Multiple R-squared: 0.4857, Adjusted R-squared: 0.4766
## F-statistic: 53.36 on 2 and 113 DF, p-value: < 2.2e-16

summary(lm.wind)

##
## Call:
## lm(formula = Ozone ~ Wind, data = air)
##
## Residuals:
## Min 1Q Median 3Q Max
## -51.572 -18.854 -4.868 15.234 90.000
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) 96.8729 7.2387 13.38 < 2e-16 ***
## Wind -5.5509 0.6904 -8.04 9.27e-13 ***
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## Residual standard error: 26.47 on 114 degrees of freedom
## (37 observations deleted due to missingness)
## Multiple R-squared: 0.3619, Adjusted R-squared: 0.3563
## F-statistic: 64.64 on 1 and 114 DF, p-value: 9.272e-13

b. The 𝑅2 increases from 0.3619 in the previous model to
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0.4857 in this model. The 𝑅2
𝑎𝑑𝑗 increases from 0.3563

in the previous model to 0.4766 in this model.

# c.
wind.resid2 <- augment(lm.wind2)

p.diag <- diagPlot(wind.resid2)

p.diag$p.resid

## ‘geom_smooth()‘ using method = ’loess’ and formula ’y ~ x’
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c. The assumption of linear relationship appears to hold
for this model. The trend line is closer to zero across
all fitted values. Notice there are few observations
with small fitted values and large negative residuals.
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# d.
air <- air %>%
mutate(log_Ozone = log(Ozone))

lm.wind3 <- lm(log_Ozone ~ Wind + Windsq, data = air)

summary(lm.wind3)

##
## Call:
## lm(formula = log_Ozone ~ Wind + Windsq, data = air)
##
## Residuals:
## Min 1Q Median 3Q Max
## -3.3015 -0.4322 0.0599 0.4955 1.4002
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) 5.834747 0.420582 13.873 < 2e-16 ***
## Wind -0.369453 0.081092 -4.556 1.33e-05 ***
## Windsq 0.011165 0.003687 3.028 0.00305 **
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## Residual standard error: 0.7076 on 113 degrees of freedom
## (37 observations deleted due to missingness)
## Multiple R-squared: 0.3432, Adjusted R-squared: 0.3316
## F-statistic: 29.52 on 2 and 113 DF, p-value: 4.846e-11

wind.resid3 <- augment(lm.wind3)

p.diag <- diagPlot(wind.resid3)

p.diag$p.resid

## ‘geom_smooth()‘ using method = ’loess’ and formula ’y ~ x’
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d. After log-transforming the response variable, the as-
sumption of linear relationship appears to hold for
this model. The residual plot is a “shotgun pattern”
with mean values around zero.
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library(tidyverse)
library(stats4nr)

9.1 The fish data set contains measurements on fish caught in Lake Laengel-
mavesi, Finland (Puranen 1917). The data include measurements from seven
species where the weight, length, height, and width of fish were measured. The
variables are defined as:

• Species: (Fish species name)
• Weight: (Weight of the fish [grams])
• Length1: (Length from the nose to the beginning of the tail [cm])
• Length2: (Length from the nose to the notch of the tail [cm])
• Length3: (Length from the nose to the end of the tail [cm])
• Height: (Maximal height as % of Length3)
• Width: (Maximal width as % of Length3)

a. Read in the data set from the stats4nr package and explore the
data using the ggpairs() function from the GGally package. Add a
different color to your plot for each of the seven species. What do you
notice about the relationships between the three length variables?
Which fish species has the largest median value for width?

b. Create a new data set called perch that contains only observations
of perch species using the filter() function. Then, use lm() to
create a simple linear regression with this data set to predict Weight
using Length3 as an independent variable (the length from the nose
to the end of the tail). Use summary() on the model to investigate
its performance. How much would a perch with a Length3 of 30 cm
weigh?

c. Apply the diagPlot() function to the simple linear regression model.
What is the general trend in the residual plot? Which assumption
of regression is violated here and what indicates this violation?

d. To remedy the regression, create a new variable in the perch data

117
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set called Length3sq that squares the value of Length3. In addi-
tion, create a new variable by log-transforming the response vari-
able Weight. Then, perform a multiple linear regression using both
Length3 and Length3sq to predict the log-transformed weight. Then,
provide the output for the residual plot for this model. What has
changed about the characteristics of the residual plot? What can
you conclude about the assumptions of this regression?

e. Use the glance() function from the broom package to compare the
adjusted R-squared values between the simple and multiple linear
regression models.

# a.
data(fish)

library(GGally)

## Registered S3 method overwritten by ’GGally’:
## method from
## +.gg ggplot2

# ggpairs(fish, aes(col = Species))

a. All three length variables appear to have a nearly 1:1
relationship (likely very high correlation). Perch have
the largest median width (can be seen in the box plot
of widths by species).

# b.
perch <- fish %>%
filter(Species == ”Perch”)

perch.lm1 <- lm(Weight ~ Length3, data = perch)
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summary(perch.lm1)

##
## Call:
## lm(formula = Weight ~ Length3, data = perch)
##
## Residuals:
## Min 1Q Median 3Q Max
## -158.52 -43.09 -21.17 39.53 201.48
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) -707.923 39.786 -17.79 <2e-16 ***
## Length3 36.629 1.271 28.82 <2e-16 ***
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## Residual standard error: 85.79 on 53 degrees of freedom
## Multiple R-squared: 0.94, Adjusted R-squared: 0.9389
## F-statistic: 830.4 on 1 and 53 DF, p-value: < 2.2e-16

-707.923 + (36.629 * 30)

## [1] 390.947

b. A perch that has a Length3 of 30 cm would weigh
390.9 grams.

# c.
diagPlot <- function(model){
# Residuals
p.resid <- ggplot(model, aes(x = .fitted, y = .resid)) +
geom_point() +
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geom_hline(yintercept = 0, col = ”black”, linetype = ”dashed”) +
ylab(”Residual”) +
xlab(”Fitted value”) +
stat_smooth(se = F)

# Standardized residuals
p.stdresid <- ggplot(model, aes(x = .fitted, y = .std.resid)) +
geom_point() +
geom_hline(yintercept = 2, col = ”black”, linetype = ”dashed”) +
geom_hline(yintercept = -2, col = ”black”, linetype = ”dashed”) +
ylab(”Standardized residual”) +
xlab(”Fitted value”) +
stat_smooth(se = F)

# Square root of standardized residuals
p.srstdresid <- ggplot(model, aes(x = .fitted,

y = sqrt(abs(.std.resid)))) +
geom_point() +
ylab(expression(sqrt(”Standardized residual”))) +
xlab(”Fitted value”) +
stat_smooth(se = F)

# Cook’s distance
p.cooks <- ggplot(model, aes(x = seq_along(.cooksd), y = .cooksd)) +
geom_bar(stat = ”identity”) +
ylab(”Cook’s distance”) +
xlab(”Observation number”)

return(list(p.resid = p.resid, p.stdresid = p.stdresid,
p.srstdresid = p.srstdresid, p.cooks = p.cooks))

}

p.diag <- diagPlot(perch.lm1)
p.diag$p.res

## ‘geom_smooth()‘ using method = ’loess’ and formula ’y ~ x’
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c. This is a classic case that we have violated the linear
relationship.

# d.
perch <- perch %>%
mutate(Length3sq = Length3ˆ2,

log_Weight = log(Weight))

perch.lm2 <- lm(log_Weight ~ Length3 + Length3sq, data = perch)
summary(perch.lm2)

##
## Call:
## lm(formula = log_Weight ~ Length3 + Length3sq, data = perch)
##
## Residuals:
## Min 1Q Median 3Q Max
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## -0.23693 -0.06542 -0.01321 0.05281 0.34747
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) 0.5567068 0.2101012 2.65 0.0106 *
## Length3 0.2308445 0.0141218 16.35 < 2e-16 ***
## Length3sq -0.0019836 0.0002209 -8.98 3.73e-12 ***
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## Residual standard error: 0.1119 on 52 degrees of freedom
## Multiple R-squared: 0.9874, Adjusted R-squared: 0.987
## F-statistic: 2043 on 2 and 52 DF, p-value: < 2.2e-16

p.diag <- diagPlot(perch.lm2)
p.diag$p.res

## ‘geom_smooth()‘ using method = ’loess’ and formula ’y ~ x’
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d. The assumption of linear relationship appears to hold
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for this model. Transforming the data makes a resid-
ual plot that is a “shotgun pattern” with mean values
around zero.

# e.
library(broom)

glance(perch.lm1)

## # A tibble: 1 x 12
## r.squared adj.r.squared sigma statistic p.value df logLik AIC BIC
## <dbl> <dbl> <dbl> <dbl> <dbl> <dbl> <dbl> <dbl> <dbl>
## 1 0.940 0.939 85.8 830. 4.68e-34 1 -322. 650. 656.
## # ... with 3 more variables: deviance <dbl>, df.residual <int>, nobs <int>

glance(perch.lm2)

## # A tibble: 1 x 12
## r.squared adj.r.squared sigma statistic p.value df logLik AIC BIC
## <dbl> <dbl> <dbl> <dbl> <dbl> <dbl> <dbl> <dbl> <dbl>
## 1 0.987 0.987 0.112 2043. 3.78e-50 2 44.0 -80.0 -71.9
## # ... with 3 more variables: deviance <dbl>, df.residual <int>, nobs <int>

e. The adjusted R-squared values are 0.939 and 0.987
for the simple and multiple linear regression models,
respectively.

9.2 This question performs a multiple linear regression using the falcon data
set.

a. “Dummy” variables, or indicator variables, are dichotomous indica-
tors of a variable used in a regression. Create a new dummy variable
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in the falcon data set that creates a numeric 1,0 variable that repre-
sents whether a falcon is male or female. Then, perform a multiple
linear regression predicting wingspan using weight and the dummy
variable for the sex of the falcon. Do you reject or fail to reject the
null hypothesis that all slopes 𝛽𝑝 are equal to zero at the 𝛼 = 0.05
level?

b. Use the tidy() function on the multiple linear regression to extract
the regression coefficients.

c. Provide 85% confidence intervals for the regression coefficients in
this model.

# a.

falcon <- falcon %>%
mutate(sex_ind = ifelse(sex == ”M”, 1, 0))

falcon.lm4 <- lm(wingspan ~ weight + sex_ind, data = falcon)
summary(falcon.lm4)

##
## Call:
## lm(formula = wingspan ~ weight + sex_ind, data = falcon)
##
## Residuals:
## Min 1Q Median 3Q Max
## -5.3191 -3.1952 -0.1588 2.2774 6.8013
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) 65.676431 8.214712 7.995 3.68e-07 ***
## weight 0.028203 0.006339 4.449 0.000352 ***
## sex_ind -6.406896 3.898697 -1.643 0.118678
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## Residual standard error: 3.7 on 17 degrees of freedom
## Multiple R-squared: 0.9179, Adjusted R-squared: 0.9083
## F-statistic: 95.06 on 2 and 17 DF, p-value: 5.899e-10
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a. We reject the null hypothesis that all slopes 𝛽𝑝 are
equal to zero at the 𝛼 = 0.05 level. Overall F-statistic
is 95.06.

# b.

tidy(falcon.lm4)

## # A tibble: 3 x 5
## term estimate std.error statistic p.value
## <chr> <dbl> <dbl> <dbl> <dbl>
## 1 (Intercept) 65.7 8.21 7.99 0.000000368
## 2 weight 0.0282 0.00634 4.45 0.000352
## 3 sex_ind -6.41 3.90 -1.64 0.119

b. Used the tidy() function.

# c.

confint(falcon.lm4, level=0.85)

## 7.5 % 92.5 %
## (Intercept) 53.29143964 78.06142197
## weight 0.01864622 0.03775882
## sex_ind -12.28480397 -0.52898733

c. Used the confint() function.
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9.3 Recall the elm data set on cedar elm trees located in Austin, Texas to
answer the following questions.

a. Read in the data set and explore the data using the ggpairs()
function. What do you notice about the distribution of DIA and HT?
What is the correlation coefficient between HT and CROWN_DIAM_WIDE?

b. Create a new dummy variable in the elm data set that creates
a {1,0} variable that represents how much light a tree receives. If
it is an open-grown or dominant tree (i.e., a CROWN_CLASS_CD of 1
or 2), the tree will have a 1 for the dummy variable. These trees
are receiving a lot of light. If it is a co-dominant, intermediate, or
overtopped tree (i.e., a CROWN_CLASS_CD of 3, 4, or 5), the tree
will have a 0 for the dummy variable. These trees have some or no
light available to them. How many trees are in each category?

c. We might be interested in predicting elm tree heights (HT) using
all of these variables. Use the regsubsets() function to run all
subsets regression predicting HT using the independent variables
DIA, CROWN_HEIGHT, CROWN_DIAM_WIDE, UNCOMP_CROWN_RATIO, and the
dummy variable you made for CROWN_CLASS_CD (a factor vari-
able). Visualize the results by plotting the 𝑅2

𝑎𝑑𝑗 for all models using
the plot() function. What is the 𝑅2

𝑎𝑑𝑗 for this model? Which vari-
ables are chosen in the best performing model?

d. Fit both forward and backward regressions considering all variables
to predict HT. Which variables are selected by the forward and back-
ward regression techniques? Are these the same sets of variables?
Explain why they may or may not be the same.

e. Calculate the variance inflation factor for the variables identified
in the backward selection process. Are you concerned that multi-
collinearity is present in the model?

# a.

data(elm)

library(GGally)

ggpairs(elm)
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a. DIA and HT both have distributions that are skewed
right, with only a few large values. The correlation
coefficient between HT and CROWN_DIAM_WIDE is 0.719.

# b.

elm <- elm %>%
mutate(CROWN_CLASS_dummy = ifelse(CROWN_CLASS_CD <= 2, 1, 0))

elm_summ <- elm %>%
group_by(CROWN_CLASS_dummy) %>%
summarize(n())

elm_summ

## # A tibble: 2 x 2
## CROWN_CLASS_dummy ‘n()‘
## <dbl> <int>
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## 1 0 323
## 2 1 10

b. There are 10 open-grown or dominant trees and 323
co-dominant, intermediate, or overtopped trees.

# c.

library(leaps)

elm.leaps <- regsubsets(HT ~ DIA + CROWN_HEIGHT + CROWN_DIAM_WIDE +
UNCOMP_CROWN_RATIO + factor(CROWN_CLASS_dummy),

data=elm)

plot(elm.leaps, scale = ”adjr2”)
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c. The highest 𝑅2
𝑎𝑑𝑗 is 0.92. Crown height, widest crown

diameter, and uncompacted crown ratio are the three
variables chosen in the final model.

# d.

# Specify a null model with no predictors
null <- lm(HT ~ 1, data = elm)
summary(null)

##
## Call:
## lm(formula = HT ~ 1, data = elm)
##
## Residuals:
## Min 1Q Median 3Q Max
## -16.535 -7.535 -1.535 5.465 38.465
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) 31.5345 0.5397 58.43 <2e-16 ***
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## Residual standard error: 9.848 on 332 degrees of freedom

# Specify a full model with all predictors
full <- lm(HT ~ DIA + CROWN_HEIGHT + CROWN_DIAM_WIDE + UNCOMP_CROWN_RATIO +

factor(CROWN_CLASS_dummy), data = elm)
summary(full)

##
## Call:
## lm(formula = HT ~ DIA + CROWN_HEIGHT + CROWN_DIAM_WIDE + UNCOMP_CROWN_RATIO +
## factor(CROWN_CLASS_dummy), data = elm)
##
## Residuals:
## Min 1Q Median 3Q Max
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## -11.3724 -1.2449 0.0016 1.2751 9.6685
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) 31.00605 0.70720 43.843 <2e-16 ***
## DIA -0.02639 0.05929 -0.445 0.6566
## CROWN_HEIGHT 1.34460 0.03767 35.698 <2e-16 ***
## CROWN_DIAM_WIDE 0.05831 0.02557 2.280 0.0233 *
## UNCOMP_CROWN_RATIO -0.42979 0.01290 -33.305 <2e-16 ***
## factor(CROWN_CLASS_dummy)1 -0.20855 0.92036 -0.227 0.8209
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## Residual standard error: 2.828 on 327 degrees of freedom
## Multiple R-squared: 0.9188, Adjusted R-squared: 0.9175
## F-statistic: 739.7 on 5 and 327 DF, p-value: < 2.2e-16

step(null, scope = list(lower = null, upper = full),
direction = ”forward”)

## Start: AIC=1524.34
## HT ~ 1
##
## Df Sum of Sq RSS AIC
## + DIA 1 17017.9 15183 1276.0
## + CROWN_DIAM_WIDE 1 16636.6 15564 1284.2
## + CROWN_HEIGHT 1 15399.4 16801 1309.7
## + UNCOMP_CROWN_RATIO 1 201.6 31999 1524.2
## <none> 32201 1524.3
## + factor(CROWN_CLASS_dummy) 1 14.0 32187 1526.2
##
## Step: AIC=1275.99
## HT ~ DIA
##
## Df Sum of Sq RSS AIC
## + CROWN_HEIGHT 1 2518.35 12665 1217.6
## + CROWN_DIAM_WIDE 1 1530.54 13652 1242.6
## + UNCOMP_CROWN_RATIO 1 871.73 14311 1258.3
## + factor(CROWN_CLASS_dummy) 1 112.98 15070 1275.5
## <none> 15183 1276.0
##
## Step: AIC=1217.6
## HT ~ DIA + CROWN_HEIGHT
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##
## Df Sum of Sq RSS AIC
## + UNCOMP_CROWN_RATIO 1 10007.4 2657.2 699.6
## + CROWN_DIAM_WIDE 1 1078.2 11586.4 1190.0
## <none> 12664.6 1217.6
## + factor(CROWN_CLASS_dummy) 1 67.1 12597.5 1217.8
##
## Step: AIC=699.6
## HT ~ DIA + CROWN_HEIGHT + UNCOMP_CROWN_RATIO
##
## Df Sum of Sq RSS AIC
## + CROWN_DIAM_WIDE 1 41.184 2616.0 696.4
## <none> 2657.2 699.6
## + factor(CROWN_CLASS_dummy) 1 0.022 2657.2 701.6
##
## Step: AIC=696.4
## HT ~ DIA + CROWN_HEIGHT + UNCOMP_CROWN_RATIO + CROWN_DIAM_WIDE
##
## Df Sum of Sq RSS AIC
## <none> 2616.0 696.40
## + factor(CROWN_CLASS_dummy) 1 0.4107 2615.6 698.35

##
## Call:
## lm(formula = HT ~ DIA + CROWN_HEIGHT + UNCOMP_CROWN_RATIO + CROWN_DIAM_WIDE,
## data = elm)
##
## Coefficients:
## (Intercept) DIA CROWN_HEIGHT UNCOMP_CROWN_RATIO
## 31.01933 -0.02732 1.34554 -0.43008
## CROWN_DIAM_WIDE
## 0.05786

step(full, direction = ”backward”)

## Start: AIC=698.35
## HT ~ DIA + CROWN_HEIGHT + CROWN_DIAM_WIDE + UNCOMP_CROWN_RATIO +
## factor(CROWN_CLASS_dummy)
##
## Df Sum of Sq RSS AIC
## - factor(CROWN_CLASS_dummy) 1 0.4 2616.0 696.40
## - DIA 1 1.6 2617.2 696.55
## <none> 2615.6 698.35
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## - CROWN_DIAM_WIDE 1 41.6 2657.2 701.60
## - UNCOMP_CROWN_RATIO 1 8872.5 11488.1 1189.13
## - CROWN_HEIGHT 1 10193.5 12809.1 1225.37
##
## Step: AIC=696.4
## HT ~ DIA + CROWN_HEIGHT + CROWN_DIAM_WIDE + UNCOMP_CROWN_RATIO
##
## Df Sum of Sq RSS AIC
## - DIA 1 1.7 2617.7 694.62
## <none> 2616.0 696.40
## - CROWN_DIAM_WIDE 1 41.2 2657.2 699.60
## - UNCOMP_CROWN_RATIO 1 8970.4 11586.4 1189.96
## - CROWN_HEIGHT 1 10333.5 12949.6 1227.00
##
## Step: AIC=694.62
## HT ~ CROWN_HEIGHT + CROWN_DIAM_WIDE + UNCOMP_CROWN_RATIO
##
## Df Sum of Sq RSS AIC
## <none> 2617.7 694.62
## - CROWN_DIAM_WIDE 1 48.5 2666.3 698.74
## - UNCOMP_CROWN_RATIO 1 9505.8 12123.5 1203.06
## - CROWN_HEIGHT 1 12524.8 15142.5 1277.10

##
## Call:
## lm(formula = HT ~ CROWN_HEIGHT + CROWN_DIAM_WIDE + UNCOMP_CROWN_RATIO,
## data = elm)
##
## Coefficients:
## (Intercept) CROWN_HEIGHT CROWN_DIAM_WIDE UNCOMP_CROWN_RATIO
## 30.94980 1.33812 0.05098 -0.42859

d. In the forward regression process, the final vari-
ables chosen are DIA, CROWN_HEIGHT,
UNCOMP_CROWN_RATIO, and
CROWN_DIAM_WIDE. In the backward re-
gression process, the final variables chosen are
CROWN_HEIGHT, UNCOMP_CROWN_RATIO,
and CROWN_DIAM_WIDE. These are different
because of the different techniques used in the
regression, a common finding when implementing
stepwise regression techniques.
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# e.
library(car)

## Loading required package: carData

##
## Attaching package: ’car’

## The following object is masked from ’package:dplyr’:
##
## recode

## The following object is masked from ’package:purrr’:
##
## some

elm.back <- lm(HT ~ CROWN_HEIGHT + CROWN_DIAM_WIDE +
UNCOMP_CROWN_RATIO, data = elm)

vif(elm.back)

## CROWN_HEIGHT CROWN_DIAM_WIDE UNCOMP_CROWN_RATIO
## 3.551238 2.147886 2.289342

e. There is no concern for multicollinearity in this model
because VIF < 10 for all predictors.

9.4 Let’s revisit the perch data set. Fit a regression model that predicts
the weight of perch using the independent variables Length1, Length2, and
Length3 and calculate the variance inflation factor. Are you concerned with
multicollinearity and/or variance inflation in this model?
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perch.lm <- lm(Weight ~ Length1 + Length2 + Length3, data = perch)
summary(perch.lm)

##
## Call:
## lm(formula = Weight ~ Length1 + Length2 + Length3, data = perch)
##
## Residuals:
## Min 1Q Median 3Q Max
## -159.47 -56.88 -28.74 42.18 200.94
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) -743.75 59.05 -12.595 <2e-16 ***
## Length1 -32.95 57.45 -0.574 0.5688
## Length2 -55.05 86.59 -0.636 0.5278
## Length3 118.42 58.33 2.030 0.0476 *
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## Residual standard error: 85.39 on 51 degrees of freedom
## Multiple R-squared: 0.9428, Adjusted R-squared: 0.9394
## F-statistic: 280.3 on 3 and 51 DF, p-value: < 2.2e-16

vif(perch.lm)

## Length1 Length2 Length3
## 1671.464 4205.466 2125.705

All VIFs for variables are >> 10, indicating serious concerns
about multicollinearity and/or variance inflation in this model.
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library(tidyverse)
library(stats4nr)

10.1 Cannon et al. (1997) measured the number of tree species after logging
in several rainforests in Borneo. Treatments included forests that were never
logged, logged one year ago, and logged eight years ago.

a. Read in the logging data set from the stats4nr package and find
out how many observations are in the data.

b. Create a violin plot showing the distribution of the number of tree
species across the three treatments. Describe in a few sentences the
differences you observe across treatments.

c. Perform a one-way analysis of variance that determines the effects
of logging treatment on tree species diversity using a level of signif-
icance 𝛼 = 0.05. What is the conclusion of your analysis?

d. Run a series of diagnostic plots for this analysis using the diagPlot()
function. After inspecting the plots, is there any aspect of the results
that gives you pause or urges you to transform the data?

nrow(logging)

## [1] 33

a. There are 33 observations in the logging data set.

135
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# b.
ggplot(logging, aes(Forest, NumSpp)) +
geom_violin() +
ylab(”Number of tree species”) +
xlab(”Treatment”)
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b. Forests that were never logged have the greatest num-
ber of species. There is more variability in the number
of species in the two logging treatments.

# c.
logging.aov <- lm(NumSpp ~ Forest, data = logging)
anova(logging.aov)

## Analysis of Variance Table
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##
## Response: NumSpp
## Df Sum Sq Mean Sq F value Pr(>F)
## Forest 2 204.39 102.193 6.0202 0.006336 **
## Residuals 30 509.25 16.975
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1

c. With a p-value of 0.006336, we reject the null hypoth-
esis that the logging treatments result in an equal
number of tree species.

# d.
diagPlot <- function(model){
# Residuals
p.resid <- ggplot(model, aes(x = .fitted, y = .resid)) +
geom_point() +
geom_hline(yintercept = 0, col = ”black”, linetype = ”dashed”) +
ylab(”Residual”) +
xlab(”Fitted value”) +
stat_smooth(se = F)

# Standardized residuals
p.stdresid <- ggplot(model, aes(x = .fitted, y = .std.resid)) +
geom_point() +
geom_hline(yintercept = 2, col = ”black”, linetype = ”dashed”) +
geom_hline(yintercept = -2, col = ”black”, linetype = ”dashed”) +
ylab(”Standardized residual”) +
xlab(”Fitted value”) +
stat_smooth(se = F)

# Square root of standardized residuals
p.srstdresid <- ggplot(model, aes(x = .fitted,

y = sqrt(abs(.std.resid)))) +
geom_point() +
ylab(expression(sqrt(”Standardized residual”))) +
xlab(”Fitted value”) +
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stat_smooth(se = F)

# Cook’s distance
p.cooks <- ggplot(model, aes(x = seq_along(.cooksd), y = .cooksd)) +
geom_bar(stat = ”identity”) +
ylab(”Cook’s distance”) +
xlab(”Observation number”)

return(list(p.resid = p.resid, p.stdresid = p.stdresid,
p.srstdresid = p.srstdresid, p.cooks = p.cooks))

}

library(broom)

logging.resid <- augment(logging.aov)

p.diag <- diagPlot(logging.resid)

library(patchwork)

(p.diag$p.resid | p.diag$p.stdresid) /
(p.diag$p.srstdresid | p.diag$p.cooks)
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d. The diagnostic plots are satisfactory. Note the larger
variability in the first two clusters (the logging treat-
ments) compared to the third cluster (the non-logged
treatment).

10.2 Analysis of variance is widely used in natural resources. Describe a study
you might be aware of that uses ANOVA, or do a literature search to find
a peer-reviewed article that uses ANOVA in your discipline. Try searching
“analysis of variance” and “your discipline/study area”. Include the following
in your response:

• What did the study examine (e.g., the response variable and units) and what
were the treatments or levels used?

• What were the significant (or non-significant) results of the study?
• Provide a citation for your chosen article.

From a former student: The article I looked at is titled “Den-
drochronological analysis of white oak growth patterns across a
topographic moisture gradient in southern Ohio”. The study was
to correlate the ring-widths of white oak trees to soil moisture
availability. I believe in this scenario, ring-with would be the re-
sponse variable because it is a reflection of the macroclimate and
moisture availability over time. ANOVA was used to determine
if there were significant differences between levels of the created
integrated moisture index (IMI) and a composite basal area in-
crease (BAI) and biomass chronologies. In more simple terms,
they were testing to see if wetter and drier sites would result
in different annual increases in wood production (or basal area)
and different amounts of overall biomass production. The IMI
had three levels reflecting xeric, intermediate and mesic sites,
and it was determined that there was a significant difference in
BAI as it related to site type; specifically that the xeric sites
had lower increases in biomass and BAI than the intermediate
and mesic sites. CITATION: Anning, A. K., Rubino, D. L.,
Sutherland, E. K., McCarthy, B. C. 2013. Dendrochronological
analysis of white oak growth patterns across a topographic mois-
ture gradient in southern Ohio. Dendrochronologia 31: 120-128.
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10.3 An experiment was conducted with four levels of main effect A and five
levels of main effect B. Answer the following questions.

a. What are the degrees of freedom for the F statistic that is used to
test for the interaction in this analysis?

b. Explain how hypothesis testing in a two-way ANOVA differs from
that in a one-way ANOVA. Write two to three sentences.

a. Degrees of freedom for the interaction are (𝑎 − 1)(𝑏 −
1) = (4 − 1)(5 − 1) = 12.

b. Two-way ANOVAs examine three hypotheses (two
main effects plus their interaction), whereas one-way
ANOVAs examine a single hypothesis about the main
effect.

10.4 The CO2 data set is built into R and contains carbon dioxide uptake in
plant grasses at two locations (Quebec and Mississippi) and two treatments
(chilled and nonchilled). Load the data by typingCO2 <- tibble(CO2) and
complete the following questions:

a. Subset the CO2 data set so that you are only working with a CO2
concentration of 500 mL/L. How many total observations are in the
data?

b. Write R code to perform a two-way ANOVA at a level of significance
𝛼 = 0.10 that determines the effect of location and treatment on
carbon dioxide uptake rates (uptake). What are the null hypotheses
of this analysis?

c. What is the outcome of the ANOVA in terms of each of the hypoth-
esis tests, i.e., are the null hypotheses accepted or rejected?
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# a.
data(CO2)
CO2_500 <- CO2 %>%
filter(conc == 500)

a. There are 12 observations in the data.

# b.
co2.aov <- lm(uptake ~ Type * Treatment, data = CO2_500)
anova(co2.aov)

## Analysis of Variance Table
##
## Response: uptake
## Df Sum Sq Mean Sq F value Pr(>F)
## Type 1 632.20 632.20 55.5090 7.262e-05 ***
## Treatment 1 214.21 214.21 18.8080 0.002489 **
## Type:Treatment 1 91.30 91.30 8.0165 0.022105 *
## Residuals 8 91.11 11.39
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1

b. The null hypotheses are: (1) The population means
of Type (the location) are equal. (2) The population
means of Treatment are equal. (3) There is no interac-
tion between Type and Treatment.
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c. (1) The null hypothesis that population means of
Type are equal is rejected. (2) The null hypothesis
that population means of Treatment are equal is
rejected. The null hypothesis that there is no in-
teraction between Type and Treatment is rejected.

10.5 The butterfly data set is found in the stats4nr package and contains
the wing length (in mm) of 60 mourning cloak butterflies from Kéry (2010).
Butterfly data were simulated at different elevations and populations, with
the hypothesis that butterflies from different populations that were hatched
at different elevations would be subject to different climate conditions and
predators. Load the data and complete the following questions:

a. How many levels of elevation and different populations were evalu-
ated in the data?

b. Create a box plot that shows the distribution of wing lengths by
the different elevations and populations. What do you notice about
the distributions of wing lengths?

c. Write R code to perform a two-way ANOVA at a level of significance
𝛼 = 0.10 that determines the effect of population and elevation on
wing lengths. What are the null hypotheses of this analysis?

d. What is the outcome of the ANOVA in terms of each of the hypoth-
esis tests, i.e., are the null hypotheses accepted or rejected?

# View(butterfly)

a. There are three levels of elevation (low, medium, and
high) and five populations.

# b.
ggplot(butterfly, aes(WingLength)) +
geom_boxplot() +
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facet_grid(Population ~ Elevation) +
ylab(”Butterfly wing length (mm”) +
xlab(” ”)
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b. The facet grid approach is a good way to visualize
data in a two-way ANOVA. There appears to be vari-
ability across both populations and elevations.

# c.
butterfly.aov <- lm(WingLength ~ Population * Elevation, data = butterfly)
anova(butterfly.aov)

## Analysis of Variance Table
##
## Response: WingLength
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## Df Sum Sq Mean Sq F value Pr(>F)
## Population 4 2435.27 608.82 70.4676 < 2.2e-16 ***
## Elevation 2 1344.11 672.06 77.7873 2.489e-15 ***
## Population:Elevation 8 304.50 38.06 4.4055 0.0005455 ***
## Residuals 45 388.78 8.64
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1

c. The null hypotheses are: (1) The population means
of Elevation are equal. (2) The population means of
Population are equal. (3) There is no interaction be-
tween Elevation and Population.

d. (1) The null hypothesis that population means of
Elevation are equal is rejected. (2) The null hy-
pothesis that population means of Population are
equal is rejected. The null hypothesis that there is
no interaction between Elevation and Population
is rejected.

10.6 Consider the one-way ANOVA conducted in question 10.1 with the log-
ging data set to answer the following questions.

a. Use pairwise.t.test() to obtain the p-values which test for signif-
icance differences across the three types of forests, using the Bon-
ferroni multiple comparison test. Assuming a level of significance of
𝛼 = 0.05, which forests are significantly different from one other?

b. Use the LSD.test() function from the agricolae package to deter-
mine which forests are significantly different from one another.

c. Create a bar plot that shows the mean values of species richness in
each of the forests with error bars denoting ± one standard devia-
tion. Orient the bars horizontally by adding coord_flip() to your
ggplot() code.
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# a.
pairwise.t.test(logging$NumSpp, logging$Forest, p.adj = ”bonferroni”)

##
## Pairwise comparisons using t tests with pooled SD
##
## data: logging$NumSpp and logging$Forest
##
## Logged eight years ago Logged one year ago
## Logged one year ago 0.8996 -
## Never logged 0.1299 0.0055
##
## P value adjustment method: bonferroni

a. The forest that was never logged and the forest that
was logged one year ago differ from one another (p =
0.005).

# b.
library(agricolae)

##
## Attaching package: ’agricolae’

## The following object is masked from ’package:modeest’:
##
## skewness

lsd.logging <- LSD.test(logging.aov, ”Forest”, p.adj = ”bonferroni”)
lsd.logging

## $statistics
## MSerror Df Mean CV
## 16.975 30 14.36364 28.68405
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##
## $parameters
## test p.ajusted name.t ntr alpha
## Fisher-LSD bonferroni Forest 3 0.05
##
## $means
## NumSpp std r LCL UCL Min Max Q25
## Logged eight years ago 13.66667 4.500000 9 10.861896 16.47144 4 18 12.00
## Logged one year ago 11.75000 4.371914 12 9.320998 14.17900 2 18 10.25
## Never logged 17.50000 3.529100 12 15.070998 19.92900 13 22 14.50
## Q50 Q75
## Logged eight years ago 15.0 17.00
## Logged one year ago 12.5 15.00
## Never logged 18.5 20.25
##
## $comparison
## NULL
##
## $groups
## NumSpp groups
## Never logged 17.50000 a
## Logged eight years ago 13.66667 ab
## Logged one year ago 11.75000 b
##
## attr(,”class”)
## [1] ”group”

b. The forest that was never logged (group a) and the
forest that was logged one year ago (group b) differ
from one another.

# c.
logging_summ <- logging %>%
group_by(Forest) %>%
summarize(n.forest = n(),

mean.NumSpp = mean(NumSpp),
sd.NumSpp = sd(NumSpp))
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logging_summ

## # A tibble: 3 x 4
## Forest n.forest mean.NumSpp sd.NumSpp
## <chr> <int> <dbl> <dbl>
## 1 Logged eight years ago 9 13.7 4.5
## 2 Logged one year ago 12 11.8 4.37
## 3 Never logged 12 17.5 3.53

limits <- aes(ymax = mean.NumSpp + sd.NumSpp,
ymin = mean.NumSpp - sd.NumSpp)

p.NumSpp <- ggplot(logging_summ, aes(Forest, mean.NumSpp)) +
geom_bar(stat = ”identity”) +
geom_errorbar(limits, width = 0.25) +
coord_flip() +
ylab(”Number of species”) +
xlab(”Forest”)
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10.7 Use the LSD.test() function on the butterfly data to determine which
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populations show significantly different wing lengths. Conduct your test at a
level of significance of 𝛼 = 0.10.

# b.
lsd.butterfly <- LSD.test(butterfly.aov, ”Population”,

p.adj = ”bonferroni”, alpha = 0.10)
lsd.butterfly

## $statistics
## MSerror Df Mean CV t.value MSD
## 8.639666 45 45.01475 6.529706 2.689585 3.22744
##
## $parameters
## test p.ajusted name.t ntr alpha
## Fisher-LSD bonferroni Population 5 0.1
##
## $means
## WingLength std r LCL UCL Min Max Q25 Q50
## A 44.53786 4.658487 12 43.11285 45.96288 37.25961 53.93431 41.81747 45.26436
## B 35.99629 7.774088 12 34.57128 37.42131 25.96835 47.50298 30.14718 33.37507
## C 41.66081 4.357736 12 40.23580 43.08583 34.74697 45.91225 39.66807 42.30635
## D 47.72603 6.928721 12 46.30102 49.15105 38.78688 59.54540 41.82662 48.47185
## E 55.15274 6.006893 12 53.72773 56.57775 42.29344 61.00482 51.42533 57.23797
## Q75
## A 47.41294
## B 44.85637
## C 45.67049
## D 52.34661
## E 60.03474
##
## $comparison
## NULL
##
## $groups
## WingLength groups
## E 55.15274 a
## D 47.72603 b
## A 44.53786 bc
## C 41.66081 c
## B 35.99629 d
##
## attr(,”class”)
## [1] ”group”
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All populations are different from one another, with the excep-
tion of population A which is not different from populations C
and D.

10.8 A number of multiple comparison tests are available to compare differ-
ences across treatments. Use pairwise.t.test() to obtain the p-values which
test for significance differences among the four spruce moth trap locations
using the false discovery rate multiple comparison test. This multiple compar-
ison test examines the false discovery rate of treatment differences. (HINT:
Type ?p.adjust to learn about other multiple comparison tests available in
R.)

Assuming a level of significance 𝛼 = 0.025, which specific locations are sig-
nificantly different from each other using the false discovery rate test? How
do these compare to what we observed for the Bonferroni test earlier in the
chapter? Would you consider the false discovery rate multiple comparison test
to be more or less conservative compared to the Bonferroni test?

# Solution
pairwise.t.test(moths$Moths, moths$Location, p.adj = ”fdr”)

##
## Pairwise comparisons using t tests with pooled SD
##
## data: moths$Moths and moths$Location
##
## Ground Lower Middle
## Lower 2.3e-05 - -
## Middle 0.00022 0.40598 -
## Top 0.15766 0.00140 0.01198
##
## P value adjustment method: fdr

The middle and ground (p = 0.00022), lower and top (p =
0.00140), middle and top (p = 0.01198), and lower and ground
locations (p = 2.3e-05) are significantly different from each other.
The middle and top is found to be significantly different from
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the fdr test, but not for the Bonferroni test. Hence, the fdr test
is less conservative than the Bonferroni.

10.9 For the spruce moth analysis and your response to question 10.8, would
you be interested in comparing differences across individual lure types, e.g.,
chemical vs scent vs sugar? Explain why or why not.

There is no need to compare across lure types. The ANOVA
accepted the null hypothesis that lure treatments are equal.

10.10 Make a new bar plot for the mean number of spruce moths by trap
location that shows error bars for ± two standard errors of the mean of the
number of spruce moths captured. Include the letters denoting significant
differences. (HINT: You may need to adjust the scale on the y-axis and the
location of the letters above the bars to make sure everything fits in your
plot.)

data(moths)
moths_summ <- moths %>%
group_by(Location) %>%
summarize(n.moths = n(),

mean.moths = mean(Moths),
sd.moths = sd(Moths)) %>%

mutate(se.moths = sd.moths/sqrt(n.moths))

limits <- aes(ymax = mean.moths + 2*se.moths,
ymin = mean.moths - 2*se.moths)

p.loc2 <- ggplot(moths_summ, aes(Location, mean.moths)) +
geom_bar(stat = ”identity”) +
geom_errorbar(limits, width = 0.25) +
geom_text(aes(label = c(”a”, ”b”, ”bc”, ”ac”)), vjust = -6) +
scale_y_continuous(limits = c(0, 50)) +
ylab(”Mean moth abundance”) +
xlab(”Location of traps”)

p.loc2
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11
Analysis of covariance (solutions)

library(tidyverse)
library(stats4nr)

11.1 Make a bar plot showing the fish weight results presented earlier in this
chapter.

a. Write code in ggplot() that displays two bars that show the mean
fish weight for bream and pike. For error bars, present the 95%
confidence limits for mean weights. (HINT: Assume a value t of
1.96 in your calculation.) Add letters denoting significant differences
above the bar plots between the two species.

b. What interesting finding do you observe comparing the bar plot you
created with the ANOVA output?

# a.

# If may be useful to first calculate
# the mean and standard error for each species

library(stats4nr)

fish.bp <- fish %>%
filter(Species %in% c(”Bream”, ”Pike”))

fish.summ <- fish.bp %>%
group_by(Species) %>%
summarize(n.fish = n(),

mean.Weight = mean(Weight),
sd.Weight = sd(Weight)) %>%

mutate(se.Weight = sd.Weight/sqrt(n.fish))
fish.summ

153
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## # A tibble: 2 x 5
## Species n.fish mean.Weight sd.Weight se.Weight
## <chr> <int> <dbl> <dbl> <dbl>
## 1 Bream 34 626 207. 35.4
## 2 Pike 17 719. 494. 120.

# Calculate 95% confidence limits
limits <- aes(ymax = mean.Weight + 1.96*se.Weight,

ymin = mean.Weight - 1.96*se.Weight)

# Create plot
p.Weight <- ggplot(fish.summ, aes(Species, mean.Weight)) +
geom_bar(stat = ”identity”) +
geom_errorbar(limits, width = 0.25) +
geom_text(aes(label = c(”a”, ”b”)), vjust = -9) +
scale_y_continuous(limits = c(0, 1000)) +
ylab(”Mean weight (g)”) +
xlab(”Species”)
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b. The confidence intervals for the two species overlap,
yet the ANOVA observed significant differences be-
tween them. It is not always true that if the confidence
intervals overlap, the statistics will be significantly dif-
ferent.

11.2 Perform ANCOVA on the entire fish data set, i.e., on all seven species
and 157 observations. Using these data, evaluate whether or not you meet the
assumptions of ANCOVA and report your results.

fish.all <- fish

fish.full <- lm(Weight ~ Length1 * Species, data = fish.all)

fish.reduced <- lm(Weight ~ Length1 + Species, data = fish.all)

anova(fish.full, fish.reduced)

## Analysis of Variance Table
##
## Model 1: Weight ~ Length1 * Species
## Model 2: Weight ~ Length1 + Species
## Res.Df RSS Df Sum of Sq F Pr(>F)
## 1 143 792688
## 2 149 1185230 -6 -392543 11.802 9.973e-11 ***
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1

We observe a small p-value (9.973e-11) comparing the two mod-
els, indicating the effects of fish length on weight depends on
species. We cannot perform ANCOVA procedures because the
slopes are not equal across the range of the covariate Length1.
This can be seen in the following figure:
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p.fish.all <- ggplot(fish.all, aes(Length1, Weight, col = Species)) +
geom_point() +
stat_smooth(method = ”lm”)

p.fish.all

## ‘geom_smooth()‘ using formula ’y ~ x’
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Note that some species are log and heavy, like pike. Smelt is
a small and short fish that doesn’t have a full range of data
compared to other species. This is a good example of a com-
mon problem encountered with natural resources data: differ-
ing ranges of values in the variable of interest. To remedy, an
ANOVA could be run, or consider separating similar species and
running statistical tests on those..

11.3 Perform an ANCOVA using Loblolly, a data set built into R. The data
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set contains the height, age, and seed source of loblolly pine (Pinus taeda)
trees.

a. Create a scatter plot of age (x-axis) and height (y-axis), adding
color and a linear regression line (without confidence intervals) for
each seed source (Seed).

b. Write code to evaluate the assumptions of whether or not an AN-
COVA can be performed to determine loblolly pine tree height using
seed source as a factor and age as a covariate.

c. Summarize the ANCOVA results using a statistical test at 𝛼 = 0.10.
Do specific seed sources produce taller heights of loblolly pine trees?

# a.
p.lob <- ggplot(Loblolly, aes(age, height, col = Seed)) +
geom_point() +
stat_smooth(method = ”lm”, se = F)

p.lob

## ‘geom_smooth()‘ using formula ’y ~ x’
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# b.
head(Loblolly)

## Grouped Data: height ~ age | Seed
## height age Seed
## 1 4.51 3 301
## 15 10.89 5 301
## 29 28.72 10 301
## 43 41.74 15 301
## 57 52.70 20 301
## 71 60.92 25 301

Loblolly <- Loblolly %>%
mutate(Seed = factor(Seed))

loblolly.full <- lm(height ~ age * Seed, data = Loblolly)
loblolly.reduced <- lm(height ~ age + Seed, data = Loblolly)
anova(loblolly.full, loblolly.reduced)

## Analysis of Variance Table
##
## Model 1: height ~ age * Seed
## Model 2: height ~ age + Seed
## Res.Df RSS Df Sum of Sq F Pr(>F)
## 1 56 504.52
## 2 69 548.38 -13 -43.852 0.3744 0.9726

anova(loblolly.reduced)

## Analysis of Variance Table
##
## Response: height
## Df Sum Sq Mean Sq F value Pr(>F)
## age 1 34762 34762 4373.961 <2e-16 ***
## Seed 13 164 13 1.584 0.1112
## Residuals 69 548 8
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
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We observe a large p-value (0.9726) comparing the two models,
indicating the effect of age on loblolly pine tree height does
not depend on seed source. Not that Seed is indeed a factor-
level variable and not a numeric value, hence the need to type
factor(Seed).

# c.
anova(loblolly.reduced)

## Analysis of Variance Table
##
## Response: height
## Df Sum Sq Mean Sq F value Pr(>F)
## age 1 34762 34762 4373.961 <2e-16 ***
## Seed 13 164 13 1.584 0.1112
## Residuals 69 548 8
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1

The means range between 30.3 and 35.1 feet, and results indi-
cate no significant differences across seed sources. There is a
significant effect of the covariate age.
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Logistic regession (solutions)

library(tidyverse)
library(stats4nr)
library(knitr)

12.1 In a 2018 survey on invasive plant management (Reinhardt et al. 2019),
public land professionals and private landowners reported on the effectiveness
of different treatments for controlling common buckthorn, an invasive shrub:

• 72% of respondents said that herbicide treatments were effective.
• 50% of respondents said that manual removal treatments were effective.
• 23% of respondents said that mechanical removal treatments were effective.

Use R code to find odds ratios for the probability of effectiveness for these
various treatments.

odds <- function(p){
odds_ratio = p/(1-p)
return(odds_ratio)

}

odds(p = 0.72)

## [1] 2.571429

odds(p = 0.50)

## [1] 1

161
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odds(p = 0.23)

## [1] 0.2987013

The odds ratios for herbicide, manual removal, and mechanical
removal are 2.57, 1, and 0.30, respectively.

12.2 Perform a logistic regression using data on West Nile occurrence in ruffed
grouse populations using the following data:

## # A tibble: 3 x 4
## State ‘Number of grouse sampled‘ ‘Number of grouse with~‘ ‘Proportion of~‘
## <chr> <dbl> <dbl> <dbl>
## 1 Michigan 213 28 0.13
## 2 Minnesota 273 34 0.12
## 3 Wisconsin 235 68 0.29

a. Fit a logistic regression model that determines West Nile infection
based on the state in which the grouse was sampled.

b. Use R code to determine the odds ratios for each of the coefficients
(i.e., the three states).

c. Use the logistic regression output and the predict() function to
determine the probability of infection for a grouse in each of the
three states.

## infected
## state No Yes
## Michigan 185 28
## Minnesota 239 34
## Wisconsin 167 68

##
## Call:
## glm(formula = infected ~ state, family = binomial(link = ”logit”),
## data = m1.table, weights = Freq)
##
## Deviance Residuals:
## 1 2 3 4 5 6
## -7.221 -7.974 -10.681 10.660 11.902 12.987
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##
## Coefficients:
## Estimate Std. Error z value Pr(>|z|)
## (Intercept) -1.88815 0.20278 -9.311 < 2e-16 ***
## stateMinnesota -0.06195 0.27334 -0.227 0.821
## stateWisconsin 0.98967 0.24862 3.981 6.87e-05 ***
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## (Dispersion parameter for binomial family taken to be 1)
##
## Null deviance: 680.42 on 5 degrees of freedom
## Residual deviance: 653.75 on 3 degrees of freedom
## AIC: 659.75
##
## Number of Fisher Scoring iterations: 5

# b.
exp(coef(westnile))

## (Intercept) stateMinnesota stateWisconsin
## 0.1513514 0.9399283 2.6903336

# c.
new.grouse <- tibble(
state = c(”Michigan”,”Minnesota”,”Wisconsin”))

new.grouse <- new.grouse %>%
mutate(P_infected = predict(westnile,

newdata = new.grouse,
type = ”response”))

new.grouse

## # A tibble: 3 x 2
## state P_infected
## <chr> <dbl>
## 1 Michigan 0.131
## 2 Minnesota 0.125
## 3 Wisconsin 0.289

12.3 You hypothesize that the crown position of cedar elm trees may be
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related to their diameter and height. Using the elm data set from the stats4nr
package, perform the following analyses:

a. Create a binary variable that categorizes a tree’s crown class code
(CROWN_CLASS_CD) as either being intermediate or suppressed, or
something else. Create a new binary variable in the elm data set
that creates this. Then, make two box plots using ggplot() that
show the distribution of these categories across a range of tree di-
ameter (DIA) and height (HT). What characteristics do trees with
intermediate or suppressed crown classes have compared to others?

b. Fit a logistic regression model using DIA and HT that predicts
whether or not a tree is intermediate or suppressed or not. Do the
results shown by the coefficients in the output confirm what you
observed in the box plots?

c. Use the predict() function to determine how well your logistic
model predicts whether or not a tree is intermediate or suppressed
or not. Use a threshold probability of 0.50 and create a new variable
in the elm data set.

d. Evaluate the predictions made in step c by creating a confusion
matrix. What is the accuracy of the fitted logistic model?

e. Change the threshold probability to 0.45 and create a new confusion
matrix. What is the accuracy for these predictions and how does it
compare to step d?

# a.
elm <- elm %>%
mutate(Int_Sup = factor(ifelse(CROWN_CLASS_CD >= 4, ”yes”, ”no”)))

ggplot(elm, (aes(x = Int_Sup, y = DIA))) +
geom_boxplot()
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a. Trees with intermediate or suppressed crown classes
tend to have smaller diameters but generally have the
same median height value compared to open-grown,
dominant, and co-dominant trees.

# b.
m.elm <- glm(Int_Sup ~ DIA+HT,

family = binomial(link = ’logit’),
data = elm)

summary(m.elm)

##
## Call:
## glm(formula = Int_Sup ~ DIA + HT, family = binomial(link = ”logit”),
## data = elm)
##
## Deviance Residuals:
## Min 1Q Median 3Q Max
## -1.2580 -0.6579 -0.4439 -0.1422 2.7493
##
## Coefficients:
## Estimate Std. Error z value Pr(>|z|)
## (Intercept) -0.27865 0.59143 -0.471 0.63753
## DIA -0.41363 0.08211 -5.037 4.72e-07 ***
## HT 0.07595 0.02569 2.956 0.00311 **
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## (Dispersion parameter for binomial family taken to be 1)
##
## Null deviance: 295.20 on 332 degrees of freedom
## Residual deviance: 254.62 on 330 degrees of freedom
## AIC: 260.62
##
## Number of Fisher Scoring iterations: 6
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b. The coefficients indicate that as diameter increases,
the probability of being a tree with an intermediate
or suppressed crown classes decreases. It is somewhat
interesting that as height increases, the probability of
being a tree with an intermediate or suppressed crown
classes increases. This is significant at at least the 0.01
level. The distribution of heights for the two groups
were somewhat similar, as evidenced in the box plots.

# c.
P_threshold = 0.50

elm <- elm %>%
mutate(P_Int_Sup = predict(m.elm,

newdata = elm,
type = ”response”))

elm <- elm %>%
mutate(Int_Sup_pred = factor(ifelse(P_Int_Sup > P_threshold,

”yes”, ”no”)))
elm

## # A tibble: 333 x 12
## STATUSCD SPCD DIA HT CROWN_HEIGHT CROWN_DIAM_WIDE UNCOMP_CROWN_RATIO
## <dbl> <dbl> <dbl> <dbl> <dbl> <dbl> <dbl>
## 1 1 838 5 32 19.2 19 60
## 2 1 838 5 25 11.3 11 45
## 3 1 838 5.1 21 6.3 10 30
## 4 1 838 5.1 27 18.9 13 70
## 5 1 838 5.1 22 18.7 6 85
## 6 1 838 5.1 27 18.9 11 70
## 7 1 838 5.2 29 11.6 12 40
## 8 1 838 5.2 20 7 9 35
## 9 1 838 5.2 18 17.8 12 99
## 10 1 838 5.2 17 6 17 35
## # ... with 323 more rows, and 5 more variables: CROWN_CLASS_CD <dbl>,
## # CROWN_CLASS_dummy <dbl>, Int_Sup <fct>, P_Int_Sup <dbl>, Int_Sup_pred <fct>
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# d.
library(caret)
confusionMatrix(data = elm$Int_Sup_pred, reference = elm$Int_Sup)

## Confusion Matrix and Statistics
##
## Reference
## Prediction no yes
## no 275 51
## yes 4 3
##
## Accuracy : 0.8348
## 95% CI : (0.7905, 0.8731)
## No Information Rate : 0.8378
## P-Value [Acc > NIR] : 0.5944
##
## Kappa : 0.0635
##
## Mcnemar’s Test P-Value : 5.552e-10
##
## Sensitivity : 0.98566
## Specificity : 0.05556
## Pos Pred Value : 0.84356
## Neg Pred Value : 0.42857
## Prevalence : 0.83784
## Detection Rate : 0.82583
## Detection Prevalence : 0.97898
## Balanced Accuracy : 0.52061
##
## ’Positive’ Class : no
##

d. The accuracy is 82.48%.

# e
P_threshold = 0.45
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elm <- elm %>%
mutate(Int_Sup_pred2 = factor(ifelse(P_Int_Sup > P_threshold,

”yes”, ”no”)))

confusionMatrix(data = elm$Int_Sup_pred2, reference = elm$Int_Sup)

## Confusion Matrix and Statistics
##
## Reference
## Prediction no yes
## no 274 48
## yes 5 6
##
## Accuracy : 0.8408
## 95% CI : (0.797, 0.8784)
## No Information Rate : 0.8378
## P-Value [Acc > NIR] : 0.477
##
## Kappa : 0.1373
##
## Mcnemar’s Test P-Value : 7.968e-09
##
## Sensitivity : 0.9821
## Specificity : 0.1111
## Pos Pred Value : 0.8509
## Neg Pred Value : 0.5455
## Prevalence : 0.8378
## Detection Rate : 0.8228
## Detection Prevalence : 0.9670
## Balanced Accuracy : 0.5466
##
## ’Positive’ Class : no
##

e. The accuracy is 84.08% with a threshold probability
of 0.45, slightly higher than the accuracy of 82.48%
for the threshold probability of 0.50.
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12.4 Consider we have a data set with tree diameters and heights from an
even-aged forest plantation. We know whether or not these trees are alive or
dead. Consider we use logistic regression to create a classification model that
categorizes 16 different trees as being alive or dead. Short trees with small
diameters are mostly categorized as not alive (dead), indicated by everything
to the left of a “prediction” line. Large diameter trees that are tall are alive,
indicated by everything to the right of the line:

<-Dead
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Tree diameter

T
re

e 
he

ig
ht

Alive Dead

You can see that the model does a fairly good job of categorizing the trees as
alive or dead. But there are three dead trees that were predicted to be alive.
Plus, two alive trees were predicted as dead.

a. On paper or in R, create a small table that displays the confusion
matrix for these observations and predictions. Label the true posi-
tive, false negative, false positive, and true negative values.

b. Determine the accuracy of this model.
c. The precision of a classification model measures the proportion

of positive classifications that are correct. It is calculated as the
number of true positive predictions divided by the total number of
positive predictions (true and false). Calculate the precision of this
model.

d. The sensitivity (or recall) of a classification model measures the
proportion of correct positives that were identified correctly. It is
calculated as the number of true positive predictions divided by the
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total number of true positive and true negative predictions. Calcu-
late the sensitivity of this model.

# a.
TP <- 6 # True positives
TN <- 5 # True negatives
FP <- 3 # False positives
FN <- 2 # False negatives

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 = 𝑇 𝑃 + 𝑇 𝑁
𝑇 𝑃 + 𝑇 𝑁 + 𝐹𝑃 + 𝐹𝑁

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 = 6 + 5
6 + 5 + 3 + 2 = 68.75

b. The accuracy is 68.75%.

# c.
Prec <- TP / (TP + FP)
Prec

## [1] 0.6666667

c. The precision is 66.67%.

# d.
Sens <- TP / (TP + TN)
Sens
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## [1] 0.5454545

d. The sensitivity is 54.54%.

12.5 After investigating the fish data set from the stats4nr package, you
suspect that you might be able to correctly identify a species of fish based
only a few key measurements. Perform the following analyses:

a. Create a scatter plot of fish Width and Length1 and color each point
to correspond to one of the seven different fish species.

b. Using the multinom() function from the nnet package, create a
multinomial logistic regression model that predicts fish species
based on Width and Length1.

c. Use the model to predict the fish species from the data set named
new.fish, containing various fish measurements. HINT: add type =
”class” within the predict() function obtain the name of the fish
species:

new.fish <- tibble(Width = c(10, 10, 12, 15, 20),
Length1 = c(10, 40, 32, 22, 30))

# a.
ggplot(fish, aes(x = Width, y = Length1, col = Species)) +
geom_point()
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# b.
library(nnet)

m.fish <- multinom(Species ~ Width + Length1, data = fish)

## # weights: 28 (18 variable)
## initial value 305.507893
## iter 10 value 198.878002
## iter 20 value 119.359797
## iter 30 value 114.007859
## iter 40 value 113.679676
## iter 50 value 113.466200
## iter 60 value 113.220367
## iter 70 value 113.198134
## final value 113.188294
## converged

summary(m.fish)

## Call:
## multinom(formula = Species ~ Width + Length1, data = fish)
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##
## Coefficients:
## (Intercept) Width Length1
## Parkki -1.307886 0.8206563 -0.4756201
## Perch -33.670271 2.8647127 -0.2982641
## Pike 25.724434 -63.9201476 21.8677005
## Roach -14.840615 1.7052728 -0.4023083
## Smelt 49.773994 -1.9951611 -1.4905149
## Whitefish -35.718241 2.7454538 -0.2354162
##
## Std. Errors:
## (Intercept) Width Length1
## Parkki 9.247341e+00 6.870390e-01 1.117717e-01
## Perch 7.067629e+00 5.516294e-01 6.876269e-02
## Pike 1.845650e-07 2.062254e-06 5.928655e-06
## Roach 7.618442e+00 5.789215e-01 8.434567e-02
## Smelt 5.110035e+01 3.267502e+00 1.192247e+00
## Whitefish 8.459023e+00 6.416236e-01 9.014214e-02
##
## Residual Deviance: 226.3766
## AIC: 262.3766

# c.
pred_fish <- cbind(new.fish, fish_pred = predict(m.fish,

newdata = new.fish,
type = ”class”))

pred_fish

## Width Length1 fish_pred
## 1 10 10 Smelt
## 2 10 40 Pike
## 3 12 32 Bream
## 4 15 22 Perch
## 5 20 30 Perch

12.6 In question 12.3, we created a binary variable that categorized a cedar
elm’s crown class code (CROWN_CLASS_CD) as either being intermediate or sup-
pressed, or something else. We can actually consider the CROWN_CLASS_CD vari-
able in the elm data set to be an ordinal one because trees that receive the
most sunlight are categorized as a 1 (open-grown trees) and trees that receive
the least sunlight are categorized as a 5 (suppressed trees).

a. Perform an ordinal regression predicting CROWN_CLASS_CD using DIA
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and HT with the polr() function from the MASS package. The
CROWN_CLASS_CD is stored as a numeric variable in the data, so re-
member to convert it to a factor level prior to modeling.

b. Use the model to predict the probabilities of a tree being in each of
the crown class codes from the data set named new.elm, containing
various measurements of cedar elm trees. Which tree (i.e., its height
and diameter) would have the greatest probability of being open
grown? What about the greatest probability of being suppressed?

new.elm <- tibble(DIA = c(5, 10, 15, 20, 25, 30),
HT = c(20, 25, 30, 35, 40, 50))

# a.

library(MASS)

ord.elm <- polr(factor(CROWN_CLASS_CD) ~ DIA , data = elm)
summary(ord.elm)

## Call:
## polr(formula = factor(CROWN_CLASS_CD) ~ DIA, data = elm)
##
## Coefficients:
## Value Std. Error t value
## DIA -0.157 0.03234 -4.856
##
## Intercepts:
## Value Std. Error t value
## 1|2 -6.5030 0.7244 -8.9773
## 2|3 -5.5469 0.6052 -9.1658
## 3|4 0.1635 0.3181 0.5140
## 4|5 1.4306 0.3644 3.9262
##
## Residual Deviance: 436.649
## AIC: 446.649

# b.

pred_elm <- cbind(new.elm, elm_pred = predict(ord.elm,
newdata = new.elm,
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type = ”probs”))
pred_elm

## DIA HT elm_pred.1 elm_pred.2 elm_pred.3 elm_pred.4 elm_pred.5
## 1 5 20 0.003275691 0.005202368 0.7123536 0.180816475 0.098351833
## 2 10 25 0.007154410 0.011248712 0.8314807 0.102725203 0.047390991
## 3 15 30 0.015554218 0.023930311 0.8859640 0.052365732 0.022185705
## 4 20 35 0.033483429 0.049197837 0.8818807 0.025196107 0.010241926
## 5 25 40 0.070597409 0.094419609 0.8185029 0.011782797 0.004697249
## 6 30 50 0.142772688 0.159549623 0.6900936 0.005436328 0.002147783

b. The tree with DIA = 30 and HT = 50 has the greatest
probability of being open grown. The tree with DIA =
5 and HT = 20 has the greatest probability of being
suppressed.
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library(tidyverse)
library(stats4nr)

13.1 You hypothesize that as forests become older, their canopies become
dominated by only a few species, which limits light availability for other species
growing in the understory. Data to examine this hypothesis were acquired from
the Hubachek Wilderness Research Center, an experimental forest located in
northern Minnesota (Gill et al. 2019). Data were collected from 36 forest
inventory plots with at least one tree larger than 12.7 cm in diameter. The
number of species (num_spp), number of standing dead trees (num_dead), and
average height of the trees in the plot (ht_m; meters) are the variables of
interest.

a. Run the code below to create the data set sp_ht to use in this
analysis. Does the count variable of interest (num_spp) display char-
acteristics of underdispersion or overdispersion? Comment on the
usefulness of using the Poisson distribution for this variable.

sp_ht <- tibble(
num_spp = c(4, 3, 2, 4, 2, 4, 2, 3, 2, 2,

5, 1, 7, 4, 4, 7, 4, 6, 4, 5,
3, 5, 5, 3, 7, 2, 5, 5, 3, 5,
3, 5, 2, 4, 5, 4),

num_dead= c(1, 1, 0, 0, 1, 0, 1, 1, 0, 0,
2, 0, 0, 3, 0, 0, 0, 0, 0, 0,
0, 0, 0, 0, 1, 0, 1, 0, 0, 0,
0, 2, 0, 0, 0, 0),

ht_m = c(17.6, 19.8, 26.0, 17.4, 19.8, 20.7,
14.7, 17.6, 11.6, 19.4, 12.7, 16.4,
12.6, 17.9, 23.2, 14.5, 18.6, 15.0,
11.5, 15.1, 13.8, 9.9, 20.2, 7.3,

177
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6.2, 11.4, 16.5, 8.7, 9.8, 6.9,
18.0, 10.0, 12.8, 13.7, 12.8, 16.7)

)

b. Create a histogram for the num_spp variable and comment on its
distribution.

c. Fit two count regression models predicting the number of species
in a plot based on it average height. One model should assume the
Poisson and the other a negative model distribution. Based on their
AIC values, which model would your prefer and why?

# a.
mean(sp_ht$num_spp)

## [1] 3.916667

var(sp_ht$num_spp)

## [1] 2.364286

a. The mean and variance for the num_spp variable are
3.9 and 2.4, respectively. Because the variance is
less that the mean, this indicates underdispersion is
present. These values are not far away from each other,
however, indicating the data may be distributed as a
Poisson.

#b.
ggplot(sp_ht, aes(num_spp)) +
geom_histogram()

## ‘stat_bin()‘ using ‘bins = 30‘. Pick better value with ‘binwidth‘.
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b. Most plots have four or five species present on them.
One plot has one species (the minimum value) and
three plots have seven species (the maximum value).

#c.
m.pois <- glm(num_spp ~ ht_m, data = sp_ht,

family = ”poisson”)
summary(m.pois)

##
## Call:
## glm(formula = num_spp ~ ht_m, family = ”poisson”, data = sp_ht)
##
## Deviance Residuals:
## Min 1Q Median 3Q Max
## -1.6824 -0.5937 0.1677 0.4167 1.3933
##
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## Coefficients:
## Estimate Std. Error z value Pr(>|z|)
## (Intercept) 1.76370 0.27980 6.304 2.91e-10 ***
## ht_m -0.02724 0.01860 -1.465 0.143
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## (Dispersion parameter for poisson family taken to be 1)
##
## Null deviance: 21.852 on 35 degrees of freedom
## Residual deviance: 19.694 on 34 degrees of freedom
## AIC: 137.74
##
## Number of Fisher Scoring iterations: 4

library(MASS)

m.nb<- glm.nb(num_spp ~ ht_m, data = sp_ht)
summary(m.nb)

##
## Call:
## glm.nb(formula = num_spp ~ ht_m, data = sp_ht, init.theta = 134522.304,
## link = log)
##
## Deviance Residuals:
## Min 1Q Median 3Q Max
## -1.6824 -0.5937 0.1677 0.4167 1.3932
##
## Coefficients:
## Estimate Std. Error z value Pr(>|z|)
## (Intercept) 1.76370 0.27980 6.303 2.91e-10 ***
## ht_m -0.02724 0.01860 -1.465 0.143
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## (Dispersion parameter for Negative Binomial(134522.3) family taken to be 1)
##
## Null deviance: 21.852 on 35 degrees of freedom
## Residual deviance: 19.693 on 34 degrees of freedom
## AIC: 139.74
##
## Number of Fisher Scoring iterations: 1
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##
##
## Theta: 134522
## Std. Err.: 3288781
## Warning while fitting theta: iteration limit reached
##
## 2 x log-likelihood: -133.738

AIC(m.pois, m.nb)

## df AIC
## m.pois 2 137.7380
## m.nb 3 139.7385

c. Based on the AIC values, the Poisson model would
be preferred because its value (137.7) is at least two
or more units lower than the AIC for the negative bi-
nomial model (139.7). NOTE: You may have issues
with convergence for the negative binomial model,
which may be associated with the dispersion parame-
ter. This can be addressed by changing the init.theta
parameter into the glm.nb function. However, with the
num_spp variable showing properties of the Poisson dis-
tribution with the value for the mean being close to its
variance, dispersion (and the specification of the neg-
ative binomial variable) may not be worth exploring
here.

13.2 Use the Poisson regression model you created in question 13.1 to make
a prediction of the number of species for five additional forest inventory plots
with mean heights of 12, 13, 19, 21, and 24 meters.

new.spp <- tibble(
ht_m = c(12, 13, 19, 21, 24))
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new.spp <- new.spp %>%
mutate(num_spp_pred = predict(m.pois,

newdata = new.spp,
type = ”response”))

new.spp

## # A tibble: 5 x 2
## ht_m num_spp_pred
## <dbl> <dbl>
## 1 12 4.21
## 2 13 4.09
## 3 19 3.48
## 4 21 3.29
## 5 24 3.03

The predicted number of species for plots with mean heights
of 12, 13, 19, 21, and 24 meters is 4.2, 4.1, 3.5, 3.3, and 3.0,
respectively.

13.3 Make a graph using ggplot() that fits the Poisson model you created in
question 13.1. For a range of tree heights from 5 to 30 meters along the x-axis,
plot the predictions of the number of species for the model on the y-axis.

new.spp2 <- tibble(
ht_m = seq(5, 30, by = 1))

new.spp2 <- new.spp2 %>%
mutate(num_spp_pred_pois = predict(m.pois,

newdata = new.spp2,
type = ”response”))

new.spp2

## # A tibble: 26 x 2
## ht_m num_spp_pred_pois
## <dbl> <dbl>
## 1 5 5.09
## 2 6 4.95
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## 3 7 4.82
## 4 8 4.69
## 5 9 4.57
## 6 10 4.44
## 7 11 4.32
## 8 12 4.21
## 9 13 4.09
## 10 14 3.98
## # ... with 16 more rows

ggplot(new.spp2, aes(x = ht_m, y = num_spp_pred_pois)) +
geom_point() +
geom_line() +
scale_y_continuous(limits = c(0, 5.5))
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13.4 The choice of which count regression model to implement depends in
part on the characteristics of the response variable. Write R code and describe
whether the following variables represent overdispersion, underdispersion, or
equal dispersion. Also comment on which modeling technique may be appro-
priate for the data (e.g., Poisson, negative binomial, zero-inflated Poisson, or
zero-inflated negative binomial).



184 13 Count regression models (solutions)

a. Ant species richness (spprich) in bogs and forests in New England,
USA (available in the ants data set from the stats4nr package).

b. The number of birds (NumBirds) observed in west-central California
suburbs (available in the birds data set from the stats4nr pack-
age).

c. The number of tree species (num_spp) observed in forest inventory
plots in an experimental forest in Minnesota (available from ques-
tion 13.1).

d. The number of standing dead trees (num_dead) observed in forest
inventory plots in an experimental forest in Minnesota (available
from question 13.1).

# a.
mean(ant$spprich)/var(ant$spprich)

## [1] 0.3896595

# b.
mean(birds$NumBirds)/var(birds$NumBirds)

## [1] 0.1532162

# c.
mean(sp_ht$num_spp)/var(sp_ht$num_spp)

## [1] 1.656596

# d.
mean(sp_ht$num_dead)/var(sp_ht$num_dead)

## [1] 0.7335329

a. Overdispersed, given mean << variance. Consider
negative binomial model.
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b. Overdispersed, given mean << variance. Consider
negative binomial model.

c. Underdispersed, given mean > variance. Consider neg-
ative binomial model.

d. Here, the mean (0.4) and variance (0.5) are approx-
imately equal. Consider the Poisson model because
mean is approximately equal to variance. Consider
also the zero-inflated Poisson model because of large
number of zeros in the variable.

13.5 Compare the Akaike’s information criterion (AIC) for the zero-inflated
Poisson and zero-inflated negative binomial models fit to the fishing data
set. Which model is of better quality and why do you suspect the degrees of
freedom differ between the two models?

library(pscl)

m.zip <- zeroinfl(count ~ persons + child + camper, data = fishing)
summary(m.zip)
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##
## Call:
## zeroinfl(formula = count ~ persons + child + camper, data = fishing)
##
## Pearson residuals:
## Min 1Q Median 3Q Max
## -3.05440 -0.74336 -0.44275 -0.07559 27.99304
##
## Count model coefficients (poisson with log link):
## Estimate Std. Error z value Pr(>|z|)
## (Intercept) -0.79826 0.17081 -4.673 2.96e-06 ***
## persons 0.82904 0.04395 18.862 < 2e-16 ***
## child -1.13666 0.09299 -12.224 < 2e-16 ***
## camper 0.72425 0.09314 7.776 7.51e-15 ***
##
## Zero-inflation model coefficients (binomial with logit link):
## Estimate Std. Error z value Pr(>|z|)
## (Intercept) 1.6636 0.5155 3.227 0.00125 **
## persons -0.9228 0.1992 -4.632 3.62e-06 ***
## child 1.9046 0.3261 5.840 5.21e-09 ***
## camper -0.8336 0.3527 -2.364 0.01808 *
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## Number of iterations in BFGS optimization: 12
## Log-likelihood: -752.7 on 8 Df

m.zinb <- zeroinfl(count ~ persons + child + camper, data = fishing,
dist = ”negbin”)

summary(m.zinb)

##
## Call:
## zeroinfl(formula = count ~ persons + child + camper, data = fishing,
## dist = ”negbin”)
##
## Pearson residuals:
## Min 1Q Median 3Q Max
## -0.71806 -0.56103 -0.38173 0.04398 16.16365
##
## Count model coefficients (negbin with log link):
## Estimate Std. Error z value Pr(>|z|)
## (Intercept) -1.6178 0.3202 -5.052 4.36e-07 ***
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## persons 1.0901 0.1117 9.761 < 2e-16 ***
## child -1.2613 0.2473 -5.100 3.40e-07 ***
## camper 0.3857 0.2461 1.567 0.117108
## Log(theta) -0.5929 0.1580 -3.753 0.000174 ***
##
## Zero-inflation model coefficients (binomial with logit link):
## Estimate Std. Error z value Pr(>|z|)
## (Intercept) -12.0956 67.7886 -0.178 0.858
## persons 0.2906 0.7315 0.397 0.691
## child 11.0538 67.7088 0.163 0.870
## camper -10.8729 67.7236 -0.161 0.872
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## Theta = 0.5527
## Number of iterations in BFGS optimization: 44
## Log-likelihood: -395.5 on 9 Df

AIC(m.zip, m.zinb)

## df AIC
## m.zip 8 1521.4630
## m.zinb 9 809.0788

The zero-inflated negative binomial is the model of higher qual-
ity (AIC of 809 compared to 1521). The degrees of freedom are
higher for the ZINB model because it also takes into account
the dispersion parameter.

13.6 A large number of standing dead trees in a forest is an indicator of quality
habitat to sustain populations of American marten (Martes americana), a
mammal species found in northern temperate and boreal forests. Using the
data set provided from the experimental forest in question 13.1, answer the
following questions.

a. Write R code to determine the percentage of forest inventory plots
that contain no observations of standing dead trees.

b. Fit a model that predicts the number of standing dead trees
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(num_dead) in a forest plot using the average height of trees in a stand
(ht_m). Fit a standard Poisson and zero-inflated Poisson model and
compare them with AIC. Which model would you prefer?

sp_ht <- tibble(
num_spp = c(4, 3, 2, 4, 2, 4, 2, 3, 2, 2,

5, 1, 7, 4, 4, 7, 4, 6, 4, 5,
3, 5, 5, 3, 7, 2, 5, 5, 3, 5,
3, 5, 2, 4, 5, 4),

num_dead= c(1, 1, 0, 0, 1, 0, 1, 1, 0, 0,
2, 0, 0, 3, 0, 0, 0, 0, 0, 0,
0, 0, 0, 0, 1, 0, 1, 0, 0, 0,
0, 2, 0, 0, 0, 0),

ht_m = c(17.6, 19.8, 26.0, 17.4, 19.8, 20.7,
14.7, 17.6, 11.6, 19.4, 12.7, 16.4,
12.6, 17.9, 23.2, 14.5, 18.6, 15.0,
11.5, 15.1, 13.8, 9.9, 20.2, 7.3,
6.2, 11.4, 16.5, 8.7, 9.8, 6.9,
18.0, 10.0, 12.8, 13.7, 12.8, 16.7)

)

# a.
sp_ht %>%
group_by(num_dead) %>%
summarize(num_dead_trees = n()) %>%
mutate(Pct = num_dead_trees / sum(num_dead_trees) * 100)

## # A tibble: 4 x 3
## num_dead num_dead_trees Pct
## <dbl> <int> <dbl>
## 1 0 26 72.2
## 2 1 7 19.4
## 3 2 2 5.56
## 4 3 1 2.78

a. 72% of the forest inventory plots contain zero standing
dead trees.
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# b.
m.pois.dead <- glm(num_dead ~ ht_m, data = sp_ht, family = ”poisson”)
summary(m.pois.dead)

##
## Call:
## glm(formula = num_dead ~ ht_m, family = ”poisson”, data = sp_ht)
##
## Deviance Residuals:
## Min 1Q Median 3Q Max
## -0.9251 -0.8876 -0.8709 0.7851 2.6277
##
## Coefficients:
## Estimate Std. Error z value Pr(>|z|)
## (Intercept) -1.074937 0.921158 -1.167 0.243
## ht_m 0.008697 0.058407 0.149 0.882
##
## (Dispersion parameter for poisson family taken to be 1)
##
## Null deviance: 38.582 on 35 degrees of freedom
## Residual deviance: 38.560 on 34 degrees of freedom
## AIC: 64.779
##
## Number of Fisher Scoring iterations: 6

m.zip.dead <- zeroinfl(num_dead ~ ht_m, data = sp_ht)
summary(m.zip.dead)

##
## Call:
## zeroinfl(formula = num_dead ~ ht_m, data = sp_ht)
##
## Pearson residuals:
## Min 1Q Median 3Q Max
## -0.5972 -0.5729 -0.5198 0.8203 3.6681
##
## Count model coefficients (poisson with log link):
## Estimate Std. Error z value Pr(>|z|)
## (Intercept) 0.32632 1.37366 0.238 0.812
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## ht_m -0.04493 0.08618 -0.521 0.602
##
## Zero-inflation model coefficients (binomial with logit link):
## Estimate Std. Error z value Pr(>|z|)
## (Intercept) 1.7065 2.9864 0.571 0.568
## ht_m -0.1335 0.2250 -0.593 0.553
##
## Number of iterations in BFGS optimization: 17
## Log-likelihood: -29.43 on 4 Df

AIC(m.pois.dead, m.zip.dead)

## df AIC
## m.pois.dead 2 64.77889
## m.zip.dead 4 66.85748

b. It is interesting to see here that the standard Poisson
model results in a lower AIC than the ZIP model,
despite the fact that nearly three-quarters of the data
are represented by zero values. This is likely due to the
fact that the correlation between ht_m and num_dead
is low (0.02), resulting in poor predictive ability:

cor.test(sp_ht$ht_m, sp_ht$num_dead)

##
## Pearson’s product-moment correlation
##
## data: sp_ht$ht_m and sp_ht$num_dead
## t = 0.12573, df = 34, p-value = 0.9007
## alternative hypothesis: true correlation is not equal to 0
## 95 percent confidence interval:
## -0.3091673 0.3476318
## sample estimates:
## cor
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## 0.0215582

13.7 Create a diagnostic plot using ggplot() that shows the Pearson residuals
for the zero-inflated Poisson model that predicts the number of fish caught
from the fishing data set.

m.zip <- zeroinfl(count ~ persons + child + camper, data = fishing)
summary(m.zip)

##
## Call:
## zeroinfl(formula = count ~ persons + child + camper, data = fishing)
##
## Pearson residuals:
## Min 1Q Median 3Q Max
## -3.05440 -0.74336 -0.44275 -0.07559 27.99304
##
## Count model coefficients (poisson with log link):
## Estimate Std. Error z value Pr(>|z|)
## (Intercept) -0.79826 0.17081 -4.673 2.96e-06 ***
## persons 0.82904 0.04395 18.862 < 2e-16 ***
## child -1.13666 0.09299 -12.224 < 2e-16 ***
## camper 0.72425 0.09314 7.776 7.51e-15 ***
##
## Zero-inflation model coefficients (binomial with logit link):
## Estimate Std. Error z value Pr(>|z|)
## (Intercept) 1.6636 0.5155 3.227 0.00125 **
## persons -0.9228 0.1992 -4.632 3.62e-06 ***
## child 1.9046 0.3261 5.840 5.21e-09 ***
## camper -0.8336 0.3527 -2.364 0.01808 *
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## Number of iterations in BFGS optimization: 12
## Log-likelihood: -752.7 on 8 Df

fishing <- fishing %>%
mutate(count_pred = predict(m.zip,

newdata = fishing,
type = ”response”),

res_pear = resid(m.zip, type = ”pearson”))
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ggplot(fishing, aes(count_pred, res_pear)) +
geom_point() +
labs(x = ”Estimated mean”,

y = ”Pearson residual”)
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13.8 Write two functions in R that can be applied to any data set with obser-
vations and model predictions. One function should calculate the root mean
square error (RMSE) and the other the mean bias (MB). Use the functions
to determine the RMSE and MB for the standard Poisson and zero-inflated
Poisson models that predict the number of fish caught from the fishing data
set.

m.poisson <- glm(count ~ persons + child + camper,
family = ”poisson”, data = fishing)

fishing <- fishing %>%
mutate(count_pred_p = predict(m.poisson,

newdata = fishing,
type = ”response”),

count_pred_zip = predict(m.zip,
newdata = fishing,
type = ”response”))
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rmse <- function(yi, yi_hat){
sqrt(mean((yi - yi_hat)ˆ2))

}

mb <- function(yi, yi_hat){
mean(yi - yi_hat)

}

rmse_p <- rmse(yi = fishing$count, yi_hat = fishing$count_pred_p)
rmse_zip <- rmse(yi = fishing$count, yi_hat = fishing$count_pred_zip)
rmse_p; rmse_zip

## [1] 9.648321

## [1] 9.724766

mb_p <- mb(yi = fishing$count, yi_hat = fishing$count_pred_p)
mb_zip <- mb(yi = fishing$count, yi_hat = fishing$count_pred_zip)
mb_p; mb_zip

## [1] -6.62728e-11

## [1] 0.08357329
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library(tidyverse)
library(stats4nr)
library(knitr)

14.1 Many applications of mixed models are compared to those fit with ordi-
nary least squares. Using the redpine data set from the stats4nr package, we
are interested in predicting a tree’s height (HT) based on its diameter at breast
height (DBH). Data are from 450 observations made at the Cloquet Forestry
Center in Cloquet, Minnesota in 2014 with DBH measured in inches and HT
measured in feet.

a. Write code using the ggplot() function that produces a scatter plot
of red pine diameter and height. Add a linear regression line to the
plot.

b. Find the Pearson correlation coefficient between tree height (HT)
and diameter at breast height (DBH).

c. Fit a regression equation using ordinary least squares predicting
tree height based on its diameter.

d. Use the AIC() function to determine the Akaike information crite-
rion of the fitted model.

# a.
p.redpine <- ggplot(redpine, aes(DBH, HT)) +
geom_point() +
stat_smooth(method = ”lm”)

p.redpine

## ‘geom_smooth()‘ using formula ’y ~ x’

195



196 14 Linear mixed models (solutions)

50

100

10 20 30

DBH

H
T

# b.
cor(redpine$HT, redpine$DBH)

## [1] 0.768107

b. The correlation between HT and DIA is 0.768107.

# c.
redpine.ols <- lm(HT ~ DBH, data = redpine)
summary(redpine.ols)

##
## Call:
## lm(formula = HT ~ DBH, data = redpine)
##
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## Residuals:
## Min 1Q Median 3Q Max
## -55.449 -9.250 -0.894 8.878 43.415
##
## Coefficients:
## Estimate Std. Error t value Pr(>|t|)
## (Intercept) 31.1552 1.8357 16.97 <2e-16 ***
## DBH 3.0493 0.1201 25.39 <2e-16 ***
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## Residual standard error: 14.31 on 448 degrees of freedom
## Multiple R-squared: 0.59, Adjusted R-squared: 0.5891
## F-statistic: 644.7 on 1 and 448 DF, p-value: < 2.2e-16

c. The regression equation can be written as 31.1552 +
3.0493(DBH).

# d.
AIC(redpine.ols)

## [1] 3676.142

d. The AIC value is 3676.142 for the ordinary least
squares model.

14.2 Use the fish data set from the stats4nr package to answer the following
questions.

a. Using ggplot(), make a scatter plot showing the weight of the fish
(Weight; in grams) on the y-axis and the length from the nose to
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the beginning of the tail (Length1; in cm) on the x-axis. Color the
observations for each of the seven species and add a stat_smooth()
statement that displays a linear regression line for each species.

b. Fit a linear mixed model predicting Weight based on Length1 that
incorporates Species as a random effect on the intercept.

c. Fit a similar linear mixed model predicting Weight based on Length1,
but this time apply the random effect of Species on the slope term.

d. Compare the AIC values of the models in parts b and c. Which
model may be preferred and why?

# a.
ggplot(fish, aes(x = Length1, y = Weight, col = Species)) +
geom_point() +
stat_smooth(method = ”lm”)

## ‘geom_smooth()‘ using formula ’y ~ x’
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# b.
library(lme4)
fish.lme <- lmer(Weight ~ Length1 + (1 | Species),



199

data = fish)
summary(fish.lme)

## Linear mixed model fit by REML [’lmerMod’]
## Formula: Weight ~ Length1 + (1 | Species)
## Data: fish
##
## REML criterion at convergence: 1872.2
##
## Scaled residuals:
## Min 1Q Median 3Q Max
## -2.2745 -0.6391 -0.0739 0.4557 3.2658
##
## Random effects:
## Groups Name Variance Std.Dev.
## Species (Intercept) 36975 192.29
## Residual 7959 89.21
## Number of obs: 157, groups: Species, 7
##
## Fixed effects:
## Estimate Std. Error t value
## (Intercept) -733.312 78.811 -9.305
## Length1 43.267 1.145 37.794
##
## Correlation of Fixed Effects:
## (Intr)
## Length1 -0.370

# c.
fish.lme2 <- lmer(Weight ~ Length1 + (1 + Length1 | Species),

data = fish)
summary(fish.lme2)

## Linear mixed model fit by REML [’lmerMod’]
## Formula: Weight ~ Length1 + (1 + Length1 | Species)
## Data: fish
##
## REML criterion at convergence: 1834.8
##
## Scaled residuals:
## Min 1Q Median 3Q Max
## -2.64290 -0.45870 -0.02771 0.32490 2.75167
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##
## Random effects:
## Groups Name Variance Std.Dev. Corr
## Species (Intercept) 224942.1 474.28
## Length1 233.8 15.29 -0.91
## Residual 5563.6 74.59
## Number of obs: 157, groups: Species, 7
##
## Fixed effects:
## Estimate Std. Error t value
## (Intercept) -727.958 184.244 -3.951
## Length1 38.897 6.134 6.341
##
## Correlation of Fixed Effects:
## (Intr)
## Length1 -0.906

# d.
AIC(fish.lme, fish.lme2)

## df AIC
## fish.lme 4 1880.235
## fish.lme2 6 1846.812

d. The model with the random effect of Species on the
slope term may be preferred because it shows a lower
AIC value (1846.8 compared to 1880.2).

14.3 Use Loblolly, a built-in data set in R containing the height, age, and seed
source of loblolly pine (Pinus taeda) trees, to answer the following questions.

a. Fit a linear mixed model predicting tree height (height; in meters)
based on tree age (age; years) that incorporates seed source as a
random effect on the intercept. Create a quantile-quantile plot to
assess whether the random effects are normally distributed.

b. Ben Bolker created broom.mixed, an R package that extends what



201

the broom package does to different kinds of model forms, includ-
ing linear mixed models (Bolker 2021). Install and load the package,
then use the augment() function to extract the fitted and residual
values for the observations in Loblolly. Hint: consult section 8.6.2
where we do a similar activity with the broom package in an ordi-
nary least squares regression.

c. Create a scatter plot of residual and fitted values using ggplot() and
add a smoothed trend line. What do you notice about the model
and how might it be remedied?

# a.
Loblolly.lme <- lmer(height ~ age + (1 | Seed),

data = Loblolly)
summary(Loblolly.lme)

## Linear mixed model fit by REML [’lmerMod’]
## Formula: height ~ age + (1 | Seed)
## Data: Loblolly
##
## REML criterion at convergence: 421.6
##
## Scaled residuals:
## Min 1Q Median 3Q Max
## -2.2221 -0.7609 -0.3202 0.7978 2.0717
##
## Random effects:
## Groups Name Variance Std.Dev.
## Seed (Intercept) 0.7736 0.8795
## Residual 7.9475 2.8191
## Number of obs: 84, groups: Seed, 14
##
## Fixed effects:
## Estimate Std. Error t value
## (Intercept) -1.31240 0.63965 -2.052
## age 2.59052 0.03917 66.136
##
## Correlation of Fixed Effects:
## (Intr)
## age -0.796
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ranef.lob <- ranef(Loblolly.lme)

plot(ranef.lob)
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a. The random effects are generally normally distributed,
as indicated by the relatively straight line in the
quantile-quantile plot.

# b.

# install.packages(”broom.mixed”)
library(broom.mixed)
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## Warning: package ’broom.mixed’ was built under R version 4.1.1

Lob.resid.lme <- augment(Loblolly.lme)
Lob.resid.lme

## # A tibble: 84 x 15
## .rownames height age Seed .fitted .resid .hat .cooksd .fixed .mu
## <chr> <dbl> <dbl> <ord> <dbl> <dbl> <dbl> <dbl> <dbl> <dbl>
## 1 1 4.51 3 301 6.78 -2.27 0.0883 0.0346 6.46 6.78
## 2 15 10.9 5 301 12.0 -1.08 0.0813 0.00701 11.6 12.0
## 3 29 28.7 10 301 24.9 3.80 0.0707 0.0744 24.6 24.9
## 4 43 41.7 15 301 37.9 3.87 0.0697 0.0759 37.5 37.9
## 5 57 52.7 20 301 50.8 1.88 0.0784 0.0205 50.5 50.8
## 6 71 60.9 25 301 63.8 -2.86 0.0968 0.0609 63.5 63.8
## 7 2 4.55 3 303 7.10 -2.55 0.0883 0.0435 6.46 7.10
## 8 16 10.9 5 303 12.3 -1.36 0.0813 0.0113 11.6 12.3
## 9 30 29.1 10 303 25.2 3.83 0.0707 0.0757 24.6 25.2
## 10 44 42.8 15 303 38.2 4.64 0.0697 0.109 37.5 38.2
## # ... with 74 more rows, and 5 more variables: .offset <dbl>, .sqrtXwt <dbl>,
## # .sqrtrwt <dbl>, .weights <dbl>, .wtres <dbl>

# c.
p.Lob.resid.lme <- ggplot(Lob.resid.lme, aes(x = .fitted, y = .resid)) +
geom_point() +
ylab(”Residual”) +
xlab(”Fitted value”) +
stat_smooth(se = F)

p.Lob.resid.lme

## ‘geom_smooth()‘ using method = ’loess’ and formula ’y ~ x’
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c. There appears to be a trend in the plot with posi-
tive residuals in the middle of the data and negative
residuals on the tails of the data, forming an inverse
U-shaped smoothed trend line. Transforming the data
prior to modeling might remedy these issues in the re-
gression.

14.4 The lmerTest package in R provides additional output and functions
that work with linear mixed models fit with lmer(). After installing and load-
ing the package, explore its ranova() function. This function performs a like-
lihood ratio test that assesses the contribution of random effects in a linear
mixed model. Apply the function to the models fit with random effects on the
intercept from questions 14.2 (the fish data) and 14.3 (the loblolly pine data).
What is the result of the likelihood ratio tests, that is, do the random effects
contribute to the performance of the model?
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# install.packages(”lmerTest”)
library(lmerTest)

ranova(fish.lme)

## ANOVA-like table for random-effects: Single term deletions
##
## Model:
## Weight ~ Length1 + (1 | Species)
## npar logLik AIC LRT Df Pr(>Chisq)
## <none> 4 -936.12 1880.2
## (1 | Species) 3 -997.05 2000.1 121.87 1 < 2.2e-16 ***
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1

ranova(Loblolly.lme)

## ANOVA-like table for random-effects: Single term deletions
##
## Model:
## height ~ age + (1 | Seed)
## npar logLik AIC LRT Df Pr(>Chisq)
## <none> 4 -210.82 429.64
## (1 | Seed) 3 -211.46 428.92 1.2814 1 0.2576

For the fish model, the null hypothesis that the models are equal
is rejected (p < 2.2e-16). For the loblolly pine model, the null
hypothesis that the models are equal is accepted (p = 0.2576).
The random effects for seed source in the loblolly decrease the
AIC value, but using them as random effects is not adding much
to the model.

14.5 Recall the linear mixed model you created in question 14.2c that pre-
dicted fish weight based on its length with the random effect of species on the
slope term. Answer the following questions using the fish data set.
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a. Write code in R to predict Weight based on Length1 using fixed
effects, only.

b. Write code in R to predict Weight based on Length1 using the esti-
mated BLUPs that incorporate Species as the random effect.

c. Calculate the mean bias of each prediction of fish weights. Mean
bias can be obtained by calculating the difference between each ob-
servation and its prediction and then averaging these values. Based
on the calculations, on average which prediction approach would
you prefer?

# a.
fish <- fish %>%

mutate(Weight_pred_fixed = predict(fish.lme2,
fish,
re.form = NA))

# b.
fish <- fish %>%

mutate(Weight_pred_fixed_re = predict(fish.lme2,
fish,
re.form = NULL))

# c.
fish <- fish %>%
mutate(bias_fixed = Weight - Weight_pred_fixed,

bias_fixed_re = Weight - Weight_pred_fixed_re)

fish.bias <- fish %>%
summarize(mean_bias_fixed = mean(bias_fixed),

mean_bias_fixed_re = mean(bias_fixed_re))
fish.bias

## # A tibble: 1 x 2
## mean_bias_fixed mean_bias_fixed_re
## <dbl> <dbl>
## 1 104. -4.57e-13
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c. The model using the estimated BLUPs that incorpo-
rates Species as the random effect provides a mean
bias value closest to zero (-4.57e-13 compared to 104
grams).

14.6 You have collected ten more observations on the ages of loblolly pine
trees and wish to apply the linear mixed model you created in question 14.3
to predict their heights. The data were collected from three seed sources that
were also measured in the data set used in model fitting:

## # A tibble: 10 x 2
## Seed age
## <dbl> <dbl>
## 1 305 7
## 2 305 9
## 3 305 15
## 4 321 5
## 5 321 6
## 6 321 19
## 7 327 4
## 8 327 12
## 9 327 22
## 10 327 24

a. Write code in R to make two predictions of loblolly pine tree heights
using this new data set: one using fixed effects only and the other
using the extracted random effects from the model you fit that in-
corporated Seed as the random effect.

b. Make a scatter plot of predicted tree heights (y-axis) along the
range of tree ages (x-axis) for these 10 observations. Add a col =
statement to your code in ggplot() to make two colors for each of
the different kinds of model predictions. Explain the differences you
observe in the predictions in a sentence or two.

# a.
new_Loblolly <- new_Loblolly %>%

mutate(HT_pred_fixed_re = predict(Loblolly.lme,
new_Loblolly,
re.form = NULL),

HT_pred_fixed = predict(Loblolly.lme,
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new_Loblolly,
re.form = NA))

new_Loblolly %>%
top_n(10)

## Selecting by HT_pred_fixed

## # A tibble: 10 x 4
## Seed age HT_pred_fixed_re HT_pred_fixed
## <dbl> <dbl> <dbl> <dbl>
## 1 305 7 16.2 16.8
## 2 305 9 21.4 22.0
## 3 305 15 36.9 37.5
## 4 321 5 11.2 11.6
## 5 321 6 13.8 14.2
## 6 321 19 47.5 47.9
## 7 327 4 10.1 9.05
## 8 327 12 30.8 29.8
## 9 327 22 56.7 55.7
## 10 327 24 61.9 60.9

# b.
new_Loblolly_long <- new_Loblolly %>%
pivot_longer(cols = !Seed:age,

names_to = ”Model”,
values_to = ”HT_pred”)

new_Loblolly_long

## # A tibble: 20 x 4
## Seed age Model HT_pred
## <dbl> <dbl> <chr> <dbl>
## 1 305 7 HT_pred_fixed_re 16.2
## 2 305 7 HT_pred_fixed 16.8
## 3 305 9 HT_pred_fixed_re 21.4
## 4 305 9 HT_pred_fixed 22.0
## 5 305 15 HT_pred_fixed_re 36.9
## 6 305 15 HT_pred_fixed 37.5
## 7 321 5 HT_pred_fixed_re 11.2
## 8 321 5 HT_pred_fixed 11.6
## 9 321 6 HT_pred_fixed_re 13.8
## 10 321 6 HT_pred_fixed 14.2
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## 11 321 19 HT_pred_fixed_re 47.5
## 12 321 19 HT_pred_fixed 47.9
## 13 327 4 HT_pred_fixed_re 10.1
## 14 327 4 HT_pred_fixed 9.05
## 15 327 12 HT_pred_fixed_re 30.8
## 16 327 12 HT_pred_fixed 29.8
## 17 327 22 HT_pred_fixed_re 56.7
## 18 327 22 HT_pred_fixed 55.7
## 19 327 24 HT_pred_fixed_re 61.9
## 20 327 24 HT_pred_fixed 60.9

ggplot(new_Loblolly_long, aes (x = age, y = HT_pred, col = Model)) +
geom_point()
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b. There do not appear to be any large differences in the
predictions, as most appear to be within one foot of
each other. For very tall trees, the difference in height
predictions seems to be greater.
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14.7 While much of this chapter has presented mixed models in the context of
regression, they can also be implemented to analyze experimental treatments,
similar to analysis of variance. To see this in practice, install the MASS
package and load the oats data set found within it. These data contain the
yield of oats from a field trial with three oat varieties and four levels of nitrogen
(manure) treatment. Type print(oats) and ?oats in R and investigate the
data. Create a linear mixed model using the lmer() function that predicts oat
yield with variety, nitrogen treatment, and their interaction as fixed effects.
Specify the experimental block as a random effect on the intercept. Use the
anova() function to print the results. What roadblocks do you encounter when
looking to assess the significance of the variety and nitrogen treatments?

# install.packages(”MASS”)
library(MASS)

#?oats
print(head(oats))

## B V N Y
## 1 I Victory 0.0cwt 111
## 2 I Victory 0.2cwt 130
## 3 I Victory 0.4cwt 157
## 4 I Victory 0.6cwt 174
## 5 I Golden.rain 0.0cwt 117
## 6 I Golden.rain 0.2cwt 114

oat.lme <- lmer(Y ~ V*N + (1 | B),
data = oats)

summary(oat.lme)

## Linear mixed model fit by REML. t-tests use Satterthwaite’s method [
## lmerModLmerTest]
## Formula: Y ~ V * N + (1 | B)
## Data: oats
##
## REML criterion at convergence: 536.7
##
## Scaled residuals:
## Min 1Q Median 3Q Max
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## -1.7572 -0.7457 0.1290 0.6720 1.7505
##
## Random effects:
## Groups Name Variance Std.Dev.
## B (Intercept) 243.4 15.60
## Residual 254.2 15.94
## Number of obs: 72, groups: B, 6
##
## Fixed effects:
## Estimate Std. Error df t value Pr(>|t|)
## (Intercept) 80.0000 9.1070 16.5209 8.784 1.25e-07 ***
## VMarvellous 6.6667 9.2054 55.0000 0.724 0.472006
## VVictory -8.5000 9.2054 55.0000 -0.923 0.359848
## N0.2cwt 18.5000 9.2054 55.0000 2.010 0.049381 *
## N0.4cwt 34.6667 9.2054 55.0000 3.766 0.000406 ***
## N0.6cwt 44.8333 9.2054 55.0000 4.870 9.81e-06 ***
## VMarvellous:N0.2cwt 3.3333 13.0184 55.0000 0.256 0.798870
## VVictory:N0.2cwt -0.3333 13.0184 55.0000 -0.026 0.979665
## VMarvellous:N0.4cwt -4.1667 13.0184 55.0000 -0.320 0.750136
## VVictory:N0.4cwt 4.6667 13.0184 55.0000 0.358 0.721367
## VMarvellous:N0.6cwt -4.6667 13.0184 55.0000 -0.358 0.721367
## VVictory:N0.6cwt 2.1667 13.0184 55.0000 0.166 0.868428
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1
##
## Correlation of Fixed Effects:
## (Intr) VMrvll VVctry N0.2cw N0.4cw N0.6cw VM:N0.2 VV:N0.2 VM:N0.4
## VMarvellous -0.505
## VVictory -0.505 0.500
## N0.2cwt -0.505 0.500 0.500
## N0.4cwt -0.505 0.500 0.500 0.500
## N0.6cwt -0.505 0.500 0.500 0.500 0.500
## VMrvll:N0.2 0.357 -0.707 -0.354 -0.707 -0.354 -0.354
## VVctry:N0.2 0.357 -0.354 -0.707 -0.707 -0.354 -0.354 0.500
## VMrvll:N0.4 0.357 -0.707 -0.354 -0.354 -0.707 -0.354 0.500 0.250
## VVctry:N0.4 0.357 -0.354 -0.707 -0.354 -0.707 -0.354 0.250 0.500 0.500
## VMrvll:N0.6 0.357 -0.707 -0.354 -0.354 -0.354 -0.707 0.500 0.250 0.500
## VVctry:N0.6 0.357 -0.354 -0.707 -0.354 -0.354 -0.707 0.250 0.500 0.250
## VV:N0.4 VM:N0.6
## VMarvellous
## VVictory
## N0.2cwt
## N0.4cwt
## N0.6cwt
## VMrvll:N0.2
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## VVctry:N0.2
## VMrvll:N0.4
## VVctry:N0.4
## VMrvll:N0.6 0.250
## VVctry:N0.6 0.500 0.500

anova(oat.lme)

## Type III Analysis of Variance Table with Satterthwaite’s method
## Sum Sq Mean Sq NumDF DenDF F value Pr(>F)
## V 1786.4 893.2 2 55 3.5134 0.03665 *
## N 20020.5 6673.5 3 55 26.2510 1.135e-10 ***
## V:N 321.8 53.6 6 55 0.2109 0.97187
## ---
## Signif. codes: 0 ’***’ 0.001 ’**’ 0.01 ’*’ 0.05 ’.’ 0.1 ’ ’ 1

The anova() function does not provides p-values! The F-value
for the nitrogen treatment is large, while the F-value for the
variety and interaction terms are much smaller.

14.8 The nlme package performs linear and nonlinear mixed effects modeling.
Investigate the package by typing ?nlme and perform the same linear mixed
model as in question 14.7 using its lme() function. At a level of significance of
𝛼 = 0.05, do the variety, nitrogen treatments, and their interaction influence
oat yield?

#install.packages(”nlme”)
library(nlme)

oat.nlme <- lme(Y ~ V*N,
random = ~ 1|B,
data = oats)

summary(oat.nlme)

## Linear mixed-effects model fit by REML
## Data: oats
## AIC BIC logLik
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## 564.69 594.0108 -268.345
##
## Random effects:
## Formula: ~1 | B
## (Intercept) Residual
## StdDev: 15.60138 15.94425
##
## Fixed effects: Y ~ V * N
## Value Std.Error DF t-value p-value
## (Intercept) 80.00000 9.106977 55 8.784473 0.0000
## VMarvellous 6.66667 9.205419 55 0.724211 0.4720
## VVictory -8.50000 9.205419 55 -0.923369 0.3598
## N0.2cwt 18.50000 9.205419 55 2.009686 0.0494
## N0.4cwt 34.66667 9.205419 55 3.765898 0.0004
## N0.6cwt 44.83333 9.205419 55 4.870320 0.0000
## VMarvellous:N0.2cwt 3.33333 13.018428 55 0.256047 0.7989
## VVictory:N0.2cwt -0.33333 13.018428 55 -0.025605 0.9797
## VMarvellous:N0.4cwt -4.16667 13.018428 55 -0.320059 0.7501
## VVictory:N0.4cwt 4.66667 13.018428 55 0.358466 0.7214
## VMarvellous:N0.6cwt -4.66667 13.018428 55 -0.358466 0.7214
## VVictory:N0.6cwt 2.16667 13.018428 55 0.166431 0.8684
## Correlation:
## (Intr) VMrvll VVctry N0.2cw N0.4cw N0.6cw VM:N0.2 VV:N0.2
## VMarvellous -0.505
## VVictory -0.505 0.500
## N0.2cwt -0.505 0.500 0.500
## N0.4cwt -0.505 0.500 0.500 0.500
## N0.6cwt -0.505 0.500 0.500 0.500 0.500
## VMarvellous:N0.2cwt 0.357 -0.707 -0.354 -0.707 -0.354 -0.354
## VVictory:N0.2cwt 0.357 -0.354 -0.707 -0.707 -0.354 -0.354 0.500
## VMarvellous:N0.4cwt 0.357 -0.707 -0.354 -0.354 -0.707 -0.354 0.500 0.250
## VVictory:N0.4cwt 0.357 -0.354 -0.707 -0.354 -0.707 -0.354 0.250 0.500
## VMarvellous:N0.6cwt 0.357 -0.707 -0.354 -0.354 -0.354 -0.707 0.500 0.250
## VVictory:N0.6cwt 0.357 -0.354 -0.707 -0.354 -0.354 -0.707 0.250 0.500
## VM:N0.4 VV:N0.4 VM:N0.6
## VMarvellous
## VVictory
## N0.2cwt
## N0.4cwt
## N0.6cwt
## VMarvellous:N0.2cwt
## VVictory:N0.2cwt
## VMarvellous:N0.4cwt
## VVictory:N0.4cwt 0.500
## VMarvellous:N0.6cwt 0.500 0.250
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## VVictory:N0.6cwt 0.250 0.500 0.500
##
## Standardized Within-Group Residuals:
## Min Q1 Med Q3 Max
## -1.7571703 -0.7457036 0.1290167 0.6720331 1.7505095
##
## Number of Observations: 72
## Number of Groups: 6

anova(oat.nlme)

## numDF denDF F-value p-value
## (Intercept) 1 55 245.14092 <.0001
## V 2 55 3.51343 0.0366
## N 3 55 26.25097 <.0001
## V:N 6 55 0.21094 0.9719

Here, the do the variety (p = 0.0366) and nitrogen treatments (p
<.0001) influence oat yield but not their interaction (p = 0.9719).
The value of the lme() function from nlme over the lmer()
function from lme4 is that p-values are provided by default in
the output.

14.9 The CO2 data set records the carbon dioxide uptake in different plant
grasses subject to varying treatments. Type print(CO2) and ?CO2 in R and
investigate the data. Say you are interested in creating a mixed model to
predict uptake based on all of the other variables in the data. How would you
specify your model and which parameters/variables would you consider fixed
and random effects?

CO2.ols <- lm(uptake ~ Treatment*factor(conc),
data = CO2)

CO2.lme <- lmer(uptake ~ Treatment*factor(conc) + (1 | Plant),
data = CO2)

CO2.lme2 <- lmer(uptake ~ Treatment*factor(conc) + (1 | Type),
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data = CO2)

CO2.lme3 <- lmer(uptake ~ Treatment*factor(conc) + (1 | Type/Plant),
data = CO2)

AIC(CO2.ols, CO2.lme, CO2.lme2, CO2.lme3)

## df AIC
## CO2.ols 15 603.6987
## CO2.lme 16 460.5541
## CO2.lme2 16 459.9683
## CO2.lme3 17 447.3898

This question is open to some interpretation and there is no
“right” answer. The code above fits four models with Treatment
and conc as fixed effects with a variety of forms including (1) one
with ordinary least squares, (2) one with Plant as the random
effect on the intercept, (3) one with Type as the random effect
on the intercept, and (4) one with Plant nested within Type as
the random effect on the intercept. The last model with the
nested random effects provides the lowest AIC. Additional work
in evaluating random effects terms on the slope terms may be
warranted.
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library(tidyverse)
library(stats4nr)
library(knitr)

15.1 The same data set or summary of a statistical analysis can be used to
create different visualizations depending on your audience. Using a data set or
results from a statistical analysis that you are familiar with, create two to three
different visualizations using tables or figures of different styles. For example,
one visualization could show a bar plot displaying mean values and error bars
denoting standard errors across different levels of a categorical variable. This
visualization might be appropriate for “the researcher.” Another visualization
could present a word cloud of the data showing differences in the number
of observations within each categorical variable. This visualization might be
appropriate for a broader audience, i.e., “the general public.”

There are several approaches one could take with creating differ-
ent visualizations. For more inspiration, see Russell 2020 for a
series of visualizations using the familiar elm data set. In partic-
ular, Table 2 and Figure 3 are examples of visualizations that are
appropriate for scientist and researcher audiences, while Figure
4 is fitting for a broad audience.

Russell, M.B. 2020. Nine tips to improve your everyday forest
data analysis. Journal of Forestry 118: 636-643.
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15.2 Find a presentation slide deck you recently delivered that included data,
or find one online to use as a case study. With respect to the data and sta-
tistical results presented in the slides, make several notes for how you can
improve its layout and design. Share a specific slide on social media and ask
your friends and followers for their candid feedback on how it can be improved.

For some inspiration, search topics like #datavizfail and
#datafail on social media platforms. One of my favorite graphs
that needs some serious revisions is a bar plot on COVID-19
cases: https://flowingdata.com/2020/06/24/bad-bar-chart/

15.3 Explore several popular websites and blogs dedicated to data visualiza-
tion and presenting data effectively. Make notes about how you can improve
your own data visualizations. A few worth exploring include:

• FlowingData (https://flowingdata.com/)1

• Evergreen Data (https://stephanieevergreen.com/blog/)2

• The Economist (https://www.economist.com/graphic-detail)3

• Storytelling with Data https://www.storytellingwithdata.com/blog

I particularly enjoyed this post on Florence Nightingale’s
coxcomb diagram from the Storytelling with Data blog: https:
//www.storytellingwithdata.com/blog/2022/1/3/visualizing-
cycles

15.4 The kable() function available in the knitr package in R creates simple
tables for a number of documents. Learn more about the kable() func-
tion by reading through the section labeled Tables in Xie et al. 2019:
[https://bookdown.org/yihui/rmarkdown/r-code.html#tables]https:
//bookdown.org/yihui/rmarkdown/r-code.html#tables). Use the ant data set
from the stats4nr package to create the following tables:

1https://flowingdata.com/
2https://stephanieevergreen.com/blog/
3https://www.economist.com/graphic-detail

https://flowingdata.com/2020/06/24/bad-bar-chart/
https://www.storytellingwithdata.com/blog
https://www.storytellingwithdata.com/blog/2022/1/3/visualizing-cycles
https://www.storytellingwithdata.com/blog/2022/1/3/visualizing-cycles
https://www.storytellingwithdata.com/blog/2022/1/3/visualizing-cycles
https://bookdown.org/yihui/rmarkdown/r-code.html#tables
https://bookdown.org/yihui/rmarkdown/r-code.html#tables
https://bookdown.org/yihui/rmarkdown/r-code.html#tables
https://flowingdata.com/
https://stephanieevergreen.com/blog/
https://www.economist.com/graphic-detail
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a. A table that displays the first eight rows of the ant data set.
b. A table that displays the mean values for species richness in the bog

and forest ecosystems, with appropriate caption.

# a.
knitr::kable(ant[1:8, ])

site ecotype spprich lat elev
TPB Forest 6 41.97 389
HBC Forest 16 42.00 8
CKB Forest 18 42.03 152
SKP Forest 17 42.05 1
CB Forest 9 42.05 210
RP Forest 15 42.17 78
PK Forest 7 42.19 47
OB Forest 12 42.23 491

# b.
ant %>%
group_by(ecotype) %>%
summarize(‘Mean spprich‘ = mean(spprich)) %>%
knitr::kable(caption = ”Mean species richness”)

15.5 Find a figure from a scientific article or report that you recently read. Try
to “copy the artist” by re-creating the figure from the article by coding it in
ggplot(). Inspect the figure and note the approximate values contained in the
figure. Choose a relatively simple figure, i.e., a bar plot or line graph where you
can find the values for relatively few data points. If you require more precise
values, programs like eleif (https://eleif.net/photo_measure.html)4 can be
used to measure specific distances on an image.

I attempt to replicate Figure 2. from Reich et al. (2016). The
facetting doesn’t appear the same as it does in their article,
and I have some work to do on the size of the error bars, but
generally the figure looks similar to what appeared in the Reich
et al. (2016) paper.

4https://eleif.net/photo_measure.html

https://eleif.net/photo_measure.html
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Reich, P.B., K.M. Sendall, A. Stefanski, X. Wei, R.L. Rich, and
R.A. Montgomery. 2016. Boreal and temperate trees show strong
acclimation of respiration to warming. Nature 531(7596): 633-
636.

reich <- tribble(
~GraphType, ~Type, ~Accl, ~Mean, ~SE,
”A”, ”Boreal”, ”Acclimated”, 4, 3.5,
”A”, ”Boreal”, ”Not acclimated”, 22, 2,
”A”, ”Temperate”, ”Acclimated”, 7, 2.5,
”A”, ”Temperate”, ”Not acclimated”, 22, 1,
”B”, ”Boreal”, ”Acclimated”, 4, 4.5,
”B”, ”Boreal”, ”Not acclimated”, 24, 2,
”B”, ”Temperate”, ”Acclimated”, 7, 4.5,
”B”, ”Temperate”, ”Not acclimated”, 24, 1.5

)

limits <- aes(ymax = Mean + SE,
ymin = Mean - SE)

ggplot(reich, aes(Type, Mean, fill = Accl)) +
geom_bar(stat = ”identity”, position = position_dodge()) +
geom_errorbar(limits, position = position_dodge()) +
facet_wrap(~GraphType) +
labs(y = ”Increase in leaf respiration due to \n

+3.4 °C increase in temperature (%)”,
x = ””) +

theme(legend.position = ”top”)
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15.6 Explore the gallery of Shiny applications available at RStudio’s webpage:
https://shiny.rstudio.com/gallery/. Which two or three Shiny projects res-
onate with you in how they allow a user to interact with the data?

Two example Shiny projects:

• The Utah Lake Water Quality Profile Dashboard https://shiny.rstudio.
com/gallery/lake-profile-dashboard.html. Provides a way to visualize lake
profile data collected by Utah Division of Water Quality (DWQ) and coop-
erators and provide a platform for performing and reviewing aquatic life use
based water quality assessments from lake profile data.

• Visualizing Biodiversity in National Parks data https://shiny.rstudio.
com/gallery/biodiversity-national-parks.html. Provides a way to visual-
ize Kaggle’s biodiversity data set using the National Park Service database
of animal and plant species.

https://shiny.rstudio.com/gallery/
https://shiny.rstudio.com/gallery/lake-profile-dashboard.html
https://shiny.rstudio.com/gallery/lake-profile-dashboard.html
https://shiny.rstudio.com/gallery/biodiversity-national-parks.html
https://shiny.rstudio.com/gallery/biodiversity-national-parks.html
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15.7 With some R script you have used to analyze a data set, create a new R
Markdown file that produces a report that includes text, R code, and tables
and figures. Knit the R Markdown document to an HTML format to view
how it would appear on the web.

Any recent data analysis should do!

15.8 Use several functions found in the inspectdf package to examine the
airquality data set:

a. Use the inspect_types() function to determine the types of vari-
ables in the data.

b. Use the inspect_na() function to determine the number of NA val-
ues for each of the variables.

c. Use the inspect_num() function to create a histogram of all quanti-
tative variables in the data set.

library(inspectdf)

# a.
inspect_types(airquality) %>% show_plot()
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# b.
inspect_na(airquality) %>% show_plot()
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# c.
inspect_num(airquality) %>% show_plot()
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