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Answers to Application Activities 
 
Chapter 1: Getting Started With SPSS and Using the Computer for 
Experimental Details  
 
1.1.3 Application Activities for Getting Started with SPSS 
 
1. The names of the variables are: Age, GJTScore, and Status. These can be read from the “Data 
View” spreadsheet. To find out what values are assigned to the numbers in the “Status” variable, 
tab to the “Variable View” on the bottom of the spreadsheet. In the row for “Status” under the 
column for “Values”, click on this box and a grey button appears. Click the button, and you’ll 
see that 1 = under15 and 2 = over15. 
 
2. Open a new file by going to FILE>NEW>DATA. A spreadsheet opens with the “Data View” 
already open (in version 15 the “Variable View” tab is the one that opens). Click the “Variable 
View” tab, which is located along the bottom of the window, toward the left side.  To label the 
variables, in the “Variable View” enter the names for your variable in the rows under the 
“Name” column. To give the variables “Group” and “Gender” value labels, go to the “Values” 
column in the “Variable View” and click on the box pertaining to the correct row. A grey box 
appears and when you open it you will now be able to input labels that link to each number.  
 
3. With a file open, go to EDIT > OPTIONS and choose the DATA tab. Click the CUSTOMIZE 
VARIABLE VIEW button. I clicked off the last four choices (from MISSING to MEASURE) as I do 
not customarily use these. Note: You can do this in version 15 and change a couple of settings, 
but there is no CUSTOMIZE VARIABLE VIEW tab and there are not as many options as in version 
16. 

1.1.6 Application Activity for Importing and Saving Files 
 
1. Go to FILE > GET TEXT DATA (in version 15 this is READ TEXT DATA), and find the file on your 
computer. The Text Import Wizard will start. For Step 1, leave the radio button as it is and click 
the NEXT button. In Step 2, variables are delimited (separated) by a space, so leave the default 
checked. Variable names ARE found in the top row of the file, so change the second radio button 
to Yes and click NEXT. In Step 3, since the first case of the data starts on line 2 (since line 1 was 
variable names), leave the first box that says “2” alone. Each line of the data represents a case, 
and we want to import all cases, so we’ll leave everything alone on this step and click NEXT. In 
Step 4, the Wizard has automatically detected that we’re using a space to separate (delimit) 
variables, so leave that box checked. In this step you can preview what the SPSS file will look 
like, so if it looks crazy you may have to back up. Mine looks fine, so I click NEXT. Step 5 lets 
you change variable names but the file came with some already that I won’t change. If you want 
to change names, click on the names of the variable in the “Data preview” are and the new name 
can be entered in the “Variable name” box. I see that variables Ran2T and Speed are defined as 
Strings, so I will change them to Numeric in the “Data format” box. Then I click NEXT. I don’t 
want to save syntax for future use, so I click FINISH. A new Data Editor comes up. 
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2. To save your Data Editor, go to FILE > SAVE or click the icon of the floppy on the menu bar. 
Navigate to the place you want to save it, and notice that it will be saved as a .sav file. Do the 
same thing with the Viewer for the output files, but notice now that the file is a .spv file (in 
version 15 this is a .spo file). 
 

1.2.3 Application Activities with Calculations 
 
1. To calculate the gain score between the PRETESTCLOZE and POSTTESTCLOZE columns, open 
TRANSFORM > COMPUTE VARIABLE. Move the POSTTESTCLOZE variable into the “Numeric 
expression” box first, then add a minus sign, then the PRETESTCLOZE variable (we hope that the 
posttest column is larger than the pretest, and doing it this way will show us any gains). Type 
GAINCLOZE into the “Target Variable” box and click OK. There is one negative gainscore of -4. 
The largest gain is 15 points for the participant in row 3. 
 
2. To calculate the percentage, open TRANSFORM > COMPUTE VARIABLE. Move the 
SENTENCEACCENT variable into the “Numeric expression” box first. There were 8 possible points, 
so divide by 8 (insert a slash “/” and then an 8 after the name of the variable) and then multiply 
by 100 (insert a star “*” and then 100; you can do this with your keyboard or the keypad in the 
“Compute Variable” dialogue box). Name the variable in the “Target Variable” box (the OK 
button won’t be visible until you do this). The highest percent is 84.4 for participant 38 (if you 
have the decimal point set to zero you won’t see the .4 part). 
 
1.2.5 Application Activities with Recoding 
 
1. To recode the variable, open TRANSFORM > RECODE INTO DIFFERENT VARIABLES. Move the 
variable AGE to the right. Rename the variable as AGEGROUP in the “Output Variable” area and 
press CHANGE. Now press the OLD AND NEW VALUES button. For the old value, choose the 
button that says “Range, LOWEST through value:” and type in the value 30 (the oldest young 
participant was 30 and the youngest old participant was 45 so I just arbitrarily chose 30). Under 
“New Value” type 1, and click the ADD button. Going back to the old value area, choose “Range, 
value through HIGHEST:” and type in 31. Under “New Value” type 2, and click the ADD button. 
You’re done, so click CONTINUE and then OK. There should be a new column in your Data 
Editor with 1s and 2s.  
 
To create values to define these two groups, click on the Variable View tab. For the row that says 
AGEGROUP, go to the column of “Values” and click on that cell (it says “None” before you do 
anything to it). A grey handle will appear, and click on that. The “Value Labels” dialogue box 
will come up. Enter the value “1” and the label “Younger”, then ADD. Enter the value “2” and 
the label “Older”, then ADD. Now click OK. 
 
If you follow the instructions for counting the number of 1s and 2s, you’ll see in the output there 
are nine 1s and ten 2s. 
 
2. To recode the variable, open TRANSFORM > RECODE INTO DIFFERENT VARIABLES. Move the 
variable ENGUSE to the right. Rename the variable USEGROUP in the “Output Variable” area and 
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click CHANGE. Now click the OLD AND NEW VALUES button. For the old value, choose the button 
that says “Range, LOWEST through value:” and type in the value 10. Under “New Value” type 1, 
and click the ADD button. Going back to the old value area, choose “Range, value through 
HIGHEST:” and type in 11. Under “New Value” type 2, and click the ADD button. You’re done, 
so click CONTINUE and then OK. There should be a new column in your Data Editor with 1s and 
2s.  
 
To create values to define these two groups, click on the Variable View tab. For the row that says 
USEGROUP, go to the column of “Values” and click on that cell (it says “None” before you do 
anything to it). A grey handle will appear, so click on that. The “Value Labels” dialogue box will 
come up. Enter the value “1” and the label “LoUse”, then ADD. Enter the value “2” and the label 
“HiUse”, then ADD. Now click OK. 
 
If you follow the instructions for counting the number of 1s and 2s, you’ll see in the output there 
are 21 1s and 23 2s. 
 
1.2.8 Application Activities for Selecting Cases. 
 
1. Open DATA > SELECT CASES. Click the “If condition is satisfied” radio button, then the IF 
button. Move the variable STATUS to the box on the right. Create the equation: STATUS = 1 (these 
are the cases you want to keep!). Click CONTINUE, then OK. In the Data Editor you should see 
that all rows where the STATUS is 2 have a line over them. 
 
2. Open DATA > SELECT CASES. Click the “If condition is satisfied” radio button, then the IF 
button. Move the variable TRIP LENGTH IN WEEKS to the box on the right. Create the equation: 
TRIPTIME <= 4 (these are the cases you want to keep!). Click CONTINUE, then OK. In the Data 
Editor you should see that 16 rows have a line over them. 
 
1.2.10 Application Activities for Manipulating Variables 
 
1. To make a new AGEGROUP column, pull down TRANSFORM > RECODE INTO DIFFERENT 
VARIABLES. Move the variable AGE over to the “Numeric VariableOutput Variable” box. 
Type in your new name in the “Output Variable” area (I named mine AGEGROUP) and click the 
CHANGE button. Click the OLD AND NEW VALUES button. Use the range here to make up your 
different ranges. I started with “Lowest through 10”, then used just the “Range” one for 11–20, 
etc. Once you have the values in the left side of the dialogue box, put the new value in on the 
right side. For example, people with ages 0–10 I will call #1 on the right-hand side. Click on 
ADD to add it to the “OldNew” box. When you are finished, click CONTINUE, and OK. You’ll 
only need 4 groups for decades. 
 
To label these new groups for AGEGROUP, go the “Variable View” tab and go to the “Values” 
column. Go to the cell that lines up with the AGEGROUP row, and click on it. A grey box should 
appear on the right-hand side of the cell. Click it, and a “Value Labels” box will appear. Put in 
your value (such as 1), and a description for it (such as 0–10). 
 
To save the SPSS file, go to FILE > SAVE AS and save your SPSS file with its new name. 
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2. To move the RLWTEST variable to the beginning of the “Data Editor” spreadsheet, right click 
on the grey part of the column (where the name is) and then choose CUT. After the ID column 
(where the SEX variable is), right click and choose INSERT VARIABLE. Then you can right click 
again and now choose PASTE. You should have the RLWTEST column after the ID variable, but it 
may not have a name. Rename it by going to the “Variable View” tab and typing in the name. 
 
To reduce the RLWTEST variable from many points to just two groups, go to TRANSFORM > 
RECODE INTO DIFFERENT VARIABLES. Move the variable RLWTEST over to the “Numeric 
VariableOutput Variable” box. Type in your new name in the “Output Variable” area and click 
the CHANGE button. Click the OLD AND NEW VALUES button. I clicked the box “Range, Lowest 
through value” and put in 48 since that is the midpoint of 96. To the right, under “New Value” I 
typed in the number 1 and clicked the ADD button. I then went back to the left under “Old 
Value” and used the radio button that said “Range, value through highest” and put in 49. Under 
“New Value” I put 2 and clicked ADD. I then pressed CONTINUE and OK. To remember that 1 = 
low group and 2 = high group, you may want to go to the Variable View under “Values” and 
define your new values. 
 
(Advanced Topic) If you are using Visual Binning to form two groups from the RLWTEST 
variable, use the menu choice TRANSFORM > VISUAL BINNING. Put the Score on the R/L/W 
Listening Test into the “Variables to Bin” and click CONTINUE. In the “Visual Binning” box, 
click on the RLW variable and a histogram appears. Scores appear to be spread fairly evenly 
across a wide range of variables. Click on the “Make Cutpoints” button and then choose the 
“Cutpoints at mean  . . . ”  choice. Do not tick any of the SD choices; this way, the cut will be at 
the median point, with those who fall below it assumed to be worse and those who fall above it 
assumed to be better. Click the APPLY button. The values are now those that reach from 0–72.4 
and those who are higher than this. Make sure to give the variable a name (I called it 
RLWGROUP  in the “Binned variable”/”Name” box, the second row from the top of the dialogue 
box). Then press OK two times, and you’ll see a new variable appear at the end of the “Data 
Editor”. 
 
3. Open the file you saved as LarsonHall.Altered.sav (or just kept open from the previous 
exercise). To create your new variable, go to TRANSFORM > RECODE INTO DIFFERENT VARIABLES. 
Move the ENGUSE variable into the “Numeric VariableOutput Variable” box. Name the new 
variable TALKTIME in the “Output Variable” line labeled “Name”. Hit the CHANGE button and 
you’ll see the variable is now named in the “Numeric VariableOutput Variable” box. Click the 
OLD AND NEW VALUES button. Enter the values in the “Old Value” area (I started with “Range, 
LOWEST through value: 8”, and gave it the “New Value” 1. Then I clicked the ADD button). 
Click CONTINUE when all of the values are entered, then OK.  
 
To filter out cases where the RETURNAGE column does not have data, go to DATA > SELECT 
CASES. Select the “If condition is satisfied” choice, and press the IF button. Move the variable 
“Age early learners returned to Japan [ReturnAge]” to the right. We only need this column to 
have data, so add a “greater or equal” sign and put 1. Click CONTINUE. Leave the default choice 
for “Output” as “Filter out unselected cases”. Click OK. You should see a slash over the first 30 
cases in the file. 
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To sort by AGE, choose DATA > SORT cases. Move the AGE variable to the right, leave the 
default of ascending order, and press OK. There are five cases where participants were 18, but 
only 4 of these had a young return age. Notice that because I have participant ID numbers I can 
still identify which data belongs to whom even though I have sorted the data. 
 
4. Move the AGESEC variable to the first column from the left by cutting and pasting it or by 
copying and pasting it, then deleting the original column. Rename it in the “Variable View” tab 
if needed. Filter out participants who began learning their second language at birth by going to 
DATA > SELECT CASES. Select the “If condition is satisfied” choice, and click the IF button. 
Move the variable AGESEC to the right, then add the “does not equal” sign (this is “~=”), then 
zero. Remember this means you are going to keep any cases where the variable is not equal to 
zero. Click CONTINUE. Leave the default choice for “Output” and press OK. You should see 
some slashes over a few cases at the beginning of the file. There are 868 cases still left (wow!). 
 
5. To calculate percentages for the adjective test, open the TRANSFORM > COMPUTE VARIABLE 
menu. We want to figure out the number for each participant that fits in the calculation 
CorrectAdj/TotalAdjPossible = x/100; if we solve for x, x = (CorrectAdj*100)/TotalAdjPossible 
To put this equation into the “Compute Variable” box, you can either use the keypad in the box 
to type in the symbols such as parentheses, a star (*) meaning multiplication, and a slash (/) 
meaning division, or you can just type them in directly from your keyboard. Add the variable 
name and click OK, and you should see the column of percentages appear. The highest 
percentage is row 11 with 97.5%. 

Chapter 2: Some Preliminaries to Understanding Statistics  

2.1.2 Application Activity: Practice in Identifying Levels of Measurement 
 
1) Categorical (this starts out continuous but the researcher makes it categorical), continuous; 2) 
categorical, continuous; 3) continuous, continuous; 4) categorical, categorical, continuous; 5) 
continuous, categorical, categorical. 
 
2.1.4 Application Activity: Practice Identifying Variables 
 
1. Independent: proficiency level Dependent: number of language 

learning strategies used 
2. Independent: L1 background Dependent: comprehensibility ratings 
3.  Independent: pronunciation training Dependent: accurate perception of 

phonemic contrasts 
4. This is a “neither” question—the authors wanted to explore correlations between 

oral language measures and reading comprehension measures 
5.  Independent (there are 2): age, status as 

bilingual/monolingual 
Dependent: score on Simon test 

6.  Independent (there are 2): AOA and 
proficiency level 

Dependent: brain activation patterns 

7. Another “neither” question—the author examined the correlation between cultural 
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exposure before study abroad and during study abroad 
6. Independent (there are 2): proficiency 

level and sounds in phonemic contrasts 
Dependent: accuracy in perceiving 
contrasts 

 
2.2.2 Application Activity: Creating Null Hypotheses 
 
1. H0: There will be no difference in fluency measures between a group that gets explicit 
instruction in noticing formulaic sequences and another which does not. 
2. H0: There will be no relationship between an oral language measure and reading fluency 
measure in English/Spanish for 4th grade bilinguals. 
3. H0: There will be no difference between groups who differ in AOA and proficiency level in 
which neural brain substrates are activated when performing a certain task. 
 
2.2.6 Application Activity: Understanding Statistical Reporting 
5. a) The t reports the result of a t-test; b) df+2 = 105 (going from the explanation in exercise 
#3(b) in Section 2.2.5); c) p < .001 means “the probability of finding a t this large or larger if the 
null hypothesis were true is less than 1 in 1000”. This is a very low probability so we can reject 
the null hypothesis and accept the alternative hypothesis that the participants’ scores improved 
over time; d) It is 14, which is much larger than 2, so the p-value is small. 
6. a) The F reports the results of an ANOVA (and it says that it is an ANOVA above the table!); 
b) It is really small, much smaller than 2; c) We can use the formula df = k(n-1) where k = 2 (# 
of groups) and df = 63. Solving for n, n = 32.5, and since there were 2 groups, that means there 
were overall 65 participants (obviously they had to divide them up into 32 and 33, however, not 
32.5!); d) p = .935 means “the probability of finding an F this large or larger if the null 
hypothesis were true is 94%”. This is a very large probability and so we cannot reject the null 
hypothesis that there is no difference between the two groups. 
7. a) The χ2 reports the results of a chi-square test; b) Using the formula given in exercise #4(b) 
in Section 2.2.5, we can calculate that there were 3 rows and 3 columns; c) p < .05 means “the 
probability of finding a χ 2 this large or larger if the null hypothesis were true is less than 5%”. 
By the way, it would be nice to know how much smaller this number is than 0.05, because if it 
were, say, .049 that would be very different from p = .0001. Anyway, the inference is that we can 
reject the null hypothesis and conclude that there is a relationship between formal instruction and 
type of verbal report. 
8. a) The r reports the results of correlation tests; b) Williams does not include the N in this 
sentence so we do not know; c) p < .05 means “the probability of finding an r this large or larger 
if the null hypothesis were true is less than 5%”. We’d like to know the exact probability of each 
test, as a p-value of .049 would be quite different from one of .001. However, the inference is 
that the null hypothesis will be rejected in all cases and the alternative hypothesis that there are 
relationships between these variables will be accepted.  
 
2.2.8 Application Activity: The Inner Workings of Statistical Testing 
 
1. This should be your own words, but you should say something about calculations involving 
mean scores, standard deviations, and sample sizes. The statistic is nothing more than a 
calculation performed on these parts. 
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2. This should be your own words, but you should say something about matching up the value of 
the statistic with a point on a curve (which is formally a continuous probability density curve) 
and then calculating the area under the curve (again, formally this will be the area under both the 
right and left sides of the curve). The area under the curve is the probability that you would find 
a statistic of the size you found, or larger, if the null hypothesis were true. 
 
Chapter 3: Describing Data Numerically and Graphically and Assessing 
Assumptions for Parametric Tests 
 
3.2.2 Application Activities for Numerical Summaries 
 
1. DeKeyser (2000) 
To split files, choose DATA > SPLIT FILE. Click radio button for “Compare Groups” and move 
STATUS into the box. Click OK. To get the numerical summaries, choose ANALYZE > 
DESCRIPTIVE STATISTICS > DESCRIPTIVES, and move GJTSCORE to the “Variable(s)” box. Open 
OPTIONS button and make sure all the required statistics are ticked. There are 15 participants in 
the group with Status 1 (Under 15), and 42 in the group with Status 2 (Over 15). Their mean 
scores look quite different (Group 1 mean = 191.67, Group 2 mean = 145.14), given that 200 was 
the maximum score. Also, the Under 15 group had a much higher minimum score (170) than the 
Over 15 group (76). The standard deviation also looks quite different (Group 1 s = 8.45, Group 2 
s = 24.3).  
 
2. Obarow (2004) 
To split files, choose DATA > SPLIT FILES. Click radio button for “Compare Groups” and move 
TRTMNT1 into the box. Press OK. To get the numerical summaries, choose ANALYZE > 
DESCRIPTIVE STATISTICS > DESCRIPTIVES, and move GNSC1.1 to the “Variable(s)” box. Open 
OPTIONS button and make sure all the required statistics are ticked. There are 20 participants in 
each group except the “Yes music No pics” group, which has 18. Note that because the gain 
score is the posttest score minus the pretest score, gain scores can be negative, as seen by 
negative numbers in the minimum statistic. Mean scores for the 4 groups are all very small, and 
range from a low of .45 to a high of 1.25. Therefore, it does not appear that mean scores are all 
that different. Standard deviations range from a low of 1.12 to a high of 1.82, which also does 
not seem very different.  

3.4.6 Application Activity: Looking at Normality Assumptions  

1. Flege, Yeni-Komshian, and Liu (1999) 
If you use the EXPLORE option, put the pronunciation rating in the “Dependent” list and the 
group in the “Factor” list. Looking at histograms with a normal curve imposed, groups 4, 10, and 
11 seem to be clearly different from a normal distribution, with group 11 having positive 
skewness and groups 4 and 10 having some outliers (too much data in the tails of the 
distributions for a normal distribution). The Shapiro-Wilk test of normality is under p = .05 for 
groups 10 and 11. Stem and leaf plots show two modes for both groups 10 and 11. 
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2. DeKeyser (2000) 
First, split the file by using DATA > SPLIT FILE then putting the STATUS variable in the box and 
using the “Compare Groups” button. Now create a histogram with normal curve imposed by 
using ANALYZE > DESCRIPTIVE STATISTICS > FREQUENCIES. Put the GJTSCORE in the 
“Variables” box. Click the CHARTS button and pick “Histograms” and also tick the “With normal 
curve” box. Click CONTINUE and take the tick off “Display frequency tables” (they give a lot of 
data and are not necessary here). Click OK. The data for the Under 15 group are clearly 
positively skewed (with the most frequent scores being near the maximum of 200 points, and the 
tail of the distribution going to the right). The data for the Over 15 group seem much more 
normally distributed, with no clear skewing and the majority of observations in the middle area. 
 
3. Lyster (2004) 
I used the Explore option for this. I put the COMPGAIN1 and COMPGAIN2 in the “Dependent 
List” box and the COND in the “Factor List” box. I left the STATISTICS button alone but opened 
the PLOTS button and asked for “None” for boxplots and added “Histogram” and “Normality 
plots with tests”, then continued. Note that the groups are fairly large in this data set, with almost 
all near or above 40 per group. For COMPGAIN1, the histograms look fairly normal except for the 
“Comparison” condition. For COMPGAIN2, the histogram for the “FFIonly” condition is 
definitely positively skewed and again for the “Comparison” condition there is a lot of data 
across the whole spectrum of scores. The same trends can generally be observed in the Q-Q plots. 
The formal Shapiro-Wilks test of normality finds a problem only for COMPGAIN2 for the 
“FFIonly” group.  
 
My point in looking at assumptions in all of these studies is that there are some places in every 
study where the data are not exactly normally distributed (outliers or some kind of clear 
skewness). I would advise going ahead with parametric testing in any case, but keeping in mind 
that problems with meeting assumptions may be responsible if we do not find differences we are 
looking for in the cases of these clearly non-normally distributed groups. 

3.5.1 Application Activities for Checking Homogeneity of Variance  

1. Flege, Yeni-Komshian, and Liu (1999) 
If you do not have your output from the previous application activity, the most compact way to 
call for standard deviations for all groups is to split groups then use ANALYZE > DESCRIPTIVE 
STATISTICS > DESCRIPTIVES. Using this method you can then open the OPTIONS button and call 
only for standard deviation, variance, and mean. The standard deviations range from a low of .32 
for Group 1 to a high of 1.07 for Group 8. Since the total number of points is only 9, this seems 
like rather a large difference and the variances are probably not homogeneous. 
 
2. DeKeyser (2000) 
In a test of 200 points, the standard deviation for the Under 15 group is 8.5 and for the Over 15 
group it is 24.3. This is a large difference and the groups are not homogeneous. 
 
3. Lyster (2004) 
Keeping in mind that the maximum anyone gained was 21 points, the standard deviations range 
from 4.6 to 6.8, which is not that large a range. The groups appear to be fairly homogeneous. 
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3.6.4 Application Activities for Transforming Data 
 
1. To transform the “Pronunciation” variable, go to TRANSFORM > COMPUTE VARIABLE. This 
variable has either moderate or substantial positive skewness, so we will try both the square root 
and log10 transformations. To do square root, click once on “Arithmetic” in the “Function 
Groups” box, then click twice on Sqrt in the box below to move it into the “Numeric 
Expressions” box. Insert the pronunciation variable into the question mark, and name your new 
variable (I named it sqrtPRO). Click OK and a new column of data appears. Repeat for the log10 
transformation (delete the previous information, which will still be left in the “Numeric 
Expressions” box, and give the variable a new name). Look at histograms with the ANALYZE > 
DESCRIPTIVE STATISTICS > FREQUENCIES menu in order to call for histograms with normal 
distributions overlaid (be sure to split data first as well). For group 11 both of these 
transformations seem to have improved the distribution a bit, although for group 10 neither one 
helped much. 
 
Chapter 4: Changing The Way We Do Statistics: Hypothesis Testing, Power, 
Effect Size, and Other Misunderstood Issues 

4.2.5 Application Activity with Power Calculation 
 
1. With the window for R open, type: 
>library(pwr) 
(Note that you should type this exactly except you should not type the “>” mark!) 
If you get an error message (there is no library called this), then you’ll need to download the pwr 
package per the instructions in the text. Once the library is loaded (using the library command 
above), type: 
> pwr.anova.test(k=3, f=.3, power=.8) 
There is no need to specify “sig.level = .05”, although you may do so. 
The number needed for each group is 37 (round up 36.7). 
 
2. Assuming you have the pwr library open already, type: 
>pwr.r.test(n=10, r=.04) 
It is not necessary to specify the sig.level = .05 and alternative = c(“two-sided”) 
The power was .04. 
To calculate how many participants would be needed to conduct the test with 80% power, type: 
>pwr.r.test(r=.04, power=.80) 
The number of participants needed to test this hypothesis would be 4904 (rounding up from 
4903.1). With an effect size this small one would need a very large number of participants! Your 
conclusion should be that the study you read did not show that there is no correlation between 
the variables, but that if the effect size is this small it is unlikely that anyone will be able to find a 
detectable relationship between the two variables (because no one will test that many 
participants). 
 
3. You’ll want w = .3 for a medium effect size, you want to test for N, df = (3-1)*(2-1) = 2, and 
power = .8. So assuming you have the pwr library open already, type: 
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>pwr.chisq.test(w=.3, df=2, power=.8) 
You’ll need 108 (round up from 107.05) participants. 
 
4. For the effect size you’ll need to calculate Cohen’s d. Do this by using the mean scores and 
standard deviations. Using R, I found: 
>d=(55-45)/(((4^2)+(3.5^2))/2)  
> d 
[1] 0.7079646 
We want to know power, and we know n = 15 (in each group). The test is a two-sample test and 
is two-sided, so it is not necessary to specify these because they are the defaults in R. In order to 
calculate the power in the study, type: 
>pwr.t.test(n=15, d=.71) 
Power is .46, meaning there is less than a 50% chance of finding a difference between the groups. 
To find out how many participants are needed to achieve 80% power, type: 
> pwr.t.test(d=.71, power=.8) 
To achieve 80%, 33 participants (round up from 32.1) in each group are needed. Because the 
original test did not have high power, it would not be wise to question previous research based 
on this one study. 
 
4.4.1 Application Activity With Confidence Intervals 
 
1. The only comparison which is statistical is the third one for the phonemic discrimination task 
because it is the only one which doesn’t go through zero (although it comes awfully close!). The 
precision is not great with any of the tests although it is not terrible. It is about 3 points on the 
aptitude test, and 3/37 = .08 (because there are 37 possible points on the test). The width of the 
CI for the GJT is about 7 points, and 7/200 = .04  (200 possible points on the test). The width of 
the CI for the phonemic discrimination task is 10, and 10/96 = 10% (96 possible points on the 
test). So the task that is statistical is the one with the widest confidence interval, meaning we 
have the least confidence in the estimate. However, this is the one with the largest effect size 
since the estimate is the farthest away from zero. In fact, the effect size (measured as eta-
squared) is 0 for the aptitude test, 0.01 for the GJT, and 0.03 for the phonemic discrimination 
task. That is, even though the phonemic discrimination task is statistical, the effect size is not 
very large and the difference between earlier and later starters explains only about 3% of the 
variance in scores. 
 
2. None of the comparisons is statistical because all of the confidence intervals go through zero 
(but two just barely go through zero). As for the precision of the estimates, they are fairly precise. 
Although the mean sizes are not too large, the differences in the confidence intervals are 
measured in the hundredths (so they are quite small). For effect sizes, we would expect both the 
PTP-NP and OLP-NP comparisons to have larger effect sizes than the PTP-OLP comparison 
because their estimates are farther from zero. In fact, it turns out that a one-way ANOVA found a 
statistical difference between the three groups but pairwise comparisons cannot locate any one 
specific group which performs better than the others. However, the effect sizes are d = 0.93 for 
the PTP-NP comparison, d = .78 for the OLP-NP comparison, and d = .06 for the PTP-OLP 
comparison. You will see from Table 4.7 that a Cohen’s d effect size of 0.8 is large, so although 
the comparisons are not statistical, Ellis and Yuan rightly argue that there was an effect for 
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planning time (as there were only 14 participants in each group we might suspect that differences 
would have been found with more power). 
 
3. P-values can only tell you whether the test is statistical or not. The confidence intervals show 
that for both studies the correlations were statistical, plus it shows that the Flege, Yeni-Komshian, 
and Liu estimate of correlation was much more precise than DeKeyser’s estimate (this was 
because there was a much bigger sample size in the Flege et al. study), but that both confidence 
intervals had very strong correlations (r-values) and thus very large effect sizes. 
 
Chapter 5: Choosing a Statistical Test 
 
5.12 Application Activity for Choosing a Statistical Test 
 
1a: Chi-square, because gender is categorical and so is the politeness variable. 
1b: T-test, because there is one categorical variable with only two levels (gender) and one 
continuous variable, resulting in only 2 mean scores (and these are independent samples because 
the people in the groups are different). 
2a: One-way ANOVA, because there is one categorical variable with 4 levels (treatment) and 
one continuous variable. 
2b: Repeated-measures ANOVA because the same people are tested at more than one time, and 
there is a categorical variable of treatment group as well (if we only wanted to see whether one 
group of people differed at time 1 versus time 2 we would need a paired-samples t-test). 
3: Paired-samples t-test, because there are only two mean scores that involve the same people at 
two different times. 
4a: A one-way ANOVA, because there is one categorical variable with 3 levels (treatment) and 
one continuous variable. 
4b: A correlation, because there are two continuous variables and we are looking for the 
relationship between them. 
5a: T-test, because there are only 2 mean scores, those of each group (and this is independent-
samples because the people in each group are different). 
5b: Repeated-measures ANOVA because the same people are tested at more than one time, and 
there is a categorical variable of treatment group as well. 
6a: Correlation because there are two continuous variables and the researcher wants to know the 
strength of the relationship between them. 
6b: Multiple regression because there are three continuous variables and the researcher wants to 
know how much the independent variables of aptitude and motivation explain the variance of the 
tonal test scores (the dependent variable). 
7a: A repeated measures ANOVA because there are three independent, categorical variables and 
one dependent continuous variable (reaction time), and the researchers want to know how the 
groups (age, language background, type of task) affect reaction times. Repeated measures are 
needed because each person did BOTH congruous and incongruous tasks (so this measure is 
repeated). 
7b: An ANCOVA would be able to factor out the effects of intelligence from the other factors 
(actually, it would need to be a repeated measures ANCOVA). 
 
Chapter 6: Finding Relationships Using Correlation: Age of Learning 
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6.2.3 Application Activities with Scatterplots 
 
1. DeKeyser (2000) 
Choose GRAPHS > LEGACY DIALOGS > SCATTER/DOT, then SIMPLE SCATTER. Click the DEFINE 
button. Enter GJTSCORE into the “Y Axis” box and AGE into the “X Axis” box. Click OK and a 
graph appears (if you have any other output already, you may have to scroll down to the bottom 
to see your new output). To insert regression line, click the graph twice so that Chart Editor 

appears. Then choose ELEMENTS > FIT LINE AT TOTAL or click the button that looks like this:  
on the lowest line of the menu bar. Close the Properties dialogue box (Linear is already chosen). 
To change additional dimensions, you can change the x- and y-axis labels in Chart Editor by 
clicking once on the label until a blue box appears around it, then clicking again to be able to 
type. You can change the y-axis limits by double-clicking on a number along the y-axis, then 
going to the NUMBER FORMAT tab. Put zero in the Decimal Places box to get rid of decimals. 
You can also go to the Labels & Ticks (previously called Ticks & Grids in version 15.0) tab and 
choose to display major or minor ticks Inside instead of Outside as is done by default. 
 
2. Flege, Yeni-Komshian, and Liu (1999) 
In the SIMPLE SCATTERPLOT dialogue box (see the answer to #1 for how to get it), put the 
variable PRONENG in the Y Axis box and LOR in the X Axis box, and click OK. To insert the 
Loess line, open the Chart Editor and choose ELEMENTS > FIT LINE AT TOTAL. In the Properties 
dialogue box, choose the Loess line and click APPLY, then CLOSE. The Loess line shows an 
upward correlation among the data until about 15 years of residence, then becomes flat. 
 
3. Larson-Hall (2008) 
In the SIMPLE SCATTERPLOT dialogue box, put the variable GJTSCORE in the Y Axis box and 
TOTALHRS in the X Axis box, and click OK. The data points seem fairly scattered about and do 
not closely congregate around a line. Insert regression line after opening Chart Editor, and 
choosing ELEMENTS > FIT LINE AT TOTAL. Close the PROPERTIES dialogue box. R squared = .03, 
meaning there is little covariance between the variables, and the regression line looks essentially 
flat. 
 
4. Larson-Hall (2008) 
Create a new scatterplot, and this time enter GJTSCORE into the Y Axis box, TOTALHRS into the X 
Axis box, and ERLYEXP in the Set Markers By box. Data still appear to be randomly distributed 
among each group. Open Chart Editor and choose ELEMENTS > FIT LINE AT SUBGROUPS (or click 
the button that looks like this: . Close the PROPERTIES dialogue box. To change the blue 
circles to boxes, click twice quickly on the blue circle in the legend. The PROPERTIES box 
appears. Under the area called Type (Marker in version 15.0) click on the drop-down menu and 
you will see a box full of different marker types. Choose one you like, then hit APPLY and then 
CLOSE. 
From the scatterplot we can see that the line for the early learners’ group is steeper than the line 
for the later learners’ group, meaning that there is more covariance between total hours and score 
for those who started early than for those who started later, although further tests would be 
needed to see if these differences are statistical. 
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5. Dewaele and Pavlenko (2001–2003) 
In the SIMPLE SCATTERPLOT dialogue box, put the variable L2SPEAK in the Y Axis box and 
AGESEC in the X axis box. Because the L2SPEAK variable is on a 1 to 5 point scale only, the 
points look a little strange lined up in rows and it is hard to see trends. However, after fitting a 
regression line you will see that there is a negative slope to the correlation between age and 
estimated ability in speaking a second language. In other words, the older the person was, the 
lower they estimated their speaking ability. 

6.4.2 Application Activities for Correlations 
 
1. DeKeyser (2000) data 
We have already checked this data for linearity. We assume that the variables were 
independently gathered. We should check for normality: GRAPHS > LEGACY DIALOGS > 
HISTOGRAM. Move AGE into the “Variable” box. The histogram for AGE shows a gap between 
about 13 and 20 where we would expect more data. Doing the same thing for GJTSCORE shows a 
highly negatively skewed distribution of test scores (more people scored highly than we would 
expect). Over the entire data set, the assumption of normality does not seem highly accurate. We 
could check for each group separately. To divide the data into groups, DATA > SPLIT FILE. Click 
COMPARE GROUPS and move STATUS variable over to box, click OK. Run the histograms again. 
For age, we could consider both groups normally distributed. On the GJT score, for the Over 15 
group the distribution looks fairly normal; for the Under 15 it is still highly negatively skewed. 
We might conclude it is OK to run a parametric correlation on the “Over 15” group but not the 
“Under 15” group.  
 
Now run the correlation. To run the correlation over the entire data set: 
ANALYZE > CORRELATE > BIVARIATE. Move AGE and GJTSCORE to the right-hand side. 
Leave default boxes for Pearson’s correlation and Flag significant correlations checked, but tick 
the box for Spearman’s as well because not all the variables are not normally distributed. 
The correlation between age of arrival and scores over the entire data set is Pearson’s r = -.62, p 
< .005 (it says .000 in the SPSS output, so we know it is less than .0005), N = 57. This is a strong 
effect size (R2 = .38). The Spearman’s results are just a bit smaller: rho = -.55, p < .0005, N = 57. 
 
To run the correlation over the data divided into groups: DATA > SPLIT FILE. Click COMPARE 
GROUPS and move Status to the box. Run the same commands as before. 
For the Under 15, r = -.26, p = .35, N = 15 (rho = -.41, p = .13) 
For the Over 15, r = -.03, p = .86, N = 42 (rho = .02, p = .90) 
The correlation is statistical over the entire group, but not when the groups are separated. 
 
2. Flege, Yeni-Komshian, and Liu (1999) data 
We saw in Figure 6.6 that a line is not the best way to describe the data. However, if we look at 
only the data from the earliest age to age 30, a line appears to describe the model well. Thus, we 
will only look at this part of the data, keeping in mind that there is a better way to describe the 
totality of the data. To use only the data up to age 30, proceed as described in the question #2 in 
the book. Your equation should be something like AOA<30. Using only this data, check 
assumptions of normality (GRAPHS > LEGACY DIALOGS > HISTOGRAM. Move AOA into the box 
first, then ENGPRON). Age is highly positive skewed, with many more participants who arrived 
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earlier than arrived later. English pronunciation is negatively skewed, with many participants 
scoring highly on this measurement.  
 
To calculate the correlation between age and pronunciation scores, use ANALYZE > CORRELATE > 
BIVARIATE. Move AOA and ENGPRON to the right-hand side. Because the data are not normally 
distributed, tick the Spearman’s box.  
 
Results: Pearson’s r = -.84, p < .005, and N = 185. This is an extremely large effect size (R2 = 
.71). There is a very strong negative correlation between age and pronunciation in this data set, at 
least up to age 30. Using a Spearman’s nonparametric correlation, rho = -.83, p < .005. Even 
without doing any type of manipulation to the data the numbers are similar: Pearson’s r=-.86, 
p<.005, N=240; rho=-.86, p<.005, N=240). 
 
3. Larson-Hall (2008) data 
We assume that variables were independently gathered. We need to check this data for linearity: 
GRAPHS > LEGACY DIALOGS > SCATTERPLOT (MATRIX), enter USEENG, LIKEENG, and 
GJTSCORE. This gives us a matrix of the variables. The regression line seems to match the Loess 
line fairly well except in the case of USEENG and GJTSCORE where the Loess line is curved. We 
can also note that in the case of USEENG and LIKEENG the data are not randomly scattered. There 
is a fan-effect, which means the data are heteroscedastic (variances are not equal over the entire 
area). This combination would probably not satisfy the parametric assumptions. There could be 
some outliers in the LIKEENG ~ USEENG combination, and also in the USEENG ~ GJTSCORE 
combination.  
 
Next, check for normality of distribution of the variables: GRAPHS > LEGACY DIALOGS > 
HISTOGRAM. Use of English is highly positively skewed. Most Japanese learners of English don’t 
use very much English. The degree to which people enjoy studying English is more normally 
distributed, although there seems to be too much data on the far right end of the distribution to be 
a normal distribution. The GJT scores seem fairly normally distributed. Parametric assumptions 
are violated for all three variables. 
 
Run the correlation on all of the variables: ANALYZE > CORRELATE > BIVARIATE, enter variables, 
tick Spearman’s box. All correlations are statistical in both the parametric and nonparametric 
tests. 
 
USEENG ~ LIKEENG, r = .35, p < .005, N = 187 (Spearman’s rho = .31, p < .005) 
USEENG ~ GJTSCORE, r = .31, p < .005, N = 187 (rho = .24, p = .001) 
GJTSCORE ~ LIKEENG, r = .32, p < .005, N = 199 (rho = .29, p < .005)  
 
Remember that with enough N, any statistical test can become “significant”! I have a very large 
N, so the question is, how large is the effect size? Using the Pearson’s r to calculate R2, USEENG 
~ LIKEENG, R2 = .12, USEENG ~ GJTSCORE, R2 = .09, GJTSCORE ~ LIKEENG, R2 = .09. All of the 
effect sizes are medium. There appear to be connections between how much Japanese learners of 
English like English and how much they use it, and between their scores on a grammar test and 
how much they like it and how much they use it. 
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4. Dewaele and Pavlenko (2001–2003) data 
Using the BEQ.Swear.sav file, make a scatterplot matrix of the 3 variables: GRAPHS > LEGACY 
DIALOGS > SCATTERPLOT  (MATRIX), enter variables AGESEC, L2SPEAK, and L2_COMP. To make it 
easier to see trends, go into Chart Editor by double clicking on the graph, then choose ELEMENTS 
> FIT LINE AT TOTAL, and click CLOSE to see straight regression lines. Go in again and add Loess 
lines. The fit of the regression and Loess lines is best for the correlation between L2 speaking 
and L2 comprehension. The other relationships show a negative correlation with age at first, but 
then seem to level off, so a linear relationship might not be the best model for this data. Examine 
each variable for normality (GRAPHS > LEGACY DIALOGS > HISTOGRAM). Age at which a second 
language is learned is decidedly non-normally distributed, because there are a large number of 
participants who learned it at 0. This seems to be in contrast to a more normal-looking 
distribution after that age. The histograms of both L2 speaking and comprehension ability are 
highly negatively skewed, meaning more people think they speak and comprehend well than 
would be expected in a normal distribution. Parametric assumptions are violated for all three 
variables. 
 
Run the correlation on all of the variables: ANALYZE > CORRELATE > BIVARIATE, enter variables, 
tick Spearman’s box. All correlations are statistical in both the parametric and nonparametric 
tests. 
 
AGESEC~L2SPEAK, r = -.20, p < .005, N = 1016 (Spearman’s rho = -.25, p < .005) 
AGESEC~L2_COMP, r = -.20, p < .005, N = 1015 (rho = -.26, p < .005) 
L2SPEAK~L2COMP, r = .85, p < .005, N = 1019 (rho = -.79, p < .005) 
 
Again, with such a large N it is no miracle to find statistical associations. The important question 
is effect size. For the correlation between age of learning a second language and how well a 
person thinks they speak it, the effect size is R2 = .04, a small effect size. It is the same for the 
relationship between age of learning and comprehension. For the relationship between speaking 
and comprehension ability in an L2, however, the relationship is much larger: R2 = .72, a very 
large effect size. 
 
Chapter 7: Looking For Groups of Explanatory Variables Through Multiple 
Regression: Predicting Important Factors in First-Grade Reading 
 
7.4.5 Application activity: Multiple Regression 
 
1. Answers to #1 are not outlined here since you will just follow the steps outlined in the book. 
 
2. Lafrance and Gottardo (2005) data 
Use the LafranceGottardo.sav file (in this file I have imputed values for a few missing cases 
under Naming Speed). Go to ANALYZE > REGRESSION > LINEAR. Put Grade 1 L2 Reading 
Performance (G1L2READING) in the “Dependent” box. Put the following variables into the 
“Independent” box: NONVERBALREASONING, WORKINGMEMORY, NAMINGSPEED, 
L2PHONEMICAWARENESS, KINDERL2READING. Leave the Method as “Enter”. Open the 
STATISTICS button and tick “confidence intervals”, “casewise diagnostics”, “descriptives”, “part 
and partial correlations” and “collinearity diagnostics”, besides those which are already ticked. 
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Open the PLOTS button and put SRESID in the “Y” axis box and ZPRED in the “X” axis box and 
tick “Normal probability plot”. Open the Save button and check Mahalanobis and Cook’s under 
the “Distances” box. Press OK and run the regression. 
 
Looking at the relations between the response variable (G1L2READING) and the explanatory 
variables in the Correlations output box, the correlation between KINDERL2READING and 
G1L2READING is high (r = .807) and indicates multicollinearity. The correlation between 
KINDERL2READING and L2PHONEMICAWARENESS is also high (r = .712). The model in the 
“Model Summary” box that includes all 5 explanatory variables has an R2 = .672, which is quite 
high. Of the individual terms of this equation (G1L2READING ~ NONVERBALREASONING + 
WORKINGMEMORY + NAMINGSPEED + L2PHONEMICAWARENESS + KINDERL2READING), the 
Coefficients output box shows that only KINDERL2READING is statistical (t = 5.21, p < .0005). In 
their paper, Lafrance and Gottardo (2005) report the standardized coefficients of the 5 terms. 
Here they are (and they are just a bit different from the paper because of the imputed values):  
β = -.025 for non-verbal reasoning, β = .12 for working memory, β = -.106 for naming speed, β 
= -.083 for L2 phonemic awareness, and β = .769 for KINDERL2READING. You will find these 
coefficients in the “Coefficients” output box. At the end of the Coefficients output you will find 
the VIF column. Here no values are over 5, so presumably this does not indicate a problem with 
multicollinearity. The Residuals Statistics output box does not indicate problems with outliers 
(standardized residuals, Cook’s distance or Mahalanobis), but the residuals vs. predicted values 
plot could indicate some heteroscedasticity (values on the right side of the plot are more 
constrained than values on the left). The P–P plot does show variance away from a straight line, 
indicating that data may not be normally distributed. 
 
3. French and O’Brien (2008)  
Use the French & O’Brien Grammar.sav file. Go to ANALYZE > REGRESSION > LINEAR. Put Time 
2 grammar (GRAM_2) in the “Dependent” box. Put Time 1 grammar (GRAM_1) into the 
“Independent” box and change the Method to “Stepwise”. Press the NEXT button to indicate that 
you will enter that variable in the first step. Now put intelligence test scores (INTELLIG) into the 
“Independent” box and press NEXT. The third step should enter L2CONTA, the fourth ANWR_1, 
and the last ENWR_1. 
 
Open the STATISTICS button and tick “confidence intervals”, “casewise diagnostics”, “R squared 
change”, “descriptives” and “collinearity diagnostics”. Open the PLOTS button and put SRESID 
in the “Y” axis box and ZPRED in the “X” axis box and tick “Normal probability plot”. Click 
the SAVE button and check Mahalanobis and Cook’s under the “Distances” box. Press OK when 
back to the LINEAR REGRESSION dialog box and run the regression. 
 
In looking at your output, first look at the box labeled “Variables Entered/Removed” and make 
sure everything was done in steps the way you wanted. Next look at the “Model Summary” box. 
The overall R2 for the model with all 5 variables entered was R2 = .688, adjusted R2 = .672. This 
explains quite a lot of what is going on! I will give a table with the results for the change in R2 
(found in the “Model Summary” box), the unstandardized coefficients and the statistical results 
for each of the variables in the last model (found in the “Coefficients” box). 
 
 R2 change Unstandardized t-statistic p-value 
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coefficient 
Time 2 grammar     
  Time 1 grammar .303 .045 .577 .57 
  Intelligence .013 .186 .845 .40 
  L2 contact .006 -.132 -1.490 .14 
  ANWR1 .363 .546 3.458 .001 
  ENWR1 .004 .213 1.051 .30 
 
We can compare the strength of the variables by looking at the R2 change. It is clear that at least 
entered in this order, Time 1 grammar is highly predictive of Time 2 grammar scores, but even 
more highly predictive is scores on the Arabic non-word test (its R2 change is even higher than 
that of the Time 1 grammar). The t-test shows that the ANWR is the only constituent which is 
statistical (by the way, French and O’Brien tried reversing the order of the ENWR and ANWR 
and found that in that case the ENWR received most of the R2 change (.328) and the ANWR just 
a little (.038). So it is clear that a measure of phonological memory was the big predictor, and 
which one it was was not so important). 
 
In examining regression assumptions, the VIF column shows that in the model with all 5 
variables, both of the phonological memory tests received VIF values of a little over 10, 
indicating a problem with multicollinearity. Given what I said above about reversing the order of 
the two tests, in order to find the optimal model it would be best to choose one or the other of the 
phonological memory tests (probably the ANWR since it had a larger R2 change when it was 
first than the ENWR when it was first). In the Residuals Statistics box, no standardized residuals 
are above 3 (or below -3) so that is good. For Cook’s distance no scores are above 1, and for 
Mahalanobis’ distance no scores are above 15, so we do not seem to have any problems with 
outliers. For normality, looking at the P–P plot, there appears to be a very good fit of the data to 
the line, indicating the residuals are normally distributed. For looking at the homoscedasticity 
requirement, the scatterplot of residuals vs. predicted values does not show any evidence of data 
being more constricted on one side over another. This is quite a clean data set that satisfies all of 
the assumptions of regression (a rarity!). 
 
4. Howell (2002) data 
Use the HowellChp15Data.sav file. A scatterplot matrix of the data (Graphs > Legacy Dialogs > 
Scatter/Dot, then choose Matrix Scatter and press DEFINE; put all 6 variables into the “Matrix 
Variables” box) shows that all data may have a linear relationship with OVERALL except for 
ENROLL, which seems to be a vertical line with a few outliers. Opening the regression dialog box, 
put OVERALL in the “Dependent” box and all of the other variables in the “Independent” box. 
Leave the Method as “Enter”. Open the same buttons and tick the same boxes as described for #2. 
This model explains R2 = .76 of the variance in overall scores, a large amount. The Coefficients 
output box indicates (from the t-test) that the statistical factors were Teach and Knowledge only. 
 
Running another regression with just Teach and Knowledge as the two explanatory factors, the 
R2 is now .74 (not much lower, but a much simpler equation). Both factors are statistical 
components of the regression equation (according to the t-test). 
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In looking at regression assumptions, the VIF does not indicate a problem with multicollinearity, 
residuals statistics, Cook’s and Mahalanobis do not indicate a problem with outliers or influence 
points, the P–P plot looks good indicating a normal distribution, and there is no clear 
heteroscedasticity in the residuals vs. predicted fit plot. Overall, this model seems to satisfy 
regression assumptions quite well. 
 
5. Dewaele and Pavlenko (2001–2003) data. 
Use the BEQ.Swear file. First call for a scatterplot matrix using the commands described in #4 
above. Look at the intersection of the explanatory variable with the response variable (SWEAR2). 
A scatterplot matrix of the intersection of SWEAR2 with the explanatory variables (L2FREQ, 
WEIGHT2, L2_COMP, L2SPEAK) showed a random scattering of the variables pretty much over the 
entire graph, which would violate the assumption of linearity. However, since the points are 
discrete and not jittered so we can see their frequency, it could be that there are indeed linear 
trends that are not apparent in the scatterplot. In other words, there may be many more points 
along a linear line in the plot, but because we can only see 25 discrete points on the scatterplot, 
we cannot tell how often each point is chosen. If we add regression lines to the data (open the 
Chart Editor, push the ADD FIT LINE AT TOTAL button (or use the menu) and then CLOSE), there 
do seem to be linear relationships indicated. We will continue with the analysis. 
 
In the regression, put SWEAR2 in the “Dependent” box and the other variables in the 
“Independent” box. Leave the Method as “Enter”. Open the same buttons and tick the same 
boxes as described for #2. 
 
Looking at output: The correlations between swearing frequency and the explanatory variables 
seem to be of acceptable effect size, but not too high so as to pose a problem. The Coefficients box 
shows that only weight given to swearing in L2 (WEIGHT2), L2 speaking ability (L2SPEAK) and L2 
frequency usage (L2FREQ) are statistical predictors of swearing frequency. Go back to the ANALYZE 
> REGRESSION > LINEAR menu and remove L2_COMP from the Independent box. Run the regression 
again, and the regression equation is: 
 Swearing frequency = .41 + .23(Weight given to swearing in L2) + .21(L2 speaking ability) + .29 
(L2 frequency of use). 
This model can be obtained by looking at the constant and the unstandardized coefficients in the 
“Coefficients” box of the output). 
 
This model explains R2 = .29 of the variance in swearing frequency (according to the “Model 
Summary” box), which is a goodly amount but there is room for more explanation. The 
Residuals Statistics does not indicate any problem with non-normality (maximum in 
standardized residuals is not over 3), and Cook’s distance is less than 1. For very large samples 
like this (over 500) there is no problem with Mahalanobis unless values are over 25 (Field, 2005), 
so none of these diagnostics indicates a problem with influence. The P–P plot looks to be pretty 
normal, but the residuals vs. predicted values does not look random. It has a clear downward 
slope to it, indicating a problem with heteroscedasticity in the data. 
 
6. Larson-Hall (2008) 
Use the LarsonHall2008.sav file. Open the regression dialog box and put GJTSCORE in the 
“Dependent” box. Enter the three explanatory variables one at a time into the “Independent box” 
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after you have changed the Method to “Stepwise” (see instructions in #3 if you can’t remember 
how to do the hierarchical regression). 
 
With this order (TOTALHRS, RLWSCORE, APTSCORE) the R2 = .12 (fairly low). The R2 change 
is .034 for hours, .088 for RLW test, and .001 for aptitude. 
 
Now open up the regression dialog box. You could redo the regression by pressing the RESET 
button, but then you would have to open up all the sub-dialog boxes as well and tick everything 
again. It’s probably easiest to just trace back your steps and move each variable out from the 3 
blocks you created.  
 
With this order (RLWSCORE, APTSCORE, TOTALHRS) the R2 = .12. The R2 change is .090 for RLW 
test, .002 for aptitude, and .031 for hours of input. 
 
With this order (APTSCORE, RLWSCORE, TOTALHRS), the R2 = .12. The R2 change is .034 for total 
hours and .088 for RLW test. Aptitude doesn’t even get included when it is first! 
 
The R2 doesn’t really change depending on the order, but the R2 change does vary depending on 
the order it is entered. Aptitude gets very little R2 change, but most when it is second after RLW. 
RLW is the strongest variable and it gets the most R2 change when it comes first. RLW score 
gets the most when it is first.  
 
Chapter 8: Finding Group Differences With Chi-Square When All Your 
Variables are Categorical: The Effects of Interaction Feedback on Question 
Formation and the Choice of Copular Verb in Spanish 
 
8.1.4 Application Activity: Choosing a Test with Categorical Data  
 
1. Native speaker friends. Use group independence chi-square. 
2. Bilingualism and language dominance. Use group independence chi-square. 
3. Self-ratings of proficiency. Use goodness-of-fit chi-square. 
4. Extroversion and proficiency. Use group independence chi-square (although a better 
approach might be to use the actual numbers from the EPI instead of collapsing them into a 
category!) 
5. Lexical storage. Since the researchers wanted to examine each verb separately, a goodness-
of-fit chi-square could be conducted for each of the 12 items. If the researcher thought all the 
verbs were equivalent and added the items together, they would not be able to use a chi-square 
(repeated measures here with 12 items), but could possibly use either a binomial test or treat the 
data as interval-level. 
6. L1 background and success in ELI. Making proportions for each of the L1s (Ex: French, 
23/30; Spanish, 19/20, etc) you now have a goodness-of-fit problem  
7. Foreign accent and study abroad I. Use group independence chi-square. 
8. Foreign accent and study abroad II. One way to approach this would be to average the 
foreign accent ratings of the five judges and proceed with the group independence chi-square. 
McNemar is not appropriate as there are more than two ratings.  
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8.2.3 Application Activities with Tables of Categorical Variables 
 
1. Mackey and Silver (2005) frequency chart 
Choose ANALYZE > DESCRIPTIVE STATISTICS > FREQUENCIES. Move the PRETEST variable into 
the box and click OK.  
You should have N = 26, and the most frequent level is 2, while the least frequent is 4.  

 
 

2. Mackey and Silver (2005) crosstabs 
Choose ANALYZE > DESCRIPTIVE STATISTICS > CROSSTABS. I put the ExpGROUP variable in the 
“Row” box and PRETEST in the “Column” box. Click OK. 
You should have N = 26. From the numbers it looks like there were more participants in the 
experimental group who were at lower developmental levels.  
3. Dewaele and Pavlenko (2001–2003) data 

Choose ANALYZE > DESCRIPTIVE STATISTICS > CROSSTABS. To answer the question about the 
number of languages someone speaks and their reported language dominance, I put 
NUMBEROFLANG in “Row” and CATDOMINANCE in “Column”. 
You should have total N = 1036. Just eyeballing the numbers, it looks like a larger percentage of 
those who speak three languages report co-dominant languages (83 out of 268) than those who 
speak only two languages (17 out of 137). The trend of more people speaking co-dominant 
languages seems to hold for those who speak four and five languages as well. So just from 
looking at the data I would suspect there will be a relationship between number of languages 
someone speaks and reported language dominance. 
4. Dewaele and Pavlenko.  

Choose ANALYZE > DESCRIPTIVE STATISTICS > CROSSTABS. To answer the question about 
differences between males and females, I put NUMBEROFLANG in “Row” and CATDOMINANCE 
in “Column”, and SEX in “Layer”. 
You should have N=1036. In looking at males and females separately, the pattern of increasing 
numbers responding that dominance is among more than one language as number of languages 
known increases holds approximately true for both males and females, although it seems stronger 
in females (for females with 5 lges, YES = 99 and YESPLUS = 112, while for males with 5 lges, 
YES = 58 and YESPLUS = 51). 

8.3.4 Application Activities with Barplots  
 
1. LanguageChoice.sav 
Choose GRAPHS > LEGACY DIALOGS > BAR. Choose CLUSTERED for the type of barplot, and 
SUMMARIES FOR GROUPS OF CASES. I put LANGUAGE in the “Category Axis” box and 
POPULATION in the “Define clusters by” box. Students at Hometown U. seemed much more 
interested in Chinese than students at Big City U., while students at Big City U. were much more 
interested in German than students at Hometown U. 
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2. Motivation.sav 
Choose GRAPHS > LEGACY DIALOGS > BAR. Choose CLUSTERED for the type of barplot, and 
SUMMARIES FOR GROUPS OF CASES. I put TEACHER in the “Category Axis” box and FIRST in the 
“Define clusters by” box (the first time; the second time I put in LAST). 
 
What I notice here is that students in all classes were excited at the beginning of the semester, 
but only students with teachers 1, 3 and 5 remained highly excited about learning Spanish by the 
end of the semester. 
 
3. Mackey and Silver (2005) 
Choose GRAPHS > LEGACY DIALOGS > BAR. Choose CLUSTERED for the type of barplot, and 
SUMMARIES FOR GROUPS OF CASES. I put GROUP in the “Category Axis” box and DEVELOPPOST 
in the “Define clusters by” box 
 
The graph shows that in the immediate posttest, the pattern seen in Figure 8.7 did NOT hold. For 
the immediate posttest, both groups had more students who developed than who didn’t, although 
the number who developed is less for the control group than for the experimental group (and the 
number who didn’t develop is roughly equal in both experimental conditions). It seems that the 
treatment was more effective in the long run, not immediately afterwards. 
 
4. Dewaele and Pavlenko (2003) data 
Choose GRAPHS > LEGACY DIALOGS > BAR. Choose CLUSTERED for the type of barplot, and 
SUMMARIES FOR GROUPS OF CASES. I put NUMBEROFLANG in the “Category Axis” box and 
CATDOMINANCE in the “Define clusters by” box. After looking at the graph, I decided this graph 
would look better with “% of cases” instead of “N of cases” (in the top “Bars Represent” area), 
so I went back and changed this. When I looked at the graphic I wanted to know what percentage 
of the people chose each response, not the actual number of participants. The graph clearly 
showed that the percentage of people who claimed to have more than one dominant language 
was much larger with people who knew three or more languages than with those who only knew 
two. 

8.5.3 Application Activity with Chi-Square 
 
1. Geeslin and Guijarro-Fuentes (GeeslinGF3.sav)  
This is a one-way goodness-of-fit chi-square, so choose ANALYZE > NONPARAMETRIC TESTS > 
CHI-SQUARE. Put Item15 into the Test Variable List and click OK. Results show that we should 
reject the null hypothesis that all choices are equally likely ( 2  = 6.421, df = 2, p = .04). 
 
To get a visual, we will look at a barplot of the data. Choose GRAPHS > LEGACY DIALOGUES > 
BAR, then SIMPLE, SUMMARIES FOR GROUPS OF CASES. Put Item 15 in the Category Axis box and 
press OK. The barplot shows that #1 (estar) was the most frequent choice, #2 (ser) was the 
second most frequent, and #3 was the least frequent. 
 
2. Geeslin and Guijarro-Fuentes (GeeslinGF3.sav) 
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Choose ANALYZE > NONPARAMETRIC TESTS > CHI-SQUARE. Put Item15 into the Test Variable 
List and then under “Expected Values” click on the “Values” button. Enter: 45 (click ADD), 45 
(Add), 10 (Add), then press OK. 
Results show that we cannot now reject the null hypothesis ( 2  = 1.468, df = 2, p = .48). 
 
3. Mackey and Silver (2005) 
This is a two-way group independence chi-square test, so choose ANALYZE > DESCRIPTIVE 
STATISTICS > CROSSTABS. Put EXPGROUP into “Row(s)” and DEVELOPPOST into “Column(s)”. 
Tick “Display clustered bar charts”. Open STATISTICS button and tick “Chi-square” and “Phi & 
Cramer’s V” boxes; click CONTINUE. Open CELLS button and tick “Expected frequencies” plus 
any percentages you’d like; CONTINUE, then click OK. 
There should be 26 cases and results show that we cannot reject the null hypothesis (Pearson 2  
= .097, df = 1, p = .756). 1 cell has less than expected count. The effect size is very small (  
= .06) and not statistical. 
 
4. Dewaele and Pavlenko (2003) 
This is a two-way group independence chi-square test, so choose ANALYZE > DESCRIPTIVE 
STATISTICS > CROSSTABS. Put CATDOMINANCE into “Row(s)” and NUMBEROFLANG into 
“Column(s)” (or vice versa). Tick “Display clustered bar charts”. Open STATISTICS button and 
tick “Chi-square” and “Phi & Cramer’s V” boxes; click CONTINUE. Open CELLS button and tick 
“Expected frequencies” plus any percentages you’d like; CONTINUE, then press OK. 
 
There should be 1036 valid cases, and results show that we can reject the null hypothesis that 
there is no relationship between the variables (Pearson 2  =  59.58, df = 6, p = .000). No cells 
have less than the expected count. The effect size is fairly small (Cramer’s V = .17). 
 
5. Smith (2004) 
First, use Figure 8.13 to help you understand how to input the data. Figure 8.13 is after item #5 
in the book. Don’t get confused and look at Table 8.13, which comes before this item. Second, I 
assume you’ve weighted the data as explained in the book. 
 
This is a two-way group independence chi-square test, so choose ANALYZE > DESCRIPTIVE 
STATISTICS > CROSSTABS. Put INPUT into “Row(s)” and UPTAKE into “Column(s)” (or vice versa). 
Tick “Display clustered bar charts”. Open STATISTICS button and tick “Chi-square” and “Phi & 
Cramer’s V” boxes; click CONTINUE. Open CELLS button and tick “Expected frequencies” plus 
any percentages you’d like; CONTINUE, then press OK. We cannot reject the null hypothesis that 
there is no relationship between the variables (Pearson 2  = .39, df = 1, p = .53), so we assume 
that type of input makes no difference to whether students have uptake or not. The effect size is 
small (  = .08). 
 
Chapter 9: Looking for Differences Between Two Means With T-tests: Think-
Aloud Methodology  and Phonological Memory 
 
9.1.1 Application Activity: Choosing a T-test 
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1. Reading attitudes. Paired (the same students are tested at two different times). 
2. Reading ability. Independent (one group received a treatment independent of the other group). 
3. Listening comprehension. Independent (the beginner and advanced groups are considered 
independent of each other; had the question been whether the beginners performed equivalently 
on both parts of the test, a paired t-test would have been appropriate). 
4. Pitch. Paired (the same people are being measured on two different but related tests, so their 
scores will not be independent). 
5. Learning strategy instruction. Paired (the same students’ scores are compared from the 
beginning to the end of the instruction period). 
6. Vocabulary learning I. Paired (the same students were compared with themselves at the 
beginning and end of the semester). 
7. Vocabulary learning II. Independent (the two groups were randomly selected and 
independent of each other). 

9.2.4 Application Activities with Boxplots 
1. Leow and Morgan-Short (2004) 
This is an independent-samples t-test, so choose GRAPHS > LEGACY DIALOGS > BOXPLOT, then 
SIMPLE and “Summaries for groups of cases” radio button. In the next dialogue box, put 
PROPOSTSCORE in the “Variable” box, GROUP in the “Category Axis” box, and ID in the “Label 
Cases by” box. Both groups have extremely low median scores with many outliers in their 
distribution, so they don’t seem to be different. The range of the distribution for both groups is 
quite small, but their boxes (IQR) seem to be of about equal size, meaning their variances are 
similar. Distributions are definitely non-normal. 
 
2. Yates (2003) 
This is a paired-samples t-test, so choose GRAPHS > LEGACY DIALOGS > BOXPLOT, then SIMPLE 
and “Summaries of separate variables” radio button. In the next dialogue box, put all four 
variables into the “Boxes Represent” box. The lab group’s median score actually got worse in the 
post-test (LABAFTER) but the range of the distribution was smaller. The score for mimicry 
seemed to go down slightly too, but the range of distribution stayed the same. There are no 
outliers. 
 
3. DeKeyser (2000) 
This is an independent-samples t-test, so choose GRAPHS > LEGACY DIALOGS > BOXPLOT, then 
SIMPLE and “Summaries for groups of cases” radio button. In the next dialogue box, put 
GJTSCORE in the “Variable” box and STATUS in the “Category Axis” box. The groups performed 
quite differently, with the younger group receiving higher scores. These distributions do not have 
equal sizes of boxes (IQR), meaning the variances are different; the Under 15 group has a very 
small box while the Over 15 group has a very wide or large box. The distribution of the data 
within each of these boxplots is not totally symmetrical, but not extremely skewed either. There 
is one outlier in the Under 15 data. 
 
4. InagakiLong1999.Ttest.sav  
This is an independent samples t-test, so choose GRAPHS > LEGACY DIALOGS > BOXPLOT, then 
SIMPLE and “Summaries for groups of cases” radio button. In the next dialogue box, put 
GAINSCORE in the “Variable” box and GROUP in the “Category Axis” box. The boxplots show 
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some difference in median scores, with the recast group scoring slightly higher, but not by too 
much. The box for the recast group is bigger than for the model group, but they are not too 
different either, so variances are fairly equal. There are no outliers but the groups are not 
normally distributed because the boxes are not symmetric around the medians and the whiskers 
do not extend in both directions. The distributions are positively skewed (there are more lower 
scores than would be expected in a normal distribution). 
 
5.  Larson-Hall and Connell (2005) 
To plot multiple variables split into groups, choose GRAPHS > LEGACY DIALOGS > BOXPLOT, then 
CLUSTERS, “Summaries of separate variables”. Put ACCENT ON R WITH 4 JUDGED (ACCENTR) and 
ACCENTL in the “Boxes represent” box. Put STATUS in the “Category Axis” box. Put the ID 
variable in the “Label cases by” box.  
 
The participants all, including native speakers, received higher accent scores on words beginning 
with /l/. The variances are not equal across groups; in general, the NS variances are smaller than 
those of the other groups. The medians show that the mean accent score increases from the Non 
group being the worst, the Late group being a little better, the Early group being better than them, 
and the NS group being the best. The boxplots for the words with /l/ look fairly symmetrical, 
except the Late group’s box is skewed to the left. Also, there are outliers in both the Late and NS 
groups. Almost all of the boxplots for the /r/ words are skewed, but in different directions. Only 
the boxplot for the Late group looks relatively symmetric. 
 

9.4.3 Application Activities for the Independent Samples T-test 
 
1. Larson-Hall (2008) 
First, to explore whether the data are normally distributed and have equal variances, let’s look at 
boxplots of the data. The multiple boxplot is too cluttered to be a good diagnostic, so I suggest 
looking at each variable separately (“Total score on aptitude test [APTSCORE]”, “Total score of 4 
situations for use of English in life now [ENGUSE]”, GJTSCORE, score on the R/L/W test 
[PRONSCOR]) separately. Go TO GRAPHS > BOXPLOT, pick SIMPLE and “Summaries for groups of 
cases”. Put one of the variables such as [APTSCORE] into the “Variables” box. Put “1 is no 
[ERLYEXP]” into the “Category Axis” box.  
 
Only the GJT score appears to satisfy parametric assumptions. For APTSCORE, variances look 
equal but distribution is negatively skewed and there are outliers; For ENGUSE, again, variances 
look equal but distribution is positively skewed and there are many outliers; for GJT, these 
boxplots look normally distributed and variances are very similar; for PRONSCOR boxplots look 
symmetric and variances are similar, but there are some outliers. For any variables with outliers 
it would be better to use robust methods to remove them in an objective fashion. 
 
To perform an independent-sample t-test with the variables, choose ANALYZE > COMPARE 
MEANS > INDEPENDENT SAMPLES T-TEST. Put variable for GJT test in “Test Variable” box, and 
ERLYEXP factor in “Grouping Variable” box. Press DEFINE GROUPS button, and enter the 
numbers 1 and 2. Use the “Equal variances not assumed row” as a default. Repeat with other 
variables. 
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Here are the results in tabular form. 
Parametric t-tests 
Variable 95% CI Mean 1 

(SD1) 
not early 

Mean 2 
(SD2) 
early 

N1/N2 t-value p-value Effect size 

Aptitude 
Score 

-1.58,.99 31.2 
(4.4) 

31.5 
(4.2) 

139/61 -.45 .65 .3/18.84= 
.02 

Use of 
English 

-.95,.76 7.1 (2.8) 7.1 (2.7) 131/56 -.21 .83 0/7.67= 
0 

GJT 
Score 

-5.63,.76 112.3 
(10.1) 

114.7 
(10.7) 

139/61 -1.51 .13 .02 

R/L/W 
Score 

-9.74, 
-1.06 

49.3 
(13.2) 

54.7 
(14.7) 

139/61 -2.47 .02 5.4/186.92 
=.03 

 
Only the PRONSCORE’s CI does not pass through zero. However, the effect size for all 
comparisons are quite small. 
 
2. Inagaki and Long (1999) T-test data 
These data are skewed and thus not normally distributed. Boxplots (from 9.2.4) showed that 
variances were fairly equal. For the t-test, choose ANALYZE > COMPARE MEANS > INDEPENDENT 
SAMPLES T-TEST. Put variable for GAINSCORE in “Test Variable(s)” box, and GROUP in 
“Grouping Variable” box. Press DEFINE GROUPS button, and enter the numbers 1 and 2. Levene’s 
test is not statistical so you may choose to use the “Equal variances” row. The 95% CI is -1.27, 
1.02, which contains zero, so there is no statistical difference between groups. Mean (model) 
= .69, s.d. = 1.10, N = 8; Mean(recast) = .81, s.d. = 1.03, N = 8. The t-test is t(14) = -.23, p = .82. 
Effect size is 0.12/1.07 = .11, which is a very small effect size. 

9.5.3 Application Activities With Paired-Sample T-tests 
 
1. French and O’Brien (2008) 
First, examine boxplots of the pairs of variables. Use GRAPHS > LEGACY DIALOGS > BOXPLOT, 
then choose SIMPLE and “Summaries of separate variables”. Put the variables GRAM_1, GRAM_2, 
RVOCAB_1, RVOCAB_2, PVOCAB_1 and PVOCAB_2 in the box labeled “Boxes represent”. In 
looking at the pairs of variables, for grammar participants made a lot of progress at Time 2, but 
there were many outliers at Time 1. The medians are not quite symmetrical in their boxes but 
otherwise the distributions look good (besides the outliers). For receptive vocabulary the 
distributions look very symmetrical but there is one outlier at Time 2. The distribution for the 
productive vocabulary looks exactly normal! No problems there. 
 
To perform the t-test, go to ANALYZE > COMPARE MEANS > PAIRED-SAMPLES T TEST. Put the 
pairs of variables in the “Paired Variables” box. Make sure there are 104 participants for all of 
the tests. Note that the correlation between the grammar tests is relatively large (r = .55) but not 
nearly as strong as the correlations between the vocabulary tests. All of the tests are statistical, 
and from the mean scores we can say the participants improved on all three measures over the 
course of their study. The improvement in grammar was the largest, with an average of 10.7 
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points out of 45 total. Participants on average improved least on the receptive vocabulary 
measure, with an average change of 5.3 points out of 60. I did the effect size calculations online, 
and they are all rather large! 
 
Here are the results in tabular form: 
Variable 95% CI Mean 

Time 1 
(SD1) 
 

Mean 
Time 2 
(SD2) 
 

N1/
N2 

t-value p-value Effect size  

Grammar -11.5, -9.8 16.6 
(4.5) 

27.2 
(4.6) 

104 -25.2 <.0005 2.3 

Receptive 
vocab 

-6.0, -4.7 32.8 
(5.8) 

38.1 
(6.4) 

104 -16.1 <.0005 0.9 

Productive 
vocab 

-12.9, -11.9 30.6 
(5.9) 

43.0 
(6.5) 

104 -53.4 <.0005 2.0 

 
2. Yates (2003) 
To perform the t-test, go to ANALYZE > COMPARE MEANS > PAIRED-SAMPLES T TEST. Put the 
pairs of variables in the “Paired Variables” box (LABBEFORE with LABAFTER and 
MIMICRYBEFORE with MIMICRYAFTER). There are 10 participants for all of the tests. Neither one 
of the tests is statistical although the p-value for the Mimicry is much smaller than that of Lab. 
Notice, however, that the effect size for Mimicry is quite large, more than one standard deviation. 
If I had been reporting the result I would have focused on the effect size and not the p-value. The 
fact that the p-value was not below p = 0.05 was most likely due to the small sample size and not 
to any of the other factors that Yates posited (such as possibly having too short of a period of 
testing, although it was a whole semester, and 3 hours a week not being enough to master 
Linguistic Mimicry). 
 
Variable 95% CI Mean 

Time 1 
(SD1) 
 

Mean 
Time 2 
(SD2) 
 

N1/
N2 

t-value p-value Effect size  

Lab -9.7, 8.1 109.4 
(13.9) 

110.2 
(3.2) 

10 -0.2 0.84 .08 

Mimicry -2.9, 13.5 112.0 
(5.0) 

106.7 
(4.2) 

10 1.46 0.18 1.15 

 
3. Larson-Hall and Connell (2005) (LarsonHall.Forgotten.sav)  
To perform the t-test, go to ANALYZE > COMPARE MEANS > PAIRED-SAMPLES T TEST. Put 
ACCENT ON R and ACCENTL in the “Paired Variables” box. Press OK. The 95% CI does not go 
through zero, and the difference in means between the groups lies, with 95% confidence, 
somewhere between 3.7 and 2.7 points. So our Japanese users of English produce a word 
beginning with /l/ with a more nativelike accent than a word beginning with /ɹ / (since the mean 
score for ACCENTL is larger). The effect size is a medium one. 
 
Variable 95% CI Mean N t-value p-value Effect size  



27 
 

(SD1) 
 

AccentR -3.7, -2.7 7.2 (2.0) 44 -13.4 p<.0005 .45 
AccentL 10.4 (1.6) 44 
 
9.7.3 Application Activities For the One-Sample T-test 
  
1. Torres (2004)  
Choose ANALYZE > COMPARE MEANS > ONE SAMPLE T TEST. Choose the Listening and Reading 
variables and move them to the “Test Variable” box. Change the test value from 0 to 3. Click OK. 
The output is shown in the table. 
 
Area mean 

(s.d.) 
t-value  df p-value Effect size 

(Cohen’s d) 
95% CI 

Reading 3.2 
(1.16) 

1.71 101 .09 (3.2-
3.0)/1.16=.17 

2.97 - 
3.42 

Listening 3.29 
(1.03) 

2.88 101 .005 (3.29-
3.0)/1.03=.28 

3.09 - 
3.40 

The effect sizes are very small for both tests. 
 
2. Dewaele and Pavlenko (2001–2003) 
Choose ANALYZE > COMPARE MEANS > ONE SAMPLE T TEST. Choose all four variables and 
move them to the “Test Variable” box. Change the test value from 0 to 5. Click OK. The output 
data will give you the information to fill in all of the columns except effect size. To show the CI 
in terms of how much difference there is from a perfect 5, I subtracted the CI of the difference 
from 5. 
 
Results: 
 
Area mean 

(s.d.) 
t-value  df p-value Effect size 

(Cohen’s 
d) 

95% CI 

L1 Speaking 4.8 (.7) -13.8 1573 .000 .29 4.71–4.78 
L1 
Comprehension 

4.8 (.6) -11.4 1570 .000 .33 4.79-4.85 

L1 Reading 4.7 (.8) -13.4 1564 .000 .38 4.70–4.78 
L1 Writing 4.6 (.9) -17.3 1561 .000 .44 4.54-4.64 
 
The p-value is very small in all cases, meaning that we can reject the null hypothesis that the 
participants rated themselves as fully proficient in their L1. Does this seem strange given that the 
mean scores are close to 5? Consider the confidence intervals. The true mean score lies, with 
95% confidence, in this range. It is very close to 5, but because the group size is so large, any 
deviation away from 5 is going to be large enough to obtain statistical results. The effect sizes 
are small-to-medium. 
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Chapter 10. Looking for Group Differences With a One-Way Analysis of 
Variance (ANOVA): Effects of Planning Time  
 
10.5.5 Application Activity With One-Way ANOVAs 
 
1. Ellis and Yuan (2004) 
Examine data with boxplots; use GRAPHS > INTERACTIVE > BOXPLOT (just to try something 
different!) and put GROUP in the x-axis and each dependent variable in the y-axis box. For error-
free clauses, the PTP group has the widest variance, and both NP and PTP have outliers. For 
MSTTR, the OLP group has the widest variance, and the PTP group has some outliers. For SPM, 
the PTP group is skewed and has an outlier. 

Perform a one-way ANOVA by choosing ANALYZE> > COMPARE MEANS > ONE-WAY ANOVA. 
Put SPM, LEXICAL VARIETY OR MSTTR, and ERROR-FREE CLAUSES in the Dependent list, and 
GROUP in the factor box. Open the POST HOC button and tick LSD and Tukey’s. Open the 
OPTIONS button and call for descriptive stats and the homogeneity of variance test. 

Results: 
 

 Omnibus F 
test 

Mean difference 
for NP-PTP + CI 
of mean 
difference (using 
Tukey numbers) 

Mean difference for 
NP-OLP + CI of 
mean difference 
(Tukey) 

Mean difference for 
OLP-PTP + CI of 
mean difference 
(Tukey) 

SPM F2,39=11.19, 
p=.000 

-3.77  

(-6.25, -1.28) 

.73 (-1.76, 3.21) -4.50 (-6.98, -2.01) 

MSTTR F2,39=.18, 
p=.84 

-.001 (-.03, .03) .005 (-.02, .03) -.006 (-.03, .02) 

Error-
free 
clauses 

F2,39=3.04, 
p=.06 

-.03 (-.13, .06) .09 (.00, .18) .06 (-.03, .15) 

 

 Mean NP Mean 
PTP 

Mean 
OLP 

ES for 
NP-PTP 

ES for 
NP-
OLP 

ES for 
PTP-
OLP 

ES for 
NP-
PTP 

SPM 12.5 (2.0) 16.3 (3.3) 11.8 (2.7) -1.39 .29 1.49 -1.39 

MSTTR .88 (.03) .88 (.02) .87 (.03) 0 .33 .39 0 

Error-
free 
clauses 

.77 (.10) .81 (.12) .86 (.07) -.36 -1.04 -.51 -.36 
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Remarks: It’s interesting that planning time had no effect on lexical variety (MSTTR). It’s 
interesting to look at effect sizes here and see what effect sizes are found even when differences 
between groups are very small. For speed, the difference between the No Planning and Online 
Planning group has a large effect size and is statistical (even though the omnibus is not quite 
under p=.05!). For error-free clauses, it seems that pre-task planning had a large effect on 
improving the number of these. 

 
 

2. Pandey (2000) 
Visually examine data with boxplots. Use GRAPHS > INTERACTIVE > BOXPLOT and put GROUP in 
the x-axis and GAIN1 in the y-axis box. Focus group B is a little bit skewed, and the control 
group has many outliers. The control group’s variance is certainly much different from either 
Group A or Group B. 
For planned comparisons, use ANALYZE> COMPARE MEANS > ONE-WAY ANOVA. Put GROUP in 
the “Factor” box and GAIN1 in the Dependent list. Open the CONTRASTS button. Our first 
contrast will look at just Group A compared to Group B, so the coefficients to enter will be: 1, -1, 
0. After entering each number, press the “Add” button. After entering all three numbers, press 
the “Next” button. The next contrast will be Group A and Group B contrasted against Control, so 
enter: 1, 1, -2. Press CONTINUE, then OK. 
Results: Ignore the omnibus test and look at the Contrast Tests. Since the boxplots showed 
variances that did not seem equal, use the “Does not assume equal variances” line. The first 
contrast between Group A and Group B is statistical, mean difference = 29.5, t = 5.8, df = 14.8, p 
< .005. The second contrast between Groups A & B against the control is also statistical, mean 
difference = 54.0, t = 10.3, df = 16.6, p < .005. 

3. Thought question. The main problem with this design is that it is repeated measures, so data is 
not independent. If the researcher were to ask whether there were any difference between groups 
for only ONE of the three discourse completion tasks, assuming that each of the 3 classes 
received different treatments, this would be a valid one-way ANOVA. You might think this 
experiment looks a lot like the Pandey experiment in #2, and that is right, but in that case we 
looked at a gain score from Time 2 to Time 1. Doing a one-way ANOVA in this case on one 
gain score would be fine (say, the gain from DCT Time 2 minus DCT Time 1) but to try to put 
the scores of all three discourse completion tasks together and then perform a one-way ANOVA 
would compromise the fundamental assumption of independence of groups in the one-way 
ANOVA.  

4. Inagaki and Long (1999) 
Visually examine the data. Use GRAPHS > INTERACTIVE > BOXPLOT and put 
ADJMODELORRECAST in the x-axis and GAINADJ in the y-axis box (repeat for LOCATIVE). All 
groups are skewed for adjective and locative, and since for adjective the control group did not 
make any gains, they have no variance. They should not be compared to the other two groups for 
adjectives. 

For Locative, run a one-way ANOVA by using ANALYZE>> COMPARE MEANS > ONE-WAY 
ANOVA. Put LOCMODELORRECAST in the “Factor” box and GAINLOC in the “Dependent” list. 
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Click the POSTHOC button and choose LSD or Tukey’s. Click OK. Overall omnibus test is not 
statistical, F2,21 = .37, p = .69. We won’t look any further to consider the poct-hocs then. We 
conclude there is no difference between groups in how accurate they are on locatives either. 
I note that one possible problem with this study was that only 3 items per structure were used. 
There might have been more differentiation with a larger number of items! 
 

5. Dewaele and Pavlenko (2001–2003), BEQ.Context file 
Visually examine the data. by choosing GRAPHS > INTERACTIVE > BOXPLOT and put L2CONTEXT 
in the x-axis and L2SPEAK in the y-axis box (repeat for L2_READ). For speaking and reading, all 
data are skewed, and there are some outliers. 

To conduct the one-way ANOVA go to ANALYZE> > COMPARE MEANS > ONE-WAY ANOVA. 
Put CONTEXTL2 in the Factor box and L2SPEAK and L2_READ in the Dependent list. Click the 
POSTHOC button and choose LSD or Tukey’s. Click the OPTIONS button and call for descriptive 
stats and a homogeneity of variance test. Click CONTINUE, then OK. 

Looking at the descriptive stats, we see that the highest scores for both speaking and reading 
were by those who reported learning the L2 both naturalistically and in an instructed way (the 
“Both” choice). The Levene’s test has a p-value below p = .05, which means that we should 
reject the hypothesis that variances are equal, but we will ignore that because a look at the 
standard deviations does not reveal an extremely large difference in the standard deviations (the 
test is too sensitive because of the large sample size). Owing to the fact that we have extremely 
large sample sizes here (n = 1020 for speaking and 1013 for reading), the omnibus test for both 
ANOVAs is statistical. What we should be more concerned about are the post-hocs and their 
associated effect sizes. I’ve summarized the data in the table below. 

 Omnibus F 
test 

Mean difference 
for Instr-Natl + 
CI (using Tukey 
numbers) 

Mean difference for 
Instr-Both + CI 

Mean difference for 
Natl-Both 

L2 
Speaking 

F2,1017=42.9, 
p=.000 

-.53 (-.75, -.31) -.62 (-.78, -.46) -.08 (-.30, .13) 

L2 
Reading 

F2,1010=18.5, 
p=.000 

-.16 (-.36, -.04) -.38 (-.52, -.23) -.22 (-.42, -.02) 

 

 Mean 
Instr 

Mean 
Natl 

Mean 
Both 

ES for Natl-
Instruct 
(Cohen’s d) 

ES for 
Instr-Both 

ES for Natl-
Both 

L2 
Speaking 

3.77 
(1.17) 

4.3 (.98) 4.39 
(.85) 

.50 .61 .09 

L2 
Reading 

4.22 (.98) 4.37 
(1.10) 

4.59 
(.76) 

.14 .42 .23 
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For L2 speaking, differences are statistical for the comparison between Instruction and the other 
two conditions (but not between Natural and Both). The effect sizes for these are small to 
medium. For L2 reading, differences are statistical for all three conditions, with mean scores 
showing that those who learned both ways scored the highest. Effect sizes are fairly small, 
however, for this area. 
 
Chapter 11. Looking For Group Differences With Factorial Analysis of 
Variance (ANOVA) When There is More Than one Independent Variable: 
Learning with Music         

11. 1.2 Application Activity in Understanding Interaction 
1. When feedback is given the use of explicit or implicit instruction makes no difference, but 
when feedback is absent, participants perform much better with explicit instruction. 
2. When students received traditional laboratory training for pronunciation they were able to 
produce segments and intonation with the same amount of accuracy, but when a special mimicry 
technique was used, students did much worse accurately producing segments. 
3. Study abroad students with high motivation always do better than those with low motivation 
and this seems to hold true no matter whether language aptitude scores are high or low (these 
lines are not quite parallel, but almost). However, length of immersion makes a big difference; 
those with high motivation can do well even with a short amount of immersion but once students 
have been immersed for a year even participants with low motivation do much better. 
 
11.1.5 Application Activity: Identifying Independent Variables and Levels 
1. Pandey: This is a one-way ANOVA. 
IV: 1) TOEFL score with 4 levels (1 for each of the classes) 
 
2. Takimoto: This is a two-way ANOVA* 
IV: 1) Instruction with 3 levels (SI, SF, and control) 
2) Time with 2 levels (pretest and posttest) 
*Actually, because one of the variables was time, Takimoto would have obtained more statistical 
power by using a repeated measures ANOVA (see Chapter 12 for more information). 
 
3. Smith, McGregor and Demille: This is a two-way ANOVA 
1) Age with two levels (24 months or 30 months) 
2) Vocabulary size with two levels (average or advanced) 
 
4. This is a two-way ANOVA 
1) Explanation with two levels 
2) Feedback with two levels 
 
11.4.5 Application Activity with factorial ANOVA 
 
1. Obarow (2004) data, use Obarow.Story2.sav file 
Getting the file into shape: 
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To take out any cases where individuals scored above 17 on the pretest, follow the directions in 
Section 11.4.1.  
 
To recode for Music and Pictures, first, copy the column called TRTMNT2 and label it something 
else (I called it TREAT2; this is because you need to recode this column once for Music and once 
for Pictures, and you can’t have two sets of directives in SPSS). Next, go to TRANSFORM > 
RECODE INTO DIFFERENT VARIABLES. Put TRTMNT2 into input variable, and under Output 
variable, give it a new name. Let’s call it MUSICT2. Click the CHANGE button. Now click “Old 
and New Values” button. Use these values, with first number in “Old” box and second number in 
“New” box: 1 = 1, 2 = 1, 3 = 2, 4 = 2. Click CONTINUE then OK. When you see the column in 
your file, go to the Values tab at the bottom of the window and insert values so you remember 
that 1 = no music and 2 = music. To get the PICTUREST2 column, open TRANSFORM > RECODE 
INTO SAME VARIABLES. Use these values: 1 = 1, 2 = 2, 3 = 1, 4 = 2. When you get this column, 
again go to the values tab and recode so that 1 = no pictures and 2 = pictures. 
 
To compute a gain score, go to TRANSFORM > COMPUTE VARIABLE. Call variable GAINSCORET2. 
In Numeric Expression box, type “posttest2-pretest2”. Click OK. If you want, go to the Variable 
View tab (at bottom) and change decimals for this variable to 0 (I don’t like looking at the 
decimals when I don’t need them). 
 
Now examine the data visually and numerically. To make boxplots of the gain score divided into 
the different groups (Music, Pictures, gender), go to GRAPHS > LEGACY DIALOGS > BOXPLOT. 
Choose SIMPLE and “Summaries for groups of cases”. Put the GAINSCORET2 into the Variable 
box, and first GENDER (later MUSICT2 and PICTUREST2) into the Category Axis box. From the 
boxplots we see that males have a larger variance than females on the gainscore, there are lots of 
outliers identified for the “pictures present” group, and there are lots of outliers for the “no 
music” group. In each case variances seem to be different, and there is one level that is 
distributed in a skewed manner. We don’t satisfy the assumptions of ANOVA but we will go 
ahead anyway! 
 
To perform the factorial ANOVA (2x2x2 in this case), go to ANALYZE > GENERAL LINEAR 
MODEL > UNIVARIATE. Enter GAINSCORET2 in Dependent box, and GENDER, MUSICT2 and 
PICTURET2 in the Fixed effects box. We don’t have enough factor levels for post hocs, so we 
won’t click that button. Click the MODEL button and change to Type II sums of squares. Open 
the OPTIONS button and tick the boxes shown in Figure 11.12. Click OK. 
 
Results: With high-scoring pretest students excluded (total n = 58), the Tests of Between-
Subjects Effects show that none of the terms of the regression equation are statistical. The R2 

= .045. With all participants included in the regression, the results of the regression terms are 
identical, and R2 = .047. In an actual report you might want to give actual numbers of the F value, 
df, p-value and effect size for at least the three main effects of gender, music and pictures, even 
though they aren’t statistical. 
 
2. Larson-Hall and Connell (2005) data, use LarsonHall.Forgotten.sav.  
First examine boxplots (same way as in #1), putting SENTENCEACCENT in the Variable box and 
SEX (and then STATUS) in the Category Axis box. All plots show outliers, and variances seem to 
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be quite different for males and females, but data seems symmetric. Variances seem equal for all 
immersion students, and data seems normally distributed. This is not a very good analysis as 
there is only one participant in one of the categories! 
 
To perform the factorial ANOVA (3x2 in this case), ANALYZE > GENERAL LINEAR MODEL > 
UNIVARIATE. Enter SENTENCEACCENT in Dependent box, and SEX and STATUS in the Fixed 
effects box. Click the MODEL button and change to Type II SS. Open the OPTIONS button and 
tick the boxes shown in Figure 11.2. Don’t leave this dialog box yet--we’ll want post-hocs this 
time for STATUS, so move that term to the right in the window, tick the “Compare Main Effects” 
box, and leave the post-hoc set for LSD (there are only 3 groups). Then press CONTINUE. Open 
the PLOTS button and request a means plot. Click OK to run the ANOVA. 
 
Results: With n = 44 participants, the Tests of Between-Subjects Effects show that SEX is 
statistical (F1,38 = 6.6, p = .015, eta-squared=.15) as well as STATUS (F2,38 = 10.9, p < .0005, eta-
squared=.37) but not the interaction between them (F2,38 = 0.8, p = .46, eta-squared=.04). The 
individual effect sizes show status had the largest effect. The effect size of the model is R2 = .54, 
which explains quite a lot of the variance (it is a large effect size!). Post hoc LSD tests show that 
non- and late-immersionists are statistically worse than early immersionists (with p=.001 for 
Early-Non comparison and p=.003 for Early-Late comparison), but the non- and late-
immersionists don’t differ from each other statistically (p=.711). This can be seen graphically in 
the means plot. To see whether males or females did better overall, I went back to the Univariate 
dialog box and opened OPTIONS. Then I moved SEX to the right under “Display Means for”. The 
mean of males and females, summarized over all three statuses, show that females scored more 
highly than males. 
 
3. Dewaele and Pavlenko (2001–2003) data, use BEQ.Swear.sav file.  
First, examine boxplots putting WEIGHT2 in the Variable box and CONTEXTACQUISITIONSEC, and 
L1DOMINANCE in the Category Axis box. For context of acquisition, variances seem to be equal 
among the 3 categories but data is skewed for two levels. For L1 dominance there are some 
outliers for the 3 categories and variances may not be equal. Data do not meet the assumptions of 
ANOVA but we will continue. 
 
To perform the factorial ANOVA (4×3×3 in this case), ANALYZE > GENERAL LINEAR MODEL > 
UNIVARIATE. Enter WEIGHT2 in Dependent box, CONTEXTACQUISITIONSEC, and L1DOMINANCE 
in the in the Fixed effects box. Click the MODEL button and change to Type II SS. Open the 
OPTIONS button and tick the boxes shown in Figure 11.2. Don’t leave this dialog box yet--we’ll 
want post-hocs this time for context of acquisition (which has 3 levels), so move that term to the 
right in the window, tick the “Compare Main Effects” box, and leave the post-hoc set for LSD. 
Then press CONTINUE. Open the PLOTS button and request one or two means plots. Click OK to 
run the ANOVA. 
 
Results: With n = 942 participants, the Tests of Between-Subjects Effects show that the context 
of acquisition is the only statistical term of the model (F2,933 = 24.2, p < .0005) but its effect size 
is quite small (partial eta-squared = .05). The effect size of the entire model is R2 = .06, which is 
quite small. The mean scores for contexts show that NATL scores highest, followed by BOTH 
and then INSTR. The post-hoc tests for context show that instructed context is statistically worse 
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than natural or both, but there is no statistical difference between being natural and both. 
Although this factor plays a role, my view of the ANOVA would be that we have not captured 
here the real factors which explain the variance in how participants view the emotional force of 
swear words in their L2 given that effect sizes are so small (Dewaele, 2004b essentially finds this 
same thing by using one-way ANOVAs with instructed context and gender separately). 
 
 
4. Eysenck (1974); data from Howell (2002) 
The data are not in the proper form for a factorial ANOVA in SPSS. This is the “wide” form and 
we need the “long” form with all of the data from the tasks in one column. I am leaving it for you 
to do this rearranging. I think the easiest way to do this is to cut and paste the five tasks into one 
column (call it SCORE). You’ll need two columns for the independent variables; one to identify 
which task it is, and one to identify the age group. For age group, just copy the AGEGROUP 
variable 4 more times to make a longer column, and call this new column AGEGROUP2. Next 
make a new column (call it TASK), and type in 20 1s, 20 2s, and so forth for the numbers 1-5 
(unfortunately, there is no way to drag and expand these numbers in SPSS after just typing in one 
cell, as you can in Excel; you’ll have to type in these numbers by hand). After you finish, you 
might want to label the numbers with their task names by going to the “Variable View” tab and 
labeling the tasks. So now I will assume you have created the following three variables for doing 
this analysis: SCORE, AGEGROUP2, TASK. 
 
To perform the factorial ANOVA, go to ANALYZE > GENERAL LINEAR MODEL > UNIVARIATE. 
Enter SCORE in Dependent box, TASK and AGEGROUP2 in the Fixed effects box. Click the 
MODEL button and change to Type II SS. Open the OPTIONS button and tick the boxes shown in 
Figure 11.2 and press CONTINUE. Open the PLOTS button and request one or two means plots. 
We will want post-hocs for the TASK (which has 5 levels) so open the POSTHOC box and tick 
Tukey (and Games-Howell in case variances are not equal). Click OK to run the ANOVA. 
 
Looking at descriptive statistics, for some tasks young and old participants are fairly equal 
(counting, rhyming), but for others they are fairly different (especially in intentional learning in 
condition 5!). Variances are not so different from each other although Levene’s test is statistical, 
indicating that variances are not similar. The ANOVA results are that TASK is statistical (F4,90 = 
44.6, p < .0005, partial eta2 = 0.67), AGEGROUP2 is statistical (F1,90 = 30.4, p < .0005, partial eta2 

= 0.25) and the interaction is statistical (F4,90 = 6.6, p < .0005, partial eta2 = 0.23). The total 
variance explained by this model is very high, at R2 = .72 (or .70 adjusted for bias). Post-hoc 
tests (using Tukey) for tasks show that Tasks 1 and 2 are not different from each other, but are 
worse than tasks 3, 4, and 5; Task 3 is also worse than Task 5. 
 
We may guess from initial descriptive statistics that the interaction will show that older learners 
are worse, but to get at statistical comparisons for the interaction, go back to the Univariate 
dialog box and click the OPTIONS button. Move the interaction to the “Display Means for” box, 
then go back to the main dialog box and click PASTE to open the Syntax Editor. Copy the line 
that says /EMMEANS=TABLES(Task*AgeGroup2) and change it to: 
 /EMMEANS=TABLES(Task*AgeGroup2)COMPARE(Task) 
/EMMEANS=TABLES(Task*AgeGroup2)COMPARE(AgeGroup2) 
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Add these to the syntax and run. Looking at the Pairwise Comparisons in the Task*AgeGroup2 
entry in the output, we can see they agree with Eysenck’s conclusions that “For old subjects, 
intentional recall [Task 5] did not differ from recall under the imagery or adjective conditions 
[Tasks 3 and 4], but intentional learning exceeded recall under the rhyming and the letter-
counting conditions [Tasks 1 and 2]” (p. 938). Also, “For young subjects, intentional recall [Task 
5] was significantly superior to recall under the letter-counting rhyming (p < .01), and adjective 
(p < .05) conditions [Tasks 1, 2, and 3], but not under the imagery condition [Task 4]” (p. 938). 
 
Chapter 12: Looking for Group Differences When the Same People are Tested 
More Than Once Using Repeated Measures ANOVA: Wug Tests and 
Instruction on French Gender 
 
12.1.3 Application Activity: Identifying Between-Group and Within-Group Variables to 
Decide Between RM ANOVA and Factorial ANOVA Designs 
 
1. Schön et al. (2008) 
Dependent variable:  Accuracy in correctly identifying words 
Independent 
variable(s): 

1.Condition 
 

No. of 
Levels: 

3                 Status of IV 
Within-group   Between-group 

 2.L1 
 

No. of 
Levels: 

2 Within-group   Between-group 

For this research design, use:         RM ANOVA                Factorial ANOVA 
 
2. Erdener and Burnham (2005) 
Dependent variable: Nonword accuracy  
Independent 
variable(s): 

1. Condition 
 

No. of 
Levels: 

4                 Status of IV 
Within-group   Between-group 

 2.L1 
 

No. of 
Levels: 

2 Within-group   Between-group 

 3. Target lge 
 

No. of 
Levels: 

2 Within-group   Between-group 

For this research design, use:         RM ANOVA                Factorial ANOVA 
 
3. Larson-Hall (2004) 
Dependent variable: Contrast perception scores  
Independent 
variable(s): 

1. Contrasts 
 

No. of 
Levels: 

16                 Status of IV 
Within-group   Between-group 

 2.Proficiency 
level 
 

No. of 
Levels: 

3 Within-group   Between-group 

For this research design, use:         RM ANOVA                Factorial ANOVA 
 
4. Bitchener, Young, and Cameron (2005) 
Dependent variable: Percentage correct use  
Independent 1.Treatment No. of 3                 Status of IV 
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variable(s):  Levels: Within-group   Between-group 
 2.Writing 

assignment 
(Time) 
 

No. of 
Levels: 

4 Within-group   Between-group 

 3. Type of error 
 

No. of 
Levels: 

3 Within-group   Between-group 

For this research design, use:         RM ANOVA                Factorial ANOVA 
 
5. Ellis, Loewen, and Erlam (2006) 
Dependent variable: Accuracy scores on whether past tense was correct or not 
Independent 
variable(s): 

1.Error 
correction group 
 

No. of 
Levels: 

3                 Status of IV 
Within-group   Between-group 

 2. Type of task 
 

No. of 
Levels: 

3 Within-group   Between-group 

 3. Time of test 
 

No. of 
Levels: 

2 Within-group   Between-group 

For this research design, use:         RM ANOVA                Factorial ANOVA 
 
6. Flege, Schirru, and MacKay (2003) 
Dependent variable: Listeners’ judgments as to the accuracy of vowels 
Independent 
variable(s): 

1. Age group 
 

No. of 
Levels: 

2                 Status of IV 
Within-group   Between-group 

 2. Use of Italian 
 

No. of 
Levels: 

2 Within-group   Between-group 

 3.  
 

No. of 
Levels: 

 Within-group   Between-group 

For this research design, use:         RM ANOVA                Factorial ANOVA 
 
12.2.2 Application Activity With Parallel Coordinate Plots 
 
1. Murphy (2004) 
First, open the Murphy.RepeatedMeasures.sav file, then open up the Syntax Editor (FILE > NEW 
> SYNTAX).  
Here is the syntax I used to create the plot: 
GGRAPH  
  /GRAPHDATASET NAME="Murphy.RepeatedMeasures" VARIABLES=group RegProto 
RegInt RegDistant 
  /GRAPHSPEC SOURCE=INLINE. 
BEGIN GPL 
SOURCE: s = userSource(id("Murphy.RepeatedMeasures")) 
DATA: RegProto=col(source(s), name("RegProto")) 
DATA: RegInt=col(source(s), name("RegInt")) 
DATA: RegDistant=col(source(s), name("RegDistant")) 
DATA: group=col(source(s), name("group"), unit.category()) 
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TRANS: caseid = index() 
COORD: parallel() 
SCALE: linear(dim(1), min(0), max(5))  
SCALE: linear(dim(2), min(0), max(5))  
SCALE: linear(dim(3), min(0), max(5))  
GUIDE: axis(dim(1), label("Prototypical")) 
GUIDE: axis(dim(2), label("Intermediate")) 
GUIDE: axis(dim(3), label("Distant")) 
GUIDE: legend(aesthetic(aesthetic.color), label("group")) 
ELEMENT: line(position(RegProto*RegInt*RegDistant), 
              split(caseid), color(group),  transparency(transparency."0.5")) 
END GPL. 
 
Then choose RUN>ALL from the menu to run the syntax. The reason this plot doesn’t look as 
nice as the Lyster one is that there were only 5 points in each measurement and it turns out that 
there were only a couple of patterns for each of the three groups. Split the file (DATA > SPLIT 
FILES, then move GROUP over) and ran the syntax again—this makes a data that is much more 
informative. The NS children have only 4 patterns of scores, the NS adults the most different 
patterns, and the NNS adults have a medium number of patterns. But clearly when there are more 
points in the scale range the lines will look much different from this. 
 
2. Lyster (2004) 
First, split the file (DATA > SPLIT FILES, then move COND over) 
Using the Lyster.Written.sav file, open up the Syntax Editor (FILE > NEW > SYNTAX).  
Then I used this syntax: 
GGRAPH  
  /GRAPHDATASET NAME="Lyster.Written" VARIABLES=Cond PreBinary  
Post1Binary Post2Binary 
  /GRAPHSPEC SOURCE=INLINE. 
BEGIN GPL 
SOURCE: s = userSource(id("Lyster.Written")) 
DATA: PreBinary=col(source(s), name("PreBinary")) 
DATA: Post1Binary=col(source(s), name("Post1Binary")) 
DATA: Post2Binary=col(source(s), name("Post2Binary")) 
DATA: Cond=col(source(s), name("Cond"), unit.category()) 
TRANS: caseid = index() 
COORD: parallel() 
SCALE: linear(dim(1), min(10), max(50))  
SCALE: linear(dim(2), min(10), max(50))  
SCALE: linear(dim(3), min(10), max(50))  
GUIDE: axis(dim(1), label("Pre-Task")) 
GUIDE: axis(dim(2), label("Immediate Post-Task")) 
GUIDE: axis(dim(3), label("Delayed Post-Task")) 
GUIDE: legend(aesthetic(aesthetic.color), label("Condition")) 
ELEMENT: line(position(PreBinary*Post1Binary*Post2Binary), 
              split(caseid), color(Cond),  transparency(transparency."0.5")) 
END GPL. 



38 
 

 
Then choose RUN>ALL from the menu to run the syntax. 
 
If you have split by COND, you will see that FFIPrompt again seems to have the most participants 
who improve strongly, although there are a few exceptions to this rule. There is a trend toward 
some improvement for FFIRecast, and for the other two conditions it looks fairly random which 
way the lines go (note that in Figure 12.5 I transposed the chart coordinate system from what it 
first comes up as. If you want to do this, double click on the chart so the Chart Editor opens, then 
choose OPTIONS > TRANSPOSE CHART or find the button on the toolbar that does the same thing). 
 
12.4.5 Application Activities with RM ANOVA 
 
1. Lyster (2004) 
Use the Lyster.written.sav file. To conduct an RM ANOVA on the task completion test, use 
ANALYZE > GENERAL LINEAR MODEL > REPEATED MEASURES. There is only one within-group 
factor, which is the different times the test was administered. Label your variable TIME and 
specify it has three levels. ADD it, then click DEFINE. Move the 3 variables for the task 
completion test (PRETASKCOMPL, POST1TASKCOMPL, POST2TASKCOMPL) into the “Within-
subjects” box. Put the COND variable in the “Between-subjects” box. Open the MODEL button 
and change to Type II SS. Call for post-hocs on COND (use Games-Howell) through the 
POSTHOC button. Create some interaction plots in the PLOTS button. Open the OPTIONS button 
and tick the boxes for “Descriptive statistics”, “Estimates of effect size”, “Observed Power” and 
“Residual SSCP matrix”. Click CONTINUE then OK. 
 
First off, notice that the number of participants in this study is large, with N=180 total. Looking 
at the descriptive statistics, we might notice that for the pre-task scores are roughly equal, but in 
the post-task (both immediate and delayed), the FFIPrompt group has the highest scores. 
However, all groups have improved relative to the Comparison group.  
 
Next we will go to the “Test of Within-Subjects Effects”. The first thing we might notice is that 
the interaction between TIME and COND is statistical. Do we care about that? Well, Lyster did 
care because he would like to say that all of the groups performed the same way on the pre-test, 
that no group had a leg up on any other group to start with (even though this is not mentioned as 
one of his hypotheses). An easy way to check on this would be to run a one-way ANOVA on the 
pre-test data (even though, as mentioned in Section 10.4.2, not finding a difference between 
groups is not necessarily evidence that there is no difference between groups!). I called for a one-
way ANOVA on the PRETASKCOMPL variable by using ANALYZE > COMPARE MEANS > ONE-
WAY ANOVA. I put PRETASKCOMPL in the “Dependent List” box and COND in the “Factor” box. 
Not remembering whether variances were equal, when I opened the PostHoc button I just ticked 
the Games-Howell post-hoc and then OK. The post-hocs found no statistical differences between 
any of the groups, which at least makes us feel better. 
 
Beyond the question of whether the groups were equivalent in the pre-test, Lyster didn’t really 
seem to care about the factor of Time, what he really cared about was the between-group 
variable of condition. Looking at the “Tests of Between-Subjects Effects box” we can report that 
that main effect was statistical (F3,176 = 11.2, p < .0005, partial eta-squared = .16, power = .99). 
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However, if we look at the post-hoc comparisons reported in the RM ANOVA output we’re 
going to get an average over all of the time periods. So indeed we do want to get post-hocs which 
show us group differences separated out by the different times. We can go now to the “Tests of 
Within-Subjects Effects” and report on the statistical interaction between TIME and COND using 
the Huynh-Feldt correction (F5.5,323.7 = 21.1, p < .0005, partial eta-squared = .3, power = 1.0).  
 
Then it’s time to call for post-hocs that will tell us how the groups fared against each other at 
each time period. We could either do that by running separate one-way ANOVAs (not another 
RM ANOVA since there was only one IV and we are separating it out) or by using the syntax 
option. To show how to do this with syntax, I go back to ANALYZE > GENERAL LINEAR MODEL > 
REPEATED MEASURES, click the DEFINE button to get to the main dialog box (because all my 
information is already entered) and open the OPTIONS button. I move COND*TIME to the 
“Display Means for” box. I press CONTINUE to return to the main dialog box, and open the PASTE 
button. I find the line that has EMMEANS, copy it and paste it twice underneath the original line, 
but add the COMPARE part to the end like this: 
/EMMEANS=TABLES(Cond*Time)COMPARE(Cond) 
/EMMEANS=TABLES(Cond*Time)COMPARE(time) 
I then choose RUN > ALL.  
 
In the output under “Estimated Marginal Means” I look for the title Cond*time to find the 
pairwise comparisons I want. For the immediate post-test, I can answer Lyster’s hypotheses this 
way: 
1) Will form-focused instruction (FFI) help students to perform better with gender assignment? 
At time 2, there is a statistical difference between the Comparison group and all FFI groups (p 
< .01 in all cases). 
2) In groups that get FFI, will feedback (in the form of recasts or prompts) help students to 
perform better with gender assignment than when they get no feedback? 
At time 2, there is a statistical difference between the FFI Only group and the FFI Prompt group 
(p < .0005, 95% CI: - 7.8, - 3.2, d = .97) but not the FFI Only and FFI Recast groups (p = .9, 
95% CI: - 2.3, 2.5, d = .01). The effect size is quite large for the FFI only and FFI Prompt groups, 
but not for the FFI Only and FFI Recast groups. 
3) Which type of feedback is better—prompts or recasts? 
At time 2, there is a statistical difference between FFI Prompt and FFI Recast (p < .0005, 95% 
CI: -7.9, -3.3, d = .98) (again, a large effect size). 
I obtained effect sizes by using the mean scores and standard deviations for each group and the 
online calculator at http://web.uccs.edu/lbecker/Psy590/escalc3.htm). 
 
For time 3 (delayed post-test), the answers are: 
1) same as above (stat. dif between Comparison and all FFI groups) 
2) similar to above (stat. dif between FFI Only and FFI Prompt with large effect size but no dif. 
between FFI Only and FFI Recast)—numbers are obviously a bit different 
3) similar to above (stat. dif between FFI Recast and FFI Prompt, effect size not quite as large at , 
d = .85 but still pretty big!). FFI Prompt is always best condition for this task. 
 
2. Lyster (2004) 
Lyster.Written.sav file, “Binary Choice” data 



40 
 

 
First, check the data for assumptions. Look at 3 different boxplots (GRAPHS > LEGACY DIALOGS > 
BOXPLOT, use SIMPLE + “Summaries for groups of cases”) where the binary choice variable is in 
the “Variable” box and COND is in the “Category Axis” box. Variances look fairly equal for all 3 
variables. As for normality, there is some skewing and outliers present, especially in the FFI 
recast and FFI prompt groups after treatment.  
 
Next, run the RM ANOVA. Use ANALYZE > GENERAL LINEAR MODEL > REPEATED MEASURES. 
There is only one within-group factor, which is the different times the test was administered. 
Label your variable TIME and specify it has 3 levels. ADD it, then press DEFINE. Move the 3 
variables for the task completion test (PREBINARY, POST1BINARY, POST2BINARY) into the 
“Within-subjects” box. Put the COND variable in the “Between-subjects” box. Open the MODEL 
button and change to Type II SS. Call for post-hocs on COND (use Games-Howell) through the 
POSTHOC button. Create some interaction plots in the PLOTS button. Open the OPTIONS button 
and tick the boxes for “Descriptive statistics”, “Estimates of effect size”, “Observed Power” and 
“Residual SSCP matrix”. Press CONTINUE then OK. 
 
Again, we notice first that there are 180 participants total in this study, with 38 in FFIRecast, 49 
in FFIPrompt, 42 in FFIOnly and 51 in Comparison. The descriptive stats seem to show that in 
the pretest scores were pretty equal by groups. In both the posttests the FFIPrompt group does 
the best, but all groups improve relative to the Comparison group. 
 
The next part of the output we’ll look at it “Mauchley’s test of sphericity”. This test is statistical 
(p < .05) so we will use the Greenhouse-Geisser correction. However, scrolling down to the 
“Residual SSCP Matrix” box, the covariance matrix we called for didn’t look too crazy—
numbers on the diagonal were similar, as were numbers in the upper part of the matrix in the 
middle “Covariance” row of the Residual SSCP Matrix (see Figure 12.22 if you don’t remember 
how to examine this). Now going back up in our output to the “Tests of Within-Subjects Effects” 
and “Tests of Between-Subjects Effects”, all effects are statistical. Most importantly there is a 
statistical effect of Condition (F3,176 = 15.5, p < .0005, partial eta squared = .21, power = 1.0), 
and the interaction of Time x Condition (F5.5,321 = 14.4, p<.0005, partial eta squared = .20, power 
= 1.0). The interaction plot shows that scores were almost identical across groups for the two 
posttests, but that these were not in parallel with scores from the pretest. 
 
In the answer for #1 I said we could look at how groups did compared to one another at the 
separate times by using one-way ANOVAs or syntax. Here I will demonstrate how to do this by 
using one-way ANOVAs. Run one-way ANOVAs with each test time separate. ANALYZE > 
COMPARE MEANS > ONE-WAY ANOVA. Put all three binary choice variables in the “Dependent 
List” (they will be analyzed one at a time) and put COND in the “Factor” box. Open the POST 
HOC button and choose Tukey’s test since variances look equal. Open the OPTIONS and ask for 
Descriptive Statistics. Press CONTINUE and then OK to run the three one-way ANOVAs. 
 
Results: First of all, mean scores show that in the posttest, FFI prompt scored the highest and the 
comparison group scored the lowest. The comparison group also scored the lowest on the pretest, 
and the FFI only group scored the highest. 
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A one-way ANOVA (in the output box labeled “ANCOVA”) for pre-test found a very low, 
although not statistical, p-value for between-group differences (p = .065), which would cause me 
some concern about group differences in the pretest for this task. I might decide to run an RM 
ANCOVA as a check on my results later, using the pre-test as a control variable (Chapter 13 
treats ANCOVAs). Results for the immediate posttest and delayed posttest were nearly identical, 
and both were statistical. Since we are interested in how the groups performed in these ANOVAs, 
however, this is where our focus will lie. Tukey post-hoc tests for the immediate posttest showed 
that the FFI prompt condition performed statistically better than all other conditions, with 
confidence intervals showing the largest difference between the FFI prompt and comparison 
group (95% CI: 7.27, 14.18), an average of 6.8 points of difference with the FFI only group 
(95% CI: 3.23, 10.5), and possibly a very small difference with the FFI prompt group (95% 
CI: .66, 8.14). The wide confidence intervals show that our estimates are not very precise. All 
FFI groups are different from the comparison group. The numbers are slightly different for the 
delayed posttest but the general trend holds true, with the FFI prompt group statistically better 
than all others, but all FFI groups performing better than the comparison group. 

 
3. Larson-Hall (2004) 
Use the LarsonHall2004.sav file. First, examine the data for normality and variances. Look at 3 
different boxplots (GRAPHS > LEGACY DIALOGS > BOXPLOT, use SIMPLE + “Summaries for 
groups of cases”) where the phonemic contrast variable is in the “Variable” box and COND is in 
the “Category Axis” box. Use just the R_L, SH_SHCH and PJ_P contrasts. 
 
Results: For R_L, the advanced group has hardly any variance just like the NR, while the 
beginners and intermediates have quite large variances. For SH_SHCH, all groups except the NR 
have a large variance, the beginners largest of all. Data are skewed. For PJ_P the beginners and 
advanced have large variances but the intermediates have none at all, just like the NR. There 
doesn’t seem to be a reason to drop the NR when other groups also have no variance. We will 
live with the fact that variances will not be homogeneous. 
 
Next, run the RM ANOVA. Use ANALYZE > GENERAL LINEAR MODEL > REPEATED MEASURES. 
There is only one within-group factor, call it SOUND and specify it has 16 levels. ADD it, then 
click DEFINE. You will now be able to enter the data for 16 sound contrasts into the “Within-
subjects” box. Put the LEVEL variable in the “Between-subjects” box. Click the MODEL button 
and change to Type II SS. Call for post-hocs on LEVEL (use Games-Howell) through the 
POSTHOC button. Create some interaction plots in the PLOTS button. Open the OPTIONS button 
and tick the boxes for “Descriptive statistics”, “Estimates of effect size”, “Observed Power” and 
“Residual SSCP matrix”. Click CONTINUE then OK. 
 
Results: First, we notice that the number of participants was modest, with a total N=41 for four 
groups. The descriptive statistics seem a bit overwhelming but realize that each sound has a 
possible 5 points, and you will notice that overall, all of the proficiency levels did pretty well on 
the sounds. Just a few have scores that reach into the 3s.  
 
Going to “Mauchley’s test of sphericity” box we see it is statistical (p < .05) and this seems 
confirmed in the covariance matrix. We will use the Greenhouse-Geisser correction. Next 
turning to the “Test of Within-Subjects Effects” box, as might be assumed with so many factors, 
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the hypothesis that they are all equal to each other (that the difference between them is zero) has 
a very small probability (in other words, the main effect for Sound is statistical, F7.5,276 = 16.3, p 
< .0005, partial-eta2 = .31, power = 1). The interaction between SOUND and LEVEL is also 
statistical, meaning that not every group performed in parallel on all the contrasts, as again might 
be expected given that native speakers were included (F22.4,276 = 2.2, p =.002, partial-eta2 = .15, 
power = 1). Looking at the “Test of Between-Subjects Effects”, we find the effect of proficiency 
level is large and statistical: F3,37 = 14.0, p < .0005, partial-eta2 = .53, power = 1. 
 
There are lots of things we could look at in the results but we will concentrate on the points that 
the question asks us to. Looking at the profile plots, the ones that show largest differences are the 
contrasts R_L and SH_SHCH. One-way ANOVAs (ANALYZE > COMPARE MEANS > ONE-WAY 
ANOVA with R_L and SH_SHCH in the “Dependent List” and LEVEL in the “Factor” box) for 
these two variables were statistical and post-hocs showed that for R_L, native Russians were 
better than all except the advanced group, while for SH_SHCH, native Russians were only better 
than the Beginners. 

 
4. Erdener and Burnham (2005).  
Use the Erdener&Burnham2005.sav file. Look at 8 different boxplots (GRAPHS > LEGACY 
DIALOGS > BOXPLOT, use SIMPLE + “Summaries for groups of cases”) where the TL*Condition 
variable is in the “Variable” box and L1 is in the “Category Axis” box. From the boxplots 
variances do not look highly unequal, but data is sometimes skewed and there are outliers. 
 
Next, run the RM ANOVA. Use ANALYZE > GENERAL LINEAR MODEL > REPEATED MEASURES. 
There are two within-group factors. The first is TL, call it TARGETLANGUAGE and specify it has 
2 levels; next add CONDITION, with 4 levels. Click DEFINE. You will now be able to enter the 
data for 8 columns of data in the “Within-subjects” box. Put the L1 variable in the “Between-
subjects” box. Open the MODEL button and change to Type II SS. There is no need for a post-hoc 
since the between-subjects factor only has 2 levels. Create some interaction plots in the PLOTS 
button. Open the OPTIONS button and tick the boxes for “Descriptive statistics”, “Estimates of 
effect size”, “Observed Power” and “Residual SSCP matrix”. Click CONTINUE then OK. 
 
Results: First, notice that there are 63 total participants in the study. Notice from the descriptive 
stats that the English speakers do better than the Turkish speakers on every category until the last 
2, which are Irish+Audio-visual+Orthography and Irish + Audio +Orthography. Moving to the 
box “Mauchley’s test of sphericity” we see this is statistical for CONDITION, and the covariance 
matrix has some disparate numbers, so we will use the Greenhouse-Geisser correction. Looking 
first at the “Test of Between-Subject Effects” box, we see there is no statistical effect for L1(F1,61 
= 2.3, p = .13, partial eta-sq. = .04, power = .32) but power is low. Moving back to the “Tests of 
Within-Subject Effects” box, we start with the largest interaction, target*condition*L1, and see 
that this is statistical (F2.9,175 = 4.2, p = .008, partial eta-sq. = .06, power = .85), but we note that 
the effect size is rather small.  
 
In order to investigate the 3-way interaction better, use the SPSS syntax technique (see answers 
to #1 in this application activity for a reminder of how to do this; in the OPTIONS button you’ll 
want to move over the last choice, which is L1*targetlanguage*condition. When you open up the 
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syntax, make sure to follow whatever capitalization you have for your variable names too!). The 
lines that I added to the syntax were: 
/EMMEANS=TABLES(L1*TargetLanguage*Condition)COMPARE(L1) 
/EMMEANS=TABLES(L1*TargetLanguage*Condition) COMPARE(TargetLanguage) 
/EMMEANS=TABLES(L1*TargetLanguage*Condition) COMPARE(Condition) 
 
There are now three different types of pairwise comparisons to look at. To answer the question 
of whether Turkish speakers were better at Spanish than Irish for the orthographic conditions 
(which are listed as 3 and 4), I looked at the Pairwise Comparison that had L1 as the first column, 
Condition as the second column, and target language as the third and fourth columns. For the 
Turkish L1 speakers, there indeed was a statistical difference in how they performed in Spanish 
and Irish, but only for the conditions with orthography involved (3 and 4). Mean scores showed 
that the Turkish speakers made more errors on both Condition 3 and Condition 4 when the target 
language (TL) was Irish (the non-opaque orthography) than when the TL was Spanish. For the 
English L1 speakers, there was no difference in how they performed on the target languages 
when orthography was involved. There are many more possible things to report on but this seems 
to be the main question of the authors so we will stop with this! 
 
Chapter 13: Factoring Out Differences With Analysis of Covariance: The 
Effect of Feedback on French Gender 
 
13.2.1 Application Activity: Identifying Covariate Designs 
1. RM ANCOVA because there are two within-subject variables, meaning all of the participants 
completed every level of these. 
2. One-way ANCOVA because there is only one independent variable beside the covariate—that 
is group (it doesn’t matter that there are only two levels—if there is a covariate we cannot use a 
t-test, we must use a univariate ANOVA design). 
3. One-way ANCOVA because there is only one independent variable beside the covariate—that 
is the digit ratio. 
4. One-way ANCOVA because there is only one categorical IV. The two covariates are 
continuous and do not enter into any interactions with the IV. 
5. RM ANCOVA because one of the two categorical variables is within-subjects (repeated), that 
of Time (meaning, the same people were tested at two different times). If a researcher wanted to 
ignore the repeated measures and classify Time as a between-subjects variable (which would 
cause a loss of power and wouldn’t be recommended), then this could be a factorial ANCOVA 
because it would have two between-subject variables, that of Time and Class. 
 
13.4.2 Application activities for ANCOVA 
 
1. Larson-Hall (2008) 
First, we’ll test assumptions. Because there are two covariates, check to see whether there is a 
strong correlation between the covariates. Use ANALYZE > CORRELATE > BIVARIATE and put 
TOTALHRS and APTSCORE in the “Variables” box. Click OK. The correlation is r = 0.08, a very 
small correlation and nothing to worry about. To test the assumption about linearity for each 
group, call for scatterplots between each of the covariates in turn and the GJT score. Do this by 
going to GRAPHS > LEGACY DIALOGS > SCATTER/DOT, choose SIMPLE SCATTER then DEFINE. Put 
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GJTSCORE in the “Y Axis” box and TOTALHRS in the “X Axis” box. Put ERLYEXP in the “Set 
markers by” box (this will make the scatterplot use different markers for the different groups; 
you could also have split the data before running the scatterplot to achieve the same effect. Since 
I only have two groups splitting the data in one graph is probably OK, but it would certainly be 
too messy with 4 groups like Lyster). Click OK.  
 
Regression lines and Loess lines will help examine the assumption of linearity. Double click on 
the scatterplot and the Chart Editor will appear. Click on a dot and all dots will be highlighted. 
Use the menu ELEMENTS > FIT LINE AT SUBGROUPS, then CLOSE, and a regression line will be put 
on the data. Click on a dot again so that all dots are highlighted; open the same menu but this 
time choose “Loess”, then hit APPLY then CLOSE. For the covariate of TOTALHRS, the data shows 
a lot of scatter away from the straight lines and the assumption of linearity may not be good, 
especially for the Early group. Run the scatterplot again with AptScore in the “X axis” box. This 
time the Loess lines clearly show non-linearity, especially among the Early group (the Loess line 
looks like a “V”!). 
 
For the assumption of parallel lines, try using the technique of checking for an interaction 
between the covariate and the independent variable. Open ANALYZE > GENERAL LINEAR MODEL 
> UNIVARIATE and put GJTSCORE in “Dependent variable”, ERLYEXP in “Fixed Factor”, and 
TOTALHRS in “Covariate”. Open the MODEL button and then click “Custom”. Move the 
interaction between ERLYEXP and TOTALHRS to the right and run the analysis. I found that this 
interaction was statistical (F2,197 = 4.75, p = .01), which means I should abandon a parametric 
ANCOVA. Actually, in my published research I used a robust ANCOVA that didn’t need to 
have parallel slopes for each group. But here, according to our instructions for the exercise, we 
will simply note that we have violated this assumption and go on to run the ANCOVA. 
 
To run the ANCOVA, go back to the Univariate dialog box. Open the MODEL button and then 
click back to “Full Factorial”. Also change to Type II SS. Since there is only one independent 
variable we cannot call for any plots, so open the OPTIONS button and tick “Descriptive 
Statistics”, “Estimates of effect size”, “Observed power”, and “Homogeneity tests” if you’d like. 
Move ERLYEXP to the right and tick the box to “Compare mean effects” but leave the confidence 
interval adjustment at “LSD(none)”. Click CONTINUE then OK to run the ANCOVA. 
 
Results: First, we note that the number of participants was high, with N=200 for two groups. 
Looking at descriptive statistics, the earlier starters scored slightly higher than the later starters. 
Continuing on to the “Tests of Between-subjects Effects” box, we see that there was no effect for 
early exposure (earlier versus later starters) on the GJT (F1, 197 = 1.69, p = .20, partial eta-squared 
= .01, power = .25), but the covariate of total hours of study was statistical for the GJT (F1, 197 = 
6.24, p = .013, partial eta-squared = .03, power = .70). In other words, if didn’t matter whether 
you started earlier or later, the amount of input was what was most important for scores on the 
GJT. The effect size is small, however. 
 
2. ClassTime.sav 
First, we’ll test assumptions. Because there are is only one covariate, there is no need to check to 
see whether there is a strong correlation between the covariates. To test the assumption about 
linearity for each group, call for scatterplots between the covariate and the POSTTESTSCORES. Do 
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this by first splitting the data (Data > Split File, change to “Compare Groups” and put 
TIMEOFCLASS in the “Groups Based On” box, press OK). To run the scatterplot, go to GRAPHS > 
LEGACY DIALOGS > SCATTER/DOT, choose SIMPLE SCATTER then DEFINE. Put PRETESTSCORES in 
the “Y Axis” box and POSTTESTSCORES in the “X Axis” box. Press OK. The data appear fairly 
linear so we will be satisfied with this assumption.  
 
For the assumption of parallel lines, use the technique of checking for an interaction between the 
covariate and the independent variable (first go back and “unsplit” the files!). Open ANALYZE > 
GENERAL LINEAR MODEL > UNIVARIATE and put POSTTESTSCORES in “Dependent variable”, 
TIMEOFCLASS in “Fixed Factor”, and PRETESTSCORES in “Covariate”. Open the MODEL button 
and then click “Custom”. Move the interaction between ERLYEXP and TOTALHRS to the right and 
run the analysis. I found that this interaction was statistical (F5,41 = 35.8, p < .0005), which means 
I should abandon a parametric ANCOVA. But here, according to our instructions for the exercise, 
we will simply note that we have violated this assumption and go on to run the ANCOVA. 
 
To run the ANCOVA, go back to the Univariate dialog box. Open the MODEL button and then 
click back to “Full Factorial”. Also change to Type II SS. Since there is only one independent 
variable we cannot call for any plots, so open the OPTIONS button and tick “Descriptive 
Statistics”, “Estimates of effect size”, “Observed power”, and “Homogeneity tests” if you’d like. 
Move TIMEOFCLASS to the right and tick the box to “Compare mean effects” but leave the 
confidence interval adjustment at “LSD(none)”. Click OK to run the ANCOVA. 
 
Results: We want to note that there were 47 participants spread among 5 groups, so group sizes 
are fairly small. The question tells us that the highest possible points were 10, but the descriptive 
statistics shows that scores were fairly low among the groups, although there was some variation 
among those groups.  
 
Levene’s test for equality of variances was also statistical (more flaunting of assumptions!). 
Moving to the box “Tests of Between-subjects Effects”, we see that the independent variable of 
TimeOfClass is statistical (F4,41 = 4.8, p = .003, partial eta-squared = .32, power = .93) and the 
covariate of PreTestScores is also statistical (F1,41 = 75.2, p < .0005, partial eta-squared = .65, 
power = 1.0)  . Power was high and effect sizes are large. Pre-test scores definitely influenced 
post-test scores. Now it’s time to find out which groups were more positive about their Arabic 
class. The Estimated Marginal Means area shows descriptive statistics with adjusted mean scores. 
There are many possible comparisons here, but in general I will just note that it seems that the 
researcher’s 8 a.m. class is definitely reacting differently from the other classes; there are 
differences with low p-values for the 8 am and 10 am class (p<.005), the 8 am and 11 am class 
(p=.06) and the 8 am and 1 pm class (p=.07). It also appears that 2 p.m. may not be a great time 
for classes either. Effect sizes should be calculated here to see how important these differences 
are, no matter what the p-values are. 


