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"Compared to my worst games ever, I did pretty well out there today." 

-- (notional quote from) Yogi Berra  

 

 

This is an important BIG QUESTION because the reference group researchers can manipulate 

research results based on which reference group is used.  If corporations were conducting 

research on whether there are harmful effects of their products, they could change who is part of 

the reference group in order to show that harmful effects of the product are minimal or non-

existent, when the reality might be that there are significant harmful effects.  (I’m sure this has 

been done.) 

 

The standard meaning of a reference group is that, in a categorization of two or more mutually-

exclusive groups, it is the group/category that is not included in the model as an explanatory 

variable.  The coefficient estimates on the variables for the other groups would then be based on 

the comparison of a given group to the reference group.  The most common such use of a 

reference group would be with a dummy variable.  For example, including “female” as an 

explanatory variable means that females are being compared to those in the excluded group of 

males. 

 

For the sake of estimating causal effects, the reference group for the key X variable could refer 

to: 

 Those not receiving the treatment (if the key X variable is a based on yes/no for 

receiving a treatment) 

 The group that does not have a variable representing it in the model (for key X variables 

for a multi-group categorization) 

 Those with low values of the key X variable—when the key X variable is numeric or 

non-categorical.  (I took the latitude here to expand the definition of a reference group to 

something not quite fitting the normal definition but that is essentially the same thing.)   

 

The issue of whether a study has the optimal reference group or an improper reference group for 

the key X variable comes down to three sub-questions, of which one or more might apply: 

(A) Does the reference group represent an incorrect counterfactual? 

(B) Would those in the reference group be more likely to be doing something instead of the 

treatment that could affect the dependent variable? 

(C) Do those in the reference group experience a lower-intensity effect of the treatment? 

 

Which of these sub-questions should be used depends on the situation.  And, the direction of the 

bias is determined differently for each sub-question.  I will give some examples, and then I will 

give inexact guidance on which of these sub-questions to use in different situations.   

 



A. Does the reference group represent an incorrect counterfactual? 

 

This sub-question is important for issues for which it is not just a yes/no treatment, but rather at 

least three options for the treatment.  A good example comes from a RAND Corporation analysis 

on how “hostile deployments” affect the probability of enlisted personnel reenlisting (Hosek and 

Martorell, 2009).  A hostile deployment, in the military, is where a service-person gets deployed 

to a location that is deemed to present a danger to the service-person.  In administrative military 

data, having a hostile deployment is indicated by whether the service-person received extra 

hostile-duty pay in a given month.  It is normally given to everyone who is part of a unit (e.g., an 

Army company) that had members in an area exposed to danger in a given month. 

 

Hosek and Martorell (2009) essentially put everyone into one of three groups:  

 no deployment 

 a non-hostile deployment 

 a hostile deployment. 

 

(Technically, a person could be in both of the latter two groups, but the lesson here still holds.) 

 

They included the latter two in the model, which made the “no deployment” category as the 

reference group.  But, is this the correct reference group? 

 

The implied objective of the analysis was to determine how the increased danger service-persons 

were being put in, as a result of the Global War on Terrorism (GWOT), was affecting 

reenlistment rates.  And so, we need to think about what category would those having a hostile 

deployment due to the GWOT have been in had there not been the GWOT.  Would they have 

been on no deployment?  Or, would they have been on a non-hostile deployment?  Or, would 

service-persons have been in both categories had there not been the GWOT? 

 

By making the reference group “no deployment,” it assumes that all the “hostile deployments” 

would have had the counterfactual of “no deployment.”  Based on this, as seen in Table 6.X, they 

estimate the hostile-deployment effect on the probability of reenlistment to be -0.5 percentage 

points for Army soldiers (not significant at the 5% level) and +1.7 percentage points for Marines 

(which was highly significant).  

 

Table 6.X.  Summarizing main model from Hosek and Martorell (2009, Table 7.1, p. 40) 

 Army Marine 

Corps 

Non-hostile deployment 0.082
**

 

(0.006) 

0.065
**

 

(0.004) 

Hostile deployment -0.005 

(0.003) 

 0.017
**

 

(0.002) 
Note: The dependent variable is a dummy variable for whether the enlisted person reenlists.  The reference group is 

those with no deployment.  These results come from the bottom model of Table 7.1 in the report, which uses 

interacted fixed effects for occupation (MOS) and quarter of the reenlistment decision.   
** 

indicates statistical significance at the 1% level. 

 



But, what if the counterfactual was non-hostile-deployments?  That is, what if those on hostile-

deployments would have had a non-hostile-deployment had it not been for GWOT?  If that 

category were the reference group, the estimated effect of a hostile deployment would be  ̶ 8.7 

percentage points for Army soldiers (29.5% minus 38.2%) and  ̶ 4.8 percentage points for 

Marines, which would both be statistically significant. This can be seen in Figure 6.X.1, in which 

I depict the Army results.  I start with a baseline reenlistment rate of 30% for non-deployers, and 

the rates for the other two groups add the coefficient estimate from Table 6.X above.  And, we 

can see that the hostile-deployers have lower reenlistment rates than the non-hostile-deployers by 

8.7 percentage points.  This is a completely different story from what comes out in the table, as 

this would suggest a large negative effect of a hostile deployment. 

 

Figure 6.X.1  Depicting the Army results from Table 6.X. 

 
 

If the actual counterfactual were some mix of “no deployments” and “non-hostile deployments,” 

then one option would be to add “non-hostile deployments” to the reference group.  What would 

the estimated effect of “hostile deployments” be then?  From Figure 6.X.1, it is easy to see that if 

we were to combine the first two groups as the reference group, then the reenlistment rate for 

those with a hostile deployment (the third group) would be lower by a greater compared to the 

reference group (and have a larger negative coefficient estimate)—again, different from what the 

results in the table indicate.   

 

I hate to complicate things, but the solution for the proper reference group is not simply to 

combine the first two groups, but rather to weight the first two groups based the percentages of 

each that the hostile-deployers would have as the counterfactual (had they not had a hostile 

deployment).  And, who knows what that mix would be?  Perhaps it should be based on what the 

mix was before GWOT started. 

 

Whatever the reference group would be, it would probably come out that a hostile deployment 

does have a sizable negative impact on the probability of reenlisting.  Hosek and Martorell 

(2009) likely had a large positive bias on their estimates, which ended up understating the 

negative effect of hostile deployments, even incorrectly turning the estimate positive for the 

Marine Corps. 

 



An important point of this is that, when there are three or more categories for the key X variable 

(the treatment), choosing the correct counterfactual might be difficult. It has to be done carefully.  

 

The direction of the bias, for this sub-question on whether the incorrect counter-factual is used, is 

based on whether the true counterfactual groups (whether some are added or taken out) have a 

higher or lower weighted average of the dependent variable than the existing/initial reference 

group, after holding the other factors constant.  The rule is the following: 

 If the optimal reference group has a mean of the dependent variable (after controlling for 

other factors) that is more positive than the current reference group (as is the case for the 

Army and Marine Corps above), then the estimated effect of the key X variable would 

now be more negative, meaning that it was positively biased beforehand.   

 If the optimal reference group has a mean of the dependent variable (after controlling for 

other factors) that is more negative than the current reference group, then the estimated 

effect of the key X variable would now be more positive, meaning that it was negatively 

biased beforehand.   

 

 

B. Would those in the reference group be more likely to be doing something instead of 

the treatment that could affect the dependent variable? 

 

Consider the oatmeal-cholesterol example from Section 6.4.2.  This would be a case in which the 

treatment is a numeric variable, and so the reference group would be those with low amounts of 

oatmeal consumption.  The question becomes whether those who have low oatmeal consumption 

are doing something else instead (of eating oatmeal) that could affect cholesterol.  What you are 

probably thinking is that oatmeal tends to be a breakfast food, and of those not eating oatmeal, 

many might be eating bacon-and-eggs, which probably increases cholesterol levels significantly. 

 

This means that, as oatmeal consumption changes in the sample, bacon-and-eggs consumption is 

probably also changing.  And so, it could be that oatmeal has no effect on cholesterol, but it 

might look like it does because the reference group has high cholesterol due to more bacon and 

eggs.  This can be seen in Figure 6.X.2.  It shows notional bad cholesterol (LDL) levels for 

different categories of people, based on what their typical breakfast is.   

 

Figure 6.X.2.  Notional bad cholesterol levels based on the typical breakfast 

 
 



If the oatmeal people were compared to everyone else, it would look like oatmeal has a negative 

effect on cholesterol.  But, being in some of these other categories could affect their cholesterol.  

Out of the categories, what I would think would be the most cholesterol-neutral category would 

be the second one, “toast and avocado.”  And so, if that were the reference group, then it would 

show no evidence for any effect of oatmeal on cholesterol (based on my notional data). 

 

What this means is that the reference group would be improper if those who ate cold pizza or 

bacon & eggs were included in the reference group.  The optimal model would control for being 

in the cold-pizza and bacon-&-eggs categories so that toast-and-avocado was the reference 

group.  This would also apply if we just compared high-oatmeal people vs. low-oatmeal people.  

(The low-oatmeal people probably eat more bacon & eggs, and other cholesterol-laden foods—

not that they are necessarily bad for our health.) 

 

Another example could come from estimating how wine consumption affects health.  Consider 

Figure 6.X3, where the reference group is no wine consumption.  The question now is: Are those 

not drinking wine doing something else instead of wine that could affect their health?  What I 

came up with is that some might be drinking beer or hard alcohol, both of which could have 

negative (or positive) effects on health.  The notional data I created for this chart is consistent 

with the things the non-wine-drinkers did instead was harmful to their health.  (This has 

connections to Step 2 of identifying whether there is an omitted-variable bias, from the 

Supplement posted online.)  So, if beer and hard-alcohol consumption are not controlled for, we 

might get a biased estimate of the effect of wine consumption. 

 

Note that, even with a Randomized Control Trial assigning different amounts of wine for people 

to drink (and somehow properly enforcing it), there still could be bias in the estimated health 

effects of wine because those assigned to have zero wine could turn to beer and hard alcohol. 

 

Figure 6.X.3.  Notional data on health scores for various levels of wine consumption 

 
 

The direction of the bias when the reference group would be doing something else would be the 

opposite of the effects of the reference group’s actions on the dependent variable.  For example, 

if the zero-wine-drinkers (the reference group) were drinking a lot of beer and hard alcohol and if 

those drinks negatively affected health, then it would bias the estimated effects of wine towards 

positively affecting health. 

 



With this example, we can also think about what is the correct counterfactual.  For those drinking 

2-3 glasses-per-day, should the reference group be zero-glasses or one-glass?  And, for those 

drinking 4 glasses, should the reference group be zero-glasses or 2-3 glasses?  It comes down to 

whether they want to estimate the marginal effect on increasing wine consumption by one-or-two 

glasses or estimate the total effect of increasing wine consumption from zero to two- or-three-

glasses.  Doing the latter is the common practice, perhaps because it makes results look more 

significant. 

 

 

C. Do those in the reference group experience a lower-intensity effect of the treatment? 

 

Suppose you wanted to estimate the following: 

 

(postural problems) = β0 + β1×(whether had 5+ hours on cell phone) + ε 

 

So, the key X variable is a dummy variable for whether the person spends 5-or-more hours per 

day on their cell phone.  The reference group would be those who spend less than 5 hours on 

their cell phone.  

 

In this situation, those in the reference group would have some lower-intensity effects of the 

treatment.  They could have 4.99 hours on their cell phone, on average, and yet be considered 

part of the reference group in this model. 

 

The impact on the estimated effects of cell phone use would be to show that there is a smaller 

impact than there really is.  This strategy could be used by someone researching a 

pharmaceutical drug (or cell phone use), if they wanted to show that side effects of the drug (the 

pharmaceutical one or the phone) are minimal. 

 

The direction of the bias for this sub-question is more straightforward than the others, as it would 

be a muted estimated effect (downward in magnitude). 

 

 

How do you choose which sub-question to use? 

 

I’m still developing this BIG QUESTION, and I added it because I have seen errors in studies 

based on not using the proper reference groups.  So, I do not have yet any solid rules on which 

sub-question to use.  But, let me give a pattern I’m seeing.  (Please email me if you develop and 

would like to share a better set of rules: jeremyarkes@gmail.com.)    

 

 Does the reference group represent an incorrect counterfactual? 

 

This appears to be most applicable when there is a policy intervention and there is more than two 

treatment categories.  For example, with the analysis on “hostile deployments,” the policy 

intervention was GWOT causing more service-men and -women to be put into the “hostile 

deployment” category.  And so, if we want to understand the effects of the policy, we need to 
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know what category those going into the “hostile deployment” category came from, or what 

category would they have been in if not for GWOT. 

  

 Would those in the reference group be doing something instead of the treatment 

that could affect the dependent variable? 

 

This appears to be a common them for the effects of health behaviors on health outcomes.  Not 

doing one activity (e.g., eating oatmeal, drinking wine, watching TV) means the subjects are 

doing something else, and that something else could have its own effect on their health.  

 

 Do those in the reference group experience a lower-intensity effect of the treatment? 
 

This also appears to be a common theme among health-related studies. 

 


