
Open Ended Conceptual Problems 
 

Note: these questions do not have “right” or “wrong” answers, only answers which fulfill what is 

being asked to varying degrees.  Hence, the instructor has considerable latitude in grading these 

questions.  Also, what is supplied here are only some suggestions for possible answers, based in 

part on how students in an interdepartmental graduate course at the University of Texas at 

Arlington have answered some of them in the past.  Yet for many of these questions students could 

come up with a perfectly good answer that is substantially different from the one given here.  Such 

creativity on the part of students should definitely be encouraged, as it could lead to advances in 

the neural network field! 

 

 

Chapter 2, Exercise 1: The differential Hebbian rule has the advantage of highlighting stimuli that 

are novel or that lead to surprising increases in reward.  The straight Hebbian rule has the advantage 

of buffering previously learned associations against later inhibitory interactions that could weaken 

those associations, which may be an advantage for preservation of long-term memories. 

 

Chapter 2, Exercise 5: Possible examples are given in the problem.  For computational methods, 

look at the answers to the simulations in Exercises 3 and 4 of this chapter. 

 

Chapter 2, Exercise 7: The “localist versus distributed” controversy is an extremely complex issue.  

Since “one size fits all” is rarely the rule in the brain, it is likely that representations of events can 

be either confined to a few neurons (“sparse” in the terminology of psychologists) or distributed 

across large numbers of neurons.  Can we find broad agreements on some of the facts across the 

two articles mentioned in the problem, which have opposite biases?  Both articles agree that there 

are cases of neurons that respond preferentially to particular categories of stimuli or of experiences.  

There have even been some documented examples of neurons whose preferred responses are 

narrower, such as the neurons found in one participant that respond specifically to pictures of 

Jennifer Aniston.  Yet the articles disagree on whether these “grandmother cells” are functionally 

important for generating the organism’s response to the stimulus in real life. 

 

Chapter 3, Exercise 1: This issue is suggested in the later article of Anderson (1973).  In that article 

the strength of each memory trace is multiplied by a factor ck that depends on its probability of 

occurrence.  These coefficients could be adapted to reflect the selective importance of the trace 

due to emotional connections, salience, or any other cause.  With the unequal coefficients the 

formula N/K for the output signal-to-noise ratio derived at the end of Chapter 3, generalizes to a 

ratio in response to the kth trace of 
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Chapter 3, Exercise 5: The differential Hebbian model is more heuristically intuitive.  It was 

motivated by a quest for simplicity in modeling and has been shown to model a wide range of 

conditioning data with relatively few network elements.  The gated dipole model is better 

integrated with models of other processes, such as short term memory and attention.  Also, the 



gated dipole is better at capturing effects of duration, such as a rebound being larger when a 

stimulus that has been on longer is removed. 

 

Chapter 4, Exercise 4: There are several possible ways to model the Muller-Lyer illusion using 

position and orientation detectors with distance-dependent excitation and inhibition.  The method 

used depends on how the network is assumed to judge the length of a line segment. 

 Assume the network contains detectors for each orientation k at each position (i, j), as in 

the equations described in Chapter 4, Exercise 7.  Let j1 be the y coordinate of the horizontal line 

in Figure 4.22(a) and j2 the y coordinate of the horizontal line in Figure 4.22(b).  Then for those x 

coordinate values i corresponding to points at or near either end of those lines, the horizontal 

orientation detector corresponding to the position (i, j2) is inhibited by nearby oblique orientation 

detectors (with the inhibition being stronger as the oblique arrowheads get closer to horizontal).  

The horizontal orientation detector corresponding to (i, j1) is less inhibited by the arrow tails that 

are outside the boundaries of the line segment.  Hence the total activity of horizontal detectors 

along the line segment in Figure 4.22(b) is less than the total activity of horizontal detectors along 

the line segment in Figure 4.22(a). 

 One possible schema would be to make the judged length of a line segment some increasing 

function of that total activity of horizontal detectors along that line segment.  A more sophisticated 

approach is based on the functional scaling (Grossberg, 1983) described in Figure 4.15.  The 

judged length of an input is based on the number of peaks in the transformed pattern shown in 

Figure 4.15(c).  The pattern of peaks depends in a complex way on excitatory and inhibitory 

coefficients between various position-specific orientation detectors, and the inhibition of detectors 

close to the line segment in Figure 4.22(b) shrinks that number of peaks.   

 

Chapter 4, Exercise 5: One idea that might be usable in modeling the binding problem is the 

division of the visual system into “What” and “Where” pathways.  In the diagram of visual areas 

shown in Figure 5.2 of Chapter 5, the pathways on the left leading up to inferotemporal cortex 

predominantly deal with the properties of objects, and the pathways on the right with the locations 

of those objects.   

Recognizing that the green color and circle form are in the same location, and so are the 

blue color and square form, requires parietal activity.  The integration of colors and forms into 

unified objects could be expected to take place where the What and Where systems converge, 

which is in association areas of the prefrontal cortex.  Different unified object representations could 

compete in prefrontal cortex by lateral inhibition.  Normally, the green circle and blue square 

representations would be much stronger than those of blue circle and green square and so inhibit 

those illusory conjunction representations.  But with parietal damage, location information from 

the Where system is weaker and does not provide the real conjunctions sufficient advantage.  Also, 

with attentional overload due to competing tasks, there might be representations of other tasks that 

would compete with the real conjunction representations and drive down their activities. 

The challenges that modelers of the binding problem have tackled relate to synchronization 

across time as well as space.  Two features that occur together may not be processed at exactly the 

same rate, which can lead to illusory conjunctions that do not occur simultaneously (Intraub, H., 

Visual dissociation: An illusory conjunction of pictures and forms, Journal of Experimental 

Psychology: Human Perception and Performance, 11, 431-442, 1985) as well as illusory non-

conjunctions of events that occur together.  This is where mutually influence between 

synchronized oscillators can be of benefit, with the possible addition of bipole cells (e.g., 



Grossberg & Mingolla, 1985a).  An oscillator is typically constructed from mutual influence 

between a fast excitatory node and a slow inhibitory node.  However, the spatial separation of the 

green and circle from the blue and square would seem to be necessary to prevent illusory 

conjunction between features of the two stimuli which occur at different locations but in the same 

time period. 

 

Chapter 4, Exercise 6: There are two errors in this problem!  The references to Figure 4.21 should 

be Figure 4.17, the exercise based on the Dev article.  And in that figure, “DSPARITY” should be 

“DISPARITY.” Otherwise, the exercise is fairly straightforward.  It need not involve exactly the 

same equations that Dev used, which include convolution terms, but could be based on shunting 

nonlinear differential equations along the lines of the Wilson-Cowan or Grossberg equations 

discussed in this chapter.   

 

Chapter 6, Exercise 1: It is difficult to account for the unblocking data in the Rescorla-Wagner 

model.  The value wmax would have to be increased for higher levels of reinforcement.  It is 

somewhat easier to account for these data in the Sutton-Barto model because their equations 

incorporate a difference between expected and actual external reinforcement.  This is shown by 

the )()( tyty −  term in the third equation of Equations (3.22) in Chapter 3. 

 

Chapter 7, Exercise 3: Let me first explain the reason for including the note at the end of this 

problem.  When I first assigned this problem to a graduate class without that note, several of the 

students focused on trying to resolve the ambiguity to make a clean category choice next time.  My 

intent in the problem, however, was different: it was to enable a network to distinguish ambiguous 

patterns from unambiguous ones in order to treat them differently.  In one book chapter (Levine, 

D. S., 1989, Selective vigilance and ambiguity detection in adaptive resonance networks.  In W. 

Webster (Ed.), Simulation and AI 1989 (pp. 1-7), San Diego: Society for Computer Simulation), I 

suggested this could be used to allow one level to transfer control to a higher level when a problem 

becomes sufficiently controversial.  This could be applied to a cognitive control system (Chapter 

9 of this book) whereby an executive region like prefrontal cortex does not become activated in 

routine problems but becomes activated in cases that involve conflict or novel environments.   

In a conference paper (Levine, D. S., & Penz, P. A., 1990, ART 1.5 C A simplified adaptive 

resonance network for classifying low-dimensional analog data, International Joint Conference 

on Neural Networks (Vol. II, pp. 639-642), Hillsdale, NJ: Lawrence Erlbaum Associates) I used 

this idea to develop an ART-based radar classifier that had two vigilance levels for “certain” and 

“tentative” classifications, and would update its prototype only when the “certain” criterion was 

passed.  It’s the two different vigilance levels (in the case of ART 1 the “certain” vigilance level 

is the larger one) that is key to the solution of this problem. 

 

Chapter 9, Exercise 1: This exercise is highly open-ended because it could involve Bayesian or 

other optimal models of any specific function (e.g., vision, audition, motor control, foraging, 

reasoning, et cetera).  Some of the general issues are discussed in Bowers, J. S., and Davis, C. J., 

2012,  Bayesian just-so stories in psychology and neuroscience, Psychological Bulletin, 138, 389-

414.  Bowers and Davis make the point that a Bayesian outlook implicitly assumes that a model 

of a task’s requirements constitutes an adequate model of how an organism performs the task.  

Arguments in favor of that approach point to cases where the performance of real humans or 

animals is close to optimal performance.  Arguments against that approach point to evolutionary 



constraints on the organism that are external to the current task, some of them involving the 

requirements of other tasks the organism needs to perform. 

 

Chapter 9, Exercise 2: There is a large body of experimental results on working memory that can 

be used here.  The relevant results go beyond merely learning a sequence of stimuli to keeping 

track of contextual changes that require updating of memory.  One example is the 1-2-AX task 

developed by Frank, M. J., et al., 2001, Interactions between the frontal cortex and basal ganglia 

in working memory: A computational model, Cognitive, Affective, and Behavioral Neuroscience, 

1, 137-160, discussed in Chapter 9.  In this task the participant must respond to a sequence A-X if 

they saw a 1 more recently than a 2 and to a different sequence B-Y if they saw a 2 more recently 

than a 1.  The task is particularly challenging because some relevant items need to remain in 

attentional focus throughout the task (the 1 and the 2) and others go in and out of attentional focus 

(the A, X, B, and Y).  Another example, discussed in O’Reilly, R. C., and Frank, M. J., 2006, 

Making working memory work: A computational model of learning in the prefrontal cortex and 

basal ganglia, Neural Computation, 18, 283-328, is the Store-Ignore-Recall (SIR) task.  There are 

two separate stimuli labeled S and R; the task is to store the S stimulus, maintain it over a sequence 

of other stimuli (I) to be ignored, and then recall the S when an R is presented. 

Another challenging working memory task is the n-back task (see, for example, Kirchner, 

Age differences in short-term retention of rapidly changing information, Journal of Experimental 

Psychology, 55, 352-358, 1958).  In this task the participant is presented with a sequence of stimuli 

and instructed to press a particular button when the current stimulus matches the one from n steps 

earlier in the sequence for some positive integer n.   When n = 1 this is a very easy task, but it gets 

progressively harder as n increases. 

There are a number of subtly different theories about the role of the prefrontal cortex (PFC) 

and basal ganglia in working memory, and the division of labor between those two large areas.  

Yet any model of these working memory tasks should incorporate some well-established results 

by late Twentieth Century neuroscientists about roles of those regions.   

As for the PFC, working memory requires active maintenance of information over the time 

period of the task to be performed.  This maintenance is generally believed to be subserved by the 

active firing of PFC neurons over delays, which has been found by many investigators; see, for 

example, Fuster, J. M., & Alexander, G. E. (1971). Neuron activity related to short-term memory, 

Science, 173, 652-654; Fuster, J. M., 1989, The prefrontal cortex: Anatomy, physiology and 

neuropsychology of the frontal lobe (3rd ed.), New York: Lippincott-Raven; Miller, E. K., 

Erickson, C. A., & Desimone, R., 1996, Neural mechanisms of visual working memory in 

prefrontal cortex of the macaque, Journal of Neuroscience, 16, 5154-5167. 

As for the basal ganglia, there is a large body of work implicating the striatum in 

disinhibition of loops between the thalamus and the PFC.  There are parallel loops between basal 

ganglia, thalamus, and cortex, and the striatum inhibits globus pallidus internal segment (GPi) and 

substantia nigra pars reticulata (SNr) which in turn inhibit that parts of the thalamus that ultimately 

project to PFC (Alexander, G. E. et al., 1986, Parallel organization of functionally segregated 

circuits linking basal ganglia and cortex, Annual Review of Neuroscience, 9, 357-381; Chevalier, 

G., & Deniau, J. M., 1990, Disinhibition as a basic process in the expression of striatal functions, 

Trends in Neurosciences, 13, 277-280.  These interacting loops are thought to hierarchically 

represent stimuli at different levels of abstraction in both the PFC and basal ganglia. 


